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Abstract

The benefits of wrapper-based techniques for feature selection are well established. How

ever, it is acknowledged tha t overfitting can occur in feature selection using the wrapper 

method when there is a limited amount of training data available. That is, feature subsets 

tha t perform well on the training data may not perform as well on data not used in the 

training process.

In this thesis we show tha t two stochastic search techniques (Simulated Annealing and 

Genetic Algorithms) th a t can be used for wrapper-based feature selection are susceptible 

to overfitting in this way. However, because of their stochastic nature, these algorithms can 

be stopped early to prevent overfitting. We present a framework called Stochastic Search 

with Early Stopping (SSES) that implements early-stopping for both of these stochastic 

search techniques. We believe that by controlling the intensity of search (using early 

stopping) we can reduce the effects of overfitting and increase the generalisation accuracy.

We demonstrate tha t the problem of overfitting in feature weighting can be exacer

bated if the feature weighting is fine grained. W ith greater representational power we risk 

learning not only the signal, but also the idiosyncrasies of the training data. Traditionally 

researchers have avoided overfitting by reducing the representational power of the Machine 

Learning algorithm. However, we believe that we can avoid overfitting while maintaining 

the representational power and show that the effects of both search intensity and increased 

representational power can be ameliorated by the early-stopping strategy we present.

The SSES framework is evaluated over seven datasets and we find good results for both 

versions of the framework. We compare the framework to other feature selection algorithms 

used to deal with overfitting and find a favourable performance for our approach in each 

case. In the context of feature weighting, we find tha t while under normal search conditions 

feature weighting is outperformed by feature selection the opposite is true when using the 

SSES approach.
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Chapter 1

Introduction

This chapter provides an introduction to supervised Machine Learning and an overview 

of the thesis. The introduction will be informal with the formal definitions and detail 

following in the next three chapters.

In Section 1.1 we describe the motivation of the thesis. In Section 1.2 we introduce 

the Machine Learning area of Lazy Learning and follow this with an outline of inherent 

problems surrounding the data  we use. Section 1.3 contains a brief introduction of feature 

selection and weighting which are commonly used to address the data issues in Lazy 

Learning. We provide a high level description of the overfitting problem and how it occurs 

in relation to our research. In Section 1.4 we outline the contributions of this thesis and 

conclude with a summary in Section 1.6.

1.1 M otivation

Datamining deals with the extraction of usable information from data. Berry and Linoff 

(1997) define data mining as;

’’the exploration and analysis, by automatic or semiautomatic means, of large 

quantities of data in order to discover meaningful patterns and rules”

D ata mining is widely used in marketing, financial and medical domains and uses Ma

chine Learning techniques to perform the necessary operations. Generally speaking, there 

are two main areas in datamining - informative and predictive, and both of these areas 

are directly related to two types of learning performed in Machine Learning. Informative 

datamining falls into the category of unsupervised learning. Unsupervised learning deals
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with highhghting interesting patterns tha t occur within the data (i.e. where X —> Y). 

The most commonly used example in demonstrating this concept is probably found in the 

shopping basket example. Through the use of association rules, domain experts we able 

to  identify the relationship baby nappies —» beer, identifying the trend that young fathers 

who were sent to  buy nappies for their kids seemed to reward themselves for their trouble. 

Highlighting non-obvious trends like this enable analysts to take advantage of the infor

mation they are presented with. Knowledge gained through such datamining schemes may 

be used to change or adapt service to suit a customers behavior, in this example, moving 

the nappies and beer close to each other in the store.

In predictive pattern discovery, or supervised learning we deal with the problem of 

learning patterns to predict the value they represent. The task here is to make an educated 

guess on the outcome of different scenarios. If the parameter being estimated is a number 

it is known as a regression task. An example of a regression task is in financial markets 

where it is common to predict exchange rates for trading purposes. Alternatively, we 

may be trying to predict a label or a nominal value, in which case we are dealing with a 

classification task. For example, in customer relationship management (CRM), this kind 

of datamining is extensively used to identify customers tha t fit certain profiles. In the 

telecoms sector, management may have the focus of retaining customers. It is known tha t 

customers are more likely to leave their current service provider if they seldom use their 

phone and are charged at the higher rate per minute for the calls tha t they do make, or 

if they continually get charged more because they exceed their pre-paid limit on minutes 

used per month, either of which is not a good scenario for them to be in. Identifying 

these users from the thousands of other users would otherwise be a massive task, but is 

made relatively simple through datamining. Targeting these specific users with campaigns 

regarding tarifi' change or improved conditions are likely to be muc;h more efficient when 

compared to blind campaigns, thus improving customer retention.

The most common place where we are likely to encounter aspects of Machine Learning 

today are probably on certain e-commerce websites, where the shopping experience is 

now a more personalised experience. Amazon.com always recommend to a user additional 

products bought by someone else who exhibits a similar taste and this has been shown 

to greatly improve sales and generate revenue. More recently Gmail (the email service 

provided by Google), scans all email you receive and places targeted advertisements in the 

right-hand column of the screen based upon the content.
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In this thesis we focus on the classification domain and the problems we encounter 

when trying to build models. When building models in Machine Learning there are several 

factors tha t an analyst must take into account. For example, not all the information on 

a given task may be relevant to the outcome. If one were attem pting to build a model 

which predicted a person’s heart attack risk, the day of the week on which the patient 

was born would have no influence on whether or not they were at risk. However, if this 

information were to be included and if we have a limited number of examples we may 

discover a coincidental correlation between the two. While this serves to confuse future 

predictions it also makes the model more difficult to explain.

1.2 Lazy Learning

In order for a machine to learn the concepts hidden in the training data we need a classifier 

and a learning algorithm. The task of the classifier is to generate an internal mapping 

from the training cases to their correct label. This gives it the basis on which to make 

future predictions. The job of the learning algorithm is to teach the classifier, effectively 

mapping the dataset to the classifier. The desired features of the generated classifier are 

to be accurate, compact and understandable to the end user. Accuracy may be looked 

upon as the most important objective, but compactness and the ease of understanding 

associated with the model are equally important in most cases, as these aspects of the 

model give us added insight into the underlying factors of the problem.

There are many classifiers and learning algorithms that we can use in order to learn 

concepts. This thesis will concentrate on the Lazy Learning techniques that contribute 

toward a deeper understanding of the underlying concept and so we focus on the k nearest 

neighbour (fcNN) classifier.

The A;NN, is an instance-based classifier. It represents instances as features-value pairs 

and the learning process consists of storing each of the feature-value pairs in memory. 

Classification begins by measuring the distance between the query instance and each of 

the stored instances in memory. Therefore all training instances represent points in the 

n-dimensional problem space and the nearest neighbours are defined in terms of Euc:lidean 

distance. It is this simplicity which allows for the queries to be dealt with in context which 

gives it an advantage over many others. Added to this is the fact tha t the training data 

is available after the training phase, which for example, in medical domains can give the
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end user further insight into the problem and added confidence in the predictions.

D a ta  Issues

D ata acquisition is the process by which events in the real world are sampled and translated 

into a machine-readable format. D ata is now stored automatically after most transactions 

and often this is too much for an expert analyse. Extracting usable knowledge from this 

data has been a bottle-neck in many domains for years where previously an expert would 

be expected to create a set of criteria upon which to classify new queries. Induction 

algorithms which can perform this process much quicker are now used, and usually the 

expert’s role is to analyse what the algorithm produces. While experts will always play 

a role in model construction, an aim of Machine Learning to surpass the accuracy levels 

tha t an expert can atta in  by uncovering hidden relationships within the data.

The amount of data we have available for training a classifier greatly affects the end 

performance we get from it. When we do not have enough data we increase the risk of 

confusing the classifier due to  statistical anomalies. Ideally there should be enough to 

completely describe the problem under investigation. In situations where this is not the 

case it has the effect of disrupting the statistical regularity of the data, making it more 

difficult for the classifier to model the target concept accurately.

So in real-world domains where problems are often poorly defined, we assume tha t 

most datasets contain features tha t are irrelevant to the problem being investigated and 

as a result harmful to the classifier.

1.3 Feature P re-processing

As mentioned previously, the statistical regularity of a dataset can be affected by noisy, 

irrelevant and redundant features. This degrading influence can be clearly understood in 

the fcNN classifier in which the distance function assigns some weighting to all the features 

in the data set. In such a case, irrelevant and harmful features have the same effect as 

good highly predictive features.

To address this issue we can perform feature selection. Feature selection aims to 

completely remove these irregularities from the learning process. By doing so we attem pt 

to:-

B uild  b e t te r  p re d ic to rs  better quality classifiers can be built by removing irrelevant
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features, this is particularly true for Lazy Learning systems.

E conom y  o f re p re s e n ta tio n  allow problems to be represented as succinctly as possible.

K now ledge  d iscovery  discover what features are and are not influential in weak theory 

domains.

Currently the explicit forms of feature selection methods fall into two categories, either 

filters or wrappers. The distinction between them is whether or not they use a preset bias 

or a performance bias to guide the search when selecting features. The filter approach use 

some inbuilt preset bias based upon a criteria tha t ranks features on a continuum between 

good and bad. The performance bias in the wrapper is the accuracy estimate generated 

by the learning algorithm and this is used to guide the search through the feature space. 

The wrapper approach can be viewed then as an optimization problem as it attem pts 

to find the optimal feature set for the specified classifier. Many researchers have in the 

past compared the filter and wrapper processes Kohavi and John (1997), Hall and Holmes 

(2003) with many advantages and disadvantages demonstrated in each case. The fact 

remains tha t the wrapper process will generally outperform filters because the process 

optimises the feature subset for the bias incorporated into the classifier. While this can 

incur a much greater computational cost, we suggest tha t this is not an im portant factor 

as this is always run offline and only performed on an oc;casional basis. Filters do however 

remain im portant in the area. They can be used in conjunction with wrappers, to reduce 

the dimensionality of the feature space to reduce the effort required by the wrapper, or 

indeed to offer a smart starting point for the wrapper search.

When using the fcNN classifier in the wrapper context, it is possible to perform feature 

weighting by making a simple extension to the wrapper search process. Where feature se

lection removes features from the dataset, feature weighting attem pts to assign the features 

a measure of importance. Features tha t are highly predictive and useful to the prediction 

task are assigned a high weighting and ’bad’ features, ones tha t degrade performance, are 

given a low weighting.

O v erfittin g

There is a problem associated with most learning techniques and the wrapper-based search 

is no different. Over-searching in the feature subspace can lead to overfitting, causing 

classifiers to make overly optimistic estimates in performance. A classifier that suffers
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from overfitting characteristically exhibits a high accuracy over the training data, while 

performing poorly on new data. This is caused by the classifier over learning the training 

data, tha t is, modelling the training data too closely and learning aspects that are spec:ific 

to the training data  and not true of the entire distribution.

1.4 Thesis statem ent

This thesis claims that, in the context of wrapper-based feature selection over limited train

ing data, employing an early-stopping strategy can lead to an increase in generalisation 

accuracy by reducing or avoiding overfitting. We propose a framework called Stochastic 

Search with Early-Stopping (SSES). Our proposed framework for wrapper-based feature 

selection and feature weighting uses stochastic search with an early stopping procedure 

that estimates when overfitting is likely to occur. We compare the proposed framework 

to existing algorithms tha t have been used to prevent overfitting in the past and we find 

tha t our SSES framework performs well in every case.

Evaluation of the framework is carried out over six UCI datasets and one artificial 

dataset that all proved to exhibit overfitting during the wrapper-based process. We eval

uate the solutions by ten-fold cross-validation measured over the induced classifier and 

compare the normal process with the SSES framework presented here.

We show tha t overfitting can be ameliorated by controlling our search algorithm in 

such a way tha t the intensity and depth is restricted, and we describe a framework that 

can be used in order to achieve this. We describe two versions the SSES framework: one 

is based upon the GA and another on the SA. In both versions the framework is able to 

employ an early-stopping procedure due to the stochastic nature of the search used. We 

perform an inner validation routine which estimates when overfitting is likely to occur 

and then use this estimate to modify our search to that we can reduce the likelihood of 

overfitting.

This framework is able to achieve good results over the datasets tha t we examine. 

We provide experiments comparing the two implementations of the framework to their 

normal unmodified counter-parts and we note that the SSES is able to attain a higher 

generalisation accuracy in all cases. We compare the framework to different techniques 

used in the research tha t are known to perform well at times when intensive searches do 

not. We show tha t it performs well against both the IG filter and the simple searches
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of forward selection and backward elimination. We provided a comparison to a wrapper- 

approach which was trained in the presence of additional noise and again we found that 

it was outperformed by the SSES in most cases.

In the domain of feature weighting we show tha t contrary to prior reports of weight

ing being outperformed by feature selection, under the SSES framework the situation is 

reversed. Due to the nature of the search through the weight-space in this case, early 

stopping is able to take advantage of the superior representational power of the search 

before it has the chance to overfit. In cases where this search is not controlled, the level 

of overfitting is likely to be greater than when we have two weights [0,1] (selection).

We have confirmed that overfitting will occur in wrapper-based feature subset selec

tion in situations where limited data is available. We also show that this overfitting can 

be ameliorated through early stopping in stochastic search. We have demonstrated a 

particularly effective way to do this with Simulated Annealing.

1.5 C ontributions o f th is T hesis

This following is a hst of the contributions to the field of Machine Learning made in this 

thesis:

• An Early Stopping framework for wrapper based searches in feature selection and 

weighting using stochastic searches - SSES.

• Implementation of the framework using a Genetic Algorithm (GAES) for feature 

selection.

• Implementation of the framework using Simulated Annealing (SAES) for feature 

selection.

• Comparison of SAES and GAES

• Frciquently in the literature filters are offered as an alternative to the more intensive 

wrapper search and it is claimed to be competitive in many cases. We provide a 

comparison of SAES and a simple feature filter, namely Information Gain.

• Greedy searches like Forward Selection and Backward Elimination are know to be 

robust against overfitting and we provide a comparison of SAES and these.
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• We evaluate the effects of training in the presence of additional noise for feature 

selection in relation to both the standard simulated annealing (SA) and the SAES.

• We implement a standard SA search for feature weighting and discuss the results 

found. We follow this with an implementation of feature weighting under the SSES 

framework. We compare the results from both experiments and discuss the findings.

Publications R ela ted  to  th is Thesis

The publications that are related to this thesis are as follows:-

• Cunningham, P., Doyle, D., and Loughrey, J. (2003). An evaluation of the usefulness 

of case-based explanation. In Ashley, K. D. and Bridge, D. G., editors, Case-Based 

Reasoning Research and Development, 5th International Conference on Case-Based 

Reasoning (ICCBR 2003), volume 2689 of Lecture Notes in Computer Science, pages 

122130. Springer.

• Doyle, D., Loughrey, J., Nugent, C., Coyle, L., and Cunningham, P.: FIONN; A 

Framework for Developing CBR Systems, Expert Update 2004

• Loughrey, J., Cunningham, P.: 2004, Using Early-Stopping to Avoid Ovcrfitting in 

Wrapper-Based Feature Selection Employing Stochastic Search, in M. Bramer and F. 

T. A. Coenen (eds.), 24th SGAI International Conference on Innovative Techniques 

and Applications of Artificial Intelligence (AI-2004), pp 3343, Springer

• Loughrey, J., Cunningham, P.: 2005, Using Early-Stopping to Avoid Ovcrfitting 

in Wrapper-Based Feature Selection Employing Stochastic Search. Department of 

Computer Science Trinity College Dublin Technical Report TCD-CS-2005-37

• Loughrey, J., Cunningham, P.: 2005, Using Early Stopping to Reduce Overfitting 

in Wrapper-Based Feature Weighting. Department of Computer Science Trinity 

College Dublin Technical Report TCD-CS-2005-41

The remainder of this thesis is organised in the following manner:-

1.6 Sum m ary and Structure o f th is Thesis

C hapter Two Discusses terms and formalises methods tha t we use throughout this the

sis, and identifies the area in which the research is situated. We introduce and detail



the internal working of the A;NN classifier. We review some of the different meth

ods that are used to evaluate our classifiers and describe the differences between 

them. We describe the diff’erenc:es in training and validation accuracy and cover 

some problems and behaviors encountered during the training phase.

C h a p te r  T h re e  Surveys the areas of Feature Selection and Feature Weighting. It de

scribes the feature selection framework and introduces the two main approaches used 

within the field. It describes the advantages and disadvantages of both, before fo

cusing on the wrapper-based approach. We take the discussion on wrapper-based 

searches further and describe some extensions tha t have been suggested and some 

current know issues with them.

C h a p te r  F our Re-visits in more detail the problem of overfitting in Machine Learn

ing. We examine cases and conditions within Machine Learning tha t increase the 

likelihood of overfitting, and review the state-of-the-art techniques used to combat 

overfitting. We then discuss in detail where overfitting occurs in the domain of 

both wrapper-based feature selection and weighting and the factors tha t increase 

the severity of it.

C h a p te r  F ive We formally introduce our framework here Stochastic Search with Early 

Stopping (SSES). We justify the motivation and the implementation details of it and 

describe the modific;ations required to the underlying algorithms in order to make it 

work. We illustrate the notion of different layers of data in order to correctly evaluate 

the system on each level. We introduce our two proposed versions of the SSES 

framework, namely GAES and SAES and how we modify both search techniques 

based upon our early-stopping strategy.

C h a p te r  Six We describe the implementation of the searches and algorithms used later 

in the evaluation of the thesis. We introduce the Fionn framework, paying particular 

attention to the feature selection workbench. We detail the implementation of the 

filter used and the searches implemented in the wrapper model. We describe the 

A:NN and the extension developed to incorporate noise.

C h a p te r  Seven (The evaluation chapter) We describe the datasets used here and the 

evaluation setup as well as the statistical measure used. There are seven experiments 

included here:
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1. GA versus GAES

2. SA versus SAES

3. Comparison with IG Filter

4. Comparison to Simple Searches (FS/BE)

5. Comparison to training with noise

6. SSES Applied to Feature Weighting

We also implement and compare SSES to training in the presence of additional noise. 

We show tha t while both techniques do as they are meant to, SSES performs better 

in most cases. Furthermore, we claim tha t while in limited data situations feature 

weighting is outperformed by feature selection, by employing the SSES framework 

we can overcome the overfitting effect and in most cases reverse this situation - 

whereby weighting will outperform feature selection.

C h a p te r  E igh t Draws conclusions and outlines possible directions for future work.

10



Chapter 2

Lazy Learning

In machine learning, the subfield of supervised learning is concerned with the design and 

implementation of computer systems that automatically improve with experience. Simon 

(1983) defines learning as, ‘Changes in the system that are adaptive in the sense that 

they enable the system to do the same task or tasks drawn from the same population 

more efficiently the next time’. Mitchell (1997) states more precisely that a, ’Computer 

program is said to learn from experience E  with respect to some class of task T and 

performance measure P, if its performance at tasks in T, as measured by P, improves 

with experience E \

Giving machines the power to learn and model concepts is hugely powerful in terms of 

performing complex tasks more quickly, more efficiently and more accurately than could 

otherwise be done. As a result in recent years machine learning has become very popular 

in a wide range of disciplines. For example, in the banking sector machine learning has 

been used to learn and detect suspicious behavior amongst clients related to fraud detec

tion (Fawcett and Provost 1997). Online stores such as Amazon^, use machine learning 

techniques to learn shopping profiles and use this acquired knowledge to target other users 

with more appropriate advertisements and recommendations. In the medical domain, ma

chine learning has been widely used in systems that support decisions made by doctors 

when diagnosing patients (Doyle, Cunningham, Bridge and Rahman 2004).

This chapter is organised as follows. In Section 2.1 we briefly introduce the area of 

machine learning and then focus on the aspect particular to this thesis in Section 2.2 and 

we describe the A;NN classifier central to this research. In Section 2.4 we describe the
ĥ ttp://w w w .amazom.com
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main methods by which we evaluate the performance of the classifiers and in Section 2.5 

we show how the quality of data and other issues can affect the performance of generated 

models.

2.1 M achine Learning

U nsupervised

Classification R egression

S upervised

Inductive
Learning

S peedup
Learning

M achine
Learning

F ig u re  2.1: Machine Learning Hierarchy

Figure 2.1 shows the hierarchy of machine learning so tha t we can focus upon the area 

tha t is studied in this thesis. At the top we can see tha t machine learning consists of two 

subfields. Speedup learning, exemplified by Explanation-Based Learning (Mitchell et al. 

1986), deals with exploiting knowledge to speed up the efficiency of existing processes. 

The other type is Inductive Learning. This differs in tha t given a set of examples (inputs 

and their solutions via some function), the system tries to approximate the underlying 

function. W ithin inductive learning we have two types:- Supervised Learning and Unsu

pervised Learning. Supervised learning is represented as a situation in which both the 

inputs and the outputs of a component can be observed i.e. a description of the problem
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at its solution. In unsupervised learning there is no information about what the correct 

outputs are. Examples of this type are clustering algorithms Duda (1973), Krishnaiah 

(1982), Cheeseman et al. (1988), which deal with discovering structure in unlabeled in

puts. Unsupervised learners can learn to predict future percepts based upon present ones, 

but cannot learn which actions to take without a utility function.

Supervised learning can be split again into two subclasses depending on the type of 

problem tha t it represents - either Regression or Classification. Regression problems deal 

with learning a function mapping from unlabeled inputs to a real-valued label Breiman 

et al. (1984), Draper (1981) where the classification problem involves mapping the input 

to a label from the set of possible labels. The generated model can then be used to classify 

new unlabeled examples, with the objective of correctly predicting the label of each query.

Once again supervised-learning algorithms differ in the degree to which they process 

their inputs prior to their use in the performance task. Eager learners greedily compile the 

training samples into an intensional concept description and discard the training instances. 

The generated internal representation is then used to make predictions - an example of 

this is a decision tree. Figure 2.2 shows a Decision Tree generated on the golf dataset 

using the C4.5 learning algorithm (Quinlan 1993). The original dataset shown in Table 

2.1 contains four features whereas the generated model only deems three of these relevant 

outlook, humidity, windy, so information is lost during the embedded feature selection tha t 

occurs. While this may appear to be a disadvantage, generating a model means that the 

training instances can be set aside and new cases can be classified very quickly.

outlook

oveicastsunny rainy

humidity yes (4) windy

<=75 >75 True False 

no (2) I f  yes (3)^yes (2) no (3)

F ig u re  2.2: An example of an eager learner generated model - A Decision Tree built on 
the golf dataset

Lazy learners on the other hand, perform less pre-compilation and simply use the

13



T able 2.1: Table showing the golf dataset

outlook temperature humidity windy play
sunny hot high FALSE no
sunny hot high TRUE no

overcast hot high FALSE yes
rainy mild high FALSE yes
rainy cool normal FALSE yes
rainy cool normal TRUE no

overcast cool normal TRUE yes
sunny mild high FALSE no
sunny cool normal FALSE yes
rainy mild normal FALSE yes
sunny mild normal TRUE yes

overcast mild high TRUE yes
overcast hot normal FALSE yes

rainy mild high TRUE no

training samples to make decisions. This gives them an advantage over eager learners in 

tha t they respond better to unanticipated queries. They typically display the following 

characteristics (Wettschereck et al. 1997).

D efer the training/processing of the inputs until they receive a request for information.

D em an d -D riv en  (R ep ly ) whereby they respond by combining aspects of the stored 

information.

D isca rd  (F lu sh ) any generated information created during the last query phase.

Figure 2.3, taken from Aamodt and Plaza (1994), explains what occurs during the 

lazy learning problem solving stage. Information is not lost as we maintain a collection 

of training instances. New predictions are made based upon these stored cases for new 

unseen query cases, although this proves to get more expensive the larger the training 

set. This is due to the increasing measurements required to compare the query case to all 

existing training cases at run time. This thesis focuses on lazy learning so we will examine 

this in greater detail in the following section.

2.2 Lazy Learning

We begin this section by defining some terms. A case or an instance is an example of 

the concept we are trying to learn and is represented by a fixed list of feature values. A
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New Case
Retrieve

Past Cases Retrieved
Case

Learned Case

case  history / 
prior knowledge

Retain

Repaired / 
Refined Case Reuse

Solved CaseC o n firm ed
S olu tion Revise

Solu tion

Figure 2.3: The CBR, Cycle

feature will describe some aspect or characteristic of the instance.

Take the example of a case tha t describes a person, the features we have may be along 

the lines of sex, hair colour, height. Each feature can be either nominal {sex € {male, female})  

or continuous {height £ R). As previously stated, in supervised classification we have a 

special nominal feature in each case, known as the class label. This identifies what we are 

trying to learn and make future predictions on, which in this case is a person.

Exam ple { male, brown, 185, John}

Formally, each training instance takes the form of:-

X  { x \ ,  X2 ,  ■ • . ,  X j i , X c }  ( 2 . 1)

where x  is an instance in the casebase, with n features and a label Xq, therefore it 

represents a point in the n-dimensional feature space. We refer to a collection of these 

labeled instances as a dataset.
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These training cases are loaded into the classifier. The function of a classifier to map 

an unlabeled instance to a class label. All classifiers use a stored representation of the 

d a ta  or data structure tha t is then interpreted as a mapping for an imlabeled case to a 

label as shown in Figure 2.4.

A sample query case q differs from x  in tha t the class label Xc is unknown,

q = {xi,x2,...,xn} (2.2)

Let V  be the space of unlabelled instances and Y  the set of possible labels. Let 

X  =  X F  be the space of labelled instances and D = {di,d,2 , ■ ■., dg} be a dataset of s 

cases, where di =  (uj E V,yi E Y).  Formally, a classifier C  maps an unlabelled instance 

G F  to  a label y E Y  and an inducer maps a given dataset D to classifier C. The 

notation I  {D, v) denotes the label assigned to an unlabelled instance v by the classifier, 

built by inducer I  on dataset D.

Problem Space Solution Space

M ap p in g  F unction

F ig u re  2.4: An example of a simple classifier’s mapping function

An example of a lazy learner classifier is the 1-NN. It finds the most similar case (the 

nearest neighbour) in a set of internally stored training cases and uses this label to deduce 

the classification of the query case. We look at the fcNN classifier in more detail in the 

following section.

2.3 The /cNN

The most frequently studied classifier in the lazy learning category is the /cNN. It takes 

in a query q and outputs a prediction for its class, basing the prediction on the k nearest
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neighbours. The A:NN is pure lazy, storing all the instances and postpones all effort and 

computation until a new query is presented. This is a flat search algorithm where the 

caae-memory is effectively unstructured. This makes them slow because the casebase 

must be completely searched every time retrieval is executed. fcNN retrieval proceeds 

by sequentially comparing the query case to each case in the casebase, and returning an 

ordered list of the k most similar cases. The major drawback with A;NN is its scalability 

where retrieval time increases linearly with the size of the casebase. Thus A:NN is ill suited 

to domains where query response time is important.

There has been much work on the improvement of the k-NN algorithm. Lenz et al. 

(1998) introduced the Case-Retrieval Net (CRN), an efficient memory model tha t uses 

a bottom-up approach to calculate similarity. CRNs take advantage of redundancy in 

feature values and are tolerant of missing or unknown feature values. In datasets where 

such circumstances exist they allow significant improvements in retrieval time.

Like other classifiers, the A:NN’s objective is to minimize the misclassification error, 

which in this case is defined as

where Lc,c / > is the loss (cost) associated with mistakenly classifying a sample of class ̂ i

Error{E) = ^  Lc^c., -p{c^’ k) (2.3)

Cj as in class c-' {j ^  / ) ,  and p{cj \q)  is the probability of classifying q  in class c / . A:NN 

generally assumes that all misclassifications have an equal cost:

Since the fcNN is not given q ’s class, it instead outputs the most probable class:

k N N  (q) =  arg max p [cj [q) (2.5)

fcNN differs from other classifiers in how it defines posterior class probabilities:

E x g K , =  Cj).K(d(x, q)))
(2 .6 )

where X  is a kernel function, defined as

K{d{x , q) )  =
1

(2.7)
distance {x, q)
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and where Kg is the set of q ’s nearest neighbours among a set X  training samples as 

determined by the distance function distance(x,q).

distance{x, q) = \ X d i f f { x f , Q f f

/ = i

(2 .8 )

where Wf is the weight value assigned to the particular feature depending on its rele

vance and the distance between individual features is calculated by:-

d i f f { q f , X f )  =

0 /  discrete and q f  —  X f

1 /  discrete and qj ^  Xf 

f  continuous
*-max ‘‘■min

and w ( /)  defines the feature weighting function in A:NN, which is;

(2.9)

w{ f )  = wf  (2.10)

Quite often if the dataset tha t we are using is noisy, we may have the case tha t two or 

more training c:ases have the same distance value but difi'ercnt class values. This is usually 

handled by increasing the size of k and implementing a voting routine to determine the 

most suitable class. In a two class problem this is usually handled by setting k = 3 

although often more sophisticated routines are employed. Thus, if k=3 and there are two 

examples of class 1 and one example of class 2 among the three nearest neighbour of q, 

we would predict tha t q belongs to class 1.

2.4 A ccuracy E stim ation

Estimating the performance of the classifier induced by a supervised learning algorithm is 

important, not only to predict its future performance, but it is also important when we 

wish to choose a classifier from a given set, or when creating ensembles of classihers.

The accuracy of a classifier C  is the probability of correctly classifying a new unlabeled 

instance.

a c c = P r { C { v ) )  (2.11)

for a randomly selected instance {v,y) G X ,  where the probability distribution over 

the instance space is the same as the distribution tha t was used to select instances for the
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training set (Kohavi 1995a).

2.4.1 H oldout Accuracy

During model generation this accuracy estimate will be generated over the training set. 

However, in order to get a true and unbiased estimation of the generated model perfor

mance we required data from a hold-out or test set, commonly referred to as the generali

sation performance. This can be achieved by dividing the original data set into 2 mutually 

exclusive sets. Often 2/3 of the data is used for training while the remaining 1/3 will make 

up the test set. The classifier is then trained on the training set and evaluated on the test 

set, this is known as sample-split estimation.

Let D/j, be the hold-out set - a subset of D  of size h, and Dt be D/Dh  and I  is the 

classifier. The holdout estimated accuracy is defined as

= ^  H  ^ iHDt ,Vi )  ,y,) (2.12)
{vi,yi)eDh

where 6 {a,b) = 1 ii a = b and 0 otherwise.

One may expect this estimate to be a httle pessimistic as the classifier has been trained 

on a reduced training set therefore restricting its prediction power. This poses the dilemma 

where: using more instances for the test set reduces the amount of training data we have - 

something we try  to avoid, whereas using less instances will lower our confidence levels on 

the estimate. This process can be repeated in a process called random sub-sampling where 

we average the end results to determine the accuracy. However this measure is known to 

violate to main assumption of independence of instances in the test set and training set 

and therefore standard deviations on the mean should not be used to prove significance 

(Kohavi 1995a).

2.4.2 Cross-Validation

The most commonly used evaluation technique is k fold cross-validation which is quite 

different to the sample-split approach. This is a probably the most popular way tha t we 

can estimate the accuracy of a generated model. In this cross validation process we have 

k folds of data of approximately the same size. These are generated by randomly splitting 

the original data set D  into k mutually exclusive folds {D\,  D 2 , .. ■, D^}  of approximately 

the same size. The evaluation takes place over k stages. On each iteration the model
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is trained on {k — 1) folds of data while 1 fold is kept for testing purposes. The cross 

validation estimate of accuracy is the overall number of correct classifications, divided by 

the number of instances in the dataset (s).

Leave One Out Cross Validation (LOO) is the name given to the situation where k 

equals the number of cases, otherwise we refer to the process as A:-Fold Cross Vahdation. 

It has been reported tha t LOO works well for reporting the accuracy for continuous error 

functions, but it may perform poorly in c:ases of classification. This is due to a lack of 

continuity - where a small change in the data can produce a large change in the model 

selected (Breiman 1996). It is also usually too expensive to perform LOO on large datasets 

so it is more common to use k fold cross-validation with k = 10.

The choice of 10 seems to be a good one probably due to the fact that it uses 90% 

of data for training. Increasing k to 20 only uses 95%, not much of an increase for the 

effort required (5% increase for twice the effort). A;—10 also gives fairly stable results over 

numerous datasets and learning algorithms, although even with A: =  10 there can be an 

unwanted variance in this measure due to the random element of the data splits. This can 

be stabilized by stratification of the folds. In stratified cross-validation the data is still 

randomly divided but in such a way tha t it contains approximately the same proportions 

of labels as the original dataset, this is shown in Quinlan (1993) and Weiss and Kuhkowski 

(1991). Kohavi (1995a) reported good results for 10 Fold Cross Validation with empirical 

decision trees. Still it is suggested tha t even a single tenfold cross-validation may still not 

be enough in certain cases and so some suggest performing this ten times, 10 x tenfold 

cross-validation, taking an average of the results (W itten and Frank 2000).

2.4.3 B ootstrap M ethod

Another approach to accuracy estimation is bootstrapping. Bootstrapping seems to work 

better than cross-validation in many cases on certain cases (Efron 1983). In the simplest 

form of bootstrapping, instead of repeatedly analysing subsets of the data, one repeatedly 

analyse subsamples of the data. Each subsample is a random sample with replacement from 

the full sample. Depending on the circumstances, anywhere from 50 to 2000 subsamples 

might be used. Since resampling is used, the probability of an instance not being chosen

(2.13)
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after n  samples is:

(1 -  1 /n)" «  0.368 (2.14)

the expected number of distinct instances from the original dataset appearing in the 

test set is therefore 0.632n. The accuracy is estimated using bootstrap sampling for 

training and the rest of the cases for testing. Given a number h, the number of bootstrap 

samples, let eO, be the accuracy estimate for the bootstrap sample i. The .632 bootstrap 

estimate is defined as:

. b
accb o o t =  7  0.632.e0j +  acc^.0.368 (2.15)

0 ̂
1 = 1

where accg is the resubstitution accuracy estimate on the training set. The bootstrap 

fails to give the expected results when the classifier captures the dataset perfectly i.e. in 

an unpruned decision tree (ID3), and the dataset is completely random. In a two class 

random dataset the resubstitution is 100%, and the eO accuracy is about 50% which gives 

an estimated accuracy of 68.4% when plugged into the equation, much more optimistic 

than the actual 50% accuracy. Due to this, it is known tha t bootstrapping does not work 

well for some other methodologies such as empirical decision trees (Kohavi 1995a), for 

which it can be excessively optimistic.

In order to correctly evaluate classifiers one must understand the difference between 

the training  and test set accuracy’s - a key concept to grasp. We will demonstrate this 

in the following figures and show that both are dependent on the amount of training data 

available and how the classifier is trained.

2.5 D ata  Quality, Sam ple Size and D im ensionality

Many factors affect the performance of a classifier. In the example of the /cNN this could be 

the voting algorithm or the distance function, but above all it is due to the representation 

and quality of the training data. D ata quality depends on a number of factors: How it 

was collected, whether or not there are missing values and the number of sample there are 

available.

Theoretically we require the number of training cases to increase exponentially with 

the feature dimension if we want to have complete coverage on the problem domain (Trunk
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1979). This is due to the geometry of Euchdean spaces; where the addition of a feature 

requires the number of instances to increase exponentially to provide complete coverage 

of the problem. This phenomenon is referred to  as the ”curse-of-dimensionality” and this 

problem has been investigated time and time again Bellman (1961), Friedman (1997), 

Verleysen (2001).

This is when we have too many features and not enough cases to describe the problem.

K nee-poin t

Increasing Training Sam ples

F ig u re  2.5: The relationship between classifier accuracy and the amovuit of training data 
- the classic learning curve Smyth and Cunningham (1996)

The Figure 2.5 shows an example of the estimated rmmber of cases required to generate 

a good predictor in a given problem. Classification accuracy starts off poorly but as more 

cases are added it climbs until we reach the ’knee-point’ of the curve. At this point we 

know that adding more data is unlikely to increase the accuracy of the classifier by much, 

and it would appear tha t there are enough cases to describe the concept being learned.

It is well known tha t the accuracy will not decrease with an increasing number of 

features as long as the class-conditional densities are completely known. However, it is 

commonly observed in practise tha t adding features may degrade the performance of a 

classifier if the number of training samples tha t are used is small relative to the number 

of features.

Training a classifier on this sparse or poorly defined data  often results in variance and 

unrehability being introduced into our models. By examining the training and test set 

accuracies during the training phase we gain added understanding of this problem.
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F ig u re  2.6; Increasing the amount of training data and its effect on model performance 
over train and test sets

In Figure 2.6 we note the typical behavior of model performance as a function of 

the amount of training data available. As is demonstrated, when the amount of training 

data  is limited the classifier is usually able to model the characteristics of the training 

set closely and as a result exhibits a high accuracy. It would be correct to assume that 

this is biased, and this close modeling to the training set has a negative effect on the test 

accuracy. However, as an increasing amount of training data becomes available we can 

see that the classifier’s training accuracy reflects tha t more things have to be learned and 

the learning accuracy lowers (becomes less optimistic). However, this means the classifier 

captures more aspects of the concept which allows it to perform much better on the test 

data and so we find the test accuracy increases.

T ra in ing

>%
O
CO
3oo< T e s t

Training / Capacity

F ig u re  2.7: Increasing capacity/training time and model performance on train and test 
sets
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Model capacity and training time has a large impact on model performance also. 

In Figure 2.7 we attem pt to capture model performance as a function of training time 

or model capacity. Typically, as training starts the model starts to learn the general 

characteristics of the data and this is reflected by the way both accuracy measures increase. 

However, during most training phases there is a point at which the model starts to learn 

too many characteristics of the training data and as a result overfits to the training data. 

This is widely known to happen with neural networks and while the training accuracy 

may continue to increase, the test accuracy will start to suffer and deteriorate slowly after 

this point (Geman et al. 1992).

This effect is also exacerbated when training on limited amounts of data and further

more when we have many features. In such a situation, not only is the accuracy of the 

classifier jeopardized, but the computational requirements for the model are greater too. 

Adopting Occam’s Razor (Domingos 1999) and reducing the dimensionality of the data set 

allows for the problem to be desc:ribcd and defined in a more cfhcient way. The principle 

of Occam’s Razor being tha t one should not make more assumptions than the minimum 

needed. By doing so, developing the model will become much easier, and there is less 

chance of introducing inconsistencies, ambiguities and redundancies.

2.6 Feature Preprocessing

With data quality being an issue in many machine learning tasks it is common to use some 

preprocessing step to combat this. Preprocessing steps include:-

• Feature Transformation

— Feature Extraction

— Feature Construction

• Feature Selection

• Feature Weighting

Feature Transformation attem pts to map the original data to a new data set. This is 

done either by extracting new information from existing data or inferring new concepts. 

This is usually performed via Principle Component Analysis (PCA) where the dataset is
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mapped into a new representation and examined in an unsupervised manner for correla

tions between features. It can also mean the construction of new features by combining 

existing features to form new features that offer more predictive i)ow(;r to the classifier.

In feature selection we attem pt to identify irrelevant features and we remove them 

from the classification task completely. W ith feature weighting these harmful features are 

assigned a low weighting thereby reducing their influence within the classifier. Using the 

A;NN we can perform feature weighting, which can be looked upon as a generalisation of 

feature selection. The main difference is that the dataset size is usually not reduced in 

weighting whereas in feature selection it is. They both however share the common goal of 

reducing the effect these bad features have on the classifier.

2.7 Sum m ary

In this chapter we outlined the area in which this research is based and introduced some 

key factors relating to the work contained in this thesis. We gave a general introduction to 

lazy learning and a detailed description of the popular A;NN classifier. We looked at data 

quality and its effect on a classifier performance and we also commented on the importance 

of having enough data available during the training process. We also looked at how we 

evaluate the perforinanc:e of the classifier and provided implementation details on the more 

popular techniques. The A:NN classifier which we refer to throughout is a basic algorithm 

that can be improved using feature weighting or feature selection. This will be covered in 

the next section.
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Chapter 3

Wrapper-based Feature Subset 

Selection and Weighting

It is well known that the distance function used in /cNN is particularly sensitive to irrele

vant and redundant features because in such cases these bad features will have the same 

influence on the classification as good, highly predictive features (Wettschereck et al. 1997). 

This is compounded by the fact tha t as the dimensionality of the data increases the re

sulting estimates of inter-class distance become less well defined or reliable. Performing a 

feature weighting or a feature selection task attem pts to mitigate this effect for the /cNN.

In this chapter we introduce feature selection and the current approaches to it and 

followed with a review on feature weighting and how it can be viewed as a generalisation of 

feature selection. We introduce the filter approach and describe the main algorithms that 

appear in the literature. We also describe the wrapper-based approach and we compare 

this to the filter implementation and give reasons for the superior performance of the 

wrapper.

The research presented in this thesis revolves around wrapper approaches. The wrap

per approach basically tunes the parameters of the model using a search algorithm, guided 

by an evaluation function. As such it is open to issues tha t commonly occur in optimisation 

routines found in other areas of machine learning.
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3.1 Feature Selection

Feature selection is defined as the selection of a subset of the features available from the 

data are selected to be used for the learning algorithm. Feature selection is necessary 

either because it is computationally infeasible to use all available features, or because of 

problems associated with irrelevant or redundant features. The main motivating factors 

for doing this are:-

• To yield an increase in accuracy by removing harmful features

• Computational speedup, where less features to examine means less time doing so

• Knowledge Discovery

Devijver and Kittler (1982) first investigated feature selection in data mining and 

since then there has been a large amount of work carried out for feature selection in 

machine learning. In recent years the applications for feature selection have spanned a 

wide range of genres; from data-mining (Piram uthu 1998) and multimedia information 

retrieval (Grimaldi 2005) to medical data processing (Puuronen et al. 2000).

Improving classifier accuracy is usually the motivating factor behind feature selection. 

In these cases irrelevant and redundant features have a negative effect on the accuracy of 

the fcNN as these bad features will have the same influence on the classific'ation as good, 

highly predictive features. We show this in Equation 3.1. This equation is taken from 

Chapter 2 but repeated here for convenience.

The term  Wf is the weight value for a particular feature. If this feature is good then a 

larger Wf term will increase the similarity to the query case, where a bad feature i.e. one 

with a low Wf will have little effect on the distance function.

gate this effect. We demonstrate this effect in Figure 3.1. Here we have a simple artificial 

domain tha t consists of 100 cases described by ten features, five of which were deemed to 

be irrelevant. This was generated using the WEKA toolkit^. Using 10-fold cross validation

ĥttp://www.cs.waikato.ac.nz/ m l/weka/

n

distance{x,q)= x d i f f { x f , q f )
\  / = i

As the dimensionality of the data increases the resulting estimates of inter-class dis

tance become less well defined or reliable. Performing feature selection attem pts to miti-
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kNN on an artificial dataset

R elevant + 5 Irrelevant Relevant

F ig u re  3.1: The Effect of Irrelevant Feature on the A:NN

with the A:NN (A:=l) we achieved an accuracy of 87%. On the removal of these 5 features, 

we foimd the accuracy to increase to 99%.

So clearly feature selection affects a nearest neighbour classifier but we also find a 

similar damaging effect when we build a Decision Tree algorithm over the same dataset. 

As shown in Figure 3.2 the resulting Decision Tree has eleven nodes built from six features, 

where one of the features was irrelevant. This is similar to the example given in Kohavi 

and John (1997) on the Monk dataset (Thrun et al. 1991). This had an accuracy of 93% 

which only increased slightly to  94% when irrelevant 7 was removed. The advantage of 

having artificial data is that we know which features are good and which are bad so we 

can easily perform such experiments. Unfortunately we are not always aware straight off 

which features are good and which are bad.

Obviously if we have less features in the dataset, the classifier will have less measure

ments to  calculate and as a result, successful feature selection will speed-up the classifi

cation time required. In our example of the artificial dataset, classification time will have 

been halved after these irrelevant features have been removed. Selecting the best features 

also aids knowledge discovery. It can give a researcher a better understanding of the do

main not only by highlighting relationships between the features and class label, but by 

removing the irrelevant features tha t may only serve to confuse and make understanding 

more difficult. For example in the medical application described in Doyle et al. (2005) the 

problem is described by 60 features and 100 cases. The prediction task is to decide whether
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false ‘ true

cO ( • ' ) cl f irrelevant \ 1 clJ

F ig u re  3.2: The Effect of Irrelevant Feature on a Decision Tree

or not to admit a child to hospital when Bronchiolitis is suspected, with the outcome being 

adm it or discharge. The feature selection problem in this case is to improve accuracy and 

gain a better understanding of the problem, as like many other medical domains we suffer 

from very sparse data and the curse o f dimensionality. By performing feature selection 

they are able to focus on a smaller feature subset tha t will aid explanation generation 

(Doyle et al. 2005).

Feature Selection algorithms arc generally defined by the following three-part frame

work, although some slight variations exist (Aha and Bankert 1997, Langley 1994).

1. Starting Point

The starting point can be generated simply by choosing the empty feature 

subset, or on the other hand starting from the full set of features. Alternatively,
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one can start somewhere in between using a randomly generated subset.

2. Search Algorithm

• An exhaustive search is infeasible in most circumstances so a heuristic is re

quired to perform an efficient exploration of the feature subspace. The search 

itself defines how it should proceed and when it should finish.

3. Evaluation

• How feature subsets are evaluated is the single biggest differentiating factor 

among feature selection algorithms. Filters operate independently of the learn

ing algorithm and filter out undesirable features before learning begins. Wrap

pers use the induction algorithms along with statistical re-sampling such as 

cross validation to estimate the final accuracy of the feature subset.

3.1.1 Frameworks

Following this framework, feature selection techniques can be separated into three groups.

•  Embedded Feature Selection

•  The Filter Approach

• Wrapper-based Techniques

The embedded selection is an inferred technique in which the learning algorithm or 

classifier itself decides whether or not the feature is required. It describes how some 

algorithms implicitly select their features during the training phase. An example of such 

embedded feature selection happens during the construction of Decision Trees (as in Figure 

2.2) - when only the most relevant features for the classifier are used in the final model. 

This also occurs in some variants of neural networks (NN) such as Brain Damage (Rivals 

and Personnaz 2003) and weight decay (Mitchell 1997).

While this appears to be a good solution, most classifiers are unable to perform the 

operation, therefore we focus on the main two groups which are filters and the wrapper 

approach (Kohavi and John 1997). The distinction between them is whether or not it 

uses a preset bias or a performance bias to guide the search when selecting features. 

Filters use some predefined bias based upon an idea of feature relevance or goodness.
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The performance bias in the wrapper is generated when we use feedback from the learning 

algorithm to guide the search through the feature subspace. The wrapper approach can be 

viewed then as an optimization problem as it attem pts to solve the real j^roblem i.e. finding 

the optimal feature set for the specified classifier. Both of these approaches have slightly 

different definitions of feature relevance in an attem pt to put some theoretical justification 

behind their approaches. In the following sections we shall define these notions in their 

proper context.

3.1.2 Feature Relevance and Redundancy

A feature is termed redundant when it offers the equivalent predictive information of 

other features. Their effect on the prediction is subtle because they provide a repetition 

of information given by other features already present. So removing redundant features 

speeds up the classification process without affecting the accuracy.

In order to select the appropriate features to be used in our model we must understand 

and define the term relevance. The implicit consensus within the community is that 

relevancy should be defined over the data and independently of the machine learning 

algorithm being used, and based upon probabilities and distributions of the data. So 

some would argue tha t a feature is either relevant and should be included or else it is 

irrelevant and should be excluded. This is the case within the filter approach and is 

seen as conflicting with the definition outlined in Kohavi and John (1997). They define 

relevance with regards to the classifier, by taking into account the bias introduced by 

the classifier when training. Kohavi and John (1997) define degrees of relevance. They 

introduce the terms strongly relevant, weakly relevant, and irrelevant. A feature X  is 

strongly relevant if its removal alone will result in a deterioration of the accuracy. A 

feature is weakly relevant if it is not strongly relevant and there exists a subset of features, 

5, such that the performance of a classifier on S  is worse than the performance on 5u {X } . 

An irrelevant feature is one tha t is not strongly or weakly relevant. This definition defines 

feature subsets as either relevant or irrelevant solutions to the problem. Tsamardinos and 

Aliferis (2003) takes this notion further and defines the feature relevance problem as a 

function of the data, learning algorithm, classifier and evaluation metric. We touch upon 

these definitions again when we describe how they apply to the different feature selection 

techniques.
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3.2 T he F ilter Approach

Filters use general characteristics of the data to evaluate features and therefore operate 

indepeudeutly of the classifier. This is demonstrated in Figure 3.3. It describes the earlier 

attem pts of feature selection which used heuristics based upon general characteristics of 

the data. The result of this approach is tha t the execution time is very short and as a result 

filters are often used in high dimensional data sets in domains such as text categorization 

(Yang and Pedersen 1997), (Joachims 1998), (Gabrilovich and Markovitch 2004) and with 

high-dimensional genome data (Ben-Dor et al. 2000). This said, however it is im portant to 

note tha t this approach completely ignores the effect of the selected feature subset on the 

performance of the classifier. Feature relevance in this case is defined by two means: The 

feature is either deemed relevant or irrelevant and this is estimated solely on the training 

data. There are several examples of filter algorithms which we describe the more popular 

ones.

Evaluation

Filter A lgorithm

Training S e t

C lassifier 
T ra ined  on th e  
F ea tu re  S u b se t

F ig u re  3.3: The Filter Framework

Information Gain (IG) can be used as a fast, effective filter. It was introduced by 

Quinlan (1993) for use within Decision Tree construction and has been widely used as a 

baseline algorithm to select features (W iratunga and Massie 2004), (Yang and Pedersen

32



1997). IG measures the feature discriminatory power where having a high IG value means 

tha t it is relevant in that it can distinguish between the different classes. The drawback of 

using IG is tha t it doesn’t incorporate feature correlation and multiple features tha t have 

high IG scores may offer the same predictive qualities to the classifier. So little may be 

gained by using more than one of these features, as such it is bad at identifying redundant 

features. This can be addressed by incorporating a search strategy with classifier feedback 

to evaluate the features based on their IG score.

The FOCUS algorithm (Almuallim and Dietterich 1991) was purposely designed for 

noise-free Boolean domains and exhaustively examines all possible subsets, selecting the 

minimal number of features tha t is sufficient to determine the class of all the cases in the 

training set. The preference for the smaller subset size is known as the MIN-FEATURE 

bias. This can have harsh overfitting consequences as noted in (Kohavi and John 1997).

Kira and Rendell (1992) introduce Relief. This is termed an instance-based feature 

filter and works by randomly selecting a case from the cascbase, and then finding the 

nearest neighbours of i t’s own class and of other classes (nearest hit and nearest misses 

respectively). The feature values of the neighbours are compared and during this com

parison the feature relevance scores w.r.t distance are redefined. For example, when the 

features have the same value in the nearest hits, the relevance for this feature will be 

increased. Likewise when the values are the same in the nearest misses, the feature rele

vance is decreased. The motivation being that good features should differentiate between 

the classes. Further improvements were made to Relief in several stages and ending with 

Relief-F tha t is able to handle multiple classes and feature types (Kononenko 1994). The 

main problem with Relief-F is tha t it doesn’t take into account feature correlations. As 

a result, in real domains many features exhibit high correlations and therefore are weakly 

relevant and therefore will not be removed even though they are not necessary for concept 

description.

Another more recent development on the filter technique was introduced by Hall (2000) 

and is called Correlation-based Feature Selection (CFS). This is different to other filters 

as it evaluates feature subsets rather than individual features. The evaluation heuristic 

assigns high values to those features tha t have a high correlation to the class value and 

a low inter-correlation to other features. This means that irrelevant features will not be 

selected as they will have a poor correlation to the class. Redundant features will be 

penalized as they will have a high-correlation with other features.
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Some researchers have also used some classification algorithms to act as filters for 

others. An example is outlined in Cardie (1993) where accuracy improved when only 

features implicitly selected during decision tree construction were used for the A;NN. While 

this would appear to be satisfactory, there have been some problems outlined in Kohavi 

(1995b). The issue surrounds the fact tha t decisions regarding the selection of features are 

based on a few examples in the lower parts of the tree as a result of many instances being 

excluded from the decision process. In such cases we cannot have a lot of confidence in 

our decisions.

3.3 T he W rapper Approach

The wrapper approach was introduced in the seminal publication of Kohavi and John 

(1997) and differs from the filter in tha t it uses feedback from the classification accuracy 

to guide the subspace search, as described in Figure 3.4.

Training Set

Classifier 
Trained on the 

Optimal Feature 
Subset

Feature S ubset Space Search

Evaluation from Classifier

F ig u re  3.4; The Wrapper Framework

Fundamentally we have an optimization problem, where we try  to find the best possible 

feature subset for the classifier used in the evaluation phase. It does however, pose further 

design questions regarding efficiency, i.e. how do we search the subspace, and how do we
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evaluate the subset’s fitness?

0000

1000 0100 00010010

1100 1010 0110 0101 00111001

1110 1101 1011 0111

F ig u re  3.5: The Feature Subspace

Given n  features means tha t for the feature selection problem the number of possible 

search states is of magnitude 2", so in all cases except where n  is small, an efficient 

search is im portant as the search space increases exponentially with n  and quickly becomes 

intractable. During the wrapper search, features are either turned on or off - this is usually 

represented by assigning a weight of 1 and 0 respectively. Figure 3.5 shows an example 

feature subspace where n=4 (2^ =  16). Here we represent a feature by it’s weight, so 

initially from the top down we start with no features in the subset {0,0,0,0}. At the first 

level only one feature exists per subset and this feature is represented by a ’1’ indicating 

it is present (e.g {1,0,0,0}).

A wide range of algorithms exist, and Doak (1992) identified three categories:- Exhaus

tive, Sequential, Randomized. These algorithms are used to search through the feature 

subspace and they are guided by the accuracy estimation returned by the classifier.

• Exhaustive

— Branch and Bound

• Sequential (and variations)

— Forward Selection (FS)
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— Backward Elimination (BE)

* Variations

■ Sequential Forward Floating Search (SFFS)

• Sequential Backward Floating Search (SBFS)

•  Randomized Searches

— Genetic Algorithms (GA)

— Simulated Annealing (SA)

Due to  the number of subsets increasing exponentially it is infeasible in most situations 

to perform an exhaustive search, therefore the sequential and stochastic searches prove to 

be more popular. W ith sequential searches, it has been suggested tha t BE is better suited 

to large data sets (Aha and Bankert 1994) as it is able to evaluate features in context 

by picking up upon feature interactions. This also results in feature subsets being biased 

toward the larger size. On the other hand, FS is more likely to select strongly relevant 

features and is therefore biased toward smaller subsets. Both these sequential techniques 

suffer from the problem of getting stuck in local maxima, a problem which their variants 

SFFS and SBFS with their ability to perform backtracking can avoid (Stearns 1976, Pudil 

et al. 1994). These algorithms allow for bad-decisions made early in the search to be 

corrected at a later stage.

GA’s are a good search strategy when there are many features as they have the ability 

to home in on an area of high fitness. Although due to their design, they are not able 

to fine tune the result. Their global nature allows them to avoid getting stuck in local 

maxima early in the search. The SA on the other hand is a local search technique with a 

probablistic acceptance function tha t allows it to jum p to other areas of the subspace and 

so avoids getting stuck in local maximas also. I t’s hill-climbing nature allows it to seek 

areas of high fitness. We will describe these routines in detail in the next section.

It is agreed that not one search strategy will be best in all situations (Wolpert and 

Macready 1995), and choosing which algorithm to use depends on the characteristics of 

the data set being explored. The search routine is only as good as the metric we use to 

guide it. When assessing the performance of the feature subsets, it is im portant tha t we 

try to avoid introducing a bias into the estimates and for the estimate to be as accurate 

as possible. Using a stratified ten fold cross-validation is one way to do this, however it is
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still susceptible to errors.

Wrapper-based feature selection has become popular in recent years and in this section 

we briefly outline techniques and applications of the approach, point out some problems 

with it and cover the improvements that have been suggested in the literature.

Aha and Bankert (1997) use the wrapper approach for the fcNN classifier for cloud 

classification. Their strategy can be looked upon as a parallelized forward selection where 

a Hst of possible solutions is maintained. In this queue, features are randomly added to 

the current solution and if there is found to be an increase then the change is kept. The 

winning solution is the node with the highest evaluation score in the queue. Doak (1992) 

investigated sequential feature selection methods for computer security, namely FS and 

BE, and reported that BE outperformed FS.

Genetic Algorithms have been widely used in wrapper-based searches and results have 

been reported in Bala et al. (1995), Bala et al. (1996). Cherkauer and Shavlik (1996) used 

the GA for decision tree induction. Caruana and Freitag (1994) developed a bi-directional 

hill-climbing search for decision tree induction and additionally they remove features at 

each stage which were not used for the decision tree induction.

GA’s also allow for more than one evaluation function to be defined, where we want to 

optimize on more than one criterion. Vafaie and Jong (1992) and Chang and Lippmann. 

(1991) describe using a GA for feature selection. Emmanouilidis et al. (1999) and Oliveira 

et al. (2002) use the GA with a multi-objective evaluation criteria for feature selection. 

The multi-objective function usually incorporates subset size, diversity or some other 

measure deemed important to the domain. Optimizing more than one function in most 

cases requires a good understanding of the domain being investigated.

3.3.1 Im provem ents to  th e  W rapper

There is a continual effort in the community to develop and enhance existing techniques 

tha t will find the optimal solution while incurring less and less computational expense. 

This has led many researchers to suggest performance improvements to the wrapper frame

work.

Compound Operators

Kohavi and John (1997) introduce the idea of compound operators. Using compound 

operators requires the top i children nodes tha t have been evaluated to be joined together
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allowing for a larger step size between evaluations. Take the example of a search using a 

forward selection heuristic with compound operators. Given a starting node {0000} once 

the children nodes are evaluated {1000,0100,0010,0001}, the best two performing children 

are merged together - e.g. {1000,0001} ^  {1001}. The effect that this has is shown in 

Figure 3.6 where the search is able to progress throughout the subspace much quicker by 

following the heavy-dashed line route.

0000

1000 0100 '^0010 0001

1100 1010 0110 1001 0101 0011

11011110 1011 0111

F igure 3.6: The Compound Operator

N ode C aching

Node caching has been used in many situations to store the result for a particular feature 

subset to ensure that it does not need to be recalculated, which is useful in stochastic 

searches where the same node could be examined more than once. In decision trees 

caching has also been used. For example, if when given the attribute sets {̂ 1, B, C, D} 

and {A, B, E, F}  , the learner only uses attributes A and B, it must be learning the 

same structure in both cases. We can cache the results for these two sets and confidently 

predict what will be learned when presented with the attributes A and B plus any subset 

of {C,D,E,F} .  Using caching with different algorithms means simply storing the result 

in a look-up table that avoids the need to re-calculate the cross-validation score.
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T ab le  3.1: An example of 10 runs of the wrapper giving different results in the same 
domain but using different splits of the data

run 1 0 0 1 0 1 1 0 0 0 0
run 2 0 0 1 0 1 1 0 0 0 1
run 3 0 0 1 0 1 1 0 0 0 0
run 4 0 0 1 0 1 1 1 0 0 0
run 5 0 1 0 0 1 1 0 0 0 0
run 6 0 1 1 0 1 1 0 1 0 0
run 7 0 1 0 0 1 1 0 0 0 0
run 8 0 1 0 0 1 1 1 0 0 0
run 9 1 0 1 1 1 1 0 0 0 0
run 10 0 0 1 0 1 1 0 0 0 0

3.3 .2  Issues w ith  th e  W rapper

It has also been suggested tha t the wrapper suffers from instability issues regarding the 

data splits when using fc-fold cross-vahdation. An example of this can be seen by studying 

the ma-sks generated by a sequential selection technique running on a large dataset. Table 

3.1 gives an example of the first ten feature masks produced by forward sequential selection 

in a one hundred run trial on a gene expression profile dataset. The hand dataset (Ideker 

et al. 2001) consists of 10 features and 125 samples distributed unevenly over 7 classes. The 

histogram presented in Figure 3.7 indicates the frequency of occurrence for each feature 

in the resulting 100 masks obtained from 100 re-sampled trials.

1 2 3 4 5 6 7 8 9  10
fea tu re  #

F ig u re  3.7: Histogram of the wrapper instability

One way of addressing the instability of sequential feature selection techniques is by
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using statistical aggregation of multiple trials to form a better representation of relevant 

features - essentially wrapping the wrapper (Dunne et al. 2002). The process involves 

nuuiing the feature selec:tion algorithm a significant nmnber of times and recording the 

selected set of features on each run. Since the simple sequential selection schemes (for

ward selection and backward elimination) are both deterministic, a set of trials with the 

same training data will yield equivalent masks. In practice we normally shuffle the data 

to get unbiased estimates from the cross-validation so it is unlikely tha t we will get the 

same result using even slightly altered data. The suggested solution to this problem was 

to aggregate the end masks by only selecting features tha t were above some predefined 

threshold.

There are arguments for and against both the wrapper and filter frameworks, where 

many researchers usually argue against the use of the wrapper due to the computational 

requirements of the evaluation phase. Researchers cite the filters ability to scale to domains 

of very high dimensionality, and the speed performance over the wrapper approach. The 

fact is however, that the wrapper has been shown to outperform filter approaches time and 

again (Kohavi and John 1997, Hall and Holmes 2003). Wrappers give better results (in 

terms of the final predictive accuracy of a learning algorithm) than filters because feature 

selection is optimized for the particular learning algorithm used. It is for this reason tha t 

the wrapper approach is used in this research. While a filter will execute faster than 

a wrapper, we believe the accuracy increases gained through the wrapper out-weigh the 

speed advantages of the filter. Feature selection is an offline process and we would argue 

that sacrificing accuracy for speed is not justified.

While filters execute faster than wrappers they stand a much better chance than wrap

pers of scaling to databases with a larger number of features. As a result a filter can provide 

an intelligent starting feature subset for a wrapper, a strategy that is likely to result in a 

shorter, and hence faster, search for the wrapper. In a related scenario, a wrapper might 

be applied to search the filtered feature space tha t is, the reduced feature space provided 

by a filter.
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3.4 Feature W eighting

Feature W eighting can be viewed as a generaUzation of the feature selection task where we 

give the  features a score depending on their relevance to the A:NN. The main difference to 

feature selection is th a t we do not reduce the dimensionality of the d a ta  but instead retain 

all the  features in the d a ta  (however a feature can be given a weight of 0). In feature 

weighting we identify irrelevant and redundant features and assign them  a low weighting 

thus reducing their influence.

W eights can be determ ined from continuous values or they can be taken from a set of 

predeterm ined values of size w,  where w will specify the num ber of non-zero values i.e. 

(0, l / w ,  2 / w , w / w ) .  In weighting algorithm s th a t use only one non-zero weight (w = l)  

we essentially perform  feature selection. This closeness between the two areas has led 

to  some crossover. For example, while Relief (K ira and Rendell 1992, Kononenko 1994) 

was originally designed for feature selection, W ettschereck et al. (1997) did not m ap the 

feature values to  binary values, while Bridge and Ferguson (2001) used a variant of Relief 

for feature weighting also. The sim ilarity w ith feature selection can be extended further in 

th a t it can be divided into two categories depending on whether they use feed-back from 

the classifier. Again, there is the filter type, which use relationships w ithin the d a ta  to 

rank the features and assign weights or the wrapper-based search m ethod (W ettschereck 

et al. 1997).

Salzberg (1991) describes the weighting algorithm  EACH which updates feature weights 

by a fixed am ount after each correct classification. W ith  each correct classification the 

weights of m atching features are increased, while m ism atching features are decreased. In 

the case of misclassifications the weight on m ism atching features is increased while the 

weight of m atching features is decreased. So the feature weights are altered in a  push/pull 

effect until the classification ra te  is maximized.

By extending the w rapper search so th a t the weight space is of size where /  is the 

number of features we can easily apply the w rapper framework to  the problem. Kohavi 

et al. (1997) introduce the D IET algorithm  for feature weighting. It is based upon incre

mental search where the  selected feature can either have its weight increased or decreased 

to the next weight increment a t any step. The num ber of possible weights is restricted to  

a set of possible values, specified as the none-zero weights. The search sta rts  with each 

feature being assigned the closest weight to  the middle value and as the search progresses
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by assigning the current feature either the next largest or the next smallest value allowed 

in the set. The search ends after no further improvement is found. They report good 

results however they claim that weighting will be outperformed by feature selection in 

cases where the training data is limited.

Wilson and Martinez (1996) reports good results for feature weighting using a GA. 

Jarmulak and Craw. (1999) also use the GA to determine optimal feature weight in the 

tablet design domain and Oatley et al. (1998) use the GA for feature weighting in their 

vibration analysis task.

3.5 Summary

In this chapter we examined the different approaches to feature selection and feature 

weighting. We looked at different approaches to feature selection, namely the filter and 

the wrapper and gave examples of both. As the wrapper is known to outperform the 

filter we study the wrapper approach throughout the remainder of this thesis. Given this 

fact the later part of this thesis is based upon wrapper implementation and the current 

problems that it faces. As with many other search-based learning algorithms, wrapper- 

based feature selection can suffer from the effects of overfitting. It has been shown in 

recent literature tha t during this search process there is a c;hance tha t we can overfit to 

the training data  in situations where data is limited. Reunanen (2003) pointed out that 

the more intensive the search we use the more likely we are to find a feature subset that 

will perform well on the training set while at the same time performing poorly on the test 

set. Kohavi et al. (1997) report a similar effect when using a finer granularity of weights in 

feature weighting. This effect is compounded by the quality of the data and the amount of 

data available for training as was outlined in Chapter 2. In the next chapter we show how 

and why this can happen and the state-of-the-art approaches to overcoming or avoiding 

this effect.
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Chapter 4

Overfitting

Overfitting describes the effect in a model when it has over learned concepts in the training 

data. In machine learning the problem of overfitting is described by Mitchell (1997):

D efin ition : Given a hypothesis space H, a hypothesis h E. H is said to overfit 

the training data if there exists some alternative hypothesis h' € H, such tha t 

h has smaller error than h' over the training examples, but h' has a smaller 

error than h over the entire distribution of instances.

The problem is more prominent in real-world domains where often we have a limited 

amount of training data to describe the target concept. During learning, the classifier can 

then have a tendency to learn aspects tha t are specific to the training data due to noise in 

the training data. In wrapper-based feature selection we are faced with an optimization 

problem tha t is susceptible to this overfitting. We outline the state-of-the-art methods 

used to address overfitting in different areas of machine learning, and suggest possible 

techniques tha t might be applicable to wrapper-based feature selection.

In this chapter we study the problem of overfitting in machine learning and outline 

the conditions in which it usually arises. Futhermore, we look into the state-of-the-art 

approaches to  combatting the effects of overfitting. Commonly this is done through struc

tural stabilisation or through regularisation. We examine both approaches. We finish the 

chapter by looking at how overfitting affects wrapper-based feature selection and feature 

weighting.
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4.1 Problem  D escription

We can say a classifier has overfitted to  the train ing d a ta  when it exhibits a high accuracy 

on th e  train ing set bu t performs poorly on new data. This is a common problem in 

machine learning and for example, has been encountered when training neural networks. 

The problem is not new to  feature selection either and has been a ttribu ted  to  intensive 

search strategies with a lack of training d a ta  (Reunanen 2003), (Kohavi and Sommerfield 

1995), (Kohavi and John 1997), (Jain  and Zongker 1997), (Jensen and Cohen 2000) w ith 

a similar situation arising with feature weighting (Kohavi et al. 1997).

4.1 .1  E xam ple o f overfitting

I
Acc,’V a lid a tion

T r a in in g  T im e

F igure 4.1: Example of Overfitting Occuring during model training

We can visualize the overfitting effect by tracking the algorithm ’s performance during 

training on both  the training d a ta  and on a separate da ta  set called the validation set. 

This example is displayed in Figure 4.1. We can see here th a t overfitting occurs a t point 

tgf.  Here the training accuracy continues to  increase while the validation accuracy peaks 

and is followed by a gradual deterioration in performance after th a t. Once the validation 

accuracy sta rts  to  decrease we can say the model begins to  overfit by learning specific 

aspects of the training set. It is because these aspects of the  concept are specific to  the 

training da ta  and do not hold true  in general and the classifier performs less well on the 

test data.

Overfitting has generally been associated w ith neural networks, due to  the fact th a t 

they can fit to  areas of the problem space th a t are highly-nonlinear. However, work by 

Kohavi et al. (1997) using the D IET algorithm  has shown th a t it is a problem w ith feature
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weighting and Reunanen (2003) has shown it to be a problem in feature selection. In the 

following sections we show the conditions overfitting usually occurs and then cover the 

existing techniques in machine learning tha t are used to combat the effects.

4.1.2 O verfitting on Lim ited D ata

The best way to avoid overfitting is to use lots of data so as to ensure tha t the target 

concept is well defined, and tha t it will not be influenced by noise. This said however, 

sample size is quite often limited in many real world data sets so it is a real problem 

tha t we need to address. We performed a wrapper-based feature selection on the sonar 

dataset using a GA search with varying amounts of training data while keeping the test 

set constant. Figure 4.2 shows the level of overfitting as we make more data available 

during the training process. Clearly, when we use less training data we are getting overly 

optimistic estimates on the training set and poor generalisation estimates, an indication 

of overfitting. This effect of overfitting occurs to a lesser extent when we have more data 

available during training. The graph consists of the training and test set accuracies as 

well as their trend lines.

95 
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85 
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Figure 4.2: Increasing the amount of training data w.r.t Overfitting. The graph shows 
the results of a GA-based wrapper search on the sonar dataset. The y axis represents 
accuracy (%)

In Figure 4.2 we highlight the danger associated with performing feature selection when 

we have limited training data. Clearly the less training data we have the more severe can 

be the level of overfitting.

n T ra in  n T e s t

Increasing Training Data
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4 .1 .3  R ep resen tation  Pow er o f A lgorithm s

The negative effects associated with training on hmited data can be compounded in certain 

cases by the complexity of the classifier. Even on limited training data, a classifier that 

is not sufficiently complex can fail to detect fully the signal in the data and is unable to 

make accurate predictions - underfitting the training data. This can occur if we attem pt 

to  train  an algorithm with the wrong learning mechanism or if we do not train  it for a long 

enough period of time. A model tha t is too complex may fit the noise associated with the 

training data not just to the signal, and this leads to overfitting and poor performance on 

the unseen data. This is more common in models that have too much freedom to fit to 

the data and after longer training periods.

Figure 4.3 shows the typical learning curves during the training phase in a model 

tha t suffers from overfitting. We highUght the different areas on the graph that typically 

represent the areas of underfitting and overfitting.

High Bias 
Low Variance

Low Bias 
High Variance

Training

>.o
tow
3
O
O< Test

Increasing 
Model Complexity

F ig u re  4.3: The Bias/Variance trade-off with regards to Model Complexity

The bias variance trade off gives us a sound conceptual framework for determining 

good models. The Figures 4.4, 4.5, 4.6 demonstrate what we mean by this. In each figure 

we have the same simple 2-d problem described by 9 data points. The solid Une present 

on each figure represents what the classifier has learned given the limited data at different 

stages in the training process. Figure 4.4 shows what we mean by High Bias and Low 

Variance, a concept tha t we find when the classifier hasn’t learned the signal in the data 

yet (Highhghted in Figure 4.3 early in the training). The classifier in this case has imderfit
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the training data and is too simple to be effective in most cases. Figure 4.5 shows the 

flip side of this effect {Low Bias and High Variance), when the classifier has learned all 

aspects of the training data, even the outlying points. This also is highlighted in Figure 

4.3 occurring late in the training process where the classifier has had time to learn and 

capture more of the training data.

F ig u re  4.4: High Bias F ig u re  4.5: Low Bias /  High
/  Low Variance Variance

F ig u re  4.6: Bias Variance Tradeoff

As in Figure 4.5 we have a model tha t is much more flexible than the line in Figure 

4.4, we say tha t it has less bias. The choice of a more complex model constrains it to fit 

the data less than if we choose a quadratic or a linear model family (with the line). So, 

choosing a model tha t high a capacity to represent underlying data very closely does not 

bias the model we fit as much as if we chose to fit it using a simple model.

So, just considering bias, it might seem best to always fit a complex model, and not 

simply a Une, but then we need to consider variance. Figure 4.5 having less bias, has a 

greater ability to fit itself to these small variations than a simpler model family like as 

in Figure 4.4. This adjusting itself to small variations or idiosyncrasies (in finite sets of 

samples) rather than representing the true underlying concept contributes to overfitting.
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T h at is, we want to  fit a curve to  our d a ta  bu t if we fit a curve th a t ’s so detailed th a t 

it can represent random  properties of our d a ta  set then  we’ve gone too far in fitting the 

curve. So when choosing a model family to fit to  some data, i t ’s im portant to  consider 

bo th  the bias and the  variance of model families.

So, if we want to  use our fitted model to  predict future values, we need to  consider 

these two different ways th a t our model can fit an incorrect curve, and hence make poor 

predictions. If we try  to  fit a straight line to  something which is actually a quadratic curve 

(say the true  situation is p =  3q^ + 2q — 7 then  clearly even the best line will be way off 

for m ost values of q. This would be error due to  bias. But, if the underlying model is a 

line (say p — 3q — 5), and we only have a  few d a ta  points (e.g. 6) over a  small range of q 

(say between 2 and 8), then the straight lines we fit are likely to  be more or less right and 

make good predictions well outside the range of q values in the sample. However, a model 

w ith high-representational ability fit can do all sorts of highly non-linear things outside 

of the constrained range for q, and hence make poorer predictions th an  the line in many 

cases. This would be error due to  variance.

In Figure 4.6 we suggest w hat the classifier should look like i.e. learning the general 

characteristic of the d a ta  but not the outlying points. So effective training on hm ited 

d ata  can be viewed as searching for a trade-off between the bias and the  variance, we have 

to learn enough but not too much. For example, if we’re fitting decision trees, we can 

make decisions about how detailed a tree we fit to some data. Small simple trees have 

high bias, b u t low variance, while more complex trees have lower bias, bu t higher variance. 

Preventing overfitting by estim ating this point is a problem we face when training classifiers 

and measures to  com bat overfitting generally occur after a model has been generated.

4.2 C om batting O verfitting

Finding a trade-off between the bias and variance is usually done by attem pting  either 

structural stabilization or regularization (Bishop 1995). Regularization involves penalizing 

overly complex models. S tructural stabilization involves finding the  optim al complexity of 

the model. A simple way to  achieve structural stabilization is to  build several models each 

with differing levels of complexity and the model th a t performs best on the validation d a ta  

is chosen. This m ethod does have its draw-backs however. Firstly, there is a lot of wasted 

effort spent training the models th a t are discarded, secondly, there is a chance th a t the
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generated model may be ’lucky’ in performing well on the validation data and it cannot be 

guaranteed tha t it will perform well on the unseen data. Structural Stabilization can be 

used in neural networks and describes when constraints are imposed upon the structure 

of the network i.e. the number of hidden units is restricted or the length of training time 

is reduced. Regularization methods usually require a penalty term  to be added to the 

evaluation function, in an attem pt to smooth generated network mappings or nodes. This 

is achieved by adding a penalty term to the fitness function:

E ^ E  + vVL (4.1)

where E  is a standard error function and the v parameter controls the extent to which 

penalty term Q influences the decision. The penalty term quantifies the complexity of the 

model.

In the following sections we detail and review the state of the art techniques and 

desc;ribe tec;hnicjuos bascxl ui)on different learning methods and c:lassificrs.

4.2 .1  Early stopp ing

The idea behind early stopping is that we have a technique to stop training once over

fitting has been detected (Morgan 1990). The method is widely understood, and easy 

to implement. To begin we need to create two different chunks of data to be used in a 

cross-validation framework (Weiss and Kulikowski 1991).

T ra in in g  d a ta  Is used to estimate the accuracy of the generated model

V a lid a tio n  D a ta  Is not used for learning, but is used to decide which model works best

We use the training set to generate the fitness value used to guide the search. Pe

riodically then, we use the validation set to estimate the generalisation accuracy from 

our model. One drawback of withholding data from the training process for use in early- 

stopping is tha t overfitting arises in situations where the data available provides inadequate 

coverage of the phenomenon. In such situations holding back training data is something 

that we can ill afford to do, and in certain cases withholding the data (for validation) 

actually can induce overfitting in situations where it may not otherwise occur.

Even when we track this validation accuracy during training it is not such a straight

forward task to decide when to stop training in practise. Many procedures have been
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put forward, with no single technique proving to be superior. This can be attributed to 

the quasi-random element inherent in many search procedures, whether a random starting 

point is generated or if there is a probabilistic acceptance policy incorporated to the search 

progression. Added to this, is the fact tha t the validation curve is very seldom a ’curve’. 

This is shown in Figure 4.7 where the validation accuracy can jump quite severely from 

one phase of the search to the next due to the fact tha t it still is only an estimation and 

secondly the effect of a parameter change may be very different in different parts of the 

parameter space.

 T ra in  Test
95  ^

93  -

89  -  

87 -

85 -

83  -

79  -  

77  -

F igu re  4.7: Highlighting the danger of stopping early. The y represents accuracy and 
the X shows the search progression

4.2 .2  Training v̂ îth N oise

Another proposed method for improving the generalisation accuracy in a neural network, it 

to perform training using artificial training vectors known as training with noise (Koistinen 

and Holmstrom 1991). This allows us to reduce the effect of specific noise characteristic 

within the training data sample. So if we have n  original training instances we want to 

generate artificial training instances by adding noise to the original ones. The different 

ways we can do this depend on the kind of problem we are trying to solve. If its a regression 

task it may make sense to  add noise to both the input features and the outcome. However, 

with classification it really only makes sense to add noise to the features. Here we make the 

assumption that instances with different labels should have similar feature values. If one
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considers the any case or point in the problem space, this point could have been generated 

by ’jittering’ any one of a number of the neighbours in the problem space.

1. Select an instance x  from the casebase with an equal probability for each, x € R" 

where n is the dimension of the data.

2. For each feature Xj in x, j  G {1. . .  n}, generate a noise sample Sj where

th a t feature dimension. In this case the value of 0.25 in 4.2 is determined experimentally.

Sample Cases

Figure 4.8: Example of adding noise/jitter to a feature value during training

We attem pt to capture the concept of adding noise to the training data in Figure 

4.8. Here we can see tha t the original point represented by the spot, can be ’moved’ to 

any point along the line going through the point on the y axis. While at first glance 

adding noise may appear to damage the quality of data - in training it restricts the model 

from approximating any data point too closely and it has been shown to improve model 

performance in neural network training (Koistinen and Holmstrom 1991) .

Provided tha t the amount of noise added (signal to noise ratio) is sufficiently small, 

the underlying concept will not have changed enough to be of any consequence. This said 

however, adding too much noise will destroy the underlying concept - while too little will

Sj = r X 0.25 where r  is a random number [-1,1] (4.2)

3. Add the noise Sj to Xj

This has the effect for the case selected to be moved around the solution space, along

0

51



have little effect. The cross validation procedure appears to be suited for the selection of 

the amount of noise to be added.

4.2.3 M odel Pruning

W ith Decision Trees it is possible to reduce overfitting by reducing the size of the decision 

tree as overfitting is often associated with ’bushy’ trees (Quinlan 1993, Mitchell 1997), 

where more branc:h-splits are required to cajjture different aspects of the training data. 

Regulating the size of the tree can be performed in two ways. One way is to perform 

post-pruning. This is similar to training and validation set approach, where the training 

set is use to generate the tree and the validation set is used to ensure that hypothesis has 

not learned aspects specific to the training data. In such a case the validation is unlikely 

to exhibit the same fluctuations and the tree will perform poorly. Branches of the tree 

tha t do not perform well on the validation data are simply discarded.

Procedure:-

1. Generate tree

2. Discard unreliable leaves

• The ones built upon a low rmmber of data points

3. Stopping when we have no more unreliable leaves

Another approach is to use all the data for training, but a statistical test is applied 

when deciding whether or not to expand a node. If the node split is based upon a small 

number of features it is unlikely tha t we will choose to expand it, as it unlikely to be 

significant. Quinlan (198G) uses the chi-sciuared test to estimate whether this expansion is 

likely to yield an improvement over the entire distribution or merely just on the training 

set. Usually post-pruning returns better results as it is based on validation data, whereas 

the chi-squared approach is based upon an estimate and and may not perform as well.

In neural networks model pruning is also possible where weights with small magnitude 

are removed. Likewise nodes with small incoming weights and weights whose existence 

does not significantly affect network output can also be removed Hassibi and Stork (1993).
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4 .2 .4  W eight decay

Weight decay is a regularisation technique and as such requires an extra term in the fitness 

function that helps keep weights small unless they have large derivatives. This penalty 

function is usually the sum of squared weights times a decay constant.

^  = (4-3)
i

Performing weight decay prevents the network from using weights that it does not need 

(Krogh and Hertz 1992). The initial weights within a neural network are small enough so 

that it is only able to model very smooth, linear functions. With backpropagation training 

these weights increase with every iteration so that the network is able to capture complex, 

highly non-linear functions. As a result it is able to represent most aspects of the training 

data and in the situation where we have limited training data it will result in overfitting. 

Excessively large weights into the hidden units can cause the output function to be too 

rough, with possible near discontinuities and secondly, large weights leading to output 

units can cause outputs far beyond the range of the data leading to excessive variance. 

Keeping weights small, imposes a bias against complex decision surfaces.

Wo illustrate the effect with an example from Bislioj) (1995). We model a noisy sine 

function using a radial basis function network. In Figure 4.9 we show an example of the 

training data, generated by sampling the function:

/i(x) =  0.5 +  0.4sin(27Tx) (4.4)

To this function we add Gaussian distributed random noise with a standard deviation 

a of 0.05. The dashed curve shows the function h{x) and the solid curve represents what is 

learned by the network without regularisation. This solid line is fitted using a polynomial 

function. We can see the network learns the training data perfectly and the result is a 

strongly overfitted network mapping, where the larger weights are able to capture the 

points that lie further from h{x). Adding the penalty term from Equation 4.3 means that 

the larger weights are penalised and as so are smoothed out, bringing them more in line 

with the dashed-line h{x). With regard to bias and variance, weight decay reduces the 

variance of the model at the cost of bias, as the resulting fit will be smoother.

Decaying the weights make them converge to smaller absolute values than they other

wise would. A similar approach is that of weight elimination which comes at the problem
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F igure 4.9: An example of data generated by sampling the function h{x) and adding 
noise. The dashed line shows the function h{x) and the solid line shows the result of a 
network trained without regularisatiori

from the other side. Instead of large weights being punished, smaller weights are discarded. 

4.2 .5  E nsem bles o f C lassifiers

Creating a committee of classifiers or an ensemble is one way that we can avoid the 

problem of overfitting when models are known to overfit. There are two approaches to 

this. Firstly, we can build networks on different parameters or on different subsets of the 

data and add them to the committee or secondly we can build the networks over different 

feature subsets. Both routines ensure that diversity is maintained in models and as a 

result they are able to cope with the effects of individual models overfitting.

It is important to note that while this second approach involves feature subset se

lection, it does not result in a single feature subset that describes the problem under 

consideration and so does not fulfil all the initial objectives to perform feature selection 

namely, knowledge discovery and dimensionality reduction.

However in Guerra-Salcedo and Whitley (1999a), Guerra-Salcedo and Whitley (1999b), 

Ho (1998a), Ho (1998b), Cunningham and Carney (2000) the authors use feature subset
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selection as a mechanism for introducing diversity in ensembles of classifiers. Typically 

they work with datasets from weak theory domains where overfitting is highly likely and 

report accuracy increases in these cases.

Fundamentally, the technique tha t you use to combat overfitting is determined by the 

type of learning mechanism and classifier being used. Much feature selection research in 

the past has either ignored the overfitting problem in tha t the estimates reported in some 

papers were generated over the training data and not on independent data. They therefore 

suffered from an overly optimistic estimates (Doak 1992). In some cases researchers use 

methods tha t are more resistant to overfitting but less well able to capture the target 

concept.

4.3 O verfitting in W rapper-Based Feature Selection

In the original publications on wrapper-based feature selection Kohavi and John (1997) 

mentioned the problem of overfitting but illustrated that it was not a problem on the 

datasets tliey examined. As with most machine learning algorithms this is true if the data 

available adequately covers the phenomenon. The problem is tha t sample size is often 

limited in many real world applications, especially in medical and financial applications, 

in these situations overfitting in wrapper-based feature selection is a real problem.

Reunanen (2003) states tha t computationally intensive approaches that are guided by 

training estimates in the wrapper process are likely to overfit and yield biased predictions. 

He also reiterates the importance of using independent test sets to  properly evaluate the 

generated model. In his experiments he compares one of the simplest searches, forward 

selection (FS) and the more complex sequential forward floating search (SFFS). He demon

strates tha t intensive strategies hke SFFS do not necessarily outperform the simpler and 

faster methods like FS. In such cases where data is hmited he suggests tha t one should 

perhaps opt for the simpler search strategy in order to avoid overfitting.

So overfitting in feature selection appears to be exacerbated by the intensity of the 

search since the more feature subsets tha t are examined the more likely the search is to 

find a subset tha t overfits.

In Figure 4.10 we illustrate the idea tha t the more states visited in the search the more 

likely the search is to  overfit to the training data. The right hand axis shows the number
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of nodes visited during the search, while the left hand axis shows the accuracies obtained. 

The best generalisation accuracy is achieved by the Backward Elimination (BE) search 

while the GA search overfits more and more as the number of generations increases from 

100 to 200 to 400 when the training accuracy increases but the generalisation accuracy 

decreases as the search intensifies. Forward Selection (FS) is also economic in the number 

of nodes it searches but still manages to overfit the data. The relatively poor performance 

of Forward Selection compared to Backward Elimination has been documented previously 

Aha and Bankert (1994), where BE is thought to be able to evaluate features in context 

thereby taking into account feature interactions.

o

y

?
V

O) Oj

18000
16000
14000
12000
10000
8000
6000
4000
2000
0

training 

r"— a test 

nodes

F ig u re  4.10: The Figure shows the effect of the depth/intensity of the wrapper search 
on the specif data set, where the generalization accuracy is reduced as more nodes are 
evaluated. The right-^/ represents the number of nodes evaluated, the left-?/ axis shows 
the classifier accuracy and the different classifiers are compared along the x axis

4.4 Overfitting in Feature Weighting (w>l)

Kohavi et al. (1997) describe their feature weighting algorithm DIET which uses a best- 

first search to  explore the weight space where weights are assigned from a set of possible 

values (0, 1/w, 2/w,..., w). The search starts with each feature being assigned the middle

valued weight in the range. During each step of the search the feature is assigned either 

the next larger of smaller weight in the range until the maximum or minimum value has
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been reached.

Their experiments compare the DIET algorithm with different amoiuits of non-zero 

weights - so fundamentally they compare feature selection to feature weighting with dif

ferent amounts of weights. While initially they predicted that the feature weighting would 

outperform feature selection, their results were a little different to  what they expected. 

They found tha t w = \ (feature selection) is difficult to outperform and furthermore as 

w increases so will the level of overfitting. They further break down the error estimates 

into their bias-variance components and state tha t the models given more weights have a 

higher variance measure than the models tha t don’t overfit to the same extent.

We demonstrate this effect in Figure 4.11 where different values for w were used on 

an artificial dataset generated using the W'EKA toolkit^ This result was generated using 

a GA run for 50 generations on a population of 30 members. As the granularity of the 

weights increases so does the overfitting levels. This is consistent with what Kohavi et al. 

(1997) claim, tha t when using a wrapper search on small data sets, decreasing the set of 

weights reduces the algorithm’s variance thereby reducing the error rate.

[jTrain aiTest
75 ^ ---------------------------------------------

Figure 4.11: The effect of the number of weights used in the wrapper search on the 
artificial data set. Overfitting is more apparent in the model tha t used more weights in 
the training phase. The accuracy is shown on the y axis and search progression along the 
X  axis

Kohavi et al. (1997) describe the feature weighting algorithm DIET, in which the set 

of possible feature weights can be restricted. Their experiments show tha t when DIET 

ĥ ttp://w w w .cs.w aikato.ac.ny./m l/w eka/
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is restricted to two non-zero weights the resulting models perform better than when the 

algorithm allows for a larger set of feature weights, in situations when the training data 

is limited. This restriction on the possible set of values in turn  restricts the extent to 

which the algorithm can search, and therefore constrains the representational power of 

the model.

From this evidence one could expect tha t during wrapper-based feature weighting we 

run the risk of overfitting on two fronts. Firstly, as we increase the rmmber of weights 

available we increase the model variance and therefore are likely to overfit more. Secondly 

the more intense the search, the more likely we are to overfit once again. Preliminary 

investigations provided support for this.
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F ig u re  4.12: The Figure shows the effect of the depth/intensity of the wrapper search 
on the artificial data set, showing the different levels of overfitting in two searches with 
different weights {w=2, t«=4). The accuracy is shown on the y axis

In Figure 4.11 we can see tha t using w=4, performs less well on test data than when 

w=2. However it is apparent tha t the use of more weights will not always be outperformed 

by simple feature selection. In fact using more weights may only result in the search being 

prone to overfitting. When looking at what happens early in the search there is evidence 

tha t feature weighting will outperform feature selection. Figure 4.12 compares these two 

situations. Using more weights increases the representational power and therefore it should 

be better able to capture the underlying concept, but as the search continues this addi

tional power then starts to  learn more about idiosyncrasies of the training set and as a
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result overfits to a greater extent than the search with the weight set restricted to w —2. 

Obviously there is a trade-off to be reached here, between the representational power of 

the classifier and it’s tendency to overfit during learning.

4.5 Sum m ary

In this chapter we described the problem of overfitting in machine learning and reviewed 

some of the main techniques tha t are used to combat its effects in end-model generation. 

We have seen how some of these operations can be performed during model training or 

how they can be applied once the model has been generated.

We have identified and described the problem in the context of wrapper-based feature 

selection in cases where the training data  does not fully cover the concept being learned. 

In feature selection the level of overfitting is related to the intensity of the search, where 

the more intensive it is (the more states explored) the more likely the search is to overfit 

and overfit to a greater extent. In feature weighting the problem is further exacerbated by 

the amount of weights that we allow the algorithm to have. In such cases algorithms that 

have more weights have a greater ability to fit to the training data and a more intensive 

search allows the search a greater opportunity to do so. In the next chapter we outline 

our approach to this problem and introduce a framework in which we can do this.
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Chapter 5

Stochastic Search with Early 

Stopping

This thesis claims tha t the generalisation performance of feature subsets discovered during 

wrapper-based feature selection/weighting, on datasets where we have a limited amount 

of training data, can be improved by employing an early-stopping procedure. We suggest 

that this early-stopping will reduce the level of overfitting tha t occurs in the search.

We present a framework in which this can be achieved by using search strategies that 

are of a stochastic nature. This framework is called Stochastic Search with Early-Stopping 

(SSES). We implement two versions of the framework, both of which fall under the broader 

definition of the SSES. The GA version is c;alled GAES {Genetic Algorithm with Early- 

Stopping) and the SA version is called SAES {Simulated Annealing with Early-Stopping).

In Section 5.1 we briefly review overfitting in wrapper based searches and discuss pos

sible solutions to the problem. In Section 5.1.2 we outline the rationale behind using 

early-stopping in wrapper based feature selection. In Section 5.2 we discuss how we de

termine our stopping point. In Section 5.3 and 5.4 we describe the implementation details 

for the two algorithms used.

5.1 O verfitting in W rapper-based Searches

In wrapper-based feature selection (when the overfitting effect appears to be exacer

bated by the intensity of the search, when training data is limited. In such situations the 

more feature subsets tha t are examined the more likely the search is to find a subset that
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performs well on the training set and poorly on the test set. This effect is clearly present in 

Figure 5.1 which shows the search progression on an artificial data set with the Simulated 

Annealing search. As shown, overfitting is characterized by the validation accuracy of the 

model peaking and then gradually deteriorating and as the search continues, the training 

accuracy continues to increase. This happens after iteration 25. In this example we also 

include the trend-line for the validation accuracy and this is represented by the heavy line.

 T r a i n  V a lid a tio n
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F ig u re  5.1: The Figure shows the effect of the depth/intensity of the wrapper search 
(where w=l)  on the artificial data set, where the generalization accuracy is reduced as 
more nodes are evaluated

In the seminal publication on wrapper-based feature selection Kohavi and John (1997) 

mentioned the problem of overfitting but illustrated that it was not a problem on the 

data sets they examined. As with all machine learning algorithms this is true if the data 

available adequately covers the phenomenon. Overfitting in feature selection is raised 

again in Reunanen (2003). Although little is said on how it can be addressed, the danger 

of using intensive search strategies when data is limited is identified. Reunanen (2003) 

makes the comparison between the more simple FS with the performance of the more 

intensive SFFS and states tha t a simpler search is less likely to overfit. This intensity can 

be related to the depth of search or the length of time tha t the algorithm is allowed to 

run for. Yet again the danger of training the classifier on limited data is raised in this 

work. Due to  the nature of many real world problems, the target functions can be poorly 

defined due to a lack of data. As such overfitting in wrapper-based feature selection and 

weighting is a issue tha t needs addressed.
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5.1.1 O verfitting Avoidance

We reviewed overfitting avoidance in the previous chapter and outlined the state-of-the-art 

techniques that are used to handle the effects of overtraining in different situations. In 

wrapper-based feature selection it is clear that there is only a limited set of techniques 

that we can use in the context of our problem. Node pruning, ensembles and weight- 

decay simply do not apply in our context so the only legitimate techniques we really have 

are early-stopping and training with noise. Jarmulak et al. (2000) suggested the use of 

additive noise although details have not been published. They suspected overfitting to be 

a problem in their CBR optimisation using a GA. Training with noise has previously been 

used in neural network training and has shown good generalisation capabilities (Sietsma 

and Dow 1991).

However, we believe that limiting the extent of the search will helj) combat overfitting. 

If we use a stochastic search we can track the validation performance over consecutive 

iterations so the nature of the problem lends itself to an early stopping strategy.

5.1.2 Stochastic Search w ith  Early-Stopping

The motivation behind early-stopping is fairly straightforward - stop the search at the 

point when overfitting starts. We have to estimate this point somehow and this can 

be achieved by using a cross-validation analysis on the training data to determine when 

overfitting starts to occur.

While the idea is straightforward, it is awkward to evaluate the effectiveness of the 

process. In order to achieve this we implement a layered cross validation process. Cross 

validation is based on the idea of re-sampling the data and is illustrated in Figure 5.2. 

Consider the following. The domain has a unknown distribution D. One may have a 

dataset with a distribution D', which is assumed to be similar to D. To estimate the 

accuracy of a classifier trained on D', we train the classifier on samples from D \ and then 

test using the samples that were not used to train the classifier. The instances where this 

cross validation goes wrong is when D' is quite different to D, a situation more likely to 

occur when there is a lack of data.

We extend this idea so that we can incorporate the notion of with-holding data for 

testing, validation and training - effectively three layers of cross-validation. This is per

formed in order to generate un-biased estimates and follows the principles outlined by
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F ig u re  5.2: The k fold cross validation accuracy estimate is based upon the idea of 
resampling

Weiss and Kulikowski (1991). We illustrate this in Figure 5.3.

T est layer: This is the outer fold of cross-validation where the original data source is 

divided into a 90:10 split. The end classifier that we generate will be trained upon the 

90% and tested on the 10% to evaluate the generalization accuracy of the resulting 

feature set. In the meantime, this training data (90%) goes into our validation layer 

which attem pts to identify at which stage overfitting occurs in the wrapper search.

V alid a tio n  layer: The inner cross-validation divides the training data again into a 90:10 

spHt. 90% of this data is used to build a classifier and 10% is used to generate the 

validation accuracy. Therefore, of the original data we have 81% available to train 

the classifier {training layer) and 9% for estimating the validation accuracy of that 

classifier.

T ra in in g  layer: The estimates used to guide the wrapper search in the feature subspace 

are generated by a cross validation estimation based upon 81% of the total data.

For each test phase we have, ten runs are performed on the validation layer. So in 

a typical experiment where we perform ten-fold cross validation, we perform the inner 

validation ten by ten (100) times. So the early stopping point is estimated on an average
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of 100 validation runs.

O riginal D a ta se t

O u te r X -validation p ro c e s s

Inner X -validation p ro c e s s '

■faining Accuraci

VaHdaJion Accui

Wrappei>^^
Feature Selection~\ Time (Depth/lnstenslty)T rain ing  S e t T raining S e t

F ig u re  5.3: SS-ES Framework

This early-stopping strategy is only meaningful for wrapper-based feature selection 

where the search strategy is stochastic. It would not be sensible to stop a Forward Se

lection or Backward Elimination strategy as it would sinij)ly exclude some features from 

consideration. However, in the context of stochastic searches, it does make sense to stop a 

GA or SA earlier in the search. We describe the implementation of both these algorithms 

in the following sections.

G en e tic  A lg o rith m

GA’s can be defined as an optimisation technique based upon the mechanisms of natural 

selection and genetics. Their search is not limited to a single point but to a population 

or collection of points and although they use randomized techniques they are still very 

different to random search. The search evolves through a series of operations designed to 

keep fitter individuals (good solutions) while slowly eliminating weaker ones. The design of 

the search progression means tha t areas of fitness are located very quickly and maintained 

in the population. The algorithm structure is shown in Figure 5.4.

Each individual in the population is encoded into a meaningful representation appro

priate for the problem being solved. In our implementation, we use a bit array where each 

element reflects a feature in the subset; if the bit is on, the feature is selected.
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F ig u re  5.4: The Structure of the Genetic Algorithm

The search starts with a randomly generated population of solutions. At each stage of 

the search we produce a new generation of solutions (children) to the problem. Creating a 

new population requires the parents to undergo evolutionary operations such as selection, 

crossover and mutation.

Selection : This process involves the selection of individuals tha t go forward for repro

duction in the next generation of the search. The procedure selects an individual to 

remain in the pojjulation with a probability related to its fitness value. The fitter 

an individual is the more likely it is to remain in the population and therefore indi

viduals of a lower fitness are gradually removed. So we artificially create a situation 

which mimics Darwin’s natural selection. The following are the more popular types 

of selection procedures:

• Roulette Wheel Sampling where each individual is selected based upon a prob

ability related to their fitness in a survival-of-the-fittest procedure.
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1. Calculate the cumulative probability qj for each individual V/,

=  0
i

Qi =  eval (V̂) , i  — 1,2, ...,popsize. 
j = i

2. G enerate a random  real num ber r  in [0, 1].

3. Select the ith  individual V/ (1 <  i <  pop size) such th a t qj_i < v < .

4. Repeat steps (2) and (3) pop size tim es and obtain pop size copies of indi

viduals.

•  Elitist Selection In this procedure a certain percentage of the population is 

copied directly from one generation to  the next, whilst the  remaining individuals 

are random ly sampled. This has the  effect of m aintaining the standard  of the 

current population bu t can lead to  the population being dom inated by a small 

num ber of individuals. If an individual th a t is fitter  th an  most of its com petitors 

emerges early on in the  course of the run it may reproduce so abundantly  

th a t it drives down the  population’s diversity too quickly, ending in w hat is 

known as prem ature convergence. This makes the algorithm  converge on the 

local optim um  th a t the individual represents, ra ther th an  searching the fitness 

landsc:ai)o thoroughly enough to  find the gk)bal optim um  (Forrest 1993, M itchell 

1996). This is an especially common problem in small populations, where even 

chance variations in reproduction ra te  may cause one genotype (feature subset) 

to  become dom inant over others.

O ur im plem entation of the GA combines both  of the m entioned procedures, where 

5% of the population is generated through elitism and the  rem ainder is generated 

through roulette wheel sampling using a modified fitness score. For this we imple

m ent a log of the  fitness to  reduce the infiuence th a t fitter individuals have. We 

implem ent the selection procedure based upon the log{ fi tness  + 1) which has the 

effect of slowing the convergence by reducing the influence of fitter individuals while 

boosting the effect of weaker ones. W hile the fittest individuals as preserved this 

ensures th a t the  diversity is m aintained in the population and convergence is slower 

th an  it would otherwise be.

C rossover: This is the  process in which the  selected individual’s substring is swapped 

w ith the corresponding part of the  other parents substring creating new children
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solutions. This process can be a parameterised crossover where there is a probability 

on each gene as to whether it is used but it is more common in feature selection for 

this to be implemented on a a;-point crossover. By doing so we attem pt to preserve 

the building blocks of the solution and add some stabihty to the search. Figure 5.5 

demonstrates an example of 2-point crossover:

Crossover R  1 Crossover R  2

Parent A  ̂ ^

I I
Parent B

I I

Figure 5.5: The GA Crossover Operation

M utation: This plays more of a minor role in the GA but does offer the chance to 

introduce random permutations in the search. By doing so we reduce the chance 

of the search getting stuck in a local optimum. Performing a mutation involves 

an bit being flipped in the individual’s feature mask. In feature selection this has 

the effective of turning a feature from on off or off —+ on. In the context of 

feature weighting it assigns the feature a new weight from the set of possible values. 

However, it is important tha t this mutation rate is small enough so as to preserve 

the gene information in the population and not have a negative effect. Consider the 

example in Figure 5.6.

The operations of selection, crossover and mutation are repeated until the ’optimal’ 

solution is found or until some pre-defined generation limit has been reached (as shown in 

Figure 5.4). The GA is not guaranteed to find the optimal solution because it cannot be
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Parent A

1 1 0  1 0  1 0  0 1 0  0 1 1 1 0  1

C 1
0) 1

Parent A'

1 1 0 1 0 1 0 0 1 0 0 0 1  1 0 1

F ig u re  5.6: The GA M utation Operation

certain to cover the entire sohition space. However, if properly implemented it can cover 

a large part of it to  ensure a good solution is found.

S im u la ted  A n n ea lin g

Kirkpatrick et al. (1983) have shown tha t the models tha t describe the annealing of metals 

can be used to guide stochastic search. It is similar to  a hill climbing search in tha t there 

is only one solution at a time under consideration. In a similar manner, this solution 

is perturbed and the new solution is kept if it represents an improvement. The special 

feature of SA is tha t the new solution may still be kept even if it is poorer than the existing 

one. The probability of this is;

A L
P{Accept) (X e T (5.1)

In wrapper-based feature weighting and selection, A L  would refer to the difference in 

accuracy between the old and new feature masks and T  would be an artificial variable 

describing the temperature of the system. A generic SA structure is shown in Figure 5.7. 

Initially, the system starts off at a high temperature and the search is allowed to proceed 

in a fairly random manner due to  the influence of a high T  on the acceptance policy. The 

system cools in stages with the search staying at a given temperature until a number of 

perturbations have been explored or a number of successes have been achieved. The accep

tance policy means tha t permutations tha t degrade the accuracy of the solution are less 

likely to be accepted as the search continues and the tem perature T  drops. Permutations 

to the current solution are generated randomly each time, where a random index (feature) 

is assigned a random weight at each stage. By doing so, SA is able to explore the entire
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Figure 5.7; The Structure of the Sirtuilated Aruicahng Algorithm

feature subspace independently of the starting point and it will not become trapped in a 

local optirimm as easily as other searches. The core of an SA algorithm for feature subset 

selection is described in Figure 5.9.

Thus the rate of progress of the SA is determined by the cooUng rate (0.9 in this 

example) and the factor K  tha t determines how long is spent at each temperature level.

Figure 5.8 shows a typical training curve during a wrapper-search. Straight off we 

can see the fundamental difference between this search and others in tha t the training 

accuracy is seen to dip frequently during the early stages of the search. As the search 

progresses the probability of this happening decreases and by the end of the search we are 

unlikely to accept any solution tha t degrades the accuracy.
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F ig u re  5.8: Example of the training accuracy progression on the sonar dataset using a 
SA search

T = T X 0.9 /• Reduce the tem perature */
NTries = 0; NSucc = 0;
whlle(NTries < TryLim x 10 x K) and (NSucc < SuccLim x K)

M' = PertutfeMask (M) 
n AcceptNewMask? (M',M)

NSucc = NSucc + 1 
M = M'

end it
NTries = NTries + 1 

endwhile

F ig u re  5.9: The core of the SA algorithm

5.2 E stim ating the stopping point

Withing the SSES framework, normal versions of the GA and SA are used in the inner 

validation layer and we use the validation estimates generated in this layer to generate 

an early stopping point. An example of this is shown in Figure 5.10. Here we show the 

averaged runs in the validation layer, where 81% of total data was used for training and 

9% was held for validation using SA. We also note that the validation curve is quite jagged 

and as such there is an element of risk involved with deciding a stopping point based on 

an estimate which has a high variance. To reduce this risk we take a five-point moving 

average of the validation accuracy and take the highest point as the stopping index. This
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moving average is represented in Figure 5.10 by a dashed-line. We can see here that for 

this part of the vahdation we would recommend tha t the early-stopping point be «28.

The GA and the SA differ again in how they deal with this estimated point. The idea 

being tha t the early stopping estimation point should modify the search in such a way so 

tha t it will term inate at this point in future, to reduce the risk of overfitting.

 Train (81%) Validation (9%)
85 T------------------------------------------------

80

75

70

60

55

50 I 1 1 n  I I 'I I I I ! I I I 1 I r  I I I I I I I I { I I I I I I I I I I I I I I I I I ! I I I I I I I— I I I ! I I I I I I I I I I I I I I 1 I I I I I I I I I 
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F ig u re  5.10: Estimating the early-stopping point in the inner layer of the SSES frame
work using a SA over the glass dataset. The y axis represents accuracy and the x  shows 
the search progression (based on 10 vaUdation runs)

In many cases it is quite clear that overfitting occurs in the inner training phase 

but converting this to a early-stopping point in the evaluation phase is a little less than 

straight-forward. Sometimes we notice that the validation accuracy can recover late in 

training after extended periods of poor performance but often the recovery does not beat 

the performance of the search early on. In the following sections we describe how this 

early-stopping point is used to modify our GA and SA search.

5.3 G enetic A lgorithm  w ith Earlystopping (G AES)

We implemented a basic GA algorithm that uses Roulette Wheel selection based on the 

cross-validation accuracy of the feature masks, where the log of the accuracy is used to
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slow down the convergence. We used a two-point crossover and a mutation rate of 0.05. 

The population size for each of the data sets was fixed to 25, and it was allowed to search 

for 120 generations.

If we take the example in Figure 5.10, taken from the validation layer, the GA search 

can be said to overfit the dataset after «28 generations. The GA-ES is modified in that 

we stop the search at an earlier generation, the generation at which overfitting occurred 

i.e. 28.

The neat aspect of this stopping method is tha t we do not modify the behavior of the 

search, we simply stop it sooner. No change is made to  the selection criteria or any other 

aspect in an attem pt to speed things up - as a result we can expect a similar behavior 

with some degree of confidence, in the modified search.

5.4 Sim ulated A nnealing w ith  Early-Stopping (SAES)

The search parameters are set with an initial system temperature of 15 and a cooling 

rate of 0.9, which means tha t in the early stages of the search basically we have random 

search, where approximately 80% of changes are accepted regardless of their fitness. The 

end tem perature is O.OOIJ which means tha t there are 81 temperature levels, how long it 

spends at each of these temperature settings is dependent on the number of features in the 

dataset i.e. more attem pts are made for a larger feature set and less are made for smaller 

ones.

The basic principle for the SAES is to modify the search algorithm so that it will 

reduce its intensity of search depending on when overfitting was judged likely to occur. 

Due to the nature of simulated armealing we have a few different ways that we can alter 

the intensity of the search. Firstly, we could increase the cooling rate, while keeping all 

other factors the same, which would make the algorithm run much faster. Secondly, we 

could increase the end temperature of the system. The main problem with this is tha t the 

algorithm may not terminate in a stable state and may not have converged to a suitable 

end point. Thirdly, and the most promising one, you can reduce the rmmber of attem pts 

and therefore the length of time that the algorithm spends at each temperature level. 

This reduces the intensity on a step by step basis but it also allows the search to perform 

a complete cycle, thus enabling the convergence of the end solution. After preliminary 

experiments we decided to implement this third modification as it gave us best results.
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Again, if we take Figure 5.10 to be the result taken from the vahdation layer, we modify 

the intensity of the SAES search hy K  K  x 28/81.

W ith the early-stopping point estimated and the new search algorithm generated we are 

able to  evaluate the effectiveness of the approach. We illustrate the behavioural difference 

between the two outer vahdation levels to show what is to be expected. An example of 

this is shown in Figure 5.11, where we show the inner evaluation for the SAES, based on 

100 training and validation runs and the outer evaluation layer using the modified search.
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Figure 5.11; (a) Shows an example of an inner evaluation in the SS-ES framework on 
the diabetes domain, where the model is trained on 81% of data available, (b) Shows the 
result, with the search reducing overfitting when trained on 90% of the data. The y axis 
represents the accuracy and the x  shows search progression

In Figure 5.11 we see tha t we get different accuracy estimates over the two charts. 

Chart (a) is taken from the validation runs where the training accuracy is based upon 

81% of the data and the validation accuracy on 9% of data. Chart (b) represents what 

happens in the evaluation phase: where training occurs on 90% of data and the test 

accuracy is on 10% of data and represents the 10 evaluation runs. The difference in these 

respective accuracy levels can be attributed to this and it is what one would generally 

expect.

5.5 C onclusion

In this chapter we presented the SSES framework for overfitting avoidance in wrapper- 

based feature selection and feature weighting. It implements an early-stopping mechanism
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taking advantage of the stochastic nature of the searches employed. Although the concept 

of early stopping has been used in neural network training previously it has not been used 

in this domain before and it represents a novel approach to the problem of overfitting in 

wrappers.

In the next chapter we provide further implementation details on the other algorithms 

used in this thesis tha t we use to  evaluate this proposed framework.
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Chapter 6

Im plem entation

In this chapter we provide the implementation details of the algorithms used in the pro

posed framework and the algorithms used in the evaluation tha t we provide later in Chap

ter 7. We give a high level view of the workbench developed to support the research 

(Fionn) and pay particular attention to the feature selection package. In Section 6.2.1 we 

describe the implementation of the feature filter (Information Gain) and we show how we 

use this to select features. In Section 6.2.2 we describe the wrapper implementation. We 

provide details of the search strategies used here, both of which are sequential. We detail 

our /cNN implementation and its extensions tha t enable training with noise.

6.1 FIONN

Coyle et al. (2003) describe the markup language CBML which is the format we used to 

represent the data. On undertaking this research within the Machine Learning Group 

we developed Fionn, a Java based toolkit, which provides a range of machine learning 

techniques while creating a level of abstraction from the underlying CBML syntax. Figure

6.1 shows the architecture of Fionn. Its core specifications are used by all the other 

components and CBML makes up an im portant part of this. Although datasets are stored 

in CBML documents they can also be imported from .csv (comma separated files) and 

.arjf files (files that are compatible with the Weka workbench).

The other main components of the Fionn core are a suite of classifiers (including k-NN, 

support vector machines, neural nets, logistic regression, linear regression. Naive Bayes) 

and a comprehensive evaluation framework which supports a variety of validation schemes 

and a selection of error functions.
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Fionn Workbench

Fionn Core
Spam Filtering 

Application
CBR Explanations CBMI.

Personal Travel 
Assistant

Feature Selection & 
Feature Weighting Evaluation Framework

Noise Reduction Classifier Suite
Medical Decision 

Support

Figure 6.1: The Fioim Workbench 

There are three apphcations currently in development tha t use the Fionn Framework:

M edical D ecision  Support: Doyle, Cunningham, Bridge and Rahman (2004) imple

mented a Medical Decision Support System tha t uses case-based explanation. This 

differs from previous methods by re-ranking the nearest neighbours of the target case 

based upon an explanation profile. An evaluation of casebase explanation is given 

in Cunningham, Doyle and Loughrey (2003).

Spam  Filtering A pplication: Delany et al. (2004) are working on a spam filtering ap- 

phcatiori called ECUE (E-mail Classification Using Examples) that dynamically 

adapts to the changing nature of spam e-mails. Because of the volume of spam 

e-mail and to its evolving nature, this application uses several case-base mainte

nance techniques tha t remove noisy and redundant cases (Delany and Cimningharn 

2004). Their application uses many features of the Fionn framework including the 

/c-NN classifiers and evaluation the framework.

T he Personal Travel A ssistant: Coyle (2005) describes a recommender system for a 

flight booking tha t has the ability to learn a users profile in order to return more 

appropriate flight listings based on preference.
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6.2 Feature Selection Toolkit

The feature selection package in FIONN provides a comprehensive range of algorithms. 

These algorithms range from feature filters through to the wrapper implementation. A 

range of search procedures are supplied, including forward selection, backward elimination, 

a genetic algorithm and simulated annealing. The toolkit was designed with the purpose 

of investigating the behaviour of the algorithms over datasets when using wrapper-based 

feature selection and contains several useful tools to compare and evaluate the models 

generated.

Our feature subsets are represented by a weight array, where each element of the array 

represents a feature. In feature selection the value given to each element is either a {0,1}. 

In the context of feature weighting this can be any of w non-zero weights. This array is 

manipulated diuring the execution of the feature selection/weighting algorithm so that the 

result can be applied directly to the classifier and then evaluated.

Feature Selection

Chosen Features

■ O

^  Final A ccuracy  
E stim ate

O
D a ta se t

^ 'N N  C lassifier

Filter /  W rap p er

M odel Evaluation

T e s t  S e t

D a ta  G e n e ra to r

Figure 6.2: The Feature Selection Framework in FIONN

Figure 6.2 shows how the feature selection module fits within the model evaluation 

framework. The original dataset is randomly shuffled and partitioned and the training 

set is then passed into the feature selection module. Both the hlter and wrapper imple

mentations deal with this data differently, but they both generate a recommended feature 

subset. We then evaluate this feature subset using the test set in order to estimate the 

end model performance. This is usually incorporated into a cross validation process.
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6.2 .1  Inform ation  G ain Feature F ilter

As outlined previously in Chapter 3 the information gain filter ranks all the features on 

their discriminatory power with respect to the class value. It does this by measuring the 

expected reduction in entropy caused by partitioning the examples according to a given 

feature. Given a set of instances D  and a feature x,, information gain can be expressed as 

follows:

IG a in {D ,F )  = E { D ) -  ^  (6.1)
vE.V(ilues{xi)

Values(Xi) is the set of all possible values for the feature Xi, \D\ the number of instances 

in D  and the subset of D  for which D  has a value v.

E  (D) is the entropy of D, defined as follows:

C

= Y^-pi.\og2Pc  (6 .2)
1= 1

where pc is the fraction of elements in D  belonging to class c. The features are ranked 

by this value and we determine our feature subset based upon this ranking. One possible 

method to select the feature subset is to employ a greedy search algorithm, in our work 

we simply select the top 50% of the ranked features in the set.

6.2 .2  A  W rapper Fram ework

Frequently the computational expense incurred during the search phase is the main argu

ment against using the wrapper in practise. This overhead is generated by the repeated 

induction of the classifier during performance estimation. Using the A:NN in this case 

means that for every classification the query case must be compared to each of the cases 

in the training set, which can be very expensive. It any case, it is important for this 

procedure to be efficient.

fcNN Implementation

The existing implementation of the fcNN in Fionn was very inefficient and even though 

a series of improvements were made we decided tha t a light-weight version should be 

implemented. We implemented a fairly straight-forward module tha t converts the CBML 

representation of the data to a 2D array, thereby utilizing the speed of the native array
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structures in Java. In doing so the continuous features were normalised to double values 

between 0 and 1. We also converted symbolic features to whole numbered double values, 

where mapping the possible feature values in such a way, {A,  B,  C]  {1.0, 2.0,3.0}, meant 

tha t all instances could be stored in a 2D double array which used direct indexing rather 

than referencing features through the CBML naming convention. A feature description was 

mirrored in a separate array so tha t at runtime the handling of the different features would 

be straight-forward and automatic. These feature-value matrix and mapping functions 

yielded a huge speed up for all datasets. This speedup was greatest for larger datasets 

while giving identical results to the previous implementation.

The distance functions used are generic enough to ensure a good performance and ease 

of use over all the domains being examined.

0 /  discrete and qf — Xf

1 /  discrete and qj ^  Xf  

\ q f  — X f \  f  continuous

In the case of continuous values, we simply returned the difference between the two 

feature values which are already normalised.

The voting algorithm used at classification time incorporated the top k neighbour

hoods of similarity (rather than k neighbours). Relying solely on the top k neighbours 

means that the ordering of cases in the casebase can affect classifications, something that 

shouldn’t be allowed to happen. If after this round of voting we still have a tie, then 

automatically the next level of similarity would be consulted and so on until one class is 

in the majority.

Evaluating the classifier on the training data is a relatively simple routine. This mea

sure will guide the search through the feature subspace so it is im portant that it is accu

rate. We use ten-fold cross validation. This measure has been used extensively in machine 

learning in general and is the default measure used in feature selection research. We split 

the available data into 10 folds, maintaining the distribution of classes in each one. The 

classifier tha t we evaluate is trained on nine of these (90% of the available data) leaving 

one fold (the remaining 10%) for testing. Each test case is presented to the kNN  for 

classification. Each query generated a result-pair which compares the actual label of the 

case to the predicted label. For each 10-fold cross validation we then have 10 sets of these
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result-pairs. The estimated model accuracy is then:-

Total Correct ^
Total Evaluated

Kohavi (1995b) use the same measure in their work on the wrapper approach applied 

to oblivious decision tree generation. Breiman et al. (1984) used ten-fold cross valida

tion for the CART algorithm and claimed it was a good measure for choosing the correct 

tree. Weiss (1991) compared versions of cross validation, 2-fold and leave-one-out. He 

found th a t 2-fold had a relatively low variance and as such was superior to leave-one- 

out. Breiman and Spector (1992) performed feature subset selection for regression and 

compared leave-one-out cross validation and A;-fold cross validation and a bias-corrected 

version of the bootstrap. They found tha t for model selection ten-fold cross validation 

was better than leave-one-out.

In the domain of feature selection and weighting we include a weight mask for all the 

features so tha t the dataset would not need to be adjusted or the fcNN be rebuilt for 

different feature masks. To evaluate different subsets, a different feature mask needs to be 

applied on the classifier. For example, in the context of feature selection, the elements of 

feature mask would be mapped to either 1 or 0, either the feature is present and evaluated 

or it is not. Once a feature subset was evaluated its result was stored so tha t it would not 

need to be re-evaluated at a later stage.

Each search implemented dealt with these estimates in a different manner. We im

plemented a range of searches Forward Selection, Backward Elimination, Genetic Search 

and Simulated Annealing. We previously described the GA and SA implementation in 

Chapter 5 so here we describe only the two sequential approaches of forward selection and 

backward elimination.

Forward Selection

Sequential Forward Selection was first introduced by Whitney (1971) and starts from an 

empty set of features. The search progresses by expanding the current node and evaluating 

the children nodes. The search then continues from the best performing child node. This 

is demonstrated in Figure 6.3 where there are four feature. The nature of the search 

means tha t it is likely to  add strongly relevant features which infers that the feature sets
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F ig u re  6.3: Forward Selection

returned are usually small. The search continues until adding a feature no longer yields a 

performance increase.

B ack w ard  E lim in a tio n

Backward Elimination, also know as sequential pruning. This starts with the full comple

ment of features and at each step of the search removes each feature in the subset. Again, 

the search then moves to the best performing child node and the process is repeated until 

the removal of a feature no longer yields an improvement. An example of search progres

sion is shown in Figure 6.4. BE is known to incur a greater computational effort than FS 

due to the larger number of features requiring more calculations to be performed. The 

fact tha t this situation is reversed in the latter stages of the search doesn’t count because 

in practise the search seldom gets through to tha t stage. However, this added effort does 

have its advantages. BE is able to evaluate features in context and take advantage of the 

feature interactions of weakly relevant features.

6.2 .3  T raining w ith  N oise

In Section 4.2.2 we described training with noise, a technique used during neural net

work training, which involves the addition of noise to the training cases. In our wrapper 

framework we implement this procedure as an extension of the fcNN’s distance function
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F ig u re  6.4: Backward Elimination

where the noise is added directly to the feature value when a new target case was pre

sented. Heuristically, we might expect th a t noise will smooth-out each data point and 

make it difficult for the search algorithm to fit to individual points too closely - thus 

rtiduce overfitting.

Everytime the distance between features in two cases is calculated, we check whether 

or not a noise term should be added. This condition is based upon a probabilistic es

timate and if true, we add a noise sample generated from our distribution (mean=0; 

standard-deviation=.25). This noise is added directly to the training feature and the dis

tance measure is calculated and returned. This meant tha t a new noise sample was created 

for each case, each time. Altering the classifier in this way means tha t all other aspects 

of the wrapper search can remain constant where no change was required for the search 

or evaluation functions.

Determining the correct amount of noise to add is best done through a series of pre

liminary experiments. The results of several different experiments using different amounts 

of noise were compared over all the datasets. In our investigations we found that adding 

a little noise to a substantial percentage of the data achieved best results.
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6.3 Sum m ary

In this chapter we outlined the algorithms are are used in our proposed framework and 

in the evaluations later in the thesis. We introduced the platform Fionn on which the 

software has been implemented and we paid attention only to the feature selection aspect 

of this. We detailed our approach to the A:NN classifier and i t ’s extension tha t introduces 

noise to features during training.

The feature selection tools used are tha t of Information Gain (IG) and an implemen

tation of the wrapper framework. We covered two sequential search techniques - Forward 

Selection and Backward Elimination both of which were described in the context of feature 

selection and feature weighting where appropriate.
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Chapter 7

Evaluation

We claim tha t implementing an early-stopping strategy in stochastic searches can be used 

to reduce or avoid overfitting in wrapper-based feature subset selection. In this chapter we 

detail a series of experiments to support this claim and outline a number of experiments 

tha t compare our framework to other popular searches and feature selection techniques.

We present the evaluation of the SSES framework in three parts.

•  In Section 7.2 we evaluate the two implementations of the SSES framework with 

their standard wrapper counterparts.

— Section 7.2.1 describes the evaluation of the genetic algorithm implementation 

(GAES).

— Section 7.2.2 describes the simulated annealing implementation (SAES).

And we conclude tha t the simulated annealing version (SAES) performs best.

•  In the second part we evaluate the SAES with other feature selection techniques 

tha t have been used in situations where overfitting may be likely to occur. We pro

vide a comparison with the Information Gain filter, a popular filter implementation. 

Next, we compare the SAES with simpler, less intensive searches that are known to 

outperform more complex searches when guided by estimates generated on limited 

data. Finally we compare our approach to an implementation of training with addi

tional noise, a technique known to restrict neural networks from approximating the 

underlying function too closely.

• In the final part of the evaluation, we compare wrapper-based feature selection and 

feature weighting. In previously literature it was suggested tha t feature selection
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would outperform feature weighting in certain situations. Firstly, we examine the 

comparative performance under normal search conditions. Secondly, we compare 

both approaches (weighting and selection) under the SSES framework and make 

some interesting findings.

D a ta s e ts  U sed

We limit our evaluations to 7 domains. This is done because not every dataset exhibits 

overfitting, so early-stopping is not effective in those domains. We describe in the following 

section the datasets tha t were found to exhibit overfitting in our preliminary investigations.

The domains are drawn from the UCI repository of machine learning databases, pri

marily because of their popularity in the literature. We generate our own artificial domain 

as artificial data  allows complete control over parameters such as predictive ability of a t

tributes, number of irrelevant/redundant attributes, and noise. Varying parameters allows 

conjectures to be tested and the behavior of algorithms under extreme conditions to be 

examined. The datasets we have considered are as follows:

sp e c tf  Describes diagnosis of cardiac Single Proton Emission Computed Tomography 

(spect) images. Each case represents a patient and is classified into two categories: 

normal and abnormal. The 267 image sets (patients) in the dataset are described 

by 43 features.

so n a r A study of the classification of sonar signals. Each pattern is a set of 60 numbers 

in the range 0.0 to 1.0. Each number represents the energy within a particular 

frequency band, integrated over a certain period of time. The integration aperture 

for higher frequencies occur later in time, since these frequencies are transm itted 

later during the chirp.

The label associated with each record is either ’R ’ (rock) or ’M ’ (if it is a mine - 

metal cylinder). The numbers in the labels are in increasing order of aspect angle, 

but they do not encode the angle directly.

io n o sp h ere  Describes a classification of radar returns from the ionosphere. Another 2 

class problem, with 351 cases, described by 34 numeric attributes.

g lass Supplied by USA Forensic Science Service. Describes 6 types of glass (six-class
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T ab le  7.1: Summary of the characteristics of the different datasets used in the evaluation

feature dimension sample size number of classes
n s c

spectf 43 267 2
sonar 60 208 2

ionosphere 34 352 2
glass 9 213 6

diabetes 8 768 2
colon 2000 62 2

artificial 100 200 2

problem), where they are defined in terms of their oxide content (i.e. Na, Fe, K, 

etc). All 9 features are numeric-valued and there are 213 cases.

d ia b e te s  From National Institute of Diabetes and Digestive and Kidney Diseases. Binary 

classes (tested positive or negative for diabetes). 768 cases with 8 attributes are real

valued.

colon As described in Alon et al. (1999); Contains 62 samples collected from colon-cancer 

patients. Among them, 40 tum or biopsies are from tumors (labelled as ’’negative” ) 

and 22 normal (labelled as ’’positive” ) biopsies are from healthy parts of the colons 

of the same patients. Two thousand out of around 6500 genes were selected based 

on the confidence in the measured expression levels.

a rtif ic ia l Generated using the WEKA toolkit where 200 cases are described by 100 binary 

features, where 50 are deemed irrelevant.

Additionally, where the search is influenced by the number of instances it is therefore 

sensitive to the feature-value distributions (coverage) of the training set and as such one 

may expect a poorer performance in those areas of the solution space where the coverage is 

less. Representing such phenomenon and quantifying it is im portant in practical situations 

from a data collection and quality aspect for a particular domain but we do not address 

it here other than to acknowledge tha t it exists.

7.1 E valuation D escription

Our evaluation was carried out using the FIONN workbench (Doyle, Loughrey, Nugent, 

Coyle and Cunningham 2004). We evaluate our algorithms using a ten-fold cross vali-
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Table 7.2: Contingency table for the McNemar’s Test

noo
Number of cases misclassified 

by both A and B

noi
Number of cases misclassified 

by A but not by B
nio

Number of cases misclassified 
by B but not by A

nil
Number of cases misclassified 

by neither A nor B

dation measure which is the standard evaluation technique in the literature and we have 

described this in Section 2.4.2. The classifier we use is the fcNN {k=l) classifier, a lazy 

learner known to be sensitive to irrelevant and redundant features and so ideal to investi

gate feature selection and feature weighting.

S ta tis tic s  U sed

As it has been pointed out by Dietterich (1998), one must be very careful when using 

statistical tests to prove significant difference between two algorithms. The paired t-test 

widely used in this domain is shown to have high probability of type I error, that is, of 

incorrectly detecting a difference when no difference exists. We used, as recommended by 

Dietterich (1998), McNemar’s test (Everitt 1977) which has a more acceptable type I error 

rate.

M e N em ars Test

Dietterich (1998) has compared five approximate statistical tests for determining whether 

one learning algorithm outperforms another on a particular learning task. It is clear 

from this analysis that the widely used paired-difference ^-test has a high probability of 

detecting incorrect differences (type I error) and should not be used for that purpose. 

He suggests using McNemar’s test for situations where the learning algorithms can be 

run once, which is our case, making this a strict statistical test. To compare how two 

classification algorithms A and B perform on the same training set, we need first to rec:ord 

the classification result for each case c of the test set T {c E T). We can put these values in 

a contingency table as shown in Table 1. McNemar’s test is based on a (chi-square) test 

for goodness of fit, and the quantity ImcN (see Equation 7.1) is approximately distributed 

as
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We can use this statistic to assess the similarity in performance between the two 

algorithms A and B. For instance, if the result is greater than a critical value : tucN > 

3.841459, then the probability tha t the performance of the two algorithms is identical is 

loss than 0.05, so we are able to conclude tha t they are different at the 95% level.



7.2 I - E valuation o f the SSES Framework

This evaluation examines the two implementations of the SSES framework, namely the 

GAES and SAES. We evaluate both algorithms with respect to their usefulness as solutions 

to the feature selection problem, and also their effectiveness with regard to the overfitting 

problem associated with wrapper-based searches. We first examine the GAES followed by 

examination of the SAES and then we conclude with a comparison on both approaches.

7.2.1 GAES Evaluation

The first experiment we detail is the SSES framework using a genetic algorithm (GAES) as 

described previously in Loughrey and Cunningham (2004). Choosing the initial population 

size required several preliminary experiments to determine a good size. Choosing a popu

lation size too small can in many cases lead to rapid convergence to a sub-optimal subset. 

We decided on a fixed population size tha t appeared to maintained diversity throughout 

the early stages of the search and provided competitive solutions with larger populations. 

The rmmber of generations we decided to search for was again determined by preliminary 

investigations. This is strongly influenced by the population size used, with larger popu

lation sizes requiring a longer training time to guarantee convergence. We found in most 

cases tha t there was no advantage in running the experiments for much more than 120 

generations, as the training accuracy leveled off at this point with no major improvement. 

The GA is implemented with a population size of 25 and was allowed to continue for 120 

generations. W ith the initial parameters chosen we implemented a randomised two-point 

cross-over routine and fixed the mutation rate to 0.05.

In the SSES framework wrapper-based feature selection was performed on 81% of the 

data, re-sampled 100 times in order to gain an estimate of when overfitting was likely to 

occur. We modify our GAES using this estimation.

Figure 7.1 displays the results tha t were obtained. The accuracy of the generated 

model is displayed on the y-axis, while on the x-axis we display both algorithms for each 

dataset.

On the comparative runs of the GAES framework with the normal GA it is clear that 

we get an improvement in generalisation performance when we use the less intensive search 

- presumably because the potential to overfit is less. By stopping early we restrict the 

depth of the search’s ability. This is consistent throughout all domains and the effect is
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□  Train o jT est 
100 ---------------------

GA GAES GA GAES GA GAES GA GAES GA GAES GA GAES GA GAES 

spectf sona r ionosphere g lass d iabetes colon artificial

Figure 7.1: GA versus GA-ES

more obvious in some domains than in others.

In eaeh experiment we can see by comparing the training accuracies tha t the normal 

GA is able to attain  a higher accuracy due to the fact that is has been allowed to train 

for longer. We suggest tha t this longer training time increases the depth of the search 

and its intensity resulting in the algorithm finding a subset tha t ’fits’ to the training data 

better. The feature subset found has been optimised for the training set tha t contains 

certain idiosyncrasies tha t are specific to the training set but because they are specific to 

the training data the feature subset performs poorly on the test data.

On the GAES runs however, the flip-side of this effect is shown. We see tha t the 

shorter search in the GAES is not able to fit to the training data as well as the normal 

search and this is reflected in the lower training accuracy obtained during this search. 

When we compare the test set accuracies for both algorithms the test accuracy is notably 

better on the searches tha t are stopped early, indicating tha t the search had enough time 

to learn the general concept of the data and not specific aspects of it tha t would otherwise 

degrade the generalisation performance.

The performance increase on two domains spectf and artificial, the increase in gener

alisation accuracy is significant at the 95% significance level. While the other domains
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F ig u re  7.2; Comparison between the runs of GA and GAES on the sonar dataset

might not reflect this significance it is clearly evident tha t shorter training times in each 

case yields a good increase accuracy and we attribute this to the reduction in overfitting 

occuring during the search.

We illustrate the behavior of both searches in Figure 7.2 using the sonar dataset. In 

this evaluation phase we can see tha t the GAES search has been modified to stop after 

22 generations - the point estimated from the inner evaluation of the framework. In this 

example run we see tha t the normal search performs well in the early stages of the search 

on the test data, where the generalisation performance improves from si85% and gradually 

increases to «90% around generation 28. It maintains this performance until generation 

36 at which point the search starts to overfit, the training accuracy continues to increase 

but the test accuracy deteriorates eventually settling at fs;84%. In the associated GAES we 

can see tha t the search does not start to overfit as it has been stopped before this point. 

However it must be noted tha t it stops before the test accuracy has been maximised, 

underlining the fact tha t the early stopping point is a estimation which in this case limits
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T ab le  7.3: GA versus GAES. Results in bold represent the best result on the dataset. * 
denotes where this result is at the 95% significance level

d N c Train
GA

Test Train
GAES

Test
spectf 43 267 2 88.1 56.2 ±5.9 80.3 62.5* ±6.1
sonar 60 208 2 94.3 84.6 ±4.1 92.7 87.9 ±3.9

ionosphere 34 352 2 94.5 90.3 ±2.7 94.0 91.7 ±4.7
glass 9 213 6 79.9 76.1 ±10.4 79.9 76.6 ±7.6

diabetes 8 768 2 72.8 69.2 ±3.3 71.7 69.9 ±3.5
colon 2000 62 2 93.5 80.8 ±2.3 90.3 85.5 ±2.3

artificial 100 200 2 60.6 38.0 ±6.3 54.9 53.5* ±5.0

the GAES a little.

7 .2 .2  S A E S  E v a lu a tio n

The next experiment described here uses a simidated arniealing (SA) search in the frame

work instead of the GA. We believe tha t the SA will be ideal for the framework as it 

has the ability to locally optimise the solution and the fact tha t it is stochastic in nature 

means it should be suitable for early-stopping. Optimisation using SA is analogous to the 

cooling of metals, and has been shown to yield near optimal results Haines (1987).

In this evaluation we show tha t SA is amenable to a neat form of early-stopping 

whereby we increase the speed at which we cool the SA so tha t it freezes before overfitting 

begins to occur.

In a similar way to before, the inner layer of the SSES framework, performs 100 runs 

of SA wrapper-based feature selection over 81% of the data, in order to estimate when 

overfitting is likely to occur. We estimate the point at which overfitting is likely to occur 

in the same matmer as we did for the GAES and generate a moving average estimate 

over the validation scores. Applying this knowledge to the modified algorithm, requires 

speeding-up the progression of the search by a factor of K  where

K  = ----- --------------
total iterations

where x  is the temperature level tha t has the highest validation accuracy before overfitting 

sets in. All other parameters remain consistant. The results are displayed in Figure 7.5
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□  Train a  Test 
100 -

SA SAES SA SAES SA SAES SA SAES SA SAES SA SAES SA SAES

spectf sonar ionosphere glass diabetes colon artificial

F ig u re  7.3: SA versus SA-ES

T ab le  7.4: SA versus SAES. Results in bold represent the best residt on the dataset. * 
denotes where this result is at the 95%

d N c Train
SA

Test Train
SAES

Test
spectf 43 267 2 91.2 66.2 ±2.4 90.3 70.0* ±3.5
sonar fiO 208 2 95.1 85.5 ±5.8 93.2 88.4 ±2.5

ionosphere 34 352 2 95.3 91.7 ±4.1 94.1 92 ±6.2
glass 9 213 2 80.1 73.7 ±9.5 80.0 76.6* ±6.1

diabetes 8 768 6 74.4 69.0 ±4.6 73.7 72.4 ±3.5
colon 2000 62 2 95.9 80.8 ±2.4 90.7 84.1 ±3.0

artificial 100 200 2 69.7 40.5 ±4.4 63.8 47.0* ±3.7

In the figure shown, we can see tha t the results obtained are favourable for eaxly- 

stoppirig in simulated annealing searches where overfitting is known to occur. The results 

are pretty much as we expected, similar to those reported in GAES.

The SAES outperforms the SA runs over all domains (seven out of seven) where three 

domains {spectf, glass, artificial) produced a significant increase in accuracy using the 

modified algorithm. This increase can again be attributed to overfitting avoidance as the 

training accuracies attained were again lower in the modified algorithm indicating that
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Figure 7.4: The comparative runs of the SA and SAES evahiations on the sonar dataset

it was less optimised for the training set. This point is illiLstrated in Figure 7.4 on the 

sonar dataset. We can see here that overfitting starts around the mid-point on the SA 

but it performed well up until this point. The difference with the SAES here is that its 

progression over the test accuracy may be slower to begin with, it does not fall off in the 

later stages. This is because the SAES has already been scaled so that overfitting doesn’t 

occur.

We illustrate the comparative runs in Figure 7.4. We can see the different strategy we 

use with the SA in that we can compare the two algorithms on the same chart, emphasising 

the fact that we alter the amount of time spent at each temperature interval. However, 

in a similar situation to the GAES/GA comparison, the SAES is not able to fit as well to 

the training data and this is again reflected in the training accuracy of the SAES which 

is not as high as the normal SA. Again, we notice the reverse of the situation in the test 

accuracies. The SAES is able to maintain its accuracy level as the search quenches much 

faster, whereas the normal search continues to be optimised on the training data which 

only serves to harm this test accuracy.

In the ionosphere dataset, again we note little improvement on a test set validation. On
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closer inspection it would appear tha t overfitting is was only a problem in the validation 

stage. In the validation layer when only 81% of data was available for training it seemed 

tha t overfitting occcured, however once 90% of data  was available, as in the evaluation 

layer it seems th a t there is enough data to completely cover the target concept and the 

test accuracy did not deteriorate. This phenonemon was raised in Chapter 4.

7.2.3 SAES versus GAES

As we have shown in the previous two experiments, early stopping using stochastic search 

appears to work fairly well, when comparing one version of the search to the modified 

version. In an effort to decide which search is best we compare the two strategies.

The results are inconclusive from a statistical point of view as they are quite similar 

with no search demorLstrating clear superiority over the other. As it has previously been 

stated that no one search strategy is optimal in all situations and that one that outperforms 

another in one domain, is just as likely to be outperformed by the same algorithm in 

another.

On four datasets {specif, sonar, glass, ionosphere) the SAES outperformed the GAES. 

However, on the larger datasets {colon and artificial), GAES outperformed the SAES and 

both algorithms tie on the diabetes domain. So we find the SAES outperforming GAES 

4-2. GAES did better on the larger domains is probably not much of a surprise as it is 

better designed for such problems while the hill-climbing nature of the SAES algorithm 

was more appropriate for the smaller feature sets. The fact tha t we found the SAES 

outperforming the GAES in our experiments could be due to the nature of the problems 

we are investigating and it wrong to suggest tha t SAES is always going to be better than 

GAES. This said however, we will only refer to  the SAES version of the framework in the 

following experiments, as for our evaluation we found it to perform best.

However from a qualitative point of view the characteristics of SA lend itself to provid

ing solutions to the feature selection problem. The SA is more likely to  return a converged 

(locally optimised) solution due to  the manner by which we reduce the intensity of the 

algorithm. Rather than abruptly stopping the search at a pre-defined iteration as we do 

with the GA, the SA is able to complete the search cycle, albeit with a lesser intensity 

but it means tha t the end solution is likely to be better.

From this point onwards in the evaluation we compare the SA version to existing 

techniques for feature selection rather than showing a global comparison.
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□  Train a  Test
100

GAES SAES GAES SAES GAES SAES GAES SAES GAES SAES GAES SAES GAES SAES 

spectf sonar ionosphere glass diabetes colon artificial

F ig u re  7.5: SA versus SA-ES

T ab le  7.5: GAES versus SAES. Results in bold represent the be ŝt result on the dataset.

GAES SAES
Train Test Train Test

spectf 80.3 62.5 ±5.9 90.3 70.0 ±3.5
sonar 92.7 87.9 ±4.1 93.2 88.4 ±2.5

ionosphere 94.0 91.7 ±2.7 94.1 92.0 ±6.2
glass 79.9 76.6 ±10.4 80.0 76.6 ±6.1

diabetes 71.7 69.9 ±3.3 73.7 72.4 ±3.5
colon 90.3 85.5 ±2.3 90.7 84.1 ±3.0

artificial 54.9 53.5 ±5.0 63.8 47.0 ±3.7

7.3 II - SSES com pared to  other Feature Selection  A lgs

We have seen with the previous experiments tha t early-stopping improves the performance 

of the wrapper feature selection search. In this section we compare the SAES version of the 

framework to three other machine learning approaches that have been applied when there 

is a known danger of overfitting with wrapper-based feature selection. We also provide 

a comparison using a technique taken from neural network overfitting avoidance. These 

other algorithms are as follows.
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• IG Filter

• Simple Searches

• Training w ith Noise (from neural networks)

Again we intend to  reinforce the idea th a t  SSES is a suitable framework for feature 

selection and th a t it performs favourably against the  other algorithm s th a t have been used 

in the  field when overfitting is a danger.

7.3 .1  C om parison w ith  S im ple F ilter  (IG )

Frequently, filters are nom inated as an alternative when overfitting is thought to  be as 

a problem  in wrapper-based feature selection Guyon and Elisseeff (2003.). Filters use a 

function th a t is independent of the  classifier being used and can therefore execute very 

quickly but runs the risk of having a selection bias different to  th a t of the classifier.

In this comparison we show the  performance of the SSES framework against a simple 

Inform ation Gain (IG) filter. As previously outlined in C hapter 2, IG is one of the simplest 

and fastest feature ranking m ethods available and as a result is extensively used in tex t 

categorisation. O ur im plem entation of the  Inform ation Gain filter first ranks the features 

by their discrim inatory power and then  chooses the top 50% of features and builds a  /eNN 

classifier on the featiu'e subset.

We do not note execution tim e here as it is obvious th a t the IG will complete its 

evaluation in imich less tim e, bu t we have already sta ted  th a t tim e is not an issue in this 

bench-m ark, or indeed in any aspect of our evaluation as it is an off-line process. Moreover, 

we do not show the training accuracy of the filter as it doesn’t  apply to  the filter in this 

context. Instead we show only the test acciu:acy obtained during the  evaluation.

The results shown in Figure 7.6 and Table 7.6 here agree w ith the  general expectation 

of the feature selection comm unity th a t  wrapper-based feature selection outperform s the 

filter type. Furtherm ore, the results may even suggest th a t we can take the notion further 

and in cases where we believe overfitting can occur it is worth the more intensive wrapper- 

based search instead of the filter given the  results we get in this evaluation.

Two domains report a significant improvement in accuracy using the SAES algorithm  

{glass, colon) highlighting the weakness in the  IG approach, however it is com petitive in 

two domains {specif, ionosphere).
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spectf sona r ionosphere g lass  d iabetes colon artificial

Figure 7.6: IG Filter versus SA-ES

Table 7.6: Information Gain versus SAES. Results in bold represent the best result on 
the dataset. * denotes where this result is at the 95% significance level

Train
SAES

Test Train
IG

Test
spectf 90.3 70.0 ±3.5 - 69.5 ±6.8
sonar 93.2 88.4 ±2.5 - 84.9 ±4.2

ionosphere 94.1 92.0 ±6.2 - 91.2 ±4.8
glass 80.0 76.6* ±6.1 - 63.1 ±8.6

diabetes 73.71 72.4 ±3.5 - 69.9 ±4.8
colon 90.7 84.1* ±3.0 - 64.7 ±3.8

artificial 63.8 47.0 ±3.7 - 42.3 ±9.9

Just because the wrapper generally outperform filters doesn’t make the feature selec

tion filters redundant. Filters can act as a pre-wrapper step possibly generating a smarter 

starting point for the wrapper search, or indeed reducing the dimensionality and the fea

ture subspace to  make a wrapper search less expensive. Perhaps the filter could have been 

made more competitive by ranking the features and then employing a greedy search, led 

by a fitness assessment from the classifier (Grimaldi 2005).

Our conclusion from this experiment agree with the general thoughts of the community

98



in th a t wrappers outperform filters Hall and Holmes (2003),Kohavi and John (1997) so as 

such does not offer any new ideas, other than to reinforce the applicability of the SSES 

framework and SA as useful to the feature selection process.

7.3.2 Comparison w ith  Sim ple Searches

In the next comparison, we show how the SSES framework performs in relation to simpler, 

much less complex searches in an attem pt to see if as Reiuianen (2003) said, tha t less in

tensive searches were likely to perform better. He claims tha t there is little point in using 

complex algorithms if the number of training cases is small and he provides some evidence 

on this. He lays the blame for this mis-representation of performance on practitioners not 

using the correct evaluation techniques. As already stated we use the outer-layer of vali

dation to work around this problem and so generate an vuibiased estimate of performance. 

In this evaluation we compare the simple searches of forward selection (FS) and backward 

elimination (BE) to  the framework presented in this thesis to see if this suggestion holds 

true.

Again, we atternjjt to optimise the accuracy function of the classifier over the feature 

subset with each algorithm. The FS stopping criterion is when no child node is found 

that improves accuracy for the dataset. From prior work we know tha t the FS is able to 

detect strongly relevant features but runs the risk of getting stuck in a local maxima. BE 

starts with a full feature set and removes one feature at a time. This techniciue evaluates 

features in context and can handle feature interaction better than FS. The search stops 

when removing a feature does not yield an improvement in accuracy. The FS and BE 

searches have been compared in the past with neither search yielding consistently better 

results. The SA should be able to evaluate the features in context and escape from local 

maxima’s due the stochastic nature of the algorithm.

The results are shown in Figure 7.7 and Table 7.7. We found tha t the SAES again 

performs well winning on five out of seven datasets. It is beaten only on two datasets by 

the BE search {colon, artificial).

We feel that this provides evidence tha t a more complex search, if controlled properly, 

can outperform the simpler strategies, where we are likely to overfit. This suggestion 

is supported by the fact tha t the uncontrolled SA search only outperforms the simpler 

searches on three domaiiLs {sonar, ionosphere, diabetes). The simpler searches do at least 

as well on the other four domains and this would generally agree with the experimental
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F ig u re  7.7: SA versus FS/BE

T ab le  7.7: Comparison of SA, SAES, FS and BE. Results in bold represent the best 
result on the dataset. * denotes where the SAES result is at the 95% significance level 
over the FS

Train
SA

Test Train
SAES

Test Train
FS

Test Train
BE

Test
spectf 91.2 66.2 ±6.1 90.3 70.0 ±3.5 80.4 66.3 ±5.4 76.1 66.3 ±6.8
sonar 95.1 85.5 ±3.9 93.2 88.4* ±2.5 84.3 72.6 ±11.8 85.1 85.1 ±5.9

ionosphere 95.3 91.7 ±4.7 94.1 92.0 ±6.2 94.0 88.9 ±5.7 93.2 91.2 ±4.8
glass 80.1 73.7 ±7.6 80.0 76.6 ±6.1 78.2 76.2 ±6.9 80.0 74.8 ±8.5

diabetes 74.4 69.0 ±3.3 73.7 72.4 ±3.5 71.0 66.9 ±3.5 70.3 68.0 ±4.9
colon 95.9 80.8 ±2.3 90.7 84.1 ±3.0 93.9 84.0 ±9.8 82.6 85.7 ±10.9

artificial 69.7 40.5 ±5.0 63.8 47 ±3.7 64.8 54.0 ±10.1 68.6 55.5 ±15.5

findings of Reunanen (2003).

We find tha t FS is outperformed by BE in most datasets (five out of seven). It may 

appear tha t FS tends to get stuck in local maxima’s on larger, more complex feature 

subspaces where there may be many feature interactions, something which the BE can 

overcome. The FS outperforms BE on the glass dataset, something we might expect given 

tha t this dataset has one of the smallest feature sets (9 features).
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BE outperforms all other algorithms on artificial which may not be tha t surprising 

given the nvmiber of irrelevant feature in the dataset. Again it performs well on the colon 

dataset. This indicates the power of the search where we have a larger number of features, 

and when the data is sparse.

While the good results appear to be promising, this again brings into doubt the need 

for using more than the simple strategies when the rmmber of training cases is small, and 

when there is a risk of overfitting. The SAES only significantly outperforms the FS over 

one dataset (sonar). The number of nodes tha t FS and BE evaluates is greatly reduced 

compared to the SA, however they still prove to be very good at identifying good feature 

subsets. One may find it hard to justify even the computational expense of SA ahead of 

either simpler search. The added expense of the validation runs required in the SAES 

in some cases would not appear worth the effort unless maximum accuracy was of upt- 

most importance. The fact there is not tha t much difference in performance between the 

algorithms generally may highlight a weakness in the datasets tha t we present. Possibly in 

more difficult real world domains, where there may be a higher degree of inter-correlation 

amongst features the SAES would prove to perform better as it is recognized as a more 

sophisticated search.

7.3.3 C om parison w ith  N o ise

In Chapter 6 we outlined the details of adding noise to a dataset during training. In this 

next experiment we compare our SSES framework to those runs with added noise. Deter

mining the appropriate level of noise to add is best done through a series of preliminary 

experiments. We experimented with each domain to find the optimal amount of noise that 

had to be added. We did this through a cross-validation optimisation procedure similar 

to the one recommended in Koistinen and Holmstrom (1991).

We generated a noise function tha t had a mean of zero and a standard deviation of 

0.25. We added samples of this noise to the already features with a probabihty of 0.8 to 

the already normalised features - so we add a little noise to much of the data.

The results are shown in Figure 7.8 and Table 7.8. The SAES outperforms the SA„oise 

in six out of seven cases which would suggest using early stopping rather than  training with 

noise provide better results for overfitting avoidance in wrapper-based searches. SAnoise 

outperforms both other algorithms on the specif domain.

However we also notice the validity of adding noise during training. We provide a
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F ig u re  7.8: SA versus Noise

comparison here also between the SA and SAnoise to  illustrate th is point. We find th a t 

th e  standard  SA search is outperform ed on four datasets and only wins on two {glass, 

diabetes). From these restilts it is clear th a t adding noise during training is useful if there 

is lim ited training data. This is a good result as noise is easier to  implement and executes 

much quicker th an  the SAES. Furtherm ore, it is possible th a t th is im plem entation could 

be improved if the noise level was chosen differently.

It is possible th a t while the noise restricts the search from modelling the training da ta  

too  closely, the nature of the technique may be damaging too the end solution due to 

the  random  element of the  noise in the final iterations of the  SA. The SAES only accepts 

changes in the last few iterations if they improve the end solution. The nature  of adding 

noise could mean th a t th is is not the case. However, it is still able to  re tu rn  good solutions.

We see a pa tte rn  w ith th is technique, in th a t on dom ains w ith smaller feature subsets 

the  effect of adding ’noise’ seemed to  produce poorer results. This could have been an 

underlying d a ta  issue, bu t more likely it could be th a t on larger feature sets the effect of 

adding noise is smoothed out more.

On reflection, the effect of adding noise is perhaps better th an  one might have originally 

thought, maybe this is due to  the  negative connotations of ’noise’. Possibly a different term
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T ab le  7.8: Comparison of SA, SAES and SA„oise

SA SA-ES SA-Noise
Train Test Train Test Train Test

spectf 91.2 66.2 ±2.4 90.3 70.0 ±3.5 92.8 72.5 ±4.4
sonar 95.1 85.5 ±5.8 93.2 88.4 ±2.5 84.3 86.5 ±3.5

ionosphere 95.3 91.7 ±4.1 94.1 92.0 ±6.2 88.2 91.7 ±7.4
glass 80.1 73.7 ±9.5 80.0 76.6* ±6.1 66.0 66.3 ±8.1

diabetes 74.4 69.0 ±4.6 73.7 72.4 ±3.5 71.5 67.3 ±3.1
colon 95.9 80.8 ±2.4 90.7 84.1 ±3.0 99.1 82.4 ±7.2

artificial 69.7 40.5 ±5.0 63.8 47.0* ±3.7 61.0 42.0 ±6.4

could be adopted to convey the generation of additional training cases which aid training 

to get away from the derogatory implication of ’noise’ - which is generally perceived to 

have a detrimental effect.
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7.4 III - Feature W eighing

In Kohavi et al. (1997) it was suggested that using only one non-zero weight i.e. feature 

selection, will outperform feature weighting on certain datasets when there is a lack of 

data available for training. They suggest tha t using more weights increases the model 

variance and that the reduction in feature weighting performance was attributable to the 

effects of overfitting. We illustrate this in our experiments with feature weighting and 

selection and report our findings in the following section.

The choice of weight parameters here is somewhat arbitrary, and in preliminary experi

ments we found tha t having more than five weights (w=4) provided little or no performance 

increase was observed. This behaviour could be attributed to the other parameters of the 

search tha t were kept the same for consistency. So, in order to keep the search space 

efficient and to aid convergence we limited the weighting algorithm to w=A.

The evaluation consists of two experiments. Firstly, we conduct a similar experiment 

to the DIET algorithm Kohavi et al. (1997) to see if feature selection will consistently 

outperform feature weighting on the domains tha t we are studying using the stochastic 

SA procedure. This claim was controversial at the time as it was always thought that 

increasing the weight would increase the degrees of freedom, and therefore increase the 

representational power of the algorithm enabling it to outperform feature selection. In the 

second evaluation we detail the experiments and outcomes when the SAES algorithm is 

applied to the feature weighting problem.

7.4.1 W eighting versus Selection using SA

Figure 7.9 shows the results over all data sets when comparing the search over w = l  and 

w — 4l . In four out of six domains it seems to be the case tha t w—\  performs better than 

when w—A which may not be tha t surprising. It has been stated before in Kohavi et al. 

(1997) with the DIET algorithm where the more weights used the more likely one is to 

overfit. This is attributed to the restriction on the model variance. We illustrated similar 

results in Figure 4.11, with iy= l outperforming the search with more weights on the specif 

dataset.

The fact that both searches can overfit is by this stage no surprise. They both overfit 

but it appears tha t when tt;= l the representational power is restricted somewhat, as there 

are only two weight values [0,1]. Increasing the weight resolution, as is the case when w —A,
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F ig u re  7.9: Weighting versus Selection using SA

gives the algorithm more degrees of freedom and enables the search to fit to the training 

data better and as a result it can overfit to a greater extent. This idea is supported 

in Figiu-e 7.10. Interestingly, we note tha t although weighting is outperformed in the 

comparison of the end solutions, it does not appear to be the case tliroughout the search 

progression. We see tha t in the early stages of the search, weighting performs well only to 

deteriorate to a greater extent toward the end of the search.

7.4 .2  W eighting  versus S election  using SA ES

We repeat the evaluation again but this time we do so within the SS-ES framework and 

we would expect this to yield an improvement on both searches. We might also expect 

the early-stopping to take advantage of the superior performance of feature weighting in 

the earlier stage of the search. Intuitively, if we avoid overfitting successfully we should 

note an improvement in the generalization accuracy. Again the characteristic of successful 

early-stopping is for the model to  exhibit a lower training accuracy due to the shorter 

training time.

Applying the framework requires inner validation runs to  be performed using the dif

ferent sets of weights to identify when overfitting was likely to occur. Once we generate the
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F ig u re  7.10: Comparing the runs of the SA in both Feature Selection and Feature 
Weighting

early-stopping point for each algorithm were again able to modify the search and perform 

the evaluation. In Figure 7.11 we show the SA with Early Stopping (SA-ES) results for 

both sets of weights. Table 7.9 shows a summary of the results.

nS A E S  Train (w=1) a SA-ES Test (w=1) □  SA-ES Train (w=4) □  SA-ES Test (w=4)
100 .

spectf sonar ionosphere glass diabetes colon artificial

F ig u re  7.11: Weighting versus Selection when Early Stopping is used

The results here are quite different to the results found in the previous experiment. We 

find here tha t feature selection (w=l )  outperforms feature weighting {w=5)  in only two
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cases {diabetes, artificial). This is nearly a complete reversal of the results tha t we found 

in the previous experiment. The SAES algorithm enables feature weighting to outperform 

feature selection over five datasets by taking advantage of the better performance we get 

when using more weights in the early stages of the search. The added representational 

power given a finer granularity of weights, means that there is a greater ability to  fit to 

the data  but it means tha t is has a greater power to overfit also. It must be noted that 

implementing this framework in the context of the DIET algorithm Kohavi et al. (1997) 

is not possible due to the sequential natiu'e of the search engine.

It may be correct to suggest tha t if we modified the different parameters of the SA 

algorithm tha t we could create more compelling results. For example, the fact tha t we 

restricted our weight space to u; =  4 is a result of the default search parameters. Modi

fying these parameters would enable the search to adapt to the larger weight space and 

possibly provide better results. The size of the weight space in this case is (tz;=weights, 

/= num ber of features) and any algorithm used to search this space should be given the 

parameters to allow it to do so.

SA (w»4) Tram SA (w=4) Test SA (w>1) T ra in  SA(w>1)Test
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F ig u re  7.12: A comparison of the progression of both feature selection and feature weight
ing in the wrapper based search

7.5 C onclusion

Given the tendency of wrapper-based algorithms to  produce models that overfit when there 

is a lack of training data, our proposed method of early stopping in the wrapper search
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SA SAES SA SA-ES
(w = l) (w = l) w=4) (w=4)

Train Test Train Test Train Test Train Test
spectf 91.2 66.2 ±2.4 90.3 70.0 ±3.5 95.3 60.0 ±14.5 93.1 72.5 ±9.3
sonar 95.1 85.5 ±5.8 93.2 88.4 ±2.5 97.6 85.6 ±4.1 98.0 88.9 ±1.7

ionosphere 95.3 91.7 ±4.1 94.1 92.0 ±6.2 95.9 91.4 ±3.7 95.4 92.6 ±3.5
glass 80.1 73.7 ±9.5 80.0 76.6 ±6.1 83.6 77.6 ±1.0 82.7 79.9 ±4.8

diabetes 74.4 69.0 ±4.6 73.7 72.4 ±3.5 73.7 68.2 ±2.7 73.5 69.7 ±1.6
colon 95.6 80.8 ±2.4 90.7 84.1 ±3.0 94.8 79.2 ±10.7 88.3 85.6 ±7.2

artificial 69.7 40.5 ±4.4 63.8 47.0  ±3.7 80.2 39.5 ±5.5 71.2 45.5 ±4.3

T able 7.9; Comparison of results across seven data sets using SA and SA-ES

produces promising results. In this chapter we presented the evaluation for the framework 

and justification for the results we obtained. Furthermore we provided a comprehensive 

evaluation of the framework against other popular techniques and found a favourable 

performance for our approach.

We believe tha t the series of experiments list supports our claim that early-stopping 

in wrapper-based searches is an effective approach to increasing the generalisation perfor

mance of the classifier when training data is limited. The experimental findings are listed 

below:-

• We presented two version of the framework; GAES and SAES - and provided eval

uations on both approaches.

• Both schemes appear successful in preventing or at least reducing overfitting. How

ever, we concluded tha t for our datasets SAES performed better and attributed this 

to the nature of which we modified the search.

• We compared the SAES to a commonly implemented feature filter and found that 

it outperformed the filter in all cases.

• We compared the framework to two simple greedy searches and again we found 

favourable performance - while the greedy searches generally prevent overfitting the 

SSES framework takes advantage of a more sophisticated search and by stopping 

before overfitting occurs can lead to a better performance in most cases we inves

tigated. Moreover, we noted the effectiveness of simpler searches in this case and 

again this questions the need for the more complex time consuming approaches in 

certain cases.
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• We concluded the SSES for feature selection evaluation with a comparison with a SA 

procedure trained with noise. This is the first time that training with noise has been 

documented in a wrapper-based feature selection and while both procedures appear 

good a reducing overfitting the SSES performs better in our comparison. We found 

tha t adding noise also tended to have a better generalisation performance than  the 

default SA algorithm.

• Using the SAES framework for Feature Weighting;

— We recreated results documented previously that indicate tha t feature selection 

performs better than feature weighting in cases where training data is limited.

— However, we found tha t under our framework there was a role reversal and the 

early-stopping allowed feature weighting to outperform feature selection in 5 

out of 7 cases.

We have shown through experiments tha t overfitting is a problem in datasets provided 

here. Like a lot of things it can only be found if one looks for it and we measured the level 

of overfitting by evaluating the performance over separate layers of data.

We would recommend tha t all practitioners should do the same with the datasets tha t 

they use to gain an understanding of how the data  behaves with the training algorithm. A 

simple methodology for this would be to  compare the baseline performance of the dataset 

on the c:lassifier over a range of simple feature filters. In this thesis we used Information 

Gain but there are many more one could use and these were covered in Chapter 2. If 

these are found to make an improvement, one should go further and compare to a wrapper 

implementation or a combined approach, being sure to keep a separate train  and validation 

datasets in order to make a fair comparison.

When using the wrapper one should perform experiments using the different search 

algorithms, understanding the motivations and the behaviours of each heuristic as we have 

explained here. It is after this phase th a t one should decide whether or not to opt for the 

more sophisticated strategy - many times it will be worth the effort but other times it will 

not. If so, we would recommend using a strategy to the one we have outlined here in order 

to safe-guard against the effects of overfitting and to maximise classification accuracy.
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Chapter 8

Conclusion

In this thesis we investigated one of the major areas within the data-mining and machine 

learning fields, namely feature selection and feature weighting. In particular we focused 

on the behaviour of the wrapper approach and the overfitting effects that can occur when 

we have limited training data.

In Chapter 2 we reviewed the area of lazy learning and described the aspects that 

are key to this research. We described the behaviour of these algorithms under differ

ent training conditions and outlined the situations in which care should be taken during 

training. In Chapter 3 we looked at feature selection and feature weighting describing the 

approaches and implementations in both areas. In particular we focused on the wrapper 

approach and provided justification for our choice. We discussed the problems with the 

wrapper and possible solutions to these. Chapter 4 defined in detail the problem of overfit

ting in the wider context of machine learning and outlined the state-of-the-art techniques 

used to combat the effects. We described how this problem affects wrapper-based feature 

selection and feature weighting searches and provided evidence for both.

We have shown tha t overfitting can be ameliorated by controlling our search algorithm 

in such a way tha t the intensity and depth is restricted. Chapter 5 outlines the framework 

tha t we implement in order to achieve this. We described the SSES framework which is 

able to employ an early-stopping procedure due to the stochastic nature of the search used. 

Two versions of the framework were implemented; one is based upon the GA and another 

on the SA. We perform an inner validation routine which estimates when overfitting is
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likely to occur. We use this estimate to modify our search to tha t we can reduce the 

likelihood of overfitting and we evaluate the performance of this approach using separate 

test data. Chapter 6 describes the implementation of further algorithms tha t we use in 

our evaluation.

We show tha t this framework is able to achieve good results over the datasets that 

we examine. In Chapter 7 we provide a range of experiments tha t demonstrate this. 

We provided experiments comparing the two implementations of the framework to  their 

normal unmodified counter-parts and we note tha t the SSES is able to attain  a higher 

generalisation accuracy in all cases. We compare the framework to different techniques 

used in the research th a t are known to perform well at times when intensive searches 

do not. Again, we show tha t the SSES framework provides favourable performance in 

most cases. It performs well against both the IG filter and the simple searches of forward 

selection and backward elimination. We provided a comparison to a wrapper-approach 

which was trained in the presence of additional noise and again we found that it was 

outperformed by the SSES in most cases.

In the domain of feature weighting we show tha t contrary to prior reports of weight

ing being outperformed by feature selection, under the SSES framework the situation is 

reversed. Due to the nature of the search through the weight-space in this case, early 

stopping is able to take advantage of the superior representational power of the search 

before it has the chance to overfit. In cases where this search is not controlled, the level 

of overfitting is likely to be greater than when we have two weights [0,1] (selection).

The findings of this research can be summarised in the following bullet points:-

• We have confirmed tha t overfitting will occur in wrapper-based feature subset selec

tion in situations where limited data is available.

• We have shown tha t this overfitting can be ameliorated through early stopping in 

stochastic search. We have demonstrated a particularly effective way to do this with 

Simulated Annealing.

• We have shown tha t controlled training with noise also reduces overfitting biit is not 

as effective as early stopping in the SAES framework.
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• We have shown tha t feature weighting outperforms feature selection under the SAES 

framework, a  reversal of the situation using normal searches.

8.1 Future W ork

The very nature of the stochastic searches means tha t it is inherently unstable and we 

have discussed this in previous chapters. This is exacerbated further by the randomness of 

the data splits between folds. The fitness function tha t is used during the wrapper search 

is completely dependent on these splits and when data is limited, even small changes have 

a large impact on this measure. This compounds the instability between consecutive runs. 

It has been STiggested to use filters as a starting point for the search, or indeed aggregating 

the results of several runs of the wrapper. The instability is a major issue with wrapper- 

based feature selection and we believe tha t in practise it should be used in conjunction 

with the filter - where the filter can reduce the search space by excluding features, or 

indeed offer an intelligent starting point for the search. It is possible tha t by adding a 

statistical measure to the accuracy estimation of the feature subsets we could reduce this 

problem. This would allow us to have extra confidence about whether one feature subset 

is better than another during searching. Only when the stability of the wrapper search 

is addressed can wc say with any confidenc;e whether a feature is relevant or not. The 

instability of the wrapper approach seems to harm the existing definitions of relevance.

Further research should be performed to determine whether overfitting is as much of a 

issue in real world situations. While it is still thought to be, there is a lack of availability 

of such datasets in academic research.

We believe tha t an interesting direction for future research would be perform an in

vestigation between the number of features and the number of training instances available 

with respect to the potential of the level of overfitting. Through the course of this research 

we believe tha t one could intuitively estimate the potential for overfitting from these fac

tors, although the complexity of the problem concept being learned has the most influence 

in this respect. Obviously the more complex the underlying problem the more the learning 

algorithm will be affec:ted by this, simpler problems will not require as many instances as 

a  more complex one.
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8.2 C oncluding Rem arks

The idea of giving an algorithm a load of data, and relying on it completely to uncover the 

appropriate concept to learn is a long way off, and during this research the idea of ’no free 

lunch’ has been reinforced somewhat. Much effort and supervision is still required by the 

engineer - which of the features make sense, how much data is available, what classifier to 

use, which learning mechanism etc.

Although over a large set of domains and datasets algorithms will have a similar 

performance, on individual problems they can exhibit very different behaviour, which 

means tha t we still have to put much effort in to the design and implementation of our 

systems. This research adds to our understanding of this problem when it comes to 

selecting features or performing feature weighting.
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