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Abstract

Microarray analysis is a high-throughput experimental technique with the capacity to 

measure the expressions of thousands of genes in parallel over many experimental samples 

(tissues types, environmental conditions, time points etc.). To fully exploit the large 

volumes of expression data produced by these experiments requires the application of 

statistical analysis and machine learning methods. Microarray datasets may contain many 

genes and samples with unknown labels. New gene functional classes may also emerge as 

our understanding of the underlying biological system increases. As a result, unsupervised 

methods of analysis, such ais cluster analysis, often prove most useful in this domain.

Cluster analysis models the class structure within a dataset by grouping objects into 

disjoint clusters based on their similarities over a set of features. In the gene expression 

context both genes and samples may be viewed as objects depending on the aims of 

the microarray experiment. However, in large, noisy gene expression datasets measuring 

object similarities over all features may prove difficult. Furthermore, even related genes 

may not exhibit similar expression profiles over all experimental samples and may be 

shared between functional classes. These issues are largely overcome by biclustering, in 

which objects are grouped based on their similarities over a subset of features.

In this thesis we improve upon past biclustering benchmarks in this domain, such as 

Cheng and Church’s greedy approach, by developing methods based on simulated anneal

ing that enable a more in-depth search of the solution space. We also develop an improved 

bicluster scoring metric and incorporate both features within a novel biclustering method 

called BUBBLE (Bottom-Up Biclustering By Locality Expansion). We show that BUB

BLE can retrieve biclusters tha t better reflect the natural gene functional modules within 

expression data than previous clustering and biclustering approaches. We then extend 

BUBBLE and employ it within a novel serni-supervised classification framework, which 

utilizes gene expression data to functionally label unclassified genes.
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Chapter 1

Introduction

1.1 G enes and Functional M odules

The traditional reductionist approach to  biology aims to understand living organisms 

by reducing them  to  their constituent parts. By characterizing the functions of these 

individual parts we may then explain the natu re  of the higher level organism. This has 

been the predom inant premise in biology throughout the 20th century. In the  last few 

decades with the advances in biology have led us to  the verge of fully realising th is goal. 

We have now identified the fundam ental functional units of living organisms, the  genes 

and the proteins they encode, and our focus is now on identifying and elucidating their 

individual functions.

Ironically, however, with the increased understanding th a t this approach has brought, 

there has come a gradual realisation th a t it may be an oversimplification. It now seems 

th a t we should tem per this reductionist view, a t least in part, with an added holistic 

element. Increasingly we are realising th a t the basic functions of the cell are dictated 

by interacting gene functional modules (groups of genes th a t combine to carry out a 

specific function), w'hose resultant functions are greater than  the sum of the actions of 

their individual parts. In specific term s, a gene may encode only part of a the structure  

of a multim eric protein assembly such as the ribosome. The functional module may also 

take the form of a enzym atic pathw ay where the final product depends on several inputs 

from various gene units. In such a module each gene, in a sense, has no function in 

itself and can only be understood in the context of the  entire functional m odule of genes. 

Furtherm ore, these functional modules may themselves interact within the cell to  carry out
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higher level functions. Large functional modules such as those that govern metabolism, 

protein synthesis and the cell cycle interact to carry out the cells basic processes such as 

growth, repair and reproduction.

Fortunately recent advances have allowed the experimental technology to keep pace 

with this higher level modular view of molecular biology. The maisses of genomic sequence 

information now available combined with standard methods from molecular biology and 

new microscopic arraying techniques has enabled the development of new global analysis 

experiments. The classic ‘one gene, one experiment’ approach can now be supplanted by 

powerful microarray experiments, in which the expression of many, if not all, of the genes 

within an organism, may be analysed in parallel.

1.1.1 G ene E xpression  M icroarrays

Microarrays allow us to simultaneously measure the expression levels of thousands of 

genes over many samples, all within the one experiment. This global analysis of gene 

expression not only contributes to functional characterisation of individual genes but also 

to the identification co-regulated groups, which aids in the elucidation of gene functional 

modules. Individual samples too, such as tissue types, may be characterised and grouped 

on the basis of their distinctive gene expression patterns.

The first microarray experiments were directly amenable to human interpretation, con

sisting of no more than a hundred genes measured over a few experimental samples. An 

investigator could readily observe expression changes in response to experimental samples 

and putatively locate co-regulated genes. However as capacity increased, microarrays were 

soon able to measure the expressions of all the genes within a genome, which takes the 

count into thousands, over hundreds of experimental samples. These microarray experi

ments produce such overwhelming amounts of gene expression data that an investigator 

has no choice but to employ computational methods of analysis. Discriminant analysis, for 

example might be employed to identify genes that show significant changes in expression 

over two tissue types. This enables ab initio annotation of gene function as well as the 

molecular classification of samples (e.g. cancer types). Characterised examples may then 

be used to supervise the classification of unlabelled genes and samples. Grouping methods, 

such as cluster analysis, may also be used to identify groups of co-regulated genes, which 

may aid in the modelling of the cell’s gene functional modules.
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1.1.2 C luster A nalysis o f M icroarray G ene E xpression  D ata

Cluster analysis is an unsupervised grouping technique that partitions a dataset into dis

joint clusters of similar objects. Similarity is computed over a set of object attributes or 

features. In this way the distinct classes in the data may be modelled. Such a technique, 

combined with a an appropriate similarity metric, may be used in an attem pt to model 

the natural gene functional modules within a gene expression dataset.

The co-regulated genes within functional modules may be expressed at different mag

nitudes but may change in tandem over different experimental conditions. For example, a 

multimeric protein may be comprised of two gene encoded subunits, A and B tha t always 

combine in a fixed ratio in the functioning multimer, say 2:1 respectively. In this case 

gene A will always be expressed at a level twice tha t of B. Otherwise there would be a 

waste of energy and resources which would reduce the fitness of the organism (the ability 

of an organism to grow and reproduce in a given environment). This organism would 

then be out-competed by more efficient organisms. As a result, a suitable metric for gene 

expression data would measure the similarity of correlation of objects (such as Pearson’s 

r) rather than their absolute distances (such as Euclidean). Cluster analysis, however, has 

some drawbacks when applied to these large gene expression datasets:

• In standard clustering, similarity between objects in measured over the full set of 

features. As the number of dimensions of a dataset increases, however, it becomes 

increasingly unlikely that objects (genes) will retain similarity over all features (ex

perimental samples).

• It is not uncommon for genes, even those that are functionally related genes, to act 

independently within some experimental samples. Therefore, measuring similarity 

over all samples may fail to capture some significant relationships within the data.

• A gene may be involved in more than one functional module. Therefore, hard par

titioning of the data, via clustering, may lead to loss of information.

• Gene expression datasets are generally quite noisy. Again, this may affect the ability 

standard clustering to detect object similarities within the dataset.

In all of the above cases an improvement may be achieved by measuring gene similarity 

over a subset of features (experimental samples). Measuring similarity over a subset of 

features allows new local gene relationships, which may only exist over a subset of samples,
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to  be discovered. This also allows for the modelling of overlapping gene functional modules, 

as different subsets of features may capture similarities between different subsets of genes. 

Furtherm ore such an approach would be able to  disregard irrelevant or noisy features. 

Such a two-way clustering approach has been referred to as biclustering and was first 

introduced to  the area of gene expression analysis by Cheng and Church.

In biclustering the num ber of possible sub-m atrix  solutions, potential biclusters, within 

a  d a ta  m atrix  increases exponentially with the size of the m atrix. As a result Cheng and 

C hurch’s original technique was a based on a greedy heuristic developed around a bicluster 

scoring m etric, the mean squared residue score. This m etric sim ultaneously measures the 

correlations of the rows and columns w ithin a selected sub-m atrices of a dataset. To aid 

th e  modelling of the entire bicluster, and capture the complete gene functional module, a 

top-down approach was employed. Beginning w ith the full d a ta  m atrix, the  worst fitting 

rows and columns were iteratively removed.

1.2 M otivation

The original Cheng and Church biclustering technique is based on a greedy search strategy. 

This search traverses the solution space considering all possible moves but only accepts 

the  solution th a t  represents the greatest improvement for a given criterion, in this case 

the  mean squared residue. No solutions outside this search path  may be accepted. A 

point is finally reached at which no improvements can be made, and this solution is then 

returned. However it may be the case, especially in large datasets, th a t the best possible 

solution overall, the global optim um  may be unreachable by such an always improving, ‘hill- 

climbing’, route. The global optim um  m ay lie a t the end of an undulating but generally 

improving search path  along which some disimprovements are accepted. In such cases a 

hill climbing approach will always return  a local optim um  or imperfect solution. In the 

context biclustering w ithin gene expression d a ta  an incomplete bicluster th a t models only 

part of a gene functional module would represent such a locally optim al solution. This 

would represent a less accurate representation of the underlying system.

Cheng and Church a ttem p t to  encourage the discovery of these ’m aximally sized bi

clusters’ by performing the greedy search in a top-down m anner by beginning w ith all the 

rows and columns in the dataset. However, the diverse set of gene functional modules 

w ithin the datase t may vary in size being best represented by an ‘unbalanced’ set of bi-
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clusters. As a top-down approach always begins from the same global starting point, it 

may have difficulty uncovering the full range of bicluster solutions.

Although widely adopted, the mean squared residue bicluster metric itself contains 

inherent biases which lead it to favour certain types of bicluster solutions. As with the 

top-down search strategy, this may lead to an inaccurate and incomplete representation 

of the set of relationships we are attem pting to model.

The evaluation of many biclustering techniques applied to gene expression data tends to 

be quite limited. For example, although there is a general understanding tha t biclustering 

may improve upon clustering no direct comparisons have been carried out in this domain. 

The main failing in the evaluations, however, is the general lack of biological validation 

of the bicluster results. Although biclusters are evaluated in terms of improvements on 

bench marks using a quality metric (such as the mean squared residue) few papers look 

into the correspondence of the biclustered genes to real functional modules.

A related failing in this area is that of developing the knowledge discovery aspects of 

the research. An accurate bicluster model has the potential to contribute toward discovery 

of new functional classes and the classification of functionally unlabelled genes.

1.3 C ontribu tions

In this thesis we attem pt to tackle each of the above mentioned issues with regard to 

biclustering within the field of gene expression data analysis.

• We attem pt to improve upon previous hill-climbing biclustering strategies, namely 

the Cheng and Church bench mark by developing a Simulated Annealing based 

biclustering approach (SAB). We show tha t SAB has the ability retrieve more sig

nificant bicluster solutions in microarray expression data, in terms of size and quality, 

than both the original Cheng and Church greedy approach and two improved ver

sions of this algorithm.

• W'e develop an improved bicluster scoring metric free from the biases exhibited by 

the popular mean squared residue score. We use this new metric to discover more 

significant bicluster signals within microarray gene expression data.

• We develop a novel bottom-up biclustering strategy called BUBBLE (Bottom-Up 

Biclustering By Locality Expansion) and attem pt to improve upon previous cluster-
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ing and biclustering benchmarks by retrieving a set of biclusters that better reflect 

the natural set of gene functional modules within microarray gene expression data.

• We incorporate the BUBBLE biclustering algorithm within a newly developed clas

sification approach and attem pt to functionally annotate unclassified yeast open 

reading frames (ORFs) i.e. potential genes, using microarray gene expression data. 

We evaluate this classification approach both internally, using cross validation, and 

externally, using protein sequence information and existing ‘wet lab’ experimental 

evidence.

1,4 O verview  of Thesis

• C h a p te r  2 - M ic ro a rra y  G ene  E x p ress io n  A nalysis : Here we review the fun

damental molecular biology required to understand the microarray gene expression 

experiment and the significance the resultant datasets. We then discuss the underly

ing premise microarray gene expression experimental technique, the two main types 

of microarray and the importance of developing standards within this emerging do

main. We discuss the various pre-processing steps that need to be carried out on 

the raw microarray data prior to data analysis. We finish by discussing the various 

types computational analysis methods applied to microarray data and the specific 

objectives supported by each technique.

• C h a p te r  3 - C lu s te r  A nalysis o f G ene  E x p ress io n  D a ta  : In this chapter we 

describe the principle unsupervised machine learning methods. We then review aj> 

plication of these methods in the context of microarray data analysis. We articulate 

the possible drawbacks of cluster analysis when applied to microarray gene expression 

data. We discuss alternative fuzzy clustering and two-way clustering approaches and 

then look at a more fundamental shift in strategy, tha t if biclustering. Biclustering, 

introduced to gene expression analysis by Cheng and Church, is the simultaneous 

clustering of genes and samples. However the number of possible bicluster solutions 

increases exponentially with the size of the input data matrix and several heuristic 

approaches have been employed in the bicluster search problem. Cheng and Church 

employed a greedy node deletion algorithm based around a bicluster scoring metric 

they termed the mean scjuared residue. Since then spectral, graph theoretic and
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plaid model biclustering have been employed, however, approaches based on Cheng 

and Church’s m ean squared residue rem ain most popular. We review the various 

m ean squared residue based biclustering approaches. We then propose the stochas

tic Simulated Annealing (SA) search technique, which has the potential to be tte r 

explore solution space, as a possible successor to  the Church and Cheng’s greedy 

approach.

•  C h a p te r  4 - A p p lic a t io n  o f  S im u la te d  A n n e a lin g  to  th e  B ic lu s te r in g  o f  

G e n e  E x p re s s io n  D a ta  : In this chapter we develop a bicluster search approach 

for gene expression d a ta  based on the sim ulated annealing optim ization strategy 

(SAB). We then  perform a com parative evaluation of SAB and Cheng and C hurch’s 

greedy approach using three m icroarray gene expression datasets. To fully test SAB 

we also evaluate it against two augm ented versions of Cheng and Church’s node 

deletion algorithm . In the second part of our evaluation we construct a synthetic 

dataset containing seeded biclusters. The synthetic dataset allows us to  investigate 

the ability of SAB to discover the full set of bicluster signals w ithin a dataset. After 

th is assessment of the com putational improvements we a ttem pt, in the final section of 

the evaluation , to garner some biological support for our SAB biclustering algorithm  

by rim ning on a fully annotated  dataset. We end this chapter by outlining potential 

enhancem ents to  this biclustering technique to  achieve improved modelling of the 

various gene functional modules.

• C h a p te r  5 - B o t to m -U p  B ic lu s te r in g  o f  G e n e  E x p re s s io n  D a ta  : In this 

chapter we develop the bottom -up BUBBLE (Bottom -U p Biclustering By Locality 

Expansion) biclustering technique. BUBBLE builds on the research outlined in the 

previous chapter by incorporating the sim ulated annealing aspect of SAB. BUBBLE 

also makes use of new bicluster scoring metric, the Hv-score, th a t  we develop to 

aid in the discovery of more significant bicluster signals. We evaluate BUBBLE 

against previous clustering and top-down biclustering approaches. Ŵ e also evaluate 

BUBBLE against a widely used bottom -up biclustering bench m ark called SAA-IBA. 

We evaluate our results in term s of the correspondence of the discovered biclusters 

to the actual gene functional modules.

• C h a p te r  6 - F u n c tio n a l C la ss if ic a tio n  o f  U n a n n o ta te d  O R F s  : In this chapter 

we examine the biclusters discovered in the previous chapter with a view to function-
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ally classifying unclassified ORFs. We then develop a semi-supervised classification 

strategy based on BUBBLE and attem pt to classify unclassified yeast ORFs using 

three different microarray datasets. We examine a shortlist of our most significant 

classifications and attem pt to validate them using protein sequence information and 

existing ‘wet lab’ experimental evidence.

• C h a p te r  7 - C onclusions an d  F u tu re  W ork  : In this chapter we present a 

summary of the thesis and outline out our conclusions and contributions to the area 

of biclustering within the gene expression data analysis domain We then discuss our 

future work and possible related applications in other domains.



C hapter 2

Microarray Gene Expression  

Analysis

2.1 Introduction : M icroarray A nalysis

Microarray analysis refers to a recently developed high through-put experimental technique 

for measuring gene expression within an organism. The advantage of this new approach 

is its increased capacity over previous methods, enabling the expression of thousands of 

genes to be measured within the one experiment.

The first microarray experiment was performed in 1995 by Patrick Brown and col

leagues at Stanford and was rather more modest in scale. Their prototypic microarray 

was used to measure the activity of 45 genes from Arabidopsis thaliana (a small flowering 

plant used as a model in plant biology) over different cell tissue samples (Schena et al., 

1995). This work demonstrated that the expressions of many genes could be examined 

simultaneously within one experiment. The parallel aspect of this experiment is important 

as it allows one to identify genes which are expressed, and possibly regulated, together 

under specified growth conditions. It was suggested at the time that the number of genes 

that could be interrogated was only limited by the technology, and that future experi

ments may be able to monitor the entire expression repertoire (the whole genome) of an 

organism.

Following this seminal work there has been a veritable explosion of microarray based 

studies as this powerful research tool has been rapidly adopted by biological investigators. 

The annual increase in the number of papers tha t refer to ‘gene expression microarrays’
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F ig u re  2.1: The number of papers published annually tha t refer to ‘gene expression 
microarrays’.

can be seen in Figure 2.1.

These figures are taken from the Pubmed^ database. The chart gives some idea of 

the extent of this rapid increase in studies involving microarray experiments. Initially 

the high cost of this new technology and technical difficulty of the experiment was pro

hibitive. However, by the late 1990’s, fueled in part by contemporary advances in genomic 

sequencing technology, microarrays were gradually becoming the experiment of choice for 

researchers wishing to study gene expression.

As predicted too, the scale of microarray experiments has greatly increased since their 

initial inception. In 1997 the first whole genome microarray analysis was carried when the 

expression of the 6116 genes of yeast, Saccharomyces cerevisiae, was measured on a single 

microarray (DeRisi et al., 1997). By 2003 the technology had advanced sufficiently to 

allow the expression of all 26,000 genes of the whole human genome to be analysed within 

a single microarray experiment. Microarrays have been used to study gene expression 

within a myriad of different organisms from bacteria to man. The scale and the parallel 

nature of the experiments enables us to investigate the global regulation of gene expression 

as well as the functions of individual genes.

^PubMed is a service of the U.S. National Library of M edicine that includes over 16 million citations 
from life science journals and may be found online at http ://w w w .ncbi.n lm .n ih .gov/entrez
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Although the objectives of microarray experiments vary greatly they can generally be 

divided into three main aims:

1 Functional C lassification o f U nlabelled  Genes: Using microarray analysis the 

function of a gene may be inferred via two methods: (i) Function may be assigned 

to a gene ab initio by identifying the conditions (experimental samples) tha t affect 

its expression. This type of analysis is generally known as differential expression 

analysis, (ii) Gene function may also be inferred by comparing the expression of the 

gene in question to tha t of other genes of known functions. This may be accomplished 

by supervised classification.

2 Identification o f C o-R egulated  G enes (Functional M odules): Groups of 

genes that are expressed in a similar manner over experimental samples may be 

co-regulated to carry out a common function i.e. they may be involved in the same 

cellular process or cellular structure. Therefore, identification of co-regulated genes 

aids the elucidation and discovery of functional modules. Identification of groups of 

co-regulated genes may be accomplished by unsupervised classification.

3 C lassification o f U nlabelled Samples: In the microarray context a sample refers 

to the cell or tissue whose gene expression is being analysed. A sample may be from 

a specific growth condition (temperature, chemicals, drugs, time series etc.) or 

represent a distinct cell type (normal, diseased etc.). A sample’s specific expression 

profile may be examined and used to classify the sample. The application most 

abimdant in the literature is that of the molecular classification of cancer.

The objectives above are generally carried out using computational methods and are 

further discussed in section 2.4.2. The first two objectives above, tha t of the identification 

of gene function and elucidation of gene regulation, are the main aim of an area of molecular 

biology called functional genomics. These are also the objectives of this thesis, which 

specifically addresses aims l(ii) and 2. To gain a fuller understanding of the area of 

functional genomics and indeed the biological rational behind the microarray experiment 

a brief, but essential, introduction follows in section 2.2. After we have acquired this 

necessary background we shall then introduce the concepts of the gene sequencing and 

annotation. This is followed in section 2.3 by a discussion of premise behind microarray 

experiment itself. Lastly, in section 2.4, we look at the how the massive amounts of data 

produced in such an experiment are handled and analysed.
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2.2 Functional G enom ics

2.2.1 From Blueprint to  Function

A living organism is organised in an hierarchical fashion. Higher level organisms span 

the full height of this hierarchy being composed organ systems, organs, tissues, cells, 

organelles. Simpler organisms such as a single celled amoeba or a prokaryotic bacterial 

cell may occupy only the first rung of this hierarchy. The characteristics and function of a 

cell itself are defined by its structural and enzymatic proteins and their actions within that 

cell. A brain cell or neuron produces neurotransmitters; a hair cell produces the protein 

keratin to form the hair shaft. So at the lowest level an organism may be defined in terms 

of its characteristic set of proteins produced in its cells. The information for making and

Organism Organ Cell Organelle (Nucleus) DNA

F ig u re  2.2: An organism is composed of a hierarchy of organization.

regulating these proteins is stored within the nucleus‘s of the cell on a blueprint. This 

blueprint is in the form of a very long double stranded molecule called deoxyribonucleic 

acid or DNA. Despite its length DNA is only composed of four types of chemical imits called 

nucleotides. Each nucleotide contains one of four bases Adenine, Guanine, Cytosine and 

Thymine, abbreviated as A,G,C and T respectively. The double stranded DNA molecule 

may be thought of as a ‘zipper’ like structure in that it is composed of two complementary 

strands where A is always paired with T and G always paired with C, see Figure 2.2.1. 

This important fact allows reproduction of the entire molecule or replication from just 

one strand of DNA and ultimately allows cells to replicate and organisms to grow and 

reproduce. It also allows two complementary strands to recognize each other and bind 

(hybridize) in an heterogeneous mixture. This latter fact is fundamental to the microarray 

experiment and will be further discussed shortly.

Each region on this lengthy DNA blueprint responsible for making a specific protein

^The m itochondria of the cell also contains some of its own genes bu t this is outside the scope of this 
review.
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Complementary Bottom Strand

F igure 2.3: DNA is composed of a two complem entary strands of nucleotides.

is term ed a gene. Each gene is composed of a unique sequence of nucleotides which code

described by the "Central Dogma of M olecular Biology’ , see Figure 2.4. In the first step 

in this process the ruicleotide sequence is read and transcribed into a messenger molecule 

called messenger ribonucleic acid, more often abbreviated as mRNA, in a process called 

transcription. This molecule is similar in s tructu re  to a single stranded DNA molecule 

except the base Thymine is replaced by a similar base called Uracil. This niRNA then 

transports  the information out of the nucleus to  the machinery th a t makes proteins called 

the ribosome. The ribosome reads the mRNA molecule and constructs a unique string 

of molecules called amino acids in a j)rocess called translation. In this process three 

nucleotides in the mRNA encode one amino acid in the amino acid sequence. This string 

of amino acids, which may be hundreds of m iits in length, then folds in on itself to yield 

the  three dimensional protein. The way in which th is string folds depends on the types 

amino acid in the string which in tu rn  dictates the structure  and therefore the function 

of the protein molecule. The function of some proteins is to  regulate and carry out these 

processes of transcription and translation (regulators). Generally the function of the rest 

of the proteins may be split into structural and enzymatic. S tructural proteins are those 

which form the physical frameworks of the body e.g. keratin (hair) and collagen (skin) and 

enzym atic proteins are those involved in the life processes e.g. metabolism and respiration.

All cells in an organism contain the full complement of genes but only certain  genes 

are expressed, producing proteins. These expressed genes alone determ ine the  type of cell 

th a t develops, whether it be a muscle, skin or nerve cell etc. To gain an insight into a cell’s 

specific fimction one may directly analyse the types and am ounts of proteins expressed in 

th a t cell. However, as it tu rns out, one can more easily examine the types and am ounts 

of the interm ediary mRNA molecule present in a cell. So by m easuring the levels of the 

different types of mRNA produced in a cell one may form a detailed picture of the functions

^Sonie genes encode ‘splice variants' i.e. different proteins derived from splicing together different parts 
of the same gene.

for a unique protein^. How the information gets from the gene to  the final protein is
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Transcription I Translation

DNA mRNA Amino Acids Functional Protein

Figure 2.4: The Central Dogma of Molecular Biology. DNA is transcribed to mRNA 
which is in turn translated to a string of amino acids. These amino acids then fold to form 
the functional protein.

and nature of that cell^. This is the key point of this section and the premise upon which 

microarray gene expression analysis technology is founded. Next we will look at how ŵe 

read the nucleotide sequence of a genome, locate the genes and characterize their function.

2.2 .2  Sequencing and G ene F unctional A n n otation

Before ŵ e can identify the functions of the genes in a genome it is first necessary to read the 

genome and locate the genes. This process is known as genome sequencing and, naturally 

enough, it is easier to sequence smaller genomes such as those of viruses or bacteria. 

In 1977 a bacterial virus, called bacteriophage phi-x]74, became the first organism to 

have its genome, of 5386 base pairs (bp), fully sequenced. Thirteen years elapsed before 

the first non-viral organism was sequenced completely. In July 1995, Fleischmann and 

colleagues reported the completion of Haemophilus influenzae (l,830,137bp), the first free- 

living organism to be sequenced.

At the time of the writing of this chapter the count of sequenced genomes stands 

at an impressive 394 organisms. W ith many thousands of sequencing projects currently 

underway this number is increasing on an almost daily basis. The list includes a few 

higher multicellular organisms, such as the roundworm, Caenorhabditis elegans, the fruit 

fly. Drosophila melanogaster, and the mouse, Mus musculus, and hundreds of species of 

microbes. A recent enough addition is that of Homo sapiens, the first draft of which was 

completed by the Human Genome Project and published in 2001 (Lander & et al., 2001).

‘*0f course there are many issues with this measurement such as accounting for biological and m easure
ment variation and error.
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Once a genome is sequenced we must then look for the protein coding genes. This 

search is analogous to trying to isolate the sentences in a book with no spaces. To do that, 

we might first look for a capital letter to identify the start of a sentence and then identify 

the full stop that signifies the end. Similarly, there are certain features within a genomic 

sequence that delimit the boundaries of a gene’s reading frame. For example, typically the 

reading frame of a gene begins with an ‘ATG’ (start codon) and ends with ‘TAG’, ‘TAA’, 

or ‘TGA’ (stop codon) , the coding sequence between these markers is know'n as the open 

reading frame (ORF) of the gene. Usually this ORF codes for a specific protein and is 

referred to as a gene. These ORFs are arranged into "chapters’ called chromosomes, which 

are very long continuous pieces of DNA. These chromosomes typically contain thousands 

of genes and arrange in homologous pairs. The number of chromosomes may differ between 

species, the human genome contains 23 pairs of chromosomes. Once these ORFs have been

Protein X

A TG CG T A G C Ta 1 u  A G TIG G A A TG C CA G TA C C A TG A C G A TG A C A G TA TA aaC A G A TA C A G A TA CA CA TA TA C A C A C A A C C CA A A A G C G TTA TTA I AO ATGACGA

Gene X

Chromosome

F ig u re  2.5: The DNA is composed of several chromosomes which are in turn  composed 
of discrete units called genes. Each gene holds the information needed to produce one 
protein. The boundaries of genes are delimited by specific nucleotide start (green) and 
stop (red) codons.

located on the chromosome the next stage involves assigning a function to the ORF. If we 

know the nucleotide sequence of a gene we can design experiments to turn  off or ‘knock 

out' that gene. By observing the effect of this mutation on the resultant phenotype (final 

physical manifestation of the organism) a function for the gene may be inferred. However 

this process is not always successful, there may be no observable effect or the mutation may 

be lethal to the developing organism. In another technique the gene itself may be isolated 

within an ‘expression vector’ and transferred into another organism which is then observed 

for phenotypic changes. Either way, this classic ‘one gene, one experiment' approach is 

rather slow when one considers the size of the typical genome and does not always yield 

conclusive results. The techniques described above aid gene functional assignment by
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looking a t phenotypic change in response to  a genetic change. Another way to  analyse gene 

function, w ithout tinkering with the system, is to  observe the changes in gene expression 

in response to a specified change in growth conditions or cell type.

As m entioned in the last section we can do th is by directly examining the  protein con

ten t or indirectly by measuring the level of mRNA present in a cell. M icroarray technology 

allows us to  m easure the mRNA from thousands of genes sim ultaneously over specified 

samples e.g. different grow^th conditions or known cell types. Using this inform ation we 

can not only elucidate the functions of individual genes but also model the groups of 

genes th a t  act together w ithin functional modules. Before we illustrate the m icroarray 

experim ent itself, in section 2.3, we shall outline how this functional inform ation is stored.

2.2 .3  Functional D atabases

As ORFs are investigated to  discern w hether or not they represent a functional gene, and 

experim ental papers are published, the resultant fimctional information is stored within 

central repositories. W hen this inform ation is deemed to  be sufficiently supportive of a 

function, a formal functional classification ensues. Because of the structure  of living organ

isms these databases are also hierarchical in architecture. One such functional database is 

run by Gene Ontology (GO) Consortium . In this is a database of genes and gene products 

are described by a controlled vocabulary.

A nother functional database which is used in section 4.5.3 is the Kyoto Encyclopaedia 

of Genes and Genomes (KEGG) (Kanehisa k. Goto, 2000). This database contains an 

interface to  analyse the correspondence of groups of genes to known pathways. Although 

GO is comprehensive the annotations sometimes lack specificity, each annotation having 

a three descriptions under the headings - biological process, cellular component and mole

cular function. The subject of how to calculate the sim ilarity between GO term s is also 

a research area in itself. KEGG, on the other hand, is less comprehensive only covering 

well described, established pathways.

In our evaluation we make use of expression datasets from yeast, Saccharomyces cere- 

visiea. The Munich Inform ation on P rotein Sequences (MIPS) D atabase (Mewes et al., 

2002) was initially built around the annotations of yeast and as a result is one of the most 

reliable sources of yeast ORF annotations. M IPS also contains efficient tools th a t allow 

rapid functional analysis of groups of ORFs. Initially we used the K EGG database in 

the prelim inary functional analysis studies in C hapter 4. However, the more comprehen-

16



sive MIPS ORF annotations were later adopted and employed in the main evaluations in 

Chapters 5 and 6. Also used in Chapter 6 is the Saccharomyces Genome Database (SGD). 

Unlike the other databases mentioned above, the SGD contains information on nucleotide 

and protein sequences and information on unclassified yeast ORFs. The information on 

unclassified ORFs is utilized to support our functional analysis in Chapter 6. In the next 

section we now discuss the microarray gene expression analysis experiment in detail.

2.3 T he M icroarray E xperim ent

2.3.1 The Prem ise Behind M icroarray Technology

To analyse gene expression via the measurement of mRNA levels the total mRNA first 

needs to be isolated from the cell samples we wish to investigate. This is achieved by 

the standard mRNA extraction protocol. However, as mRNA is easily degraded in the 

environment, it is usually first ‘reverse transcribed’ into its more stable, single stranded 

DNA equivalent. This DNA is referred to as cloned DNA (cDNA) as it is a copy of the 

original mRNA transcript. At this point we have an heterogeneous mixture of different 

cDNAs tha t represent all the genes tha t were being expressed in the cell or tissue at 

the time of extraction. We now need a way then to specifically measure the amount of 

each type of cDNA present in this sample. We achieve this by exploiting the natural 

tendency of single stranded DNA molecules to recognize and uniquely hybridize to their 

complementary strands in an heterogeneous mixture (as described in section 2.2).

We first decide which genes we wish to investigate and from a library of gene se

quences we produce a set of ‘complementary’ single stranded DNAs, these are referred to 

as ‘probes’. We attach these probe sequences to a solid surface, such as a glass slide, to 

make them spatially distinguishable. The position and type of each probe on this array 

is recorded. We then take our heterogeneous mixture of cDNAs, label them each with a 

fluorescent reporter molecule, and add it to the probe array. Any probe sequences that 

detect their complements in the cDNA mixture will bind these cDNAs plus their attached 

fluorescent markers. The slide is then washed to remove all the unbound cDNAs. To 

detect which cDNAs have bound and therefore which genes are expressed in our cell under 

study, we expose our microarray to a laser which causes any reporters present to fluoresce. 

We scan this fluorescent image resulting in an image such as the final image in Figure 

2.7. There are two types of microarray platforms which use different fluorescent reporter
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Microarray Attach pr(*es from Unique probes in each spot will attach to
cDNA library complementary gene sequence

F ig u re  2.6: Microarray Preparation. The sequences of the genes whose expression we 
wish to investigate are selected from the sequence library and attached to the microarray 
shde.

metliods. The premise however is the same - that we can detect the amount of cDNA 

present (and therefore the expression level of the gene) by measuring the light intensities 

of the attached fluorescent markers. This allow's us to determine the genes expressed in 

the cell from a certain sample. The interesting step however, conies when w'e compare the 

expression of a gene across multiple samples i.e. varying growth conditions, time points or 

cell types. If we compare two samples, one which represents the gene expression of a cell 

growTi under normal conditions to another sample that represents a cell grown under ad

verse conditions, we may detect differences in gene expression in response to the differing 

growth conditions. If a gene shows increased expression under the new conditions it is said 

to be up-regulated and if it shows reduced expression it is said to be down-regulated. The 

change in gene expression occurs in response to the change in em ironment and enables 

the cell to adapt to this change. The nature of our experimental condition dictates the 

nature of this adaption and may provide evidence as to the function of the gene. For 

example, if our sample represents a cell grown at high a temperature, genes tha t show 

up-regulated expression levels may produce proteins whose function is to protect the cell 

from tem perature damage (heat shock proteins).

This enables us to infer the functions of unknown genes or further elucidate the func

tions of known genes. Furthermore, if we examine multiple genes we can observe which 

sets of genes react similarly across different experimental samples. This may aid us to 

infer relationships between genes. We can also try  to define samples in terms of their 

unique expression profiles. For example, a certain type of cancer may have a unique set of 

genes tha t are up or down regulated. This may help early detection of this genetic pattern
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Sample A Microarray Experiment
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F ig u re  2.7: The M icroarray Experim ent. By analysing the expression of selected genes 
over specified samples we can a ttem pt to determ ine their functions and elucidate the 
functional modules.

before the clinical signs become evident. To strengthen the evidence for such hypotheses 

many genes may be observed over many experim ental samples. For example, two genes 

tha t show similar expression over twenty samples have vastly more support for a possible 

relationship than  observations over ju st two samples.

Technically speaking, a single m icroarray measures the expressions of manj^ genes in 

one experim ental sample. Usually m ultiple m icroarrays representing multiple samples are 

examined in tandem  within a study. The results are aligned as columns across which 

changes in gene expression can be follow'ed. To reduce error, these single columns may 

also be a combination of m ultiple replicates. For clarity hereafter the term  microarray 

will be used to  refer to  this two dimensional m ultiple sample array structure, illustrated 

in 2.7.
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2.3 .2  T yp es o f M icroarray

There are two main types of microarray - Affymetrix GeneChips and Spotted Microar

rays. Both methods detect differences in gene expression levels (cDNA abundance) by 

measuring the light intensities of an attached fluorescent marker or dye. GeneCliips use 

one dye and two microarrays - one microarray for the control samples (e.g. normal growth 

condition) and another for the experimental samples (e.g. a set of adverse growth condi

tions). Spotted arrays use one microarray and two dyes, one dye representing a control 

and another representing the mRNA from the experimental samples. Each technique is 

explained in the following section.

Affym etrix GeneChips

In the Affymetrix technique short probes (oligonucleotides) are synthesized directly onto a 

quartz wafer. These probes are 25 nucleotides long and are unique sequences from the genes 

being investigated. Typically 30 probes per spot are added to the chip. These spots are 

extremely uniform and very close together and a single chip may contain 400,000 probes. 

As the probes are short it is possible that some unspecific hybridization from another gene 

may occur. To account for this a control spot is placed next to every gene spot. This spot 

contains the same sequence but with one mismatching nucleotide in the middle. Readings 

from this helps to determine the background and non-specific hybridization. The difference 

between the hybridization of the perfect match and mismatch probe aids determination of 

the absolute expression level of the gene. This is one of the advantages of the Affymetrix 

technique.

Typically GeneChips contain 20 to 40 probe spots per gene, each representing a differ

ent part of the gene sequence. This high redundancy increases the robustness of this tech

nique as one can look for consistency within the many spots per gene. Another advantage 

of the Affymetrix method is that the production avoids much direct human intervention 

and therefore removes a possible source of error. As a result GeneChips tend to have 

more inter-chips uniformity making comparisons easier. Cost and flexibility are the main 

drawbacks of the Affymetrix microarray technique. For example, the equipment used is a 

fluidics workstation and a scanner, and generally costs somewhere around 275,000 dollars. 

A standard GeneChip can cost up to 600 dollars but a custom one would cost much more.
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Spotted arrays

The spotted microarray uses entire cDNA probes (around lOOObp), rather than oHgonu- 

cleotides, which are produced from standard cloning and DNA amplification techniques. 

These longer cDNA probes provide more specificity and this limits non specific binding to 

the probes. However, the DNA spots made by spotters are much larger and it is rare to 

have more than 15,000 spots per slide, or to have more one duplicate spot for each gene. 

The spotted microarrays also use the two-dye system in which the control and sample 

are competitively hybridized to the same probe. This enables a relative cDNA expression 

reading rather than an absolute reading as with the more high-tech more quantifiable 

Affymetrix technique. This is a drawback, as although we know the ratio of expression 

relative to a control we cannot quantify the absolute amounts of mRNA expressed.

The main advantages of the spotted microarray technique are the cost and flexibility. 

Once the initial pools of cDNA are prepared many spotted microarrays can be printed 

at little more than the cost of a glass slide. Also by changing the cDNA pool selection 

it is possible to print different microarrays from the same pool making this technique 

more flexible. The main drawbacks of the spotted array technique are that it measures 

relative expression (rather than absolute) and is more labour intensive. On completion 

of the above the resultant microarrays are exposed to a laser and scanned. This image 

acquisition step is a complex process which involves scanning, feature (spot) recognition, 

signal vs background analysis and light intensity extraction.

Some limited research has been carried out into comparing the results generated from 

these two technology platforms (He et al., 2005). This concluded tha t despite the dif

ferences in methods similar results are obtained using the same mRNA samples. In fact 

differences in probe and cDNA preparation, reporter type and image acquisition protocol 

are far more likely to lead to differences in experimental results. This is also the case be

tween experiments on the same platform. To address this source of variation and outline 

standard protocols, a microarray standard was developed, this is discussed next.

2.3.3 M inim al Inform ation A b ou t a M icroarray E xperim en t (M IA M E )

The adoption of standards has long been am im portant factor in the progression of science. 

As dissemination, replication and independent verification is necessary for the general 

adoption of new theories it is vital we have agreed international standards for scientific
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methodology. This applies especially to the microarray experiment which utilizes method

ologies from multiple disciplines including electronic engineering, chemistry, molecular 

biology and image analysis to name a few. W ithout a standard protocol, it may not be 

impossible to judge the validity of a result just by inspecting the expression changes or 

even the raw data (Perou, 2001). Furthermore, a standard would allow microarray exper

iments involving the same genes to be easily combined within new datasets and storage of 

experimental results within common databases.

Such a standard, which outlined the Minimal Information About a Microarray Exper

iments (MIAME), was first introduced in 2001 by a collaboration of scientists from sev

enteen different institutes (Brazma et al., 2001). As microarrays are often manufactured 

independently of particular experiments their design description can be given separately. 

Therefore MIAME has two major sections:

1 A rra y  D esign  D escrip tio n : The array design description is concerned with out

lining all the common features of the array as a w'hole and the description of cach of 

the array elements. This includes array material, dimensions, numbers of features 

(micro-spots) and type and location of control features.

2 G ene  E x p ress io n  E x p e rim e n t D escrip tio n : The experimental description in

cludes experimental design (goal and method), quality control steps (e.g. experiment 

replication), sample descriptions and preparation and experimental conditions and 

parameters. There is a final section on data processing which is concerned with out

lining a standard way through which a physical array can be scanned and its image 

analysed and normalized.

This MIAME protocol is continually developing with our understanding of the technol

ogy, its applications and advances in platform design and it will be some time before this 

standard fully matures. Using the MIAME protocol as a guide, a standard and reliable 

data matrix of microarray results can be produced.

It may be tempting to draw conclusions during the image analysis step however the 

dye light intensities do not yet accurately represent mRNA expression values. The colour 

coding used to identify spot intensity and intensity ratios can be misleading, and it is 

susceptible to biases that need to be removed by appropriate methods of transformation. 

It is only then tha t the data can be analysed and used to support objective conclusions. 

These pre-processing and subsequent analysis methods are outlined in the next section.
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2.4 M icroarray D ata  A nalysis 

2.4 .1  P re-P rocessin g  M icroarray D ata

After the image analysis of the microarray chip, which includes some pre-processing steps 

of its own, a gene expression dataset is produced. There are several pre-processing steps 

which may be necessary before the microarray data is ready for data analysis. These steps 

generally include missing value handling, normalization and standardization. The aim 

of pre-processing is to remove any biases within the data and enable accurate statistical 

analyses and ready comparison of expression values over genes and samples (rows and 

columns) of the microarray dataset. These steps are described below. A simple, idealized 

microarray dataset is used to illustrate the importance of these pre-processing steps. This 

set contains 4 genes measures over 10 samples, see Table 2.1. We can see tha t our dataset 

contains two missing data points. How and why we need to deal with this is explained in 

the next section.

T ab le  2.1: An idealized microarray dataset of four genes whose expression is measured 
over ten experimental samples.

Samples 1 2 3 4 5 6 7 8 9 10
Gene A 4.22 0.91 2.87 2.8 1.08 - 1.40 2.95 1.08 1.50
Gene B 0.88 0.76 - 0.88 0.85 1.60 1.13 1.60 0.85 0.77
Gene C 0.03 0.38 0.69 0.69 0.54 0.53 0.18 0.11 0.61 0.43
Gene D 1.08 0.57 1.41 0.97 0.68 1.27 1.02 1.46 0.68 1.00

M issing  D a ta  H an d lin g

Missing data handling is a common concern in data analysis. In the case of microarray 

data there are many possible reasons why this may occur. These include - cDNA/probe 

hybridization failures, artifacts, such as dust or scratches, on the microarray, insufficient 

resolution and image noise or corruption (Yang et al., 2000). One option is to ignore the 

problem and simply flag the missing values. However missing values have been found to 

have negative effects on some popular microarray data analysis methods such as hierarchi

cal clustering (Eisen et al., 1998). Furthermore, some methods hke principle component 

analysis (Alter et al., 2000; Raychaudhuri et al., 2000) and singular value decomposition 

(Alter et al., 2000) cannot be applied to data with missing values.

The first and simplest way to deal with such an event is to remove the offending gene
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(row) or sample (colmnn) from the dataset. If one particular gene or sample has many 

missing values this is often the best solution, in such cases there may be caused by a 

systematic error. However if the dataset contains many randomized missing values then 

this particular handling method will remove much valuable data and quickly reduce the 

size and relevance of the dataset.

Another way of dealing with such errors in the dataset is to replace the missing item 

with a plausible substituted value. There are several ways to impute values. One may 

replace the missing values with 1, which signifies equal expression in control and sample. 

One may use the row or column mean or the median, which is less affected by outlying 

values. There are also several machine learning methods for missing data replacement 

such as KNN-impute. This method calculates the set of K nearest neighbours for the row 

or column with missing values and replaces the entry with the weighted average of the 

corresponding entry from the set (Troyanskaya et al., 2001).

Wliich method one chooses may depend on ones experiment and the type of analysis 

being carried out. If one is trying to model the structure of the dataset in general then 

a method tha t enforces the general structure maj^ be useful. If one wishes only to model 

the verifiable structure (based on all real values) then an imputation method should be 

chosen that has little impact on the data set. As we will see from the next few processing 

steps it may in fact be more prudent to carry out missing value imputation after other 

transformations have been performed on the data. In our simple dataset we have replaced 

the missing values with the average expression value for the gene (row) in question.

Expression data is more conducive to human interpretation if viewed via some type 

of graphical format rather than in its raw state. The graph showing the expression of 

our four genes, including missing value imputations, across the various samples is given 

in Figure 2.8. If one were to analyse the raw data one would perhaps draw a correlation 

between genes B (squares) and Gene D (crosses) and perhaps even between Genes B and 

D and Gene A (diamonds). Also from initial observations Gene C (triangles) seems to 

show no correlation to any other gene profile in the dataset. However, because each of the 

sample represents a different individual experiment, they may not be directly comparable. 

In the following pre-processing steps we shall carry out the necessary transformations and 

observe the effect on the dataset and these initial premature observations.
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F ig u re  2.8: A  graph representing the raw data in Table 2.1. M issing values, Gene 
A /S am ple  6 and Gene B /Sam ple  3. are replaced by the average expression value for the 
gene profile.

T ra n s fo rm a t io n  to  N o r m a l i t y

Results from  bo th  the A ffym e trix  and Spotted m icroarray p la tfo rm s are recorded as ratios 

i.e. the sample vs. the contro l. In  the case o f the tw'o dye spotted array th is  is the ra tio  o f 

the green to  red ligh t intensities. By the ir nature ra tio  values have a skew'ed d is tr ib u tio n  

which m ust be corrected or transform ed to  n o rm a lity  before fu rthe r analysis. I t  can be 

seen from  Figure 2.9 th a t all the down-regulated genes are confined to  the range between 

0 and 1 while  up-regulated genes are free to  populate the range 1 to  5.

The most common m ethod o f correcting th is  positive skewedness is to  log transform  the 

data. The properties o f logs, specifically the quotien t ru le, allow a ra tio  to  be transform ed 

in to  a difference re lation. Th is has the effect o f equating the scale o f each side o f the 

d is tr ib u tio n . In  our simple data example we use Logjo for th is  transform ation, the  base 

used needs to  be recorded for fu tu re  reference. Once the data  exh ib its  a norm al d is tr ib u tio n  

standard iza tion  can be carried out to  remove the biases w ith in  the ind iv idua l experim ental 

samples (columns).
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Figure 2.9: Before (a) and after (b) Log transformation of raw ratio expression data  to 
normal distribution.

Standardization

In the case of microarray data, standardization usually involves centralization and rescal

ing. As the data involves samples which represent different experiments, one can carry 

out mean centring on each column. The expected mean of ratios transformed by the log

arithm is zero. Mean centring involves subtracting the column mean from each entry in 

the column. Centralization of the whole array can also be carried out using controls. Such 

controls may be so called housekeeping genes. These genes are expressed at the same levels 

all the time. One must assume in this case tha t the expression of these control genes is 

not affected by the sample’s perturbation or growth conditions.

Rescaling is usually carried out after centring. This involves dividing each column entry 

by the standard deviation of the column. Rescaling can also be carried out by dividing 

by the standard deviation of chip controls. Consideration should be given to whether the 

standard deviations differ much prior to rescaling. If these values are similar rescaling may 

not be needed. In our illustrative dataset we carry out both centralization and re-scaling, 

see Table 2.2. Standardization enables experiments within the one microarray chip to be 

compared and also allows comparison between microarray chips.

Table 2.2: Table 2.1 after transformation to normality and standardization of experi
mental samples (columns).

Samples 1 2 3 4 5 6 7 8 9 10
Gene A 0.94 1.00 1.31 1.46 1.17 0.90 0.68 0.79 1.26 1.11
Gene B 0.19 0.53 -0.38 -0.41 0.37 0.45 0.46 0.37 0.31 -0.16
Gene C -1.42 -1.29 -1.06 -0.80 -1.16 -1.41 -1.49 -1.47 -1.00 -1.28
Gene D 0.29 -0.23 0.13 -0.25 -0.38 0.06 0.35 0.31 -0.57 0.33
Mean 0 0 0 0 0 0 0 0 0 0
SD 1 1 1 1 1 1 1 1 1 1
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After carrying out this data pre-processing, some gene correlations, tha t were not 

apparent before, may become evident. By the same token, some correlations in the raw 

data become indiscernible upon pre-processing. Both these possibilities are illustrated 

with our simple dataset, hi Figure 2.10 it can be seen that, upon transformation and 

standardization, false raw data gene correlations (Figure 2.8 Gene B and Gene D) are 

removed and true gene correlations, namely those between Gene C and Gene A, become 

discernible. It is im portant to always keep a record of the raw data. Existing pre-processing 

methods may improve or new ones may be developed to handle newly identified sources 

of systematic error.
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F ig u re  2.10; The gene expression data, presented in graphical form, after transformation 
to normality and standardization of experimental samples.

In this format one may now' examine the data graphically and draw putative conclusions 

about the nature of a gene’s expression both relative to the conditions being tested in the 

experimental sample and relative to the expression of other genes. This type of analysis 

views the genes as the objects to be compared and the samples as the object features. One 

may assign putative functions to unknown genes or speculate about possible relationships 

l)etween genes tha t show similar expression behaviour. In some experiments one may also
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view samples (e.g. cell types) as the objects to be compared and the genes as the features. 

In such cases cell types may be classified in terms of their unique expression profiles (the 

types and nature of the genes expressed). This may help pre-chnical diagnosis for ceU 

types such as cancer cells.

Of course with large datasets it would be at least extremely time consuming and 

indeed very often impossible to manually identify all such phenomena. At this stage one 

must employ computational techniques to aid in this data analysis. The techniques used 

depend on the specific questions we wish to ask of data (outlined in detail in the chapter 

introduction and briefly reiterated above). These data analysis techniques are the subject 

of the next section.

2.4 .2  C om p u tation al A nalysis o f M icroarray D ata  

Identification of Differentially Expressed Genes

One of the major uses of the microarray experiment is to aid identification of genes that 

are diff'erentially expressed over two classes of experimental samples (different patients, 

cell types, growth environments etc.). If a gene’s expression is found to be significantly 

up or down-regulated in a certain sample, inferences may be made about its function with 

respect to the nature of the sample. For example, a gene that is differentially expressed 

under conditions of cell stress may produce a protein involved in the maintenance of 

cellular homeostasis. Genes involved in the heat-shock response (Schena et al., 1996), the 

cell cycle (Spellman et al., 1998) and cancer (Seo et al., 2000) have been identified in this 

way. Such differentially expressed genes may also act as markers allowing the molecular 

classification of specific cell types. For example, a gene that is always up-regulated in a 

certain disease class may be involved somehow in the disease mechanism and can be used 

as an indicator for the disease. Cancer sub-types, not clinically distinguishable, may be 

identified by their unique sample expression profiles (Pomeroy et al., 2002; Golub et al., 

1999).

How do we determine, however, when a difference in expression over two sample classes 

is significant? One simple method used in the literature is the fold approach, in which 

a gene is declared to show significant change if its average expression level is exceeds a 

fold threshold i.e. a two fold increase/decrease in expression relative to the control. This 

arbitrary threshold approach however is statistically weak due to the many systematic and
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biological variations th a t are present in the m icroarray experiment (Leung &; Cavalieri, 

2003). How can we show, therefore, th a t the difference in expression over different sam 

ples is due to  the variable under investigation (disease, environm ent, tim e point etc.) as 

opposed to  the natural variability of the genes in question (W ittes &: Friedman, 1999).

Replication will usually be possible w ithin a differential expression study. T h a t is 

several cases of one sample class will usually be compared with several cases of another 

(multiple patients, tissue samples etc.). W hen replicates are available more statistically  

rigorous m ethods may be employed in significance testing. One commonly used m ethod is 

known as the t-test. The t-test assesses whether the means of two groups are statistically  

different from each other. For us to  assess this we need to also look at the variability w ithin 

each of the two groups to  see if the difference in means may be explained by variability 

and the two groups actually come from the same population. In a sense we are m easuring 

the signal relative to  the background noise:

 ̂ _  Signal  _  {X a ~  X b )
Noise  j  s \

V  A 'a  A ’b

where X a and X b  are the two groups, S \  and 5 ^  are the variances of groups A  and 

B.  and N  is the  number of members in each group. Once the t-value is calculated it may 

be use to look up the critical t-value from the t-value table. If it is greater than  this value 

it is said to be significant and the two groups are said to  be statistically  significant. In the 

gene expression context we can then say th a t the change in gene expression between two 

samples may be due to the phenomenon being tested (e.g. heat stress) i.e. the function 

of th is gene may be related to the phenomenon.

To look up the critical t-value we need to use our degrees of freedom (total num ber of 

samples minus 2 {Na + N b  — 2)) and define our risk level i.e. the chances we might expect 

a group taken from the same population to appear significant.

A less arb itrary  way to autom atically draw a critical t-value from the d a ta  is to  employ 

the perm utation t-test (Hedenfalk et al., 2001). After the t-test is carried out the labels in 

the d a ta  (e.g. normal and diseased) are perm uted random ly along the cases and a t-test 

again performed. This perm utation and t-test is repeated 10,000 times producing a critical 

value for t. If a t-statistic  for a gene over two sample classes is greater th an  this critical 

value the gene is deemed to  be differentially expressed between the two classes. A sim ilar 

m ethod called SAM (Statistical Analysis of M icroarrays) computes the difference in the
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m ean gene expression between two groups relative to  the standard  deviation (Tusher et al., 

2001). A problem  associated with multiple hypothesis testing in large datasets however is 

the increasing chance of making some Type I (false positive) or Type II (false negative) 

errors. One should a t least be aware of the family-wise error rate  (FW ER) i.e. the chance 

of discovering at least one Type I error. A simple and popular way to  control this rate 

is to  adjust one’s acceptable rate  threshold with the Bonferroni correction i.e divide it by 

the to ta l num ber of hypotheses tested  (genes in array). For a comprehensive and clear 

discussion on controlling the Type I and II error see D udoit et al. (2003).

As the m icroarray analysis is still quite a new field m ultiple m ethods for significance 

testing exist with no real consensus. As m ethods may rely on different param eters and 

sta tistical assum ptions they are likely to differ somewhat in their resultant lists of differ

entially expressed genes (Berrer et al., 2003). It is probably best to incorporate two or 

more m ethods of significance analysis and focus on genes selected by all m ethods first.

Differential expression analysis looks a t gene expression profiles across labelled samples 

w ith a view to assigning functions to  genes or identifj'ing marker genes involved in partic

ular biological process (microarray objective l(i) sta ted  in chapter introduction). As our 

list of annotated  genes expands we may add this inform ation to the knowledge base and 

use these annotations to  classify similarly behaving genes (microarray objective l(ii)) this 

may also be accomplished for samples (microarray objective 2). This da ta  analysis tech

nique of using known labels to  supervise the classification of unknown cases is discussed 

in the following section.

Supervised  C lassification

M icroarray experim ents have the capacity to record the expression levels of thousands 

of genes over many experimental conditions. W ithin such m icroarray experim ents a large 

num ber of genes may be labelled or in th is context ‘an no ta ted ’, th a t is to  say, their protein 

products may have an assigned function. As similarly expressed genes may have a related 

function, these annotated  examples may be used to  classify unannotated  genes with similar 

expression profiles. As this class assignment technique is directed by referencing labelled 

examples it is known as supervised classification. In this case the genes represent the 

objects and the samples represent the set of features.

We may also view the set of samples (tissues, cells types) as the  objects and use 

the expression profiles of labelled samples to  classify new vmlabelled cases. This la tte r
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perspective may enable microarray expression studies to aid the diagnosis of diseases 

in their early stages or which may be difficult to characterize by clinical analysis alone. 

Indeed supervised classification of cancer subtypes has been employed in several microarray 

expression studies (Khan et al., 2001; Pomeroy et al., 2002; Shipp et al., 2002; Brown 

et al., 2000). Supervised classification methods all employ some domain class knowledge 

in the form of a training set of labelled examples. From this set they learn the rules to 

discriminate between different classes.

In microarray data this training set would consist of two or more sets of functionally 

related genes or a set of samples which have been classified by an expert (e.g. cancer tissue 

classified on the basis of morphology). The goal is to build a set of rules or a classifier 

from this training set that will allow prediction of the class of any future object (gene or 

sample) presented to the classifier. The challenge for supervised methods is to generalize 

the classifier for all situations. Over-training a classifier on one training set may result in 

over-fitting - where the classifier works well for the training set but poorly for a set of new 

cases presented to the classifier. This is a common problem for supervised methods and 

can be addressed by dividing the labelled set into a training and test set. The training 

of the classifier is then stopped when its prediction accuracy on the test set begins to 

diminish. This method may be expanded by taking several training and test sets from the 

same labelled dataset in a procedure known as cross validation.

One supervised learning method found to be effective in classifying both samples and 

genes from microarray is the support vector machine (SVM) approach (Furey et al., 2000; 

Lee & Lee, 2003; Valentini, 2002; Brown et al., 2000). In this method the classifier is 

presented with positive and negative examples of the class we wish to discriminate. SVMs 

are well suited to the analysis of gene expression data. They can handle large feature 

sets (many genes or samples) and are robust to noise, which is a prominent feature of 

microarray data. Other supervised methods such as K-nearest neighbour (Theilhaber 

et al., 2002), artificial neural networks (Vohradsky, 2001) and decision trees (Guo et al., 

2005) have also been applied to microarray data.

In supervised classification a classifier can only be as good as the training set and 

its labels, which are founded on our current understanding of a domain. Supervised 

methods do not have the ability to discover new classes within a domain. In the gene 

expression context such new classes may consist of previously undescribed relationships 

between genes which may represent a new functional module or new disease types or sub-
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types. The genomes of many organisms contain thousands of genes or ORFs with no 

assigned functions and probably multiple undescribed functional classes. Even annotated 

genes may partake in as yet undescribed functional modules. Furthermore, the molecular 

basis for many diseases is not yet fully elucidated and diseases such as cancer may have 

unrecognised sub-classes. In such a domain there is a need for data-mining methods that 

do not rely only on previous class descriptions, which may be incomplete, and enable 

discovery of new gene and sample classes. Such methods are referred to as unsupervised 

learning and are described in the next section.

U nsupervised  Classification

Unsupervised classification is carried out when we have little information about the true 

classes present (few labels) or when we wish to discover new classes in a domain. Unsuper

vised data analysis is an exploratory method, unbiased by any prior domain knowledge. It 

seeks to model the classes within a dataset purely from the relationships between the ob

jects. Essentially it is a grouping technique that partitions the data into groups of similar 

objects tha t have low inter-group similarity. The key inputs are this similarity measure 

and is the number of groupings (A') which generally needs to be predefined. Because of 

this grouping technique unsupervised analysis is also known as clustering or cluster analy

sis. As with supervised techniques both genes and samples may be viewed as objects. In 

the gene expression context grouping similar genes together may enable the discovery or 

new relationships or functional modules. Grouping samples may aid the discovery of new 

disease classes discriminatable only at a molecular level and enable the designing of a more 

tailored treatm ent approach. A plethora of clustering techniques exist today, along with 

many types similarity measures, combinations of which are chosen to suit each domain. 

Numerous new extensions to the basic clustering approach have also been developed driven 

by nuances in the data from each domain.

2.5 Sum m ary

In this chapter we gained an understanding of the molecular biology underlying the mi

croarray experiment. We then went on to discuss the experiment in its two main forms, 

tha t of Gene-Chips and Spotted Microarrays. The post-experiment data pre-processing 

and normalization was then discussed. Similar pre-processing has been applied to data
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sets used in our evaluation chapter and this shall be discussed in more detail therein. 

In the last section we briefly discuss the main computational techniques tha t have been 

applied to analyse microarray datasets.

These various analytical techniques enable the realisation of each of the goals of the 

microarray experiment mentioned in the introduction to this chapter. Differential expres

sion analysis enables the functions of genes to be assigned by selecting the genes which 

show significant expression changes between known experimental samples (e.g. diseased 

vs. normal). Supervised Classification can then used when there is a sufficient amount 

of gene and sample labels available. Unsupervised classification or cluster analysis on the 

other hand discriminates between classes on the basis of patterns within the data itself. 

This is the most valuable approach in domains such as gene expression analysis, where 

many labels are imknown and gene or sample classes are undescribed or poorly charac

terised. Cluster Analysis and its application to the analysis of microarray gene expression 

data is the subject of the next chapter.
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C hapter 3

C luster A nalysis of M icroarray 

G ene Expression D ata

3.1 In troduction : M icroarray D a ta

The results generated from a microarray experiment are arranged within a two dimensional 

data  matrix of rows and columns, Figure 3.1. Usually genes are represented by rows 

and samples (tissue types, experimental conditions, time points) are represented by the 

columns. Each entry in this data matrix represents the expression of a gene in a specific 

experimental sample. One notable characteristic of gene expression data is tha t it is 

meaningful to regard both genes and samples as objects, an object being an entity which 

may be defined by a set of attributes or features.

If we wish to examine gene function we may view the genes (rows) as the objects and 

define each by how it behaves over the set of specified experimental samples (columns). In 

some cases it may be meaningful to view the samples themselves as data objects. When 

samples represent tissue types or patients for example, they may be described by their set 

of gene features. Another aspect of microarray data is the presence or absence of labels 

for the data objects. Genes may have a known and accepted function, in this case they 

are said to be annotated. Similarly samples may have labels i.e. a known cell or tissue 

type.

Microarray data  may also exhibit a higher level structure having groups of similar 

genes and groups of similar samples. These groups of genes may share a common biological 

function. Similarly groups of samples may share common characteristics. The biological
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Table 3.1: A typical m icroarray dataset may contain many unannotated  genes.

Cancer Cancer Normal Normal Normal
Gene 1 Metabolism 0.46 0.19 0.93 0.76 0.32
Gene 2 Unannotated 0.74 0.33 0.30 0.14 0.53
Gene 3 Metabolism 0.75 0.64 0.41 0.05 0.02
Gene 4 Protein Synthesis 0.56 0.28 0.00 0.25 0.34
Gene 5 Protein Synthesis 0.18 0.74 0.81 0.89 0.91
Gene 6 Unannotated 0.19 0.53 0.63 0.73 0.46
Gene 7 Unannotated 0.41 0.66 0.69 0.56 0.54
Gene 8 Cell Cycle 0.49 0.44 0.64 0.62 0.64
Gene 9 Unannotated 0.26 0.00 0.86 0.78 0.07

Gene 10 Cell Cycle 0.40 0.85 0.69 0.50 0.89

rationale for these different classes of genes and samples is discussed in depth  in section 

3.3.1 b u t for now let us accept this general s tructu re  of m icroarray data.

More often than  not the biological system under study contains m any unknowns. Thus 

genes or samples may have unknown labels or the higher level class s truc tu re  may not be 

fully resolved. A typical gene expression dataset is depicted in Table 3.1.

The three data  analysis techniques discussed at the end of C hapter 2 contribute to 

the resolution of labels and class structures in different ways depending on the specific 

s ta te  of the dataset. Differential expression analysis is generally concerned with ab initio 

investigation of gene labels (gene function) from observing the effect of samples on genes. 

On the  other hand the aim of supervised learning w ithin the gene expression context is 

to  classify unlabelled genes or samples with reference to labelled objects only. To be ef

fective, supervised learning requires a large accurately labelled and broadly representative 

tra in ing  set. Unsupervised learning however requires no prior label knowledge (requires 

no supervision from labelled training set) and is employed generally under two conditions:

•  W hen there is a lack of label and class inform ation for a domain (poor training sets).

•  W hen we wish to perform exploratory d a ta  analysis and new class discovery.

Functional genomics and m icroarray expression d a ta  score well on both  of the above 

counts. M icroarray d a ta  may contain many unannotated  genes, indeed some sequences 

in a dataset may only represent hypothetical genes. There is also much to  be learned 

about the  higher level organisation and class structu re  w ithin biological system s i.e. the 

regulation of genes and their functional modules. An imsupervised learning m ethod suited 

to  analysing of m icroarray d a ta  is th a t of cluster analysis.
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3.2 C luster A nalysis

W hen there is a lack of labelled objects an d /o r class inform ation w ithin a domain, it

often proves useful to a ttem p t to model a d a tase t’s class structure  by examining the 

sim ilarities between objects. Typically objects w ithin the same class are more similar to 

each other than  objects in different classes. Cluster analysis or simply clustering refers 

to  an unsupervised learning technique th a t groups d a ta  objects into clusters such th a t 

objects w ithin the same cluster have a high similarity, while objects in different clusters 

have low similarity. Ideally this model aims to reflect the true  class s tructu re  in the data  

set. An im portant step in clustering is to  first establish a relevant sim ilarity (or distance) 

m etric th a t will allow such an accurate partitioning of a dataset.

3.2.1 D istance  M etrics

Euclidean distance is one of the most commonly used m ethods to m easure the distance 

betw'een two data  objects. This is simply the straight line distance between two oVjjects or 

points. In the case of m ultivariate objects, th a t exist in two or more dimensions (n > = 2 ) 

and are described by two or more variables, then Euclidean distance, d, is given by:

where p  and q are two d a ta  objects existing over n  dimensions. Various versions of 

this distance exist, specialised for use in different problem domains. The squared Euclid

ean distance for example, may be used in order to place progressively greater weight on 

objects th a t are further apart. This is also more com putationally efficient. Weights, (w),

Euclidean distance however is sensitive to  the differences in range and scaling between 

objects. In m icroarray data, co-regulated genes may be expressed between different ranges 

(have higher or lower average expression levels) on different scales.

As a result Pearson’s correlation coefficient, r, is widely used to measure the  sim ilarity 

between gene expression profiles and is defined as:

n

(3.1)

may be added to  dimensions (features) to  increase/decrease there input into the distance 

calculation:

(3.2)
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Where p  and q are the two gene expression profiles to be compared and p and q are 

the mean values for genes p and q respectively. Pearson’s correlation treats the vectors 

as though they are the same unit size and thus is insensitive to the amplitude of the 

changes in gene expression (Sherlock, 2000). Another correlation measure is Spearman 

rank correlation. The metric is more robust to noise as it captures the rankings of variables 

within a vector rather than actual values. The Spearman rank may be calculated by 

replacing the value in Pearson’s correlation with the rank of the value.

Using the chosen similarity metric a similarity matrix may be formed which lists the 

distances between all the objects in the dataset. How we algorithmically employ distance 

metrics to cluster our data objects is another question to which there are multiple answers. 

The next section consists of an introduction to the main clustering algorithms used in gene 

expression data.

3.2.2 H ierarchical C lustering

Using the similarity matrix the hierarchical clustering method organises all the objects 

in the form of a relational hierarchical tree (dendrogram) in which the branch distances 

are representative of the similarity between objects. This tree may be constructed in a 

top-down divisive manner or bottom-up agglomerative manner.

The divisive approach begins by including all the objects in the same cluster. A 

similarity threshold is chosen and the cluster is split into two sub-clusters. A new threshold 

is chosen for each cluster and these clusters are themselves split. This process continues 

until all the clusters are split or until a stopping criterion e.g. a set number of clusters 

is reached. An Example of this approach is Principle Direction Divisive Partitioning 

(PDDP).

Agglomerative hierarchical clustering is more widely used. This approach begins by 

clustering every object within its own singleton cluster. If clusters are sufficiently similar, 

according to a specific similarity threshold, they are then merged into a single cluster. 

This process continues until all objects are contained within one cluster or a specific
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term ination condition is reached. After the first merging iteration the sim ilarity m atrix 

m ust then be recalculated between clusters rather than  single objects. There are several 

ways to com pute sim ilarity between clusters of points. Each m ethod chosen may affect 

the outcom e of the clustering.

A verage Linkage: This is the most common m ethod of calculating cluster similar

ity. The average of the distances between each point in a cluster and all points in 

another cluster is calculated. The two clusters with the lowest average distance are 

joined together to  form the new cluster.

C o m p lete  Linkage: The distance between two clusters is given as the maximum 

distance between two points in those clusters. This m ethod tends to  produce very 

tight clusters of similar cases.

S ingle  Linkage: The distance between two clusters is given by the minimum point 

distance between the clusters. This m ethods produces long chains which form loose, 

straggly clusters. This m ethod has been widely used in numerical taxonomy.

C entro id  or M ean: The centroid is defined as the centre of a cloud of points. 

The distance between two clusters may be defined as the distance between their 

centroids.

A verage Linkage 
(sam e for all points)

o
'' o o ' ' ,  

o O;’'*®--
''
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F igu re 3.1: An illustration of the cluster sim ilarity measures described above.

During the merging process increasingly dissimilar clusters may be fused and the clas

sification becomes increasingly artificial. The results from both m ethods can be displayed 

graphically as a dendrogram. Usually an expert may choose where to cut the  branches to 

define the classes. Deciding upon the optim um  num ber of clusters is largely subjective. 

It can be seen from Figure 3.2 th a t we may choose to  draw the class boundary between
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the clusters A-H and I-T giving two classes. We could also choose to sub-divide cluster 

I-T into two or even three sub-clusters. As the number of objects increases the correct 

number of partitions becomes more difficult to locate.

Hierarchical Clustering

A gglom erativeDivisive

A B C D E F G H I J K L M N  O P Q R S  T

F igure 3.2: The dendrogram depicting the hierarchy of relationships amongst a group of 
objects A-T.

Indeed, one of the biggest problems with cluster analysis is identifv'ing the correct 

mmiber of clusters. This question of how many partitions is also an important factor in 

the other major type of cluster analysis, partitional clustering.

3.2.3 Partit ional C lustering

In partitional clustering the number of clusters, K.  must be pre-defined as an input para

meter. The most well known and commonly used partitional clustering method are based 

on an iterative relocation algorithm called /c-means. Given a dataset consisting of N  ob

jects and K,  the number of clusters to form, /c-means organizes objects into K  partitions 

{K < N).

The iteration of the standard algorithm is outlined in steps 1-3 of Figure 3.3. Initially 

in step 1, K  points are randomly or otherwise chosen, in this case K  = 3 and 3 initial 

points chosen. These points act as cluster centres (centroids) and every point is assigned 

to its closest centroid forming K  clusters. The second step involves calculating the mean 

of each cluster of points and moving the centroid to this mean. In step 3 all the points are 

then re-assigned to their new centroid. Certain points may switch clusters at this stage.
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Step 1

1

Step 2 Step 3

F ig u re  3.3: The steps in the iteration of the k-means algorithm.

This process iterates until no points are re-assigned or until a clustering quality function 

converges.

There are many measures of clustering quality used to evaluate a clustering. A com

monly used measure is the squared error {E) criterion :

K

! = i  peCi
n i i (3.4)

where K  is the number of clusters, p is a point in the cluster. C,. and m is the cluster 

centre. In words, every point’s distance from its cluster mean is found and the sum for all 

points in the cluster is calculated. The total sum for all K  clusters is then calculated. A 

low value for E  is a sign that all the clusters are compact. A'-means may be carried out on 

the same dataset from different starting points or using different values of A'. A clustering 

quality measure aids identification of the best value of K . Recalling that A', the number 

of classes, may be totally unknown, cluster quality measurement is an important aspect 

of clustering. As a result, there are many types of quality measures or validity indexes 

(Gunter & Bunke, 2003).

3.2 .4  S elf O rganising M aps

Another method which clusters multivariate data is the Self-Organizing Maps (SOM) 

approach. SOMs were first proposed by Kohonen et al. and can represent high dimensional 

data in a comprehensible one or two dimensional format (Kohonen, 1990). Typically the 

clusters are depicted on a two-dimensional topological feature map in which similar clusters 

are placed next to each other. This is achieved by the use of a neural network in which
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Solution : Ordered Grid 
Displaying Partitions in the Data

F igu re 3.4; The self-organising m ap (SOM) procedure.

the patterns in the d a ta  are gradually learned as the  d a ta  objects are presented to  the 

SOM algorithm .

The SOM approach is illustrated in Figure 3.4. F irstly an object is random ly chosen 

form the dataset. In this case it is a gene expression profile. It is then presented to the node 

array. Each node has a set of weights associated with it, one for each feature (dimension) 

in the dataset, in this case four. Initially the weights on the nodes are randomized. The 

best fitting node is found for the presented object. The weights of the winning node are 

adjusted to  make it more like the object. The weights of the neighbouring nodes are also 

adjusted to a lesser extent. The size of the neighbourhood of nodes th a t are adjusted, r, 

and the extent of the adjustm ent or gain, g, are input param eters. Next a new object 

is chosen from the dataset and this process is repeated. This occurs many thousands of 

tim es with the g and r  decreasing each tim e an object is revisited. W hat eventually results 

is a two dimensional map depicting the similarities of the m ultivariate data.

SOMs allow one to  visualize high dimensional (many features) data. This visualization 

may also help one to estim ate the num ber of clusters w ithin a dataset and hence SOMs can 

be used in conjunction with A’-means. SOMs along with the other clustering techniques 

m entioned above have been successfully applied to  the datasets generated from many 

m icroarray studies. These applications are discussed in the next section.

41



3.3 C luster A nalysis o f M icroarray D ata

Given the nuances of microarray expression data, and indeed the black box nature of 

biological systems in general, it is not surprising tha t it is a field in which unsupervised 

methods have become prevalent. The existence of many unannotated ORFs, unknown 

classes and the possibility of ORFs having multiple labels (one or more of which may be 

unknown) has led to the popularity of unsupervised exploratory data analysis techniques 

such as clustering.

In the opening paragraphs of this chapter we discussed the data structure of the typical 

microarray gene expression dataset followed by various aspects of clustering such as metrics 

and algorithmic approaches. In this section we first discuss the actual meaning of the 

clusters in terms of the biology followed by a chronological review of some of the most 

im portant developments within the domain of microarray data analysis.

3 .3 .1  T h e  b io log ica l ra tio n a le  b eh in d  c lu ster in g  m icroarray  d a ta

Depending on the dataset it may make sense to cluster genes and/or samples. This 

thesis mainly focuses on the implications of clustering gene profiles, the biological premises 

behind both approaches are discussed in this section.

C lustering G ene Profiles

When performing clustering on microarray gene profiles we aim to discover the various 

groups of similarly expressed genes. Genes may be co-expressed for some underlying 

biological reason. Often this is a result of the genes being actively co-regulated as their 

protein products coordinate to carry out some specific biological function.

This related function could be in the form of a multimeric protein containing many in

dividual proteins sub-units, each encoded by one gene. Naturally these individual sub-unit 

proteins need to be produced in equal numbers (or numbers corresponding to their asso

ciation ratio) as otherwise there would be some waste of energy and resources (biological 

systems have evolved to be very efficient). For the same reason proteins tha t form parts 

of an enzymatic pathway may also be co-regulated and therefore co-expressed. Examples 

of such cellular structures and pathways are illustrated in Figure 3.5.

Functional modules may also contain negative regulators which may act to control the 

process or to down-regulate genes or opposing functional modules. Rather than direct
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Figure 3.5: Co-regulated genes may encode multimeric proteins, such as (a) DNA poly
merase that consists of three regions - the core polymerase (a, e.0), the linker (r) and the 
ATPase (7,cr, XiV’); (b) enzymatic pathways, such as the glycolysis pathway, that con
tains the enzyme phosphatases - Glucokinase, Phosphofructokinase 1 and 2 and Pyruvate 
Kinase.

correlations, evidence for this type of relationship can be seen in anti-correlating gene pro

files. These anti-correlated profiles are generally not as prevalent as positive correlations 

and may be considered after the main cluster of positive correlations is elucidated.

Clustering Sample Profiles

The main area in which this approach has been employed has been in cancer class discovery. 

A set of patients samples from one clinically classed cancer type may cluster into two groups 

on the basis of gene expression. This may be a sign of a subtle cancer subtype. Discovery 

of this clinically indistinguishable class may aid a more tailored approach to treatment.

A review of the use of cluster analysis as applied to microarray data, with emphasis 

on gene functional analysis, is presented in the following section.

3.3 .2  C lustering M icroarray D ata  : a new  discip line

The instigators of the first microarray experiment Patrick Brow'n et al. predicted that the 

scale of microarrays would increase to accommodate the parallel analysis of the expressions 

of thousands of genes. Merely a year after this paper in 1996, such a large scale analysis was 

indeed carried out when Brown and colleagues used microarrays to monitor the expression 

of 1000 genes from human T-cells. With emphasis more on the technical development of 

this novel experiment, the subsequent data analysis was quite simple, consisting of a simple 

fold-change method to locate significantly expressed genes (Schena et al., 1996).



Subsequent m icroarray papers focused on locating differentially expressed genes in the 

context of cancer (DeRisi et al., 1996; Welford et al., 1998; Chen et al., 1998; Khan et al., 

1998), inflam m atory diseases (Heller et al., 1997) and innate im m unity (Ollila k. Vihinen., 

1998).

As the size of m icroarray experim ents increased it became clear th a t they  could be 

used to gain a global picture of the regulation of gene expression on a genomic scale. 

M icroarrays containing virtually  every gene (6400 ORFs) of the model eukaryotic organism 

Saccharomyces cerevisiae (budding yeast) were used to  investigate m etabolic and genetic 

control of gene expression (DeRisi et al., 1997). Similar yeast genomic m icroarrays were 

also used to  investigate cell-cycle regulated genes (Spellman et al., 1998; Cho et al., 1998) 

and genes involved in yeast sporulation (Chu et al., 1998). M icroarrays were also used to 

analyse large parts of the hum an transcriptom e. The response of fibroblasts to  serum and 

wound healing was explored using m icroarrays representing 8600 hum an genes (Iyer et al., 

1999; Schena et al., 1996; Lee et al., 2004).

W ith such large am ounts of d a ta  being generated on gene expression it was realised th a t 

d a ta  mining m ethods could be used to  investigate the class structure  of gene regulation 

(functional modules).

Eisen and colleagues a t Stanford were the first to employ such data  mining techniques 

to  m icroarray d a ta  in the form of cluster analysis (Eisen et al., 1998). The three yeast 

datasets mentioned above, along with a yeast dataset introduced in the paper, were com

bined into a 63 sample dataset and analysed as one. Eisen et al. also re-examined the 

hum an fribroblast dataset mentioned above. They used a correlation coefficient, based on 

Pearson’s r , to generate a gene sim ilarity m atrix  from the gene expression profiles (rows) 

in each dataset.

An agglomerative hierarchical clustering algorithm , employing average linkage cluster 

sim ilarity (Sokal Sz Michener, 1958), was then used to  cluster the correlation m atrix  to 

produce a relational dendrogram. The dendrogram  was quite striking in th a t groups of 

genes with similar functions were quite often clustered together. This was shown for both  

genes encoding protein m ultimers (ribosome, proteosome) and genes encoding proteins 

involved in enzym atic pathways (glycolysis).

Soon after this seminal work, clustering was also applied to  group m icroarray samples in 

cases where it was meaningful to do so. SOMs were used to cluster samples from their array 

profiles and to dem onstrate the prospect of class discovery w ithin cancer types (Golub
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et al., 1999). The differentiation of tum our types via hierarchical clustering expression 

profiles was also dem onstrated in a subsequent paper (Alon et al., 1999). This led to  actual 

discovery of sub-classes of breast cancer via hierarchical clustering soon after (Perou et al., 

2000 ).

W hile there has been several further papers on clustering samples, especially with 

regard to  class discovery w ithin cancer types (Covell et al., 2003; Hsu et al., 2003) the 

m ajority  of m icroarray sample analysis has focused on supervised classification m ethods 

as discussed in section 2.4.2. We now focus on the further developments of clustering with 

regards to  genes expression profiles and the characterisation of functional modules.

A year after Eisen et al.'s first pioneering foray into the area, C ho’s yeast cell cycle 

da tase t was again resurrected and utilised in two further studies (Tamayo et al., 1999; 

Tavazoie et al., 1999). As an aside, this fact dem onstrates the value of a well performed 

m icroarray experiment and how its use may extend beyond the life of a single paper.

In the first study Tamayo et al. used a variation filter to  select 828 genes with the most 

significantly changing expression levels. A SOM approach was then employed to cluster 

the data. The resulting map, which can be seen in Figure 3.6, located the prom inent cell 

cycle periodicity patterns but lim ited biological in terpretation of the results was carried 

out.
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F ig u re  3.6: Tamayo et al.'s SOM results 1999.
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It can be seen from the resultant SOM m ap in Figure 3.6 th a t, although there are 30 

nodes, some nodes are quite similar. One may merge the three profiles in the bo ttom  right 

corner for example. In this way one may estim ate the num ber of unique signatures in the 

data. Furtherm ore this information may be used to  estim ate K  in partitional clustering 

such as k-means.

In a  paper published later th a t year Tavazoie et al. carried out a more detailed analysis 

of w hat they term ed the ‘genetic network architecture’ of yeast expression, via k-means 

clustering. Gene regulatory networks are essentially synonymous w ith gene functional 

m odules discussed above, both  referring to genes regulated together for some common 

functional reason. In this more extensive study  3000 of the m ost significantly changing 

genes were selected from the dataset and clustered using k-means clustering (K =30). 

To validate the results all the genes which had known functions (around 35% of yeast 

genes were reliably aim otated at the time) were then annotated  from the  M IPS functional 

database (Mewes et al., 1997). The ‘functional enrichm ent’ of each cluster was then 

examined by looking a t the largest functionally related sets in each cluster. P-values were 

calculated from the cumulative hypergeom etric probability distribution.

The resultant clusters were also evaluated on the basis of common up-stream  regulatory 

motifs (DNA before the ATG s ta r t codon th a t binds common regulatory proteins) using 

AlignACE (Roth et al., 1998). Half of the 30 clusters showed significant enrichm ents (P- 

values <  0.05) or a predom inant regulatory motif. This functional enrichment criterion 

was an im portant step in a ttribu ting  biological meaning to  the clustering results.

Further developments gradually occurred in the field in response to  the specific char

acteristics of gene expression data. One such development was the realisation th a t hard 

clustering, in which an object could only belong to one cluster, was not suitable for gene 

expression data. This is because the biological systems, which clustering a ttem p ts to 

model, may be highly interconnected w ith genes having multiple functions and therefore 

belonging to m ultiple functional groups.

An a ttem p t to address this issue was made by employing fuzzy k-means clustering 

m ethods in which an object m ay be assigned to  multiple clusters (Gasch k, Eisen, 2002). 

This was achieved by calculating the centroids from the weighted mean of all gene objects. 

The more similar an object, in term s of Pearson’s r, to a centroid the greater input th a t 

object has to the weighted mean. The ou tpu t consists of a list of genes and their strength  

of m em bership to each cluster.
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A nother facet of gene expression d a ta  is th a t genes may have anti-correlated expression. 

This occurs when the product of one gene suppresses the  expression of another. Such 

relationships occur w ithin functional modules often in the form of a negative feedback 

loop and prevents over-expression of the gene or may occur when one functional module 

inhibits another. Such anti-correlated genes where investigated by a diam etrical clustering 

algorithm  where systems opposing the yeast ribosome and proteasome were discovered 

(Dhillon et al., 2003).

A nother expression phenomenon may be observed in tim e series m icroarray experi

ments. A tim e-shifted relationship may be present where profiles of the two genes are 

similar, bu t one is out of phase w ith respect to  the other. This occurs when expression 

of some genes may be delayed compared to others due to  a time-lag in their transcription 

control (Qian et al., 2001).

A lthough Pearson’s r correlation coefficient is considered a be tte r approxim ation of 

sim ilarity than  simple Euclidean distance it is still ra ther sensitive to  noise in the  data. 

Another m etric which captures the sim ilarity in shape of expression profiles and yet is 

more robust is Spearm an’s rank correlation (SRC). C lustering using SRC w'as applied 

and accounting for tim e-shifted relationships was applied to Cho et al.'s cell cycle da ta  

(Balasubram aniyan et al., 2005). This study  also noted th a t in tim e series d a ta  there may 

be local correlations which may not be apparent over the full set of tim e points. They 

introduced a ‘sliding window’ sim ilarity m etric which was able to  identify local correlations 

between gene expression profiles. C lusters were again annotated  from the  latest functional 

inform ation and several were found to have significant functional enrichment. This study 

also uncovered some relationships not found by Tamayo et al.. It also discovered clusters 

of higher enrichment than  Tavazoie et. al. We refer to this study again in our evaluations 

in C hapter 5.

3.3.3 D raw backs o f C lustering G ene E xpression  D ata

There are several features of the conventional cluster analysis approach th a t make it 

unsuitable for clustering gene expression m icroarray data:

• G e n e s  m ay  b e lo n g  to  m o re  th a n  o n e  fu n c tio n a l g ro u p : Conventional clus

tering suffers some drawbacks when it comes to certain characteristics of m icroarray 

gene expression data. Biological system s are composed of many interconnected func-
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tional modules and genes may belong to two or more of these modules. Although 

fuzzy clustering attem pts to model such relationships this is in effect a patch on 

a method tha t has a very different theory at its heart, tha t of discovering clearly 

separated groups of similar objects. W hat is needed is a fundamentally different 

methodology capable of modelling numerous overlapping signals within a datasets 

and unhindered by the need to find hard partitions.

• G en e  ex p ress io n  m ay n o t c o rre la te  over all sam ples: Another aspect of gene 

expression data is that genes may only correlate over a subset of samples. For 

example, a functional module of co-regulated genes may only be active at certain 

stages in the cell cycle or under certain adverse environmental conditions. In such a 

case searching for similarity over all samples would fail to retrieve a correlation. This 

issue was touched upon above with regard to finding correlations that only existed 

over contiguous subsets of samples in time series data. However in microarray data, 

especially tha t which is composed of multiple experimental samples (Gasch el al., 

2000; Spellman et al., 1998) or indeed multiple datasets (Eisen et al., 1998; Gasch 

&: Eisen, 2002) genes may only be correlated over a sparse subset of samples not at 

all evident over the full set (or indeed contiguous subsets).

• M ic ro a rray  d a ta  m ay have m any  fea tu res: A related problem occurs in general 

where datasets have a large number of features. Microarray datasets are continually 

increasing in size as experimental capacity improves and as multiple experiments 

are combined into single datasets. As the number of samples (features) increases 

genes (objects) are unlikely to retain similarity over the full set. This again can be 

addressed by searching for similarity over a subset of samples.

• M ic ro a rray  d a ta  co n ta in s  m uch noise: Microarray data  typically contains much 

noise. This may be from measurement errors or noise in the biological system. 

Noise creates outlying objects which affect clustering as generally the algorithm 

tries to accommodate these objects within the class model. We require a more 

robust method of analysis and again the option of selecting subsets of genes/samples 

(and disregarding outliers) provides a remedy to this problem.

One method put forward to discover subsets of genes correlated over subsets of con

ditions was that of coupled two-way clustering (CTW’C) (Getz &: Domany, 2003). Con-
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ventional clustering, where one clusters a set of objects with respect to their full set of 

features, may be thought of as one-way clustering. Two-way clustering describes the 

method whereby the features are then viewed as objects and used to cluster the data in 

the other direction. CTWC is a sequential clustering technique which begins by carrying 

out one-way clustering on the entire set of objects (genes or samples). This result is then 

‘coupled' to a round of clustering in the other direction in which the clusters are further 

subdivided, see Figure 3.7.

In this way correlated subsets of genes are discovered over subsets of related samples. 

If the samples represent tissue types for example, then CTWC w'ill discover sets of genes 

that are correlated in different tissue types.

Clustering Conditions

1
Reiterate until threshold 
criterion resKhed (e.g. size)One-way clustering Clustering in other direction

F ig u re  3.7: Illustration of the coupled two-way clustering approach.

However CTWC still depends on conventional one-way clustering over all features. 

This is quite a severe approach to subset clustering and each round of one-way clustering 

risks missing local correlations not apparent over the full set of features. Furthermore this 

is still a complete partitional approach in which genes and samples may not be shared be

tween subsets wliich, as mentioned above, hampers accurate representation of overlapping 

functional modules. These two aspects of CTWC lead to the possibility of misrepresenting 

the imderlying biological system in the gene expression data set.

A better approach is to carry out this two-way clustering process in a simultaneous 

fashion, thus capturing local correlations of gene and samples not evident over the full set 

of features. This approach is termed biclustering and is the subject of the next section.
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(A) Bickjstering

Samples

(B) Clustering

Samples

1. A/B : Non-overlapping biclusters.
2. B/C : Overlapping on columns.
3. C/D Overlapping on rows.
4. DIE.: Fully overlapping biclusters 

sharing entries.

Conventional clustering (1-7) over all 
features captures non-overlapping 
biclusters A and B but fails to 
elucidate overlapping bicKisters.

F ig u re  3.8: Biclusters may overlap on columns or rows or may overlap on both columns 
or rows.

3.4 B iclustering M icroarray D ata  

3.4.1 D efin ition  and C om p lex ity

Biclustering refers to the ‘simultaneous clustering' of both rows and cohunns of a data 

matrix (Mirkin, 1996). Hartigan pioneered this type of analysis, which he referred to as 

direct clustering, in the seventies by using two-way analysis of variance to locate constant 

valued sub-matrices within datasets (Hartigan, 1972).

Biclusteriug aims to discover a similar subset of rows over a similar subset of samples. 

The definition of similarity may change depending on the context. Hartigan’s direct clus

ters consisted of constant valued biclusters with rows and columns having zero variance.

In a gene expression data matrix, a bicluster would consist of a subset of genes that 

correlate over a subset of samples. In the gene expression context it makes sense for 

liiclusters to overlap on samples (functional modules may be active imder the same samples 

i.e. growth conditions, time points), or overlap on genes (functional modules may share 

genes) or both samples and genes (functional modules may share genes which are active 

under the same samples). These possibilities are illustrated in Figure 3.8(a). Such a model 

cannot be accommodated by conventional clustering which seeks partitions over the full 

set of features 3.8(b).

Cheng and Church were the first to introduce the concept of biclustering to the area 

of microarray gene expression analysis (Cheng & Church, 2000). Their approach is dis

cussed in detail in section 3.4.2. Gene expression biclusters were also referred to as ‘order-
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preserving sub-matrices’ (OPSMs), as the ordering of gene vectors induces a common 

ordering of experiments. The search for such sub-matrices has been shown to be NP-hard 

in the worst case (Ben-Dor et al., 2003).

In a data matrix n x  m  the number of possible sub-matrices of size i x j  may be given

by:
n m

^ " C .  (3.5)
j=l j=l

So, for example, the total number of sub-matrices of all sizes in a 10x10 data matrix

is:
10 10

X = 1,046,529 (3.6)
i=l j=l

The total number of possible sub-matrices, S,  in a matrix (i , j)  may also be described 

by the equation:

5,, =  ( 2 ' - l ) ( 2 ^ - l )  (3.7)

In this form we can clearly see that S  increases exponentially with the size of the data 

matrix. As gene expression data matrices may exceed thousands of rows (genes) and 

hundreds of columns (samples) in size the option of exhaustively searching through all 

possible sub-matrices for viable biclusters is clearly impractical.

Various heuristic approaches have been suggested to solve this bicluster search problem. 

These approaches simplify the problem somewhat but may find good solutions, in this case 

large biclusters, much more efficiently than exhaustive enumeration of all possible bicluster 

solutions. Various heuristics applied to the bicluster search problem are discussed in this 

section.

3.4 .2  H euristic  B ic lu sterin g  A pproaches  

Spectral Biclustering

Kluger et al. applied techniques from linear algebra to identify bicluster structure in a 

data matrix (Kluger et al., 2003). Their technique assumes that, after normalization, the 

matrix contains a ‘checkerboard’ structure. This checkerboard represented a partitioning 

of the data set into exclusive biclusters, each with its unique gene and sample set. This 

structure is usually hidden and may be revealed by reshuffling the rows and columns of 

the data matrix, as in 3.9.
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F igu re  3.9: Reordering the rows and cohnims of the d a ta  m atrix  to  reveal the ‘checker
board ’ structure  or bicluster partitions.

The original da ta  m atrix  E  is first normalized appropriately to  form the  d a ta  m atrix  

E ' . This makes the checkerboard structu re  apparent, however the m atrix  is still unordered. 

To find the correct ordering in the rows and colinnns needed to reveal the checkerboard 

pattern , and thus the correct biclustering of the rows and columns, we need to  find the 

characteristic vectors or the ‘eigenvectors’ of the data  m atrix  which exhibit a step-like 

structu re  when ordered i.e. separated blocks of similar values. To find the eigenvectors of 

the  m atrix  one nmst solve the eigenproblem:

E ''^E 'x  = (3.8)

Many of these eigenvectors are not step-like and do not exhibit the partitioning structure. 

The tw'o step-wise vectors are found th a t solve the coupled eigen value problem:

E'^^E'x =  X̂ x 

E '^ E 'y  =  X^y

(3.9)

(3.10)

where x  and y  have a common eigenvalue. Once x  and y  are reordered into the step-like 

structure  this ordering is applied to reshuffle the rows and colunms of the data  m atrix. This 

then reveals the checkerboard structu re  and the correct biclustering of the  da ta  m atrix, 

see Figure 3.10

The algorithm  depends critically on the norm alization procedure used to transform  

the m atrix  and Kluger et al. propose three possible normalization m ethods.

Spectral biclustering also does not allow missing values so a missing value handling 

step needs to  be carried out prior to  analysis. Spectral biclustering does not allow for any 

overlap of biclusters, as depicted in Figure 3.8. This is an im portant aspect in modelling 

functional modules in which genes are perhaps shared and are active over in the same
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F ig u re  3 .10 : O rdering  the eigenvectors o f the data  m a trix  to  reveal the "checkerboard’ 
s tructu re  which is the  simultaneous p a rtit io n  o f the rows and columns.

samples (fu ll overlap on bo th  rows and columns). The model does not allow for the 

poss ib ility  o f genes not to  belong to  a b ic luster and therefore may be affected by noi.se and 

outliers.

T h e  p la id  m o d e l

Soon after Cheng and Church o f Harvard had in troduced the term  and concept o f biclus

te ring  to  the field o f gene expression analysis a s im ila r approach was developed in  Stanford 

by Lazzeroni and Owen (2002). In  fact the concept was to  a ll in tents identica l however it  

involved an a lte rna tive  representation. In  the p la id  model the data  m a trix  is described as 

a linear function  o f variables (layers) corresponding to  biclusters. The p la id  model views 

each en try  in  the m a tr ix  Y]j as the background layer plus the sum o f K  layers given by;

K

— (MO +  Q'tO +  /3jo) +  +  Oiik +  Pjk)Pikl^jk (3-H)
fc=l

where /io if’ t lie  mean, q,;o is the row mean and Pjq is the colum n mean o f the background 

layer (the overall da ta  m a tr ix ) and /x/,- is the mean, Oj/,- is the row mean and fijk is the 

colum n mean o f the layer or block {k). In  the above form u la  p it  =  1 i f  the gene i is in  the 

/c’th  gene b lock and =  1 i f  the sample j  is in  k' th  sample block. Th is  model describes 

layers in  which genes have a constant or possib lj' vary ing response to  samples.

The term  ‘p la id  m odel’ describes the appearance o f the color image p lo t o f (/x̂ - +  QjA- +  

Pjk)- For s im p lic ity  th is  re la tionsh ip  o f the row mean, colum n mean and m a tr ix  mean for
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the  background (0) and layer (k) is simplified as ©o and ©fc respectively. Lazzeroni and 

Owen aim to  obtain a plaid model w ith a small value of:

In the algorithm  however Lazzeroni and Owen simplify m atters by sequentially search-

th an  a set of layers, as in equation 3.12. This approach is com putationally more efficient.

Lazzeroni and Owen evaluated their plaid model algorithm  using Eisen’s m icroarray 

d a ta  set (Eisen et al., 1998). A lthough the authors do discuss the biological meaning 

behind some of the layers discovered, the evaluation of results is lim ited. 34 layers are 

discovered but only one layer is reported to  have a significant enrichment of genes from 

one functional category, in the case of layer (bicluster) 2 in which 114/216 gene are within 

the protein synthesis/ribosom al class.

Unlike CTW C and Spectral biclustering m entioned above, the plaid model allows for 

full overlap of biclusters, i.e. shared entries and for the fact th a t some genes, because of 

lim ited biological coverage of datasets or noise, may not belong to  any biclusters. These 

aspects make for a more descriptive and robust model.

The plaid model seeks sub-m atrices th a t have almost uniform entries. It also identifies 

sub-m atrices where genes differ in their expression levels by an alm ost constant vector, 

including fluctuating correlations. However it fails to  accom m odate the prospect of gene 

profiles being correlated over different scales as may occur in gene expression.

Furtherm ore the search algorithm  itself is based on an iterative greedy search which 

has the risk of becoming trapped  at local solutions in the d a ta  m atrix. This is a com

mon problem with non-exhaustive heuristics which, whatever the search criterion, are not 

guaranteed to find the best bicluster solutions.

Statistica lly  significant biclusters

Tanay et al. apply a graph-theoretic approach to  the problem of finding significant biclus

ters (Tanay et al., 2002). In this approach the da ta  m atrix  is modelled using a b ipartite  

graph with one set of nodes representing the genes and the  other representing samples. If 

a gene i responds significantly under a sample j  then an edge is drawn between a gene and 

sample nodes. A gene is said to  respond significantly if its value is greater than  1 or less

©ijO 'y  ̂^ijkPik^jk 
i = l  j = l  V fc=l

(3.12)

ing for one layer (bicluster) a t a tim e and focus on minimizing the value of one layer rather
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than  -1 in the standardized sample where the mean is 0 and the standard  deviation is 1. 

The direction of this response change is also incorporated w ithin the model so the graph 

now has an np-edge a down edge and a non-edge. This simplifies greatly the dataset which 

is transform ed to  a da ta  m atrix  of discrete variables of 1,-1 or 0 signifying up-regulation, 

dowm regulation or no-regulation which in tu rn  helps increase the algorithm  efficiency. 

The graph/biclique representation of the m atrix /b icluster problem is illustrated  in Figure 

3.11. Using graph notation a graph G  is given by G =  {U,V,E)  where U is the gene
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variabies.

A
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C
D
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G
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1 1 1 0 0 0 0 0
0 0 0 1 0 0 0 0
0 0 0 1 -1 0 1 0
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0 0 1 0 0 0 1 1
0 0 0 0 0 1 0 0
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1 
2
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Figure 3.11: An illustration of how m atrix  and bicluster related to a b ipartite  graph and 
biclique.
node set, V  is the sample node set and E  is the set of edges. A sub-graph, H,  is given 

by H  — { U' , V ' , E' )  In this graph model a bicluster is represented by a maximum edged 

biclique (complete sub-graph). This sub-graph m ust be consistent i.e. it m ust contain 

genes which react similarly across tlie experim ental samples.

In order to  assign statistical meaning to  the weight of a sub-graph two statistical

models are developed. The simple model assumes th a t edges occur independently and
\E\equiprobably w ith density p = ai^d defines the probability of discovering a sub

graph using the binomial distribution. However this distribution of edges is far from the 

reality of m icroarray datasets as there are some genes with many edges and some with few 

edges.

The refined model takes into account the density of the graph of the m icroarray dataset 

in question to  estim ate the null background probability of observing a a weighted sub-graph 

H . Using this framework the statistical significance of the weighted sub-graphs can be 

assigned. From this distribution the log likelihood may then be calculated for selected 

sub-matrices.
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The algorithm  SAMBA (Statistical Algorithmic M ethod for Bicluster Analysis) is 

based around this model. Before the algorithm  is run the dataset is first simplified to 

a m atrix  of the three types of discrete values mentioned above. F irst this algorithm  finds 

the set of heaviest bicliques in the graph followed by iterative additions/deletions of nodes 

until no improvement is possible. To reduce the complexity, the size of the initial bicliques 

are lim ited by setting  a minimum num ber of edges or degree, D, for the gene nodes.

T he initial simplification of the dataset combined with this degree limit enables SAMBA 

to be a  very efficient algorithm . It is capable of analysing very large datasets within a 

m atte r of minutes. The initial d a ta  set simplification also improves the robustness of 

SAMBA as the effect of noise and outliers is reduced. This also allows the capture of cor

relations between genes expressed on different scales. It is possible for SAMBA to  model 

overlapping biclusters, the am ount of overlap (number of shared samples tim es num ber of 

shared genes) is specified as an input param eter.

SAMBA has been applied to a compendium of yeast m icroarray d a ta  compiled from 

5 different m icroarray experiments. W hile th is dem onstrates th a t SAMBA scales up well, 

it prevents direct comparisons with previous benchm ark analyses carried out on the indi

vidual datasets. A nnotations are used to  evaluate the biclusters however the  full results 

are not presented in the paper. The num ber of biclusters, their sizes or their percentage 

enrichm ents (accuracies) for dom inant functional categories are not given and thus the 

results are difficult to interpret. Instead the authors opt to  give the sensitivities and the 

specificities for each of the functional classes. However large values for these evaluation 

metrics do not necessarily mean high accuracy of results.

Although the discretization of the d a ta  set increases the efficiency, there is a risk this 

may be an over simplification in some cases losing some discrim inatory class information. 

Also due to  the search m ethod SAMBA too is a t risk of returning locally optim al solutions. 

SAMBA is amongst the best developed biclustering algorithms. It is implem ented within 

a gene expression analysis softw'are suite called Expander, as detailed in (Shamir et al., 

2005). The original work carried out by Tanay et. al has been referenced by 82 other 

published articles. This gives some impression of SAM BA’s prevalence w ithin the gene 

expression biclustering problem domain.
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C heng and Church A pproach

As mentioned Cheng and Church were the first to introduce the concept of biclustering 

to microarray gene expression data analysis. They defined a bicluster as a sub-matrix 

consisting of a subset of rows and a subset of columns with a high two-way similarity 

score. In a gene expression data matrix, this score measures the similarity of both the 

genes and sample profiles within a selected sub-matrix.

This metric is referred to as the mean squared residue score and is based on the concept 

of a assigning a residue to every entry in a matrix. In the matrix (/, J )  the residue of an 

entry, R{aij),  is defined as:

where a^j is the mean of the ith  row, a/j  is the mean of the j th  column and a / j  mean 

of the whole bicluster. This score measures how well the entry fits in to the matrix. An 

entry which fits perfectly into its matrix i.e. is the expected value given the row, columns 

and matrix means, has a R{aij) = 0 and the above equation may be rearranged to give:

a parent data  matrix. Biclusters are represented by those sub-matrices tha t attain  a low 

mean squared residue score.

W ith a bicluster scoring metric the next task was to design an algorithm to retrieve 

biclusters from the gene expression data matrix with low mean squared residue scores. 

One possible method is to measure the bicluster quality of all the possible sub-matrices 

using the mean squared residue score and select the most significant or largest (5-biclusters 

i.e. biclusters below a chosen threshold score, <5. However as discussed in section 3.4.1 this 

option is impractical for a typical gene expression data matrix. In such cases an heuristic 

approach may be used in which the problem is simplified. This approach may discover a 

near optimal solution but in a much more efficient manner.

(3.13)

Uj j  =  a j j  +  O j j  -  a i j (3.14)

The similarities of rows and cohmms within the matrix is then given by the mean squared 

residue of the matrix. This is defined as;

A matrix in which the rows and columns are perfectly correlated has a mean squared 

residue score of zero. This metric can then be used to score selected sub-matrices within

(3.15)
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Cheng and Church initially outlined a b ru te  force top-down greedy search algorithm

to  achieve this. This algorithm  begins in a top-down m anner by calculating the H-Score

5-biclusters. The algorithm  then proceeds by iteratively removing the row or column 

(node deletion) th a t results in the largest decrease in H-score i.e. the greediest move. To 

achieve th is greediest move the scores of all the possible resultant sub-m atrices need to 

be calculated. This search continues until the sub-m atrix  solution atta ins a score below a 

m ean squared residue threshold, 6, and returns a 5-bicluster. A lthough not an exhaustive 

search this polynomial-time algorithm  is still not efficient enough to  analyse most gene 

expression d a ta  matrices.

Cheng and Church went on to propose a more efficient algorithm . The algorithm  

avoided calculation of all resultant sub-m atrices after a row/colum n node deletion. This 

was based on the lemma th a t the removal of the row or column with the  largest node 

H-score achieve the largest decreaise in the H-score of the m atrix  i.e. equal the greediest 

step. The row and cohmin scores are given by:

\M th  emphasis on efficiency Cheng and Church employed this row and column scoring 

approach w ithin a two stage node deletion algorithm . In the first multiple node deletion 

phase a num ber of row's and columns are deleted simultaneously. This step removes all 

rows and columns th a t have H-scores Q-times greater than  the H-score of the m atrix,

deletion phase where one row or column is removed in each iteration until the 5-threshold 

is reached, illustrated in 3.12. Upon reaching a (5-bicluster anti-correlated rows are then 

considered. These rows may represent negatively regulated genes as discussed in section

This node addition phase also adds any rows or columns which may have been missed in

of the full d a ta  m atrix. This top-down approach is taken in order to  discover the  largest

f^C olum ni'^) —  J ^  I T |  ^  (̂^tj ^I j  ^Ij ) (3.17)

(3.16)

where a  is a user defined param eter. This is then followed by a more refined single node

3.3.1. These anti-correlated rows are identified by adding rows whose inverse H-score (Hj )  

is less th an  6, where Hj  is defined as:

(3.18)

the greedy node deletion phases. In order to  discover a set of 5-biclusters this process is
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repeated, however as it is deterministic, the same (5-bicluster will be rediscovered unless 

the previous solution is masked. This is achieved by replacement of the entries of the 

previous solution with random numbers generated from the same range of the dataset. 

It is expected that the choice of random variables would ensure that this masking would 

create no artificial pattern and merely fit in with background noise.

Cheng and Church evaluated their greedy biclustering algorithm using a subset of the 

yeast cell cycle dataset generated by (Cho et al., 1998) and a human lymphoma dataset 

(Alizadeh et al., 2000). They were able to discover a set of biclusters which seemed to 

capture significant signals. However, as discovered solutions were masked, this algorithm 

was unsuitable for discovering any overlapping biclusters. Also it was contended by some 

later critics tha t this masking caused what they termed random interference (Yang et al., 

2003). The evaluations were somewhat limited as no effort was made to evaluate the 

biclusters by examining their biological annotations and possible functional enrichment. 

Furthermore, as the mean squared residue score also gives constant valued biclusters a 

low score, there is also a risk tha t trivial biclusters, such as those with all zeros, may 

be discovered. Trivial ‘flat’ biclusters are also discovered with this approach. These are 

biclusters that have zero or very low row variance over the set of samples. These are less 

interesting and have less support than biclusters with actively correlating rows.
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F ig u re  3.12: Illustration of Cheng and Church’s greedy node deletion approach.
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E x ten sio n s  o f  th e  C h en g  and C hurch A p proach

Following this seminal work other m etrics and frameworks, which were discussed in the 

preceding sections, were developed. However approaches based on Cheng and Church’s 

m ean squared residue score rem ain most prevalent in the literature (Yang et al., 2002; 

Yang et al., 2003; Cho et al., 2004; Bleuler et al., 2004; Zhang et al., 2005; Aguilar-Ruiz 

& Divina, 2005).

These extensions of the Cheng and Church approach usually tackle some of the  draw'- 

backs m entioned above. In the approach by Yang et al. the random  masking, and random  

interference, is avoided by locating biclusters sim ultaneously ra ther than  sequentially. In 

their evaluation Yang et al. only dem onstrate improvements over Cheng and Church’s 

technique w ithin two discovered biclusters. Interestingly they also suggest the possibil

ity  of including an additional row variance criterion to  target more interesting actively 

fluctuating biclusters.

Cho et al. used the sum  squared residue as a biclustering score ra ther than  the mean 

squared residue. The sum of squared residues, as a m atrix  score, is perhaps more sensitive 

to  individual row and column changes. Clio et al. do not improve on Cheng and Church’s 

results in term s of bicluster size and quality but succeed in capturing some significant 

signals in the d a ta  (Cho et al., 2004). Both of the above approaches generally fail to find 

biclusters as significant, in term s of size and quality, as Cheng and Church.

Bleuler et al. implement and evolutionary algorithm  in an a ttem pt to improve upon 

Cheng and Church’s greedy bicluster search strategy (Bleuler et al., 2004). The EA 

approach employs stochastic (random ) moves which allows a more in-depth search. EA 

iteratively improves the fitness of a population of biclusters via standard  genetic m utation 

and cross over. The fitness criteria consist of choosing the largest bicluster with a mean 

squared residue score <  (5. In their evaluation Bleuler et al. utilize the Cheng and Church 

dataset which is a subset from Cho’s yeast cell cycle dataset. They show th a t the EA 

approach improves on the efficient strain  of the Cheng and Church algorithm  (which 

employs an iteration of the m ultiple node deletion phase) discovering larger (5-biclusters. 

However they do not improve on the solutions achievable when one im plem ents Cheng 

and Church’s refined single node deletion search alone.

Aguilar-Ruiz and Divina also designed an EA based approach which used the mean 

squared residue score (Aguilar-Ruiz & Divina, 2005). They also employed a  row variance
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criterion which aided selection of more interesting biclusters showing striking up-regulation 

and down-regulation. However the discovered biclusters are less significant in term s of size 

w ith reported biclusters containing on average only 7.2 and 7.9 genes respectively for Cho’s 

yeast cell cycle dataset and a hum an colon cancer dataset (Alon et al., 1999). Also this last 

approach fails to  take full advantage of the sub-space aspect of the biclustering approach 

in th a t the  reported biclusters contain on average 91% and 80% of samples (features) 

respectively for yeast and a hum an datasets. Therefore it is still likely to miss significant 

sub-signals e.g. expression correlations evident over significant subsets of features.

Interestingly, all the above mean squared residue based approaches neglect to  evaluate 

their bicluster models from a biological perspective by assessing the functional relation

ships of the genes. This should be the prime m ethod of validation for any biclustering 

approach in th is domain.

Yang et. al noted th a t as with other greedy search strategies there is a possibility th a t 

the approach adopted by Cheng and Church may lead to  the search becoming trapped  

at a locally good solution rather than  the best or global solution i.e. a m aximally sized 

()-bicluster. In the context of gene expression da ta  this local solution may only represent 

part of a gene functional module. Despite this potential flaw, subsequent approaches have 

failed to improve on this greedy search and retrieve larger (5-biclusters. Thus these have 

failed to  carry out such a comprehensive search of solution space and do not retrieve 

solutions close to the global maximum. Such m ethods therefore risk returning incomplete, 

inaccurate models of the underlying gene functional modules.

Applying a stochastic search technique to locate this global maxinmm seems to be 

the next logical step in the bicluster search problem. The EA algorithm  proposed by 

Bleuler et. al also fails to improve on the results achievable via Church and Cheng’s single 

node deletion algorithm . A further way to improve the biclusters search would be to also 

explore solutions which do not show an im m ediate improvement in fitness but may lead 

to  future fitter solutions. A stochastic technique which employs this strategy and may 

lead to  discovery of more significant d-biclusters than  greedy search is th a t of Simulated 

Annealing (SA). We evaluate this prospect in the following chapter.
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3.5  Sum m ary

We opened this chapter with a discussion of the features of gene expression microarray 

dataset. We noted tha t such a dataset may contain many unknowns in the form of unla

belled samples or unannotated genes. Furthermore, gene expression datasets may contain 

as yet undiscovered classes of genes (functional modules) or samples (cell types). As a 

result, unsupervised learning or clustering, which searches for class structure without refer

ence to class labels, is a technique widely employed in the analysis of microarray datasets. 

After a review of cluster analysis as applied to microarray datasets we noted some draw

backs of the technique in this context. Firstly clustering is more suited to modelling 

hard partitions within datasets and therefore does not accurately model gene functional 

modules, which may share gene objects. Also, clustering searches for similarity over all 

samples and risks missing significant subset similarities, which occur especially in large 

gene expression datasets. Fuzzy clustering and two-way clustering approaches sought to 

remedy these drawbacks however a more fundamental shift in strategy w'as needed. This 

came in the form of biclustering - the simultaneous clustering of genes and samples - intro

duced to gene expression analysis by Cheng and Church. As this the number of possible 

bicluster solutions increases exponentially with the size of the data matrix it is necessary 

to employ an heuristic in their search. Cheng and Church employed a greedy node deletion 

algorithm based around a bicluster scoring metric they termed the mean squared residue. 

Since then spectral , graph theoretic and plaid model biclustering have been among the 

more notable alternative biclustering techniques, however, approaches based on Cheng 

and Church’s mean squared residue remain most popular. We then reviewed these mean 

squared residue based biclustering approaches. These various heuristics, however, fail to 

improve on Cheng and Church’s greedy biclustering approach. Lastlj'', we propose the 

stochastic Simulated Annealing (SA) search technique, which has the potential to better 

explore solution space, as a possible successor to the Church and Cheng’s greedy approach. 

Detailed discussion of SA and its application to the bicluster search problem, followed by 

an in-depth evaluation, is presented in the following chapter.
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Chapter 4

Sim ulated Annealing Biclustering  

of Gene Expression D ata

4.1 Introduction

As discussed in section 3.4.2, the maximal 5-bicluster search problem m ust contend with a 

massive solution space as num ber of potential biclusters increases exponentially with the 

size of the input d a ta  m atrix. In such cases it may be possible to arrive a t a solution close to 

largest 5-bicluster in a vastly more efficient m anner using a suitable heuristic. Cheng and 

Church proposed a best-first greedy search approach. Subsequent m ethods a ttem pted  to 

improve on this by utilizing evolutionary algorithm s (EA) in which random  perm utations 

are carried out to generate improved bicluster solutions (Bleuler et al., 2004; Aguilar-Ruiz 

&; Divina, 2005). These approaches may be thought of as optim ization strategies in which 

one chooses an initial bicluster solution and then tries to iteratively improve on the ‘fitness’ 

of this solution according to a chosen m etric (in our case the mean squared residue score). 

In this way the search traverses the solution space in search of the best solution or global 

optimum.

Both m ethods above represent ‘hill climbing’ optim ization strategies as they only ac

cept changes th a t increase the fitness of a solution. Upon reaching a solution from which 

no improvement can be made the search has no option but to  term inate and return  th a t 

solution. As a result these approaches have the potential to  become trapped  a t a good but 

below optim al solutions or local optima. In a real life analogy, we m ight be trying to get 

to highest point of a m ountain range by simply walking upwards. However we soon arrive

63



G lo h .il C>[>liiniirn

F ig u re  4.1: Illustration of a hill climbing approach.

at the  peak of a small foothill and can go no further. One m ethod of escaping such local 

op tim a is to  tem porarily allow the acceptance of worse solutions. This is done in the hope 

th a t further along overall improvements in fitness will be possible. Simulated annealing 

is a stochastic search technique th a t allows such tem porary disimprovements in fitness to 

occur. In this chapter we discuss the application of sim ulated anneahng to  the bicluster 

search problem in a effort to  improve on previous biclustering approaches. Simulated has 

the potential to  carry out a more in-depth search of the massive solution space exhibited 

in the bicluster search problem and discover larger biclusters nearer the global optimum. 

This would provide a more accurate rendering the underlying gene functional modules 

as it has the potential to return  larger sets of correlating genes. We now begin with a 

discussion of sim ulated annealing.

4.2 Simulated Annealing

Hill climbing m ethods th a t only accept improvements in the fitness of a  solution are prone 

to  becoming trapped  a t local optim a. A local optim um  represents a good solution but not 

the  best solution or global optim um . In such a scenario one way to  open up new regions 

of the  search space is to  have more flexible search criteria. Simulated annealing reduces 

the  constraints on the standard  hill climbing search and allows the acceptance of changes 

th a t  disimprove the fitness. This enables the search to escape any local optim a th a t are 

encountered.

Simulated annealing was originally developed by M etropolis et al. to  model the cooling 

and crystallisation or ‘annealing’ of m aterials such as glass and m etals (M etropolis et al., 

1958). In such a context the global optim um  is represented by the perfect crystal lattice 

which represents the lowest energy state. A local optim um  is any s ta te  in which one or 

more molecules or atom s are out of form ation and may occur when the glass or m etal is
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allowed to cool too rapidly. Subsequently Kirkpatrick et al. noted that this model could 

be adapted into a heuristic to solve complex optimisation problems by providing a way 

for a system to escape local optima (Kirkpatrick et al., 1983).

Like hill climbing strategies, simulated annealing accepts all moves through solution 

space tha t lead to an improvement in the fitness of the solution. Simulated annealing 

differs, however, in tha t it has the added capability of accepting worse solutions or reversals 

in fitness. As with the natural annealing process this acceptance is probabilistic and 

depends on two variables, namely the size of the reversal and the temperature of the 

system. The probability, P, of accepting a reversal, /S.E, is given by Boltzmann’s equation:

P (A E ) cx e ~ ^  (4.1)

where is the difference in energy between the old and new states and T  is the tem

perature of the system. In the simulated process /S.E is given by the difference in fitness 

between the current solution a proposed solution. Logically it can be seen tha t the prob

ability of accepting a reversal increases as the size of the reversal decreases, see Figure 

4.2(a). The probability of acceptance is also directly proportional to the tem perature of 

the system, T, decreasing as the sj^stem cools. Figure 4.2(b). At high temperatures the 

system is fluid where all reversals are possible but small reversals are always more proba

ble. As the system cools reversals gradually become less and less probable until the system 

eventually converges on a solution near T  =  0.

1.2

a- 0.6

0.4

0.2

1 4 7 10 13 16 19 22 25 23 31 34 37 40 43 46

(b) 1.2

0.8

0.4

0.2

F ig u re  4.2: The in SA probability of accepting a reversal decreases with the increasing 
size of the reversal (a) and the decrease in system tem perature (b).

In the natural process the system cools logarithmically. This type of armealing schedule
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is referred to  as Boltzm an’s annealing and is given by the equation:

To
T{k)  =

log k
(4.2)

However B oltzm ann’s annealing is generally too tim e consuming and many alternative 

simplified cooling schedules have been introduced for sim ulated annealing. The following 

linear cooling model is popular:

T { k - 1 )
T{k)  =

1 +  cr
(4.3)

The effect of this annealing schedule with cr =  0.1 on the tem perature fall ra te  can be seen 

in Figure 4.2(b). Another im portant param eter in sim ulated annealing is the num ber of 

ch&nges th a t occur a t each tem perature. This dictates how extensive a search is carried out 

a t each tem perature. This is determ ined by a lim it to  the number of successes (accepted 

moves) or, if there are few successes, the number of to ta l attempts th a t are allow'ed at 

each tem perature. These variables are usually related to the size of the solution space. 

Th-  ̂ factors above combine to  ensure th a t at a high starting  tem perature, Tq, sim ulated

totoQ>
C

d>
£ S i m u l a t e d  A n n e a l i n g  

Hill C l i m b i n g

Tem perature (Iteratiorts)

Figure 4.3: SA has the potential to  escape local optim a th a t trap  hillclimbing m ethods.

aniealing is able to investigate the entire solution space. As T  is lowered the search is 

slovly confined to smaller and smaller regions of the search space. Finally, near T  =  0 

the search converges on one solution. If the param eters have been chosen correctly this 

solution should be near the global optimum. An illustration of a sim ulated annealing 

optm ization compared to  a simple hill climbing strategy is given in Figure 4.3.

Simulated Annealing has been applied to  such problems as the well known travelling 

salesman problem (Binder & Stauffer, 1985) and optim isation of wiring on com puter chips
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(Kirkpatrick et al., 1983). Given the current biclustering approaches, based on evolution

ary and greedy search algorithms, the application of simulated annealing to the bicluster 

search problem seems a logical step. In the next section we discuss the specifics of this 

application.

4.3 B iclustering using Sim ulated A nnealing

In this section we outline our novel biclustering approach, referred to SAB (Simulated 

Annealing Biclustering). SAB has at its core a simulated annealing search which aids 

the search to evade local optima and discover the most significant biclusters in a given 

microarray dataset. Heretofore the Cheng and Church approach has represented the most 

successful bicluster search algorithm discovering larger <5-biclusters than all subsequent 

approaches. Their approach is used as the benchmark against which our approach is 

evaluated.

4.3.1 SA B  Param eters

Several parameters are common to every simulated annealing implementation. The most 

crucial parameter, is of course the fitness metric, or how we quantitatively discern whether 

or not the bicluster solution improves after a change, see Equation 3.15. SAB uses Cheng 

and Church’s mean squared residue score as a measure of bicluster fitness.

In Simulated Amiealing it is also important to ensure that a search of sufficient depth 

is performed at each temperature. This is dictated by the predefined number of attempts 

or successes tha t must occur before each reduction in system temperature. The selection 

of these parameters is linked to the size of the solution space. SAB sets the number of 

successes at each tem perature to be 10 times the number of rows (genes) present in the 

gene expression data matrix. To ensure a good search even without the required number 

of successes the number of attem pts is then set to be 100 times the number of rows in the 

data matrix. So for a dataset of 1000 genes the system would only lower the temperature 

after 10,000 successes or 100,000 attempts.

The annealing schedule or rate at which the temperature is lowered is of the type 

given in Equation 4.3 with a =  0.1. Consequently each temperature, T  is approximately 

0.9 times that of the previous tem perature {T — 1). This cooling schedule was found to 

discover solutions as significant as longer cooling schedules (e.g. a = 0.95) but was a lot
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less time consuming. This annealing schedule is illustrated in Figure 4.2(b). Another 

important parameter is the in itia l temperature of the system, Tq. I f  this parameter is set 

too high the system w ill take too long to converge. I f  Tq is set too low the proportion of 

the search space covered w ill be much reduced. It has been found by experiment that in 

general an optimal starting temperature is one which allows 80 percent of reversals to be 

accepted (Preiss, 1999).

4.3.2 The SAB Algorithm

Like the Cheng and Church greedy node deletion approach, detailed in section 3.4.2, the 

SAB algorithm begins the 5-bicluster search in a top-down manner. The in itia l bicluster 

solution is comprised of all the rows and columns of the gene expression data matrix. This 

top-down approach promotes the discovery of large (^-biclusters. In our SAB implementa

tion the dataset is stored in a two-dimensional array. A bicluster solution is represented 

by tw'o boolean arrays, one for rows and one for columns. I f  a column, j ,  is included in 

the bicluster solution then the j t h  b it in the column array is set to 1. Rows present in 

this solution are similarly signified in the row array. A ll possible bicluster solutions can 

thus be represented by a different permutation of the row and column arrays applied to 

the data matrix. In itia lly  all bits in both arrays are set to 1 signifying the inclusion of all 

rows and columns. New' solutions are generated by permutations which involve flipping 

a b it in either a colunm or row array. The fitness of this new solution is then measured 

using mean squared residue. A b it flip occurs in two stages. First a decision to flip a row 

or colvmm is made. This is probabilistic and depends on the ratio of rows to columns in 

the current .solution.

1 0 1 0 1 0 0 0 1 0 1 0 1 0 1 0 1 0 0 0 1 0 1 0 1 0 1 0 1 0 0 0 1 0 1 0

1
0
1
0
0
0
1
1
1
1
0
1

o
1
0
1
0
0
0
1
1

0
1

o
First select whether to flip 
a row (P=5/12) or a column 
(P=7/12).

Row is chosen; then 
select a row bit randomly 
to flip.

Row is flipped and a new 
bicluster soluiton Is 
generated and scored.

F igu re  4.4: SAB algorithm, generation of new bicluster solution.

68



G e n e ra te  N ew  S o lu tio n

V a ria b le  d e f in itio n s :
A' : current solution,
X ncw '■ new solution,
D M  : full d a ta  m atrix, 
rowLimit '■ minimum row limit, 
column Limit '■ minimum column limit, 
row sx  ■ rows in solution X , 
columnsX '■ column in solution X ,

G e n e ra te N e w S o lu tio n (A ', D M , rowumit, columnumit)
1. r o w s x  <— no. of rows in Solution X
2. columnsX  <— no. of columns in Solution A'
3. if  ( ro wsx  >  co l u mn sx )
4. th e n  generate random r € R.  range[0,
5. if  ( r  =  0)
6. th e n  X ncw <— FlipRandom Colum n(DM , A',
7. e lse

8. th e n  Xfjew ■*— FlipRandomRow(Z3A/, A', rotiiLimit)
9. e lse  if  {rowSx < colum.nsx))
10. th e n  generate random  r ^  R,  range[0,
11. if  ( r  =  0))
12. th e n  X new <— FlipRandomRow(DA/, A'. roa'Limit)
13. e lse
14. th e n  XNew FlipRandomColumn(£)A/, A', coZumnLtmtt)
15. return  Xpjew

F ig u re  4.5; The generate new sohition step of SAB.

So for example if there are 100 rows and 10 columns in a current solution the probability 

flipping a column is 1/10. This ensures an equal sampling rate of rows and columns and a 

balanced search of solution space. Once this decision has been made a bit is then randomly 

chosen in the corresponding array and flipped. This flip consists of changing a 1 to a 0 

or a 0 to a 1 and equates to the addition or deletion of a row/column from the bichister 

solution. This new solution generation step is illustrated in Figure 4.4.

If the fitness of the new solution is improved then the flip is accepted. If there is a 

reversal in fitness then the acceptance probability depends on the size of the reversal and 

the current system temperature, as given in Equation 4.1.

As the initial system tem perature is high (such tha t 80% of reversals are accepted) the 

system initially comes to an equilibrium where approximately half of the bits in each bit 

string are set to 1. As the temperature is lowered the bicluster sohition shrinks as a set 

of better correlating rows and columns are selected. In SAB a minimum solution size of
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T h e S A B  A lgorith m

V aria b le  d e fin itio n s :
X  : current solution,
To : s ta rting  tem perature,
T  : current tem perature, 
ro w L im it ■ minimum row size of solution, 
colum n Lim it ■ minimum column size of solution, 
su c c h im it '■ success lim it a t each tem perature, 
attLimit ■ a ttem p t lim it a t each tem perature,
D M  : full d a ta  m atrix,
5 : bicluster quality threshold, 
a  : cooling rate.

S.A.B ( Tq , VOtVL i m i t , COluTliTlL i m i t  • L i m i t , L i m i t , D
1. Solution X  <— All rows and columns
2. T  ^  To
3. w hiIe(Solution X  not converging)
4. w h ile (a ite m p ts  < attLimit AND successes < succLimit)
5. A'jveu’ <— GenerateNewSolution(X, D M , row Lim n, colum nLim it),a ttem p ts  =  a ttem pts  +  1
6. if(//ScoreOf(A'weu.)<-f^ScoreOf(A"))
7. th e n (A ' <— XN ew ),successes =  successes +  1
8. e lse  if( exp(— )>random  doubleO.l)
9. th e n (A  <— XN ew ),successes  =  successes +  1

10. if(//ScoreO f(A N e...)< S AND SizeOf(ANeu0 >  SizeOf(A))
11. th e n  columnLimit <— columns in Xm w
12. rowLimit *— rows in A n e w

14. A” ^N odeA ddition(A )
15. return  A"

F ig u re  4.6: The SAB Algorithm.

10x10 is set. This is deemed to represent the minimum significant size of a solution in 

this study. So for example, if genes correlate over 10 samples it is more likely that they 

may be related. In general this minimimi sample size depends on the nature of the data 

and the goal of the analysis. This minimum solution size also prevents the search from 

ending on a trivial bicluster of one rovî  or one column and score 0.

An im portant aspect of SAB, which ensures the retrieval of the largest, most significant 

(5-biclusters, is tha t which occurs upon reaching this (5-threshold. After reaching the 5 -  

threshold, each time SAB discovers a (5-bicluster tha t is larger than the previous best 

solution the minimum size of the solution is reset to this size. If a new solution contains 

an extra row (gene) the minimum size of rows in the solution is increased by 1. This 

enables the search to explore the solution space that around this 5 threshold and also
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prom otes the expansion o f the bicluster. The p robab ilis tic  acceptance o f worse solutions 

also continues ensuring a good search o f the locality.

To a lign SAB and Cheng and C hurch ’s node deletion a lgorithm , and enable a fa irer 

comparison, the node add ition  phase is also perform ed after the SAB search, see Figure 

4.7. Th is  stage is im p o rta n t as i t  is then th a t inversely corre la tion  rows are added to  the 

(5-bicluster.

1 0 1 0 1 0 0 0 1 0 1 1

T ll- I  L-l 1. .1 I I I  1..
0 __________________
1 __________________
0
0
0
1 -----------------------------
0 -----------------------------
1 -----------------------------
1 -----------------------------
0 -----------------------------------------------------------

Bit S tring/D ata m atrix  
representa tion  of b iclusler.

F ig u re  4.7: SAB a lgorithm . Node A d d itio n  Step.

As the Cheng and Church node deletion a lgo rithm  is de term in is tic , solutions are 

masked w ith  random ly im puted numbers from  the same range as the dataset. Th is  mask

ing prevents the b ic luster from  being rediscovered on the subsequent run. We use the 

same m ethod o f masking to  prevent rediscovery o f solutions. Typ ica lly , using the parame

ters given above and for a dataset o f 3000 genes and 20 samples the search takes about 

15 m inutes to  converge on the b ic luster solution. As a result o f the m asking o f previous 

solutions th is  convergence tim e is reduced for subsequent b ic luster searches.

In  our im plem enta tion  o f Cheng and C hurch ’s node deletion a lgo rithm  we noted th a t 

some augm entations could be made to  increase the size o f the discovered 5-bicluster. 

F irs tly  we noted th a t by leaving out the m u ltip le  node deletion phase and em ploying on ly  

the more refined single node deletion phase a larger b ic luster could be discovered. The 

reason for th is  is th a t the m u ltip le  node deletion phase removes several row /co lum ns at a 

tim e  before re-scoring the rem aining rows and columns. I t  does not take in to  account the 

changes in  the so lution which m ay occur on deleting any one o f these rows or columns. 

These in d iv id u a l row and colum n changes may result in  one or more rows or columns 

being retained. Furtherm ore i f  the m u ltip le  node deletion phase reaches the threshold i t  

has a tendency to  overrun the deletion by one or more rows/colum ns. T h is  augmented

o
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Sam ples  

G raphical representation of 
b id u s te r.

Sam ples

Node Addition  phase in which  
anti-co rre lated  rows are added.
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version therefore includes only the single node deletion phase which re-scores the rows and 

columns after a single row or column is deleted.

To better align this augmented approach with SAB we also run a version of Cheng and 

Church’s single node deletion with an added minimum row/column limit. This ensures 

that the bicluster solutions are more fairly comparable.

Both these improved versions of the Cheng and Church node deletion algorithm are 

also used as in the evaluation of the SAB algorithm. In this way the we attem pt to remove 

superficial biases tha t may influence results and better compare the basic premises behind 

each of the approaches.

4.4 Evaluation  

4.4.1 D atasets Used

Cheng and Church chose a yeast time series dataset to evaluate their biclustering approach. 

This dataset is actually a subset of the most variable gene profiles from Cho’s yeast cell 

cycle dataset (Cho et al., 1998). This selection contains 2,884 genes measured over 17 

times points. In order to compare our results with Cheng and Church’s published results 

we also use this dataset.

To strengthen the evaluation we also compare the algorithms over two additional real 

datasets. The first additional dataset contains the expression profiles of 2,774 genes over 

27 cell types. This dataset was produced from a gene expression study on scleroderma, 

a potentially serious skin disorder which affects epithelial cells (Whitfield et al., 2003). 

The second additional dataset of 3051 genes and 38 samples representing different classes 

of lymphoma was distilled from a larger dataset (Golub et al., 1999) using techniques 

described in (Dudoit &; Fridlyand, 2003) to enrich the dataset with genes with the highest 

variance across samples.

A synthetic dataset was also used to compare the algorithms. The attraction of a 

synthetic dataset is tha t all the major biclusters can be defined and embedded in the 

data. The success of bicluster discovery can then be more quantitatively measured.

W ith a synthetic dataset we must try  to mirror as close as possible the natural situa

tion. Ŵ e have developed a synthetic dataset construction technique and believe it to be a 

more faithful rendering of reality than previous approaches (Sheng et al., 2003). A dataset 

of size 100x100 was constructed. Using real gene profiles from the yeast cell cycle dataset
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as templates we generated several biclusters and embedded them within this dataset.

Within the biclusters we tried to mimic the natural shift, S, in mean expression level 

and possible error, Ex, for each entry, x, in the expression profile.

Firstly the expression level shift, S, was added to the template gene profile vector. The 

amount of shift is chosen randomly for each additional artificial profile and maintained 

within a user defined range. This resulting spread mirrors the expression level variations 

which occur in vivo and also makes individual expression profiles more discernible within 

the bicluster.

As it stands the bicluster generated from the real template contains perfectly correlat

ing rows and therefore has a perfect H-score of 0. Some error needs to be introduced to 

more accurately reflect the noisy in vivo model. Each expression value in each artificial 

profile is thus augmented by a correlation error proportional(£^i):

Ex =  cr(x) ■ e-Tx (4.4)

where cr(x) is the standard deviation of the template gene profile (this scales the error for 

the particular template), e is a user defined constant in a range [0,1] (this variable dictates

the level of error and the quality of the biclusters) and is a random variable in a range

[-1,1] (this enables the expression level of the generated profile to be greater or less than 

the template). Given that the original gene profile template is defined as;

X = {xi , . . .  ,x„} (4.5)

the newly constructed correlating profile will be given as:

Y = {xi + (5 + El ) , . . . ,x„ + (5 + En)}  (4.6)

where x represents a particular expression value, S  is the shift applied to the vector and 

E  is the correlation error applied to each correlating expression value. An illustration of 

the template profile and a generated profile is shown in Figure 4.8.

In all five biclusters were constructed of sizes 10x10, 20x10, 10x20, and two 10x10 

overlapping biclusters and embedded in a background randomly generated within the same 

range as the biclusters (0-600). The first three all have different row and column sizes with 

biclusters 4 and 5 overlapping i.e. sharing common data matrix entries. These generated 

biclusters are illustrated in Figure 4.9.

The 100x100 synthetic dataset containing the biclusters is given in Figure 4.10(a). 

Here the biclusters are in order and they look quite regular and easy to discover. Figure
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Figure  4.8: Illustration of template profile and generated profile. S  represents the shift 
applied to the profile and Ex represents the correlation error applied to each value.

4.10(b) however, gives a better idea of the difficulty of the bicluster search. Here the data 

matrix is re-shuffled and one can better appreciate the state of the real expression dataset.

This synthetic data set with embedded biclusters is used in part to evaluate our SAB 

biclustering algorithm. The following section details this as well as two further methods 

used in our evaluation.
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F ig u re  4.9: The biclusters embedded within the synthetic dataset.

4.5 E v a lu a tio n  of B ic lu s te r in g  U sing  S im u la ted  A nnea ling

There are three questions dealt with in our evaluation section. Firstly we investigate 

whether SAB can retrieve solutions closer to the global maximum than Cheng and Church’s 

node deletion (ND) approach i.e. larger d-biclusters.

We then investigate, using the synthetic dataset described in the last section, the 

ability of SAB to discover all the bicluster signals within a dataset.

Lastly we use an annotated dataset to investigate whether biclusters discovered by SAB 

reflect in vivo functional modules i.e. whether SAB can discover biologically verifiable 

biclusters.
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Figure 4.10: The synthetic dataset ordered (a) and unordered (b).

4.5 .1  C om parative E valuation  o f SA B  w ith  N o d e  D eletion

In this first part of our evaluation we seek to determine if SAB, our simulated annealing 

based biclustering approach, can improve on Cheng and Church’s node deletion in terms 

of discovering larger (5-biclusters. Cheng and Church used a 2,884 gene subset from Clio’s 

dataset in their evaluation of their node deletion algorithm, as described in section 5.3.1. 

We use this dataset plus two additional human datasets described in section .

Cheng and Church’s node deletion algorithm requires two parameters - a, which deter

mines the aggressiveness of the initial multiple node deletion phase and 6, which determines 

the bicluster quality threshold (as measure by the mean squared residue) at which node 

deletion finishes. They chose an a  of 1.2 and a (5 of 300. In the first part of our evaluation 

we set a to 1.2 (where the multiple node deletion phase is used) and use 6 thresholds of 

300, 200 and 100.

At the end of section 4.3.2 we observe that possible improvements to Cheng and 

Church’s node deletion algorithm might be made. In our evaluation we feel it is also 

important to explore any simple augmentations that might be made to the original node 

deletion algorithm.

The first improvement is simply removing the multiple node deletion phase. This step 

is built in to increase efficiency but may affect the quality of results. We refer to this 

version simply as single node deletion (SND).

A further size limit adjustment is also made to Cheng and Church’s node deletion to 

increase alignment with SAB and enable a fairer comparison. SAB produces biclusters of 

at least 10 columns (samples) in width. To ensure that the column size of the resultant
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biclusters does not bias the results we also test an adjusted version, in which the column 

size of resultant biclusters is set to 10. This is achieved by prioritising column deletion 

until the minimum threshold of 10 has been reached whereupon row deletion alone is 

carried out. This version is referred to the aligned single node deletion (ASND) version.

In this section we compare all three versions of Cheng and Church’s node deletion 

approach, their original node deletion algorithm  (ND) and our two augm ented versions 

SND and ASND, to our new sim ulated annealing biclustering (SAB) algorithm . We employ 

the a  and S values mentioned above and the three datasets described in section 5.3.1.
(a)

Sim ulated annealing bicluster search  on yeast data.700 1
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Simulated annealing bicluster search on yeast data.
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F igure 4.11: Simulated Annealing Biclustering (SAB). (a)The improvement in H-Score 
as the search progresses (as tem perature, T, is lowered). (b)The change in bicluster size 
with T.  Note the growth in the bicluster th a t occurs after 6 has been reached.
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F ig u re  4.12: (a) Simulated Annealing Biclustering (SAB) using the yeast dataset over 
different (5-scores (mean squared residue) of 300, 200 and 100. (b) The second biclusters 
found by masking the first bicluster with random imputation.

The SAB bicluster search is illustrated in Figure 4.11. Figure 4.11(a) illustrates the 

optimization of the fitness or mean squared residue of the bicluster (H-Score) until the 

(^-threshold is readied. The (5-threshold is then maintained as the size of the bicluster is 

maximized as illustrated in Figure 4.11 (b).

Figure 4.12(a) compares the maximal biclusters found in the yeast dataset. This chart 

illustrates the size of the first <5-bicluster found using each version of Cheng and Church’s 

node deletion and out SAB approach. Three different (5-thresholds are used 300, 200 and 

100. Figure 4.12(b) shows the second bicluster discovered when the first was masked with 

random numbers as described in section 4.3.2. Firstly, it can be seen tha t the augmented 

versions of the node deletion approach, that of single node deletion (SND) and aligned 

single node deletion (ASND), show significant improvements on the original node deletion 

algorithm (ND) discovering larger (5-biclusters. Importantly, it can also be seen that by 

using our SAB approach further increases in the size of the (5-biclusters can be achieved.

The results for all three data sets are shown in Table 4.1. Numbers in bold mark the 

best biclusters, note that some biclusters are very similar in size and are marked as draws. 

In the case of bicluster 2, figures in italics cannot be compared equally as they are taken 

from a significantly larger dataset (after masking a smaller bicluster 1 solution).

In all cases the original node deletion algorithm (ND) and the single node deletion 

algorithm (SND) are improved upon by SAB. It can be seen tha t SAB also performs 

better than ASND, discovering a larger first (5-bicluster in 4/9 cases and draws in a further 

3 cases. When this first bicluster is masked as described in section 4.3.2 SAB performs
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T a b le  4.1; Comparison of <5-biclusters discovered in each real dataset. The first two most 
significant biciusters are shown. Subsequent biclusters become less and less com parable 
as a result of masking.

Y east

S c le ro d e rm a

L y m p h o m a

N D SN D A SN D SA B N D SN D A SN D SA B
(5 Bicluster 1 (rows x columns) Bicluster 2 (rows x columns)

300 11577 15465 15750 16460 2992 9012 3930 8320
200 5236 8463 9540 10360 1564 4872 2930 3860
100 765 2520 2700 2940 357 1260 830 1390
300 3861 13590 18260 18230 1053 4320 6780 6310
200 1296 7296 12920 13210 540 7876 3290 4030
100 432 2730 5170 5140 162 1570 830 850
300 315 1344 3320 3220 4 I 6 518 1740 2030
200 207 2510 2460 2540 208 300 1370 1200
100 112 851 1780 1790 84 136 1050 810

best in discovering the second ^-bicluster in 6 /9  cases.

In the next section we will look at the ability of SAB to discover all of the bicluster 

signals w ithin a dataset. For this we use the synthetic dataset with a knowai num ber of 

biclusters constructed as described in section 5.3.1.

4 .5 .2  B ic lu ste r  R etr iev a l in S y n th e tic  D a ta

It has been shown in the previous section tha t SAB has the ability to retrieve more 

significant biclusters than  Cheng and Church’s original node deletion algorithm . We also 

showed th a t SAB can find larger biclusters than  the two augm ented versions (SND and 

ASND). In this section we look at the ability of SAB to discover all the em bedded biclusters 

within a synthetic dataset. We again compare these results across all versions of the Cheng 

and Church approach. A synthetic gene expression dataset, the construction of which is 

described in section 5.3.1 and illustrated in Figure 4.10, is used to evaluate this aspect 

biclustering. This dataset measures 100 rows by 100 columns (genes by samples) and 

contains a set of five embedded biclusters, A-D, which are of varying sizes and include 

some overlap, involving D and E. The challenge is to  retrieve all these bicluster signals 

and to  discrim inate between any overlapping biclusters. We present our results in Table 

4.5.2. We set the (5-threshold to  300 for all m ethods. Ŵ e see th a t every biclustering 

m ethod recovers a t least part of all five biclusters. The node deletion based m ethods, 

however, have some difficulty in retrieving the complete biclusters. It can be seen th a t 

SAB m anages to  recover all the bicluster signals in 4 /5  cases and most of the bicluster C.

Synthetic gene expression datasets aid in algorithm  development and com parative
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B ic lu s te rs  R ecovered  in S y n th e tic  D a ta  (R ov^sxC ols)
N D SN D A SN D SA B

B ic lu s te r A (10x10) 3x3 (9%) 3x2(6%) 3x4 (12%) 10x10 (100%)
B ic lu s te r B (10x20) 9x20 (9%) 9x20 (9%) 10x9 (45%) 10x20 (100%)
B ic lu s te r C (20x10) 16x8 (64%) 16x8 (64%) 5x4 (10%) 17x10 (85%)
B ic lu s te r D (10x10) 7x4 (28%) 5x5 (25%) 5x5 (25%) 10x10 (100%)
B ic lu s te r E (10x10) 6x4 (24%) 4x6 (24%) 5x7 (35%) 10x10 (100%)

T able 4.2: A comparison of the percentage of biclusters discovered from the synthetic 
dataset by each biclustering method.

analysis of different approaches. Ideally, however, a complete evaluation should include 

some effort to biologically validate the biclusters yielded by an approach using real ex

pression data. This is attem pted in the following section.

4.5.3 B iological In terpretation

The premise behind biclustering in the gene expression context is to attem pt to discover 

the relationships within underlying biological system. The last part of our evaluation 

involves investigating whether or not the biclusters discovered by SAB have any underlying 

biological support. In this case we are seeking to model the gene functional modules 

within the expression dataset. If a biclustering approach does indeed achieve an accurate 

rendering of in vivo state then evidence for this should be seen in the functional make 

up of the biclusters. Ideally biclusters should contain a predominance of genes from a 

one functional category. The first step in this validation is to assign functions to all the 

genes within the dataset. Of the 2884 genes in the yeast cell cycle dataset, 550 may be 

functionally annotated using the gene network (functional module) information provided 

in the online database the Kyoto Encyclopaedia of Genes and Genomes (KEGG) (Kanehisa 

k. Goto, 2000). The network(s) to which genes belong are used as the labels.

We ran SAB on this annotated dataset and discovered a high quality set of biclusters,

where the 5-threshold is set to 100. Although this annotated subset from the Cheng 

and Church yeast dataset only represents approximately 20% of the yeast genome one 

would still hope to capture some biologically verifiable relationships within one or more 

biclusters. We present our results in Table 4.3.

It can be seen that the first bicluster discovered from this annotated dataset is rich 

in genes from the ribosomal functional category. The ribosome is a cellular structure 

composed of ribosomal proteins and structural RNA whose function is to translate protein
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B icluster Size (Genes) G enes in F.M . N am e of F .M . P-value
1 89 61 Ribosome 2.63-^^
2 76 18 Transcription 7.08-°2
3 40 8 Ribosome

O10
0

4 23 6 Transcription 9 . 5 5 - “ 2

5 49 23 Ribosome 3.61“°^
6 18 6 Energy Production 2.56-03
7 61 15 Ribosome 4.17"°2
8 31 26 Ribosome o C

O 1

9 11 4 Energy Production 1.01“°2
10 18 3 Ribosome 1.43-°^

Table 4.3: Known functional modules (FM) found by SAB in the annotated gene dataset.

from mRNA. We see that bicluster 1 has captured much of this functional module with 

61 out of the 88 genes being ribosomal genes. The second biduster discovered by SAB 

contains transcription factors and genes involved in nucleotide metabolism. In all 18 out of 

76 genes are related to the functional category of transcription. Bicluster 6 contains several 

genes related to Energy production in the cell. The statistical significance of discovering 

each functional module is given in terms of P-values for the hypergeonietric distribution 

as formulated in (Draghici et al., 2003). The significance, P, of the over-representation of 

class A in a bicluster is given by;

X f M \  r N - M \

^  1 -  E   ̂ (4-7)
2 = 0  \ k )

where N is the total number of genes in the dataset, M is the size of class A in the 

dataset, K is the total number of genes in the bicluster and x is the size of class A in the 

bicluster.

We include anti-correlated relationships within our Biclusters in Table 4.3. Some may 

argue that the anti-correlated (negatively regulated) genes may have a lower significance 

than positively correlated genes when attempting to model functional modules. For ex

ample, they may belong to an opposing functional module. Higher functional enrichment 

and more significant P-values can be achieved if all anti-correlated relationships are left 

out. The contribution of negatively related genes can be seen in the illustrated biclusters 

in Figure 4.13.

Figure 4.13 (a) depicts bicluster 1, the most significant <5-bicluster discovered by SAB 

in terms of size. This also represents the largest group of functionally related genes.

81



550

S
9 -3 00

250

200

150

Bicluster 1 - Ribosome

Correlated Genes:

6 l 0 L J t 0 f  81 belonging to the 
R ibosom e C ellu lar Structure 
(Protein Synthesis)

A nti-C orrelated G enes:

2 out of 8 belonging to the 
M AP signalling com plex

4  5 6
Samples

500

450

400

•  350  -

,2 300  ■

250  -

200  -

150  -

100

1 2 3 4 5 e 7 8 9 10

Bicluster 2 -Transcription

Correlated Genes:

18 out of 61 Involved in 
genes related to 
Transcrip tion

A nti-C orre la ted  Genes:

13 out of 17 belonging the 
R ibosom e C ellu lar S tructure 
(Prote in Synthesis)

Samples

500

Bicluster 6 -  Energy 
Production450

400
C orrelated G enes:

6 out of 17 genes involved in 
Energy production..«  350

300

A ntl-C orre la ted  Genes:

1 involved in M AP signalling 
pathway.

250

200

150

4 5 6 101 2 3 8 9 11i

Samples

F ig u re  4.13: Three biclusters discovered by SAB that can be related to actual biological 
functional modules.

This correspondence of most significant ^-bicluster with the largest grouping within the 

dataset validates the SAB approach. Two further (5-biclusters discovered by SAB are also 

illustrated in Figure 4.13 (b) (Transcription) and (c) (Energy Production).
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4.6 C onclusions & Future Work

Using our algorithm, SAB, we have shown tha t an approach based on the stochastic 

optimization method of simulated annealing has the potential to discover more significant 

(5-biclusters than Cheng and Church’s previous greedy node deletion benchmark. In the 

first section of our evaluation we demonstrated that SAB discovers larger (5-biclusters than 

the original node deletion algorithm in every case over the three datasets examined. To 

fully test SAB we also proposed two augmented versions of Cheng and Church’s node 

deletion algorithm. These new versions proved capable of discovering more significant 

biclusters than Cheng and Church’s original algorithm. However, SAB still outperformed 

these improved node deletion approaches across all three datasets.

In the second part of our evaluation we constructed and utilized a synthetic dataset 

containing seeded biclusters and investigated the ability of SAB to discover the full set of 

bicluster signals within a dataset. SAB performed well discovering all or most of the full 

set of seeded biclusters..

In the final section of evaluation we attem pted to garner some biological support 

for our biclustering algorithm by using a fully annotated dataset. When applied to the 

annotated yeast dataset SAB discovers biclusters which represent related genes within 

known functional modules. Bicluster 1 had the most striking correspondence to a known 

functional module, that of the Ribosomal genes. These are encouraging results when 

one considers that the annotated set of 550 genes represented less than 20% of the yeast 

genome.

All the functional modules discovered are very much basal in nature. That is to say, the 

biclusters only seem to capture groups of genes which carry out essential functions. The 

Ribosomal functional module, for example, controls all protein synthesis and is very much 

a fundamental constituent of the cell. The two further functional modules discovered, that 

of Transcription and Energy Production, are also essential for the cell. A reason for this 

might lie in the manner in which the SAB algorithm searches for biclusters. SAB works in 

top-down manner with the mean squared residue promoting the deletion of rows/columns 

tha t do not fit in with the general trends in the dataset. So, ill-fitting genes from outlying 

functional modules may be amongst the first to be deleted in such a scenario. Fundamental 

functional modules, such as those listed above, affect the general state of transcription in 

the cell. Therefore, it is perhaps not surprising that these gene groupings, which may
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be represented by the best fitting rows, within the dataset, are captured after a top- 

down search. This would suggest, perhaps, that an algorithm based on an alternative 

search strategy may discover biclusters that correspond to a broader variety of functional 

modules.

Another potential bias within our SAB approach might come from the mean squared 

residue bicluster scoring metric. Cheng and Church noted tha t the most significant biclus

ters discovered by their node deletion method tended to be rather ’flat’ having low row 

variance. This may have an adverse affect when applied to gene expression data. Flatter 

biclusters with non-fluctuating expression levels have less support for row correlation. To 

put it another way, two correlating genes that show no reaction together over samples 

have far less support than two genes tha t actively correlate together over samples. There

fore it is perhaps more informative to capture biclusters that show fluctuating levels of 

expression.

These two factors, that of search strategy and bicluster scoring metric, may influence 

the quality of discovered biclusters and enable a more accurate rendering of the underlying 

biological system. These are explored in depth in the following chapter.
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Chapter 5

B ottom -U p Biclustering of Gene 

Expression D ata

5.1 In trod u ction

In C hapter 4 we apphed our Simulated Annealing Biclustering (SAB) algorithm  to the 

maximal 5-bicluster search problem. SAB utilizes a top-down search strategy, beginning 

the bicluster search with an initial approxim ation of the solution over all the rows and 

columns in the  dataset. A lthough this top-down approach promotes the discovery of 

maximal biclusters it may limit the types of biclusters discovered. For example, biclusters 

corresponding to  smaller functional modules may be missed. Also, because the top-down 

bicluster search approach begins each search iteration from the same starting  point (all 

rows and all colum ns), a similar region of solution space m ay be probed each time. These 

factors combine to lim it the diversity, in term s of both  size and composition, of the resulting 

set of biclusters.

A hottom-up search approach, on the other hand, begins the bicluster search w ithin a 

local region of the dataset. Such an approach may discover a more diverse set of biclusters 

and m ay enable more accurate reflection of the natural set of gene functional m odules 

within the expression dataset.

A further m eans of improving the correspondence of the set of discovered biclusters 

to  the true  set of gene functional modules may lie in developing a more refined bicluster 

scoring m etric. Cheng and Church noted th a t the mean squared residue {H-Scove) score 

has a tendency to  favour the discovery of relatively ‘fla t’ biclusters. These flat biclusters

85



tend to have a relatively low row variance.

This bias toward flat, low variance biclusters is especially detrimental within the con

text of gene expression analysis. Genes expression profiles with low row variances are, 

in fact, less interesting than actively fluctuating genes. Two genes that show an active 

(fluctuating) correlation have more support for a possible biological relationship than two 

genes tha t show an inactive (flat) correlation. Furthermore, a bias toward low variance 

correlations also means tha t the score favours correlations over the lower fold changes 

(levels) of expression. These are also less significant from a biological perspective.

Despite the widespread use of the H-Scove, this issue has been largely overlooked save 

for a recent articulation of the problem in (Aguilar-Ruiz, 2005) and no remedies have yet 

been proposed.

In chapter 4 we demonstrated tha t an approach based on the simulated annealing 

search has the potential to carry out a more in-dept search of the solution space and 

thus retrieve improved bicluster solutions. In this chapter we build on these findings and 

retain the simulated annealing search strategy at the heart of our new approach. However, 

we now incorporate this search strategy within a new bottom-up biclustering approach. 

Furthermore, we also propose a new bicluster scoring metric that is free from the bias 

suffered by the //-score. This new metric, referred to as the Hv-Score, directs the search 

toward more significant and interesting bicluster signals in the gene expression datasets.

Our new bottom-up bicluster search algorithm is referred to as BUBBLE (Bottom-Up 

Biclustering By Locality Expansion), we discuss our biclustering approach in detail in 

the next section, 5.2. In section 5.2.2, we discuss the drawbacks of Cheng and Church’s 

//-Score metric, mentioned above, and propose an improved bicluster scoring metric, the 

Hv-Scove. This is followed in sections 5.2.3 and 5.2.4 by an discussion of the two main 

stages of the BUBBLE algorithm - the simulated annealing based Seed Search phase and 

the deterministic Seed Expansion phase.

In our evaluation, in section 5.3, we first evaluate our improved scoring metric against 

Cheng and Church’s //-Score, section 5.3.2. In sections 5.3.3 and 5.3.4, we then carry out 

a comparative evaluation of BUBBLE against a previously published clustering approach 

(CLARITY), and several top-down biclustering approaches (including SAB from Chapter 

4). In section 5.3.5, we compare BUBBLE to the well known bottom-up biclustering 

approach called SAMBA. We use several real microarray gene expression datasets in these 

evaluations.
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5.2 BUBBLE

5.2.1 T h e B o tto m -U p  A pproach

In general, as with conventional ‘one-way’ clustering, biclustering techniques fall into top- 

down and bottom-up approaches. Top-down approaches begin by finding an initial ap

proximation of the solution over the full set of objects and features, in this case all the 

rows and columns of the gene expression data matrix. As a result, top-down methods 

are best at discovering the larger dominant signals within a dataset and are generally less 

sensitive to smaller, more local, solutions (Parsons et al., 2004). Also, with sequential bi

clustering methods, as discussed in Chapter 4, the diversity of the bicluster solutions may 

be limited as each search iteration begins from the same starting point in which all objects 

and features are included. In the gene expression context these factors may prevent an 

accurate rendering of the natural set of functional modules. Furthermore, as top-down 

approaches deal initially with the full set of dimensions, they may not scale well as the 

dataset increases in size.

An alternative approach is taken by bottom-up biclustering methods tha t begin at a 

local start point composed of a subset of features and objects. These initial solutions are 

then iteratively improved until no local improvement is possible. By beginning the search 

at a local level and building up, the bottom-up strategy has a better chance of capturing 

a diverse set of biclusters in terms of size and composition. Consequently, we believe that 

the bottom-up search approach may offer a more accurate rendering of the natural set 

of gene functional modules. This approach also has the added advantage tha t it is more 

computationally efficient and scales well with large gene expression datasets.

In the bicluster model, every sub-matrix within a bicluster is itself a bicluster. If we 

can capture the most highly correlated sub-bicluster in the initial low dimensional search 

then it is likely that we can expand this region, by adding correlating rows and columns, 

to reveal the larger bicluster. Even if biclusters partially overlap (share some rows and 

columns), they must still contain a significant and unique sub-bicluster to justify the 

partition.

Our bottom up approach, termed BUBBLE (Bottom-Up Biclustering By Locality Ex

pansion), can be divided into two phases. Firstly, we implement a Seed Search step, 

which involves local simulated annealing based search for the set of highly correlated 

sub-biclusters. These are then used as seeds to initialize a Seed Expansion step, which
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involves a deterministic expansion into higher dimensions by adding the best fitting rows 

and columns. In this way we hope to capture the diverse set of biclusters.

Before we discuss BUBBLE in detail however, we shall discuss our attem pt develop an 

improved bicluster scoring metric free from the biases inherent within Cheng and Church’s 

i5/-Score.

5.2 .2  A n Im proved B iclu ster Scoring M etric

The mean squared residue (if-Score) was first proposed by Cheng and Church and has 

been utilized in many subsequent gene expression biclustering studies. Such approaches 

remain the most prevalent in the literature (Yang et al., 2002; Yang et al., 2003; Cho 

et al., 2004; Bleuler et al., 2004; Zhang et al., 2005; Aguilar-Ruiz & Divina, 2005; Bryan 

et al., 2005).

As discussed in section 3.4.2, the H-Scove is based on the concept of a residue, R, of 

an entry in a matrix, Uij, which is a measure of the difference between the value of the 

entry and the row mean, Qjj, column mean, ajj ,  and matrix mean, aj j  .

— Qij O-Ij 0-iJ “h U-IJ (^'1)

As the correlation between rows and columns decreases this value increases giving a less 

correlated bicluster a higher (worse) score. However the disparity between an entry and 

its row or column also increases with increasing variance of a matrix. Therefore biclusters 

tha t contain the same relative correlation but different variances (eg. same bicluster over 

different scales) will have different i7-scores. This issue has been articulated previously 

in (Aguilar-Ruiz, 2005) and is illustrated in Figure 5.1. This influence drives any search, 

using the H-Scove as its objective function, to discover biclusters with low variances. In 

the gene expression context, this biases a search toward biclusters containing genes that 

contain both inactive and low levels of expression across samples.

As mentioned in the introduction to the chapter, these flat biclusters from the lower 

scales of the expression data are less interesting from a biological perspective as:

(a) Gene correlations over low levels of gene expression are less significant as they are 

more likely influenced by system noise and measurement errors and less likely due 

to the experimental conditions under investigation.

(b) Genes that show an active (fluctuating) correlation have more support for a possible 

biological relationship than two genes tha t show an inactive (flat) correlation.
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//-Score =  3.77 x 10 ^ //-Score =  13.1 X 10 ^

F ig u re  5.1: Bias of the //-Score over different scales (orders of magnitude). The relative
correlation is approximately the same yet the difference in //-Score is 4 fold. W ith a lower 
(better) //-score bicluster X (a) is favoured over bicluster 2X (b).

To address this bias, and therefore hopefully improve the correspondence of our bi

clusters to the natural gene functional modules we propose a new bicluster scoring metric, 

the Hv-Score. This score takes into account each entry’s distance from its row' mean. The 

sum of the squares of these distances are computed and used as the denominator in a 

new bicluster scoring measure given in equation 5.2. The numerator is simply the sum 

of the squared residues in the matrix. Minimizing this whole function for the selected 

sub-matrix solution minimizes the sum of the squared residues while maximizing the sum 

of the distances from the row means. The //v-Score is defined as;

where R(aij) is the residue score of each entry, aij, (see equation 5.1) and a^j is the row 

mean for each entry. The influence of the denominator may be reduced by adjusting 

the weight, 0 > a  < 1, thus enabling the search to be directed toward relatively flatter 

biclusters if required.

Our new //v-score appears to correct the bias inherent in the standard //-score. From 

the graph in Figure 5.2 we can see the effect of increasing scale (orders of magnitude of 

the values) of a bicluster on the //-score (red line). We also see tha t the //f-score remains 

relatively static, unaffected by the increasing scale. Viewing this graph, it is not surprising 

that the //-score appears to favour ‘flat’ biclusters in the lower scales of the dataset.

i e i j e J (5.2)

i e i j e J
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F ig u re  5.2; The effect of increasing scale on bicluster scores.

We evaluate our new metric in section 5.3.2 and use it to carry out an unbiased search 

for the most significant bicluster seeds in the Seed Search phases of our approach. This 

step is described in the following section.

5.2 .3  Seed Search

Our BUBBLE biclustering approach is divided into two main stages, the Seed Search 

phase and the Seed Expansion phase. The goal of the initial seed search phase is to locate 

a diverse set of highly correlated bicluster seeds that span the set of possible solutions. 

As mentioned in the introduction to this chapter, we have largely retained the simulated 

annealing strategy developed in Chapter 4 and incorporated it into this initial seed search 

phase. There are some augmentations made however to accommodate the alternative 

bottom-up approach. Firstly, the starting point for the seed search consists of a randomly 

chosen local region of the data matrix (rather than the whole data matrix). This region is 

restricted to a user defined size and may vary depending on the context, typically it may 

be a 10x10 sub-matrix of rows and columns.

The second major change is tha t the seed search step contains no user defined 5- 

threshold. Seed search simply continues until it converges on the best solution in the 

region of the solution space being explored. This allows the bicluster set to better reflect 

the natural variable states of the gene functional modules.

Another major diff'erence in seed search is the depth of the search. Let us recall, from
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section 4.2, tha t the acceptance of reversals in simulated annealing is probabilistic and is 

governed by Boltzman’s equation;

P { A E ) ( x e - ^  (5.3)

From the equation it can be seen that this probability depends on two variables, the size 

of the reversal A E  and temperature of the system, T.  Generally T  is first given a high 

value to initially allow a large percentage of reversals to be accepted, this helps the search 

explore the entire search space. Gradually this T  is lowered and the potential search space 

shrinks until it converges on the global optimum. The number of solutions evaluated 

(attempts) and the number of solutions accepted (successes) at each tem perature are also 

input parameters. These parameters determine how extensive a search is carried out before 

the T  is lowered.

If we reduce both the initial temperature and the iterations of search at each temper

ature we can confine the search to a more local region of the solution space. Sequential 

searches from random starting points will therefore be able to imcover several regional 

optima rather than one solution close to the global optimum. These factors encourage 

diversity amongst the set of bicluster seeds and hopefully reveal the full set of functional 

modules within the gene expression dataset. The seed search phase of BUBBLE is illus

trated  below in Figure 5.2.3.

This method of diversifying the resulting bicluster seed set also has the added effect of 

removing the need for masking discovered bicluster solutions, as described in section 4.3.1. 

This fact means that the data matrix's integrity is maintained and remains unaffected by 

possible random interference that masking may cause (Yang et al., 2003). Each regional 

optimum is then used as a seed and is subsequently expanded in size to model the larger 

set of relationships within the full bicluster. This seed expansion phase is described in 

detail in the following section.

5 .2 .4  Seed E xpansion

Upon locating a diverse set of highly correlated seeds via the seed search phase, the sec

ond deterministic phase of BUBBLE, seed expansion, ensues. This second phase involves 

expanding the seeds by adding the ‘best fitting’ or most correlated rows and columns 

from the remainder of the dataset. The correlation of each of these remaining rows and 

columns (including those contained within previous seeds) is scored relative to the rows
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B U B B L E  Phase I: Seed Search

V ariab le d efin itions:
X  : current seed solution,
To : starting temperature,
T  : current temperature,
succLimit '■ success limit at each temperature,
a-ttLimit '■ attempt limit at each temperature,
D M  : full data matrix. 
rowsize '■ row size of seed, 
columnsize ■ column size of seed, 
a : cooling rate.

S eed S earch (7 ’o, rowsize, columnsize, succLimit,o,HLimit, D M )
1. initialSeedSoltuion X  «— RandomSolution(rowsize, coiumnsize,
2. To
3. while(biclusterSeed A' not converging)
4. -whWe{attempts <  attLimn AND su ccesses < succLimit)
5. X nsw <— GenerateNewFixedSizeSolution(A'’,D A / ). attempts =  a ttempts  +  1
6 . if(//uScoreOf(A 'Afeti))<//i^ScoreOf(A '^))

7. then(A ' ♦— X nsw), successes =  successes +  1
8. e lse  if( exp(— ■ '' )̂ > random(0,1))
9. then(A ' — X ncw), successes  =  successes +  1
10. T ^ . - l -l + CT
11. return X

F ig u re  5.3: Seed Search.

and cohnnns of the seed. The following formulae, based on the residue score, Equation 

(5.1), are used to score these rows and columns not in the Seed(7, J):

H { I )  =  JYi (5-4)

where i ^  I. All columns (samples) not in the Seed(7, J )  are similarly scored:

1
H[ J )  I  ̂  ̂ ( c tij  ( Îj O-iJ “1“ 0,l j) ( ^ - ^ )

i e i j e J

where j  ^ J .

An im portant attribute of this expansion phase is tha t it adds correlated rows and 

columns regardless of their scale. If we do not allow for rows and columns correlating 

over different scales we risk returning an incomplete bicluster. This factor is discussed 

in (Aguilar-Ruiz, 2005). To achieve this, the rows and columns are first standardized by 

subtracting the mean and dividing by the standard deviation. This brings all rows and

columns to the same scale before scoring.
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Once tlie rows and columns have been scored they are then sorted and the best fitting 

row or column is added in each expansion iteration, this is illustrated in Figure 5.4. As 

our main objective in this study is to capture gene (row) correlations within the natural 

functional modules we only add rows during seed expansion.

Seed

Remaining
Rows

Rescale Rows

Score and Sort Rows

Add Best Fitting Rows and 

Return Full Blcluster

F ig u re  5.4: Illustration of the Seed Expansion phase of BUBBLE.

A simple but nonetheless key question that w'e now encounter is tha t of when to 

halt this seed expansion process. One approach is a user defined score or size threshold. 

However, this parametric method would be somewhat arbitrary as biclusters representing 

natural gene functional modules should be of different sizes and scores.

Ideally this stopping criterion should depend on the natural and varying patterns 

within the dataset. In an ideal scenario one would imagine that any expansion of a 

bicluster beyond it natural size would lead to a noticeable decrease in similarity of the 

rows being added. A method of stopping the seed expansion can therefore be derived from 

observing the trends in the similarity scores of the sorted rows being added to the seed.

It can be seen in Figure 5.5 that this trend is not a smooth gradient and is actually 

interrupted by steps as the dissimilarity increased abruptly as a more ill-fitting row is 

added. These steps may be viewed as partitions in similarity. Our stopping method 

involves recording all growth steps and stopping expansion at the largest step or partition.

The seed expansion phase of BUBBLE is outlined above. This step is more efficient 

than the seed search phase occurring in linear time. The expansion phase merely amplifies
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Expansion Iteration

F igu re 5.5: The trend in row scores as the are added to the seed a t each expansion 
iteration. Steps in the gradient may be observed retrospectively.

B U B B L E  P h a se  II: S eed  E xp ansion

V ariab le defin itions;
r : row. 
c : column.
If : rows in seed.
C  : columns in seed.

S eed E xp an sion (S eed (/? . C)
1. Score all r  ^
2. Score all c ^  C
3. Sort r scores
4. Sort c scores
5. select best scoring r  or c
6 halt expansion a t largest increase in .score
7. return expanded Seed(/?. C)

tlie sub-bicluster signal discovered by the seed search phase and returns the full bicluster. 

The full BUBBLE algorithm  is evaluated in the following section.

5.3 Evaluation of BUBBLE

In the first part of our evaluation we compare our new bicluster scoring m etric {Hv-  

Score) against Cheng and Church’s mean squared residue score (H-score). Following 

th is we go on to  firstly evaluate BUBBLE against a previously published gene expression 

clustering approach (CLARITY). We then  compare BUBBLE against previous Top-Down 

biclustering approaches, including our SAB approach from C hapter 4. This is followed
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by an evaluation of BUBBLE against one of the  best developed bottom -up biclustering 

approaches (SAMBA). Firstly, we describe the three yeast niicroarray datasets used in our 

evaluation.

5.3.1 Y east M icroarray G ene E xpression  D atasets

We use three yeast gene expression datasets in the evaluation of our BUBBLE biclustering 

approach. Unlike expression d a ta  from the larger hum an genome, a yeast m icroarray has 

the potential to capture all the ORFs and functional modules in the genome. The resul

tan t da tase t therefore contains a more complete representation of the functional classes. 

Furtherm ore, a higher percentage of the genome is annotated  and these annotations are 

more accurate as yeast as the model organism in the study of eukaryotic cellular biology.

The first yeast dataset we use in the evaluation produced by Cho et al. (1998). This 

da tase t has been used in previous biclustering (Cheng & Church, 2000),(Bleuler et al., 

2004) and clustering studies (Balasubram aniyan et al., 2005). We also used Cho’s dataset 

which contains 6,178 genes, 17 conditions and 6,453 missing values. Rows containing many 

missing values were removed givmg 6,145 rows with 5,846 missing values. Missing values 

were rej^laced by random  values generated between the first and th ird  quartiles of the d a ta  

range. This reduces the im pact of these im puted values on the structure  of the dataset 

and avoids introducing new outliers.

The second d a ta  set is from a yeast cell growth study  ̂ with 6,221 genes and 80 

samples. These samples are related to tim e course analysis of yeast cell cultures during 

the cell cycle, sporulation, and diauxic shift experiments. This dataset was produced by 

Eisen et al. and had previously been used in clustering studies (Vilo et al., 2000; Eisen 

et al., 1998). This dataset initially contained 15,326 missing values but this was reduced 

to  3,533 with the removal of all rows containing extensive (^25%) missing values. This 

yielded a dataset of 5,888 genes. The missing entries were replaced as above.

The th ird  expression d a ta  set comes from a yeast cell stress study^ in which yeast cells 

w'ere grown under various environm ental conditions (Gasch et al., 2000). This d a ta  set 

contains the expression levels of 6,152 genes m easured over 173 conditions. This dataset 

contained 22,179 missing values but this was reduced to  8,418 by the removal of the  worst 

affected rows and columns. These missing entries were im puted from as above and yielded 

' h ttp :/ /ra n a .lb l.g o v /E ise n D a ta .h tm
 ̂h ttp: / / www-genome .Stanford. ed u /yeast .stress/data .sh tm l

95



a datase t of 6,113 rows and 150 conditions.

We annotated  all genes in our dataset using the  M IPS (Munich Inform ation centre 

for P rotein  Sequences) on-line functional catalogue (Mewes et al., 2002) by assigning the 

top-level annotations as the ORF labels. Note th a t around 1500 ORFs in each expression 

dataset are actually labelled as category 99 (Unclassified). These annotations were used 

to  evaluate the  correspondence of the discovered biclusters to the natural gene functional 

modules, which is the principle validation m easure in our evaluation.

5.3.2 Evaluation of M etrics

The first part of our evaluation involves a comparison of the H-Scove and the ifu-Score 

m etrics and their ability to discover good seeds within expression data. We achieve this 

by im plem enting the Seed Search algorithm  with both  scores. In Figure 5.6 we graphically 

illustrate the difference between the seeds found with each metric. The i/v-Score discovers 

seeds th a t contain genes w ith significant correlations over high variances, 5.6(b). These 

correlations missed by the biased mean squared residue which discovers relatively flat 

correlations over the lower levels of gene expression. 5.6(a).

(a) Best Seed Discovered Using the H-Score (b) Best Seed Discovered Using the Hv-Scme

3 5 .

2.5 i 

1  1.5 •
« 
c
.2 0.5 '
I/I

5- -0.5 i
UJ I

.1.5 I 
I

-2.5 !

2.5

1.5

0.5

g- -0.5

S am ples S am ples

F ig u re  5.6: Here we present the best scoring seed found with the H-Scove (a) and the 
i/v-Score (b). The i?t>-Score discovers correlations missed by the low variance biased 
//-Score.

The next step  is to  discern whether this more significant correlation translates into dis

covering seeds with higher functional enrichment i.e. seeds with a higher predom inance of 

genes from one functional category. As m entioned in section 5.3.1 labelling our genes from 

the MIPS functional database allows us to utilize such a validation technique. This allows
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Table 5.1: Comparison between the if-Score and the Hv-Score. 10 bicluster seeds dis
covered by Seed Search with each metric. The percentage enrichment of the Dominant 
Functional Category (D.F.C.) and MIPS code and name are also listed.

/ / —Score H vScore
Seed D.F.C. MIPS Category D.F.C. MIPS Category

1 40% 99: Unclassified ORFs 70% 12: Protein Synth.
2 50% 14: Protein Fate 60% 10: Cell Cycle
3 30% 01: Metabolism 40% 99: Unclassified ORFs
4 40% 14: Protein Fate 90% 11: Transcription
5 60% 14: Protein Fate 60% 12: Protein Synth.
6 40% 32: Cell Rescue 50% 99: Unclassified ORFs
7 40% 99: Unclassified ORFs 50% 14: Protein Fate
8 20% 12: Protein Synth. 40% 99: Unclassified ORFs
9 50% 14: Protein Fate 50% 12: Protein Synth.
10 40% 14: Protein Fate 70% 10: Cell Cycle

us to label each seed with the class of the dominant functional category (the functional 

category with he highest representation in the bicluster). A high functional enrichment 

implies an accurate modelling of the underlying gene functional module. In Table 5.1 

we present the first 10 seeds found in the yeast dataset using each metric. We see that 

the //f-Score does indeed locate seeds with a higher functional enrichment. The seeds 

found by the biased //-Score have, on average, only 40% functional enrichment whereas 

those found using the Hv-Scove have, on average, 60% enrichment for the functional cate

gories. In the subsequent sections of the evaluation we now focus on the validation of our 

BUBBLE biclustering algorithm.

5.3 .3  C om parative E valuation  w ith  C lustering

In this section of the evaluation we compare our biclustering method, BUBBLE, to the 

published results from a recently developed clustering method called CLARITY (Balasub- 

ramaniyan et al., 2005). This approach was also evaluated using the full yeast cell cycle 

dataset from Cho et al. and evaluated using labels from the MIPS database.

Biclustering has the potential to discover gene relationships only evident over a subset 

of samples, however this subset still needs to be significant in size. We chose a minimum 

condition size of 10 for our bicluster seeds. As BUBBLE has a stochastic seed search step 

we retrieve 100 biclusters to achieve good coverage within the dataset. The clusters and 

biclusters were again evaluated by examining their functional enrichments. The dominant

97



Table 5.2: A comparison between the clusters and biclusters found in the yeast cell cycle 
dataset. The total genes or Open Reading Frames (ORFs) within each grouping {k) and 
number of ORFs belonging to the MIPS functional category are listed.

C lustering (C L A R IT Y ) B iclustering (B U B B L E )
D o m in a n t FC  

(M IP S  C o d e)

O R F s  

in  k

O R F s  

in  FC

F u n ctio n a l

E n r ich m en t p

O R F s  

in  k

O R F s  

in FC

F u n ctio n a l

E n r ich m en t p

12 : P r o te in  S y n th e s is 43 33 77% 9 x 1 0 ^ ^ “ 45 40 89% 8 X 1 0 “ ^®

10 : C e ll C y c le  &: D N A 113 64 57% 8 x  10“ ^^ 36 25 69% 2 X 1 0 ~ “

11 : T ra n scr ip tio n 61 24 39% 3 X 1 0 ” '* 15 9 60% 1 X 1 0 “ ^

02 : E n erg y 201 33 16% 7 x 1 0 “ ''' 15 '■7 47% 6 X I O" ^

14 : P r o te in  F ate 86 19 22% I x l 0 “ 15 6 40% 2 X 1 0 “ ’

0 1 .0 5  : C -C o m p o u n d

M e ta b o lism 201 32 16 % 3 x  10“ ^ 21 6 40% 3 X 1 0 “ ^

0 1 .0 1  : A m in o  A cid

M e ta b o lism 77 9 12% 2 x  1 0 - ^ 17 3 18% 9 X 1 0 “ '

functional category in each cluster or bicluster was used to label the grouping. We present 

the results of this evaluation in Table 5.2. The best clusters from each functional category 

discovered by CLARITY are given on the left. It can be seen tha t for each cluster discov

ered by CLARITY our method finds biclusters with higher functional enrichment. These 

results validates the use of biclustering over clustering and demonstrates the prospect of 

finding more significant signals when searching over a reduced set of samples. Further

more, BUBBLE also discovers biclusters with dominant functional categories not found by 

clustering, these are presented in Table 5.4 in the next section. We now go on to evaluate 

the use of the top-down approach over the bottom-up approach.

5 .3 .4  C o m p a ra tiv e  E v a lu a tio n  w ith  T o p -D o w n  B ic lu ste r in g

For completeness, in this section we compare our bottom-up based BUBBLE approach to 

previous top-down biclustering approaches. We look at a Cheng and Church based method 

and our previous SAB method from Chapter 4. The Cheng and Church based method is 

identical to tha t described in section 3.4.2, except with the minimal bicluster size set to 10 

rows X 10 columns. Unlike BUBBLE these other methods require a (5-threshold. To ensure 

a fair comparison we chose the (5-threshold such tha t the sizes of the discovered biclusters 

were of similar size to the biclusters discovered by BUBBLE. As can be seen in table 5.3 

BUBBLE outperforms both top-down approaches in terms of functional enrichment. In 

the case of SAB however, which uses the mean squared residue score to measure bicluster
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T a b le  5.3; A comparison of BUBBLE against previous top-down biclustering approaches. 
The bicluster with the highest functional enrichments are m arked in bold.

T o p -D o w n  A p p ro a c h e s

F u n c tio n a l  C a te g o ry B U B B L E
C h e n g  & C h u rc h  

B a se d
S A B

(H-Score)
SA B

(Hv-Score)
01 : M etabolism 60% 39% 41% 51%
02 : E nergy 47% 24% 23% 24%
10 : Cell Cycle & DN A 69% 31% 38% 36%
11 : T ranscrip tion 60% 42% 45% 39%
12 : P ro te in  Synthesis 89% 35% 53% 52%
14 : P ro te in  Fate 40% 43% 50% 35%
16 : P ro te in  w ith
B inding Function 42% 33% 38% 35%
20 : C ellu lar T ran sp o rt 65% 35% 43% 36%
42 : Biogenesis of Cellular
C om ponents 44% 36% 39% 30%
99 : Unclassified O R Fs 63% 33% 38% 43%

fitness, it might be supposed th a t the improvement is due only to  the use of the improved 

Hv-Score. To test the top-down approach in isolation we also run a variant of SAB th a t 

uses the Hv-Score. It can be seen th a t BUBBLE also achieves improved results over this 

version of SAB, vahdating the bottom -up strategy. In the next evaluation section we will 

compare BUBBLE with a well known bottom -up biclustering technique.

5 .3 .5  C o m p a r a t iv e  E v a lu a t io n  w i th  S A M B A

A biclustering m ethod called SAMBA (Statistical-A lgorithm ic M ethod for Bicluster Analy

sis) has been developed previously by Tanay et al. (2002). SAMBA has been discussed in 

section 3.4.2. SAMBA represents one of the best developed biclustering m ethods and is 

implem ented within a software package called Expander (Shamir et al., 2005). We again 

use Clio’s yeast cell cycle dataset in this evaluation. SAMBA discovers 24 biclusters within 

this dataset. To compare these two differing biclustering m ethods we selected the best 

biclusters for each M IPS functional category discovered by each approach. In Table 5.4 

we present the best biclusters, discovered by SAMBA and BUBBLE, from each of the 

18 MIPS functional categories. We can see th a t, for Cho’s yeast dataset, BUBBLE dis

covers more significant biciusters, in term s of functional enrichment, in 14/18 categories. 

Interestingly both  m ethods discover a similar d istribution across the  functional categories. 

This supports the inference th a t th is is the natural d istribution in the dataset.
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Table 5.4: Comparison between SAMBA and BUBBLE on the yeast cell cycle dataset. 
The most enriched bicluster for each functional category is presented. The best functional 
enrichment achieved over the two approaches is marked in bold.

SA M B A  B U B B L E

F unctional C ategory
(M IPS C ode)

O R F s in 
B icluster

O R Fs 
in FC

Functional
E nrichm ent p

O R Fs in 

B icluster
O R Fs 

in FC
F unctional
E nrichm ent P

01 : M etabolism 20 12 60% 8 X 1 0 “ ^ 15 7 47% 3 X 1 0 “ '

02 : E nergy 60 11 18% 5 x 1 0 “ ^ 15 7 47% 6 x  10 “ ^

10 : C ell C ycle  & D N A 16 11 69% 3 X 1 0 “ ^ 36 25 69% 2 X 1 0 “ "

11 : Transcription 29 6 21% 1 X lO" 15 9 60% 0 x 1 “ ^

12 : P rotein  Synthesis 43 21 49% 0 x 7 “ ' ^ 45 40 89% 8 x 1 0 “ ^®

14 : P rotein  Fate 

16 : P rotein  w ith
20 4 20% 1 x 1 0 ° 15 6 40% 2 x 1 0 “ '

B ind ing  Function  

18 : P rotein  A ctiv ity
20 5 25% 8 x 1 0 “ ' 17 7 41% 9 x  1 0 “ ^

R egu lation 0 0 0% Ox 10° 15 3 20% 7 x 1 0 “ ^

20 : C ellular T ransport 
30 : C ellular C onim .

17 6 35% 2 x 1 0 “ ' 17 11 65% 1 x 1 0 “ '*

Signal T ransduction  

32 : Cell R escue,
16 2 13% 3 x 1 0 “ ' 15 2 13% 3 x 1 0 “ '

D efence &c V iru lence  
34 ; Interaction  w ith

32 6 19% 3 x 1 0 * ° “ ' 20 6 30% 3 x  1 0 “ ^

th e  C ellular Environ. 
38 : T ransposable

18 3 17% 4 x 1 0 “ ' 15 6 20% 3 x 1 0 “ ^

E lem ents 18 1 6% 2 x 1 0 “ ' 77 4 5% 6 x  10“ ^

40 : Cell Fate 47 6 13% 8 x  10“ ^ 17 4 24% 2 x  10“ ^

41 : D evelopm ent
42 : B iogenesis o f

18 1 6% 3 x 1 0 “ ' 17 2 12% 4X 10“ ^

C ellular C om ponents  
43 : Cell T ype

27 8 30% 1 x 1 0 “ ' 16 7 44% 2 X 1 0 “ ^

D ifferentiation 16 3 19% 3 x 1 0 “ ' 15 6 27% 2 x  10“ ^

99 : U nclassified O R Fs 17 7 41% 5 x 1 0 “ ' 16 10 63% 1 x 1 0 “ ^

We also compare BUBBLE and SAMBA using the two additional yeast expression 

datasets published by Eisen and Gasch and described in section 5.3.1.

These are larger datasets with Eisen’s containing 80 experimental samples and the 

Gasch’s dataset containing 150 samples. As a result, the Seed Search phase can be set to 

discover seeds over 20 experimental samples and thus provide more support for the gene 

correlations within the biclusters.

The comparison of BUBBLE and SAMBA over all three yeast datasets - Cho, Eisen 

and Gasch, is presented in chart form in Figure 5.7. It can be seen tha t BUBBLE (blue
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Figure 5.7: Comparison of best biclusters, for each MIPS functional category, found by 
SAMBA and BUBBLE over the three yeast datasets.

bars) also performs well against SAMBA (gray bars) over the Eisen and Gasch datasets. In 

the Eisen dataset BUBBLE achieves a higher functional enrichment than SAMBA in 11/18 

functional categories. Note tha t all BUBBLE wins involve biclusters with more significant 

enrichments (>50%). BUBBLE also beats SAMBA in the Gasch dataset achieving higher 

functional enrichments in 11/18 cases. Again note tha t BUBBLE wins in all but 2 of the 

8 most significant functional enrichments (>50%). Interestingly, in all three datasets both
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SAMBA and BUBBLE discover biclusters in which the dom inant functional category is a 

group of unclassified ORFs. In such biclusters putative functions may be inferred for these 

unclassified ORFs by examining the annotations of known genes in the bicluster. However 

the  support for such inferences increases greatly w^hen unclassified ORFs are grouped 

within a bicluster w ith a high functional enrichment for a known MIPS category. Such 

m ethods of putatively annotating unclassified ORFs are the subject of the next chapter.

5.4 C onclusions

In this chapter we have introduced our BUBBLE algortihm  which combines a new bottom - 

up biclustering m ethod based on sim ulated annealing and a new bicluster quality metric, 

the Hv-Scove. Firstly, we dem onstrated th a t the Hv-Scove  enables the discovery of more 

significant bicluster signals than  Cheng and Church’s i/-Score by removing the bias toward 

low variance biclusters. We then showed th a t this removal of bias aids in discovering more 

highly functionally enriched bicluster seeds.

The full BUBBLE biclustering approach was then evaluated against several clustering 

and top-down biclustering techniques, and was shown to retrieve biclusters th a t better 

reflect the  gene functional modules in the cell.

We then went on to show th a t BUBBLE outperform s the popular biclustering tech

nique of SAMBA over three diff'erent yeast gene expression datasets. BUBBLE discovers 

biclusters th a t show a higher functional enrichment over a m ajority of the 18 M IPS func

tional categories in all three datasets.

In the following chapter we will now explore the gene relationships w ithin these bi

clusters in greater detail and utilize BUBBLE, and further extensions, to  a ttem p t to 

functionally classify, as yet, unclassified yeast ORFs.
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C hapter 6

Functional Classification of 

U nannotated ORFs

6.1 Introduction

In chapter 5 we presented our BUBBLE bichistering approach and validated it against 

prominent clustering and biclustering methods. In particular, we showed tha t BUBBLE 

performs well against the established SAMBA biclustering algorithm, discovering biclus

ters that better reflect the natural functional modules within yeast.

The goal of discovering groups of co-regulated genes, and thus modelling the gene 

functional modules, is one of the primary aims of microarray data analysis outlined in 

the introduction to Chapter 2. In this chapter we will now' focus on developing methods 

to support another aim also listed here, tha t of the functional annotation of unlabelled 

genes. On a technical point, these unannotated ‘genes’ are more correctly referred to as 

open reading frames (ORFs). Although their structure in the DNA sequence conforms to 

that of a gene (see section 2.2.2) they have as yet no verified functional product.

In this chapter we again utilize our three yeast datasets described in section 5.3.1 and 

labelled from the MIPS gene functional database. We will now employ our BUBBLE 

biclustering approach, and further extensions, to assign putative functions to unclassified 

ORFs within these datasets. One way to achieve this is to firstly examine our BUBBLE 

scilution set for biclusters tha t have a high functional enrichment for a particular fimc- 

tional module. If unclassified ORFs are also grouped within this enriched bicluster it is 

possible tha t they may also share this function. A next step is to attem pt corroborate this
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pu ta tive  annotation with some external supporting evidence. The ORF may, for example, 

have some sequence homology (protein or nucleotide) with o ther genes from the proposed 

functional class. The literature too, might also contain some experim ental evidence th a t 

supports  the assigned function. Evidently, these sources of evidence are not firm enough 

to  enable a confident functional annotation in themselves but they may still support our 

pu tative  annotation.

A further way in which we may a ttem p t to  functionally annotate unclassified ORFs 

is to  develop classifiers. In our case this is performed as follows. Firstly  we carry out 

biclustering on a set of fully classified ORFs from yeast. We may then use the fully labelled, 

functionally enriched biclusters from this set as ‘classifiers’ to  label sets unclassified ORFs 

w ith  similar expression profiles. This m ethod allows more control over the classification 

th an  the previous m ethod outlined above. Furtherm ore, this classification approach may 

also be evaluated by additional internal means, namely by carrying out cross validation. 

Before we examine our two ORF classification technicjues we shall further describe our 

m ethods of annotation validation.

6.2  V alidation o f  A n n o ta tio n s

Upon putatively assigning a functional annotation to an unclassified ORF via com puta

tional m ethods the next step might appear to  be a ‘wet lab ’ based validation. However, 

bearing in mind the tim e and costs involved, we should firstly a ttem p t to  further validate 

our putative annotations internally, using our dataset, an d /o r externally, by consulting 

o ther existing sources of ORF functional information.

6.2.1 External Sources of Validation

One m ethod of evaluating our ORF annotations is to seek out additional functional infor

m ation from external sources. The Saccharomyces Genome Database^ (SGD) is a database 

containing information on the molecular biology and genetics of the yeast. This database 

represents a consolidated source of protein and nucleotide sequence d a ta  plus informa

tion regarding gene function from the experim ental literature. The database also contains 

tools such as BLAST, which enables homologies in protein and nucleotide sequences to  be 

investigated.

'  h ttp : / / www.yeastgenome.org
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As the sequence of amino acids in a protein dictates the manner in which it folds and 

its three dimensional structure, which is inextricably linked to its function, homological 

amino acid sequences may share a similar function. Therefore it is possible tha t our in 

silico functional annotations may be corroborated by discovering some sequence homology 

with other proteins in this functional class. This homology in most cases is likely to be 

fairly limited, as if it were strong it would probably have already led, directly or indirectly 

(through experiment), to a functional classification.

Another source of functional validation may be available from existing ‘wet lab’ ex

perimental results. Again these results are likely to be far from conclusive, or the ORF 

would not have remained unclassified, but still this information may not conflict with our 

putative functional annotation.

In this chapter we utilize functional evidence from the above sources in an attem pt to 

validate our putative classifications, and consequently, our in silico methods.

6.2.2 Cross Validation

Our second method of unclassified ORF annotation involves using the biclusters found 

in fully annotated data as classifiers. In general, a classifier may be internally evaluated 

by using cross validation. This method involves employing the classifier in question to 

classify already labelled data and then observing its accuracy.

To achieve this we firstly split the labelled data, in this case a set of classified yeast 

ORFs, into a training set and a test set. After using BUBBLE to bicluster the training 

data, functionally enriched biclusters are then selected and used to classify the test set. 

then calculate the accuracy of our classifier. This accuracy should hopefully indicate how 

well our classifier will perform when applied to unlabelled data, in this case unclassified 

yeast ORFs. In order to strengthen our cross validation we can take a different test set 

from the same data and repeat the process until we have tried all possible disjoint test sets. 

The size of the test set and therefore the number of times (folds) we repeat the testing 

process may depend on the dataset size or the domain. In our case the natural ratio of 

annotated ORFs to unclassified ORFS in the yeast data is 3:1. We thus choose to perform 

a 4-fold cross validation. This process is further detailed and illustrated in section 6.4.
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6.3 O RF A nnotations from A nalysis o f B iclusters

Upon analysis of the genes within our bicluster results in Chapter 5 we noted tha t in some 

cases unclassified ORFs were grouped within biclusters with high functional enrichment for 

one particular IvIIPS functional category. As these unclassified ORFs have an expression 

profile similar to the expression signature of a group of functionally related genes, there is 

a possibility that they might share this fimction. Using this information we may attem pt 

to assign putative functions to these unclassified ORFs. As mentioned, we would ideally 

like to support these annotations with other sources of functional information from the 

SGD.

In Figure 6.1 we present three of the biclusters discovered in the yeast expression 

dataset. These biclusters contain a high enrichment of genes involved in (a) Cellular 

Transport, (b) Cell Cycle &; DNA Processing and (c) Transcription. The functional en

richment for the bicluster is also given in the form of a ratio. These biclusters contain 2, 

4 and 1 unclassified ORFs respectively (profiles highlighted in bold). Beneath each graph 

we list the names of the ORFs and any available external evidence to support our putative 

annotation.

Two unclassified ORFs are grouped within a Cell Transport enriched bicluster. One 

in particular YMR071c, has been shown to locahze with YOL018C, a member of this 

functional class. Most of the unclassified ORFs grouped within the Cell Cycle & DNA 

processing bicluster were dubious ORFs that overlap known genes. However, this bicluster 

also contained the unclassified ORF YPL267W. Significantly, this ORF has already been 

postulated to be a potential substrate of the cell cycle regulator Cdc28p. Another bicluster, 

rich in genes from the Transcription functional category, contained the unclassified ORF 

YLR073C. YLR073C was found to have some homology with ORF YOR290C, which 

is a member of this functional class, specifically a catalytic subunit of the SW I/SNF 

chromatin remodelling complex involved in global transcriptional regulation. Its amino 

acid alignment from SGD is given below;

YLR073C 82 YIHKREYLQLIKLEVPAVCKII-ESLRTQIDSQYSKLQTSLXXXXXXXXXXXXT-TPVQVEQQP---------LPK-----KSFDEYSFNQSISFFQKISNAQLNTG 172
YI K L L K V V II E R + ++Q SKL +L T TP Q P LPK KSFDE+ FN + F A NTG

Y0R29OC 875 YIIKERAL-LSK— VKWVHMIIDEGHRMK-NAQ-SKLSLTLNTHYHADYRLILTGTPLQ-NNLPELWALLNFVLPKIFNSVKSFDEW-FN— TPF-----A— NTG 964

Some of the unclassified ORFs found above represent dubious open reading frames 

(ORFs tha t are unlikely to code for functional products, overlap known genes and whose 

apparent expression could be as a result of cross hybridization on the array). This means
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Unclassified Supporting Unclassified Supporting
ORFs in (b) Evidence ORFs in (b) Evidence
YML030W Localizes to mitochondrion. YBR089W Dubious ORF.
YMR071C Localized to late Golgi vesicles YDL009C Dubious ORF.

with YOL018C in this class. YNL303W Dubious ORF.
YPL267W Potential Cdc28p substrate.

S a m p l e s

(c) T ra n s c r ip t io n  (9 /1 5 )

2

0

■1

I•2

Unclassified Supporting
ORFs in (c) Evidence
YLR073C Protein sequence similarity to 

gene (YOR290C) in this class.

F ig u re  6.1; Three biclusters, from the 
set of biclusters discovered by BUB
BLE in C hapter 5, th a t contain a dom 
inance of a MIPS functional category 
plus one or more unclassified ORFs (pro
files m arked in bold). The tables below 
each graph lists the unclassified ORFs 
and any additional evidence th a t sup
ports this functional annotation. Some 
ORFs are dubious and overlap known 
genes and are therefore unreliable. How
ever some unclassified ORFs, namely 
YMR071C, YPL267W  and YLR073C, 
are likely to  produce functional proteins 
and have additional evidence th a t sup
ports our functional classification.

th a t their apparent expression levels could be due to  cross hybridization. These ORFs 

are removed from the dataset in section 6.4. However, some other ORFs, known to 

produce protein products, are supported by corroborative functional evidence in the form 

of previous experim ental results and some weak amino acid sequence homology. This fact 

supports our putative classification and the ability of the BUBBLE biclustering algorithm  

to model the natural functional modules.

Through observation of the above results it occurred to us th a t it m ay be possible
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engineer a slightly different and more controllable technique to increase the number of 

unclassified ORFs tha t may be armotated. This method is outlined in the following section.

6.4 C lassification o f U nannotated  Yeast O RFs

In the last section we took biclusters with a high functional enrichment for one functional 

category tha t also some unclassified ORFs and putatively assigned these ORFs to this 

functional category. In this section we take an alternative, but perhaps more dependable 

approach. Firstlj^ we split our dataset into two sets, representing the classified and un

classified ORFs sets. This equates approximately to a 3:1 split in the case of the yeast 

datasets. Using BUBBLE, we then bicluster the classified set in an effort to produce fully 

labelled, functionally enriched biclusters. These biclusters are then used a ‘classifiers’ and 

are applied to the set of unclassified ORFs. In a method similar to the Seed Expansion 

])ha*se, discussed in section 5.2.4, we expand these biclusters by adding ORFs with similar 

profiles from the unclassified set.

Before we proceed with this approach however, we carry out a 4-fold cross validation 

on our classifier. We first divide our classified ORF set into a 3:1 training to test set split 

(tlie natural unclassified to classified ratio in yeast).

Fully Annotated 
Set of ORFs

Step 1. 
4 -fo ld  S p ilt

7S% Tralnbig 80c

25% Tm t 8«t

Step 2. 
BU BBLE 

B tc iu s te r tn g

Step 3.
U se  b ic lu s te r  B to  

c la s s i f y  O R F s  
fro m  T e s t  S e t.

YOR215C B • 
YPL225W B - 
YPL238C C •

Step 4. 
E x a m in e  

a c c u r a c y  o f  
a n n o ta t i o n s .

F ig u re  6.2: Cross validation of ORF classification.

Ill practice this involves withholding 25% of our classified ORFs as a test set and using 

BUBBLE to bicluster the remaining 75% training set. The most highly enriched biclusters 

for each MIPS functional category are the used to classify the 25% test set. We then look
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(a)Clio Yeast Dataset
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(c)Gasch Yeast Dataset
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100%  ....................... ........................................
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cjv ^

M IPS F u n c t io n a l  C a te g o ry

F igu re  6.3: The correspondence of classification accuracy to bicluster (classifier) enrich
ment for each MIPS functional category for the three yeast datasets.

at how well our classifier corresponds to the real gene annotations. This is repeated 4 

times, once for each 25% subset and represents one roimd of 4-fold cross validation. To 

ensure that our split did not affect the outcome we repeated this process with a different 

4-:bld split and averaged our results. This validation technique is illustrated in Figure 6.2.

The results of the cross validations for all three yeast datasets can be seen in Figure 6.3. 

It can be seen from these bar charts that classification accuracy corresponds well to the 

enrichment of the bicluster used as the classifier. We can see that biclusters found in the 

training set with a high functional enrichment can be used as reasonably reliable classifiers
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to label ORFs from the test set. For example, in all cases in which a bicluster has over 

80% functional enrichment, a classification accuracy of greater than 70% is achieved. Note 

th a t a high enrichment, and subsequent classification accuracy, is consistently attained for 

the Protein Synthesis functional category over all three yeast datasets.

Now tha t we have validated the accuracy of our classifiers technique we can now apply 

this technique to classify members of the set of unclassified yeast ORFs. To begin, we 

firstty ‘tra in ’ our bicluster classifiers by running BUBBLE on the full set of classified yeast 

ORFs. We then label our biclusters according to their dominant functional category. We 

then use these enriched bicluster classifiers to classify our unclassified ORF set. To avoid 

the retrieval of dubious, overlapping ORFs, as occurred in section 6.3, and focus more 

reliable ORFs we first removed all these ORFs (?»500) from our unclassified set.

To strengthen the support for our ORF classifications we then applied this classification 

strategy to each of the three yeast datasets described in section 5.3.1. The hope is that 

at least some ORF functional classifications may agree across two or more datasets. This 

will thus increase the support for such annotations.

The results from this process can be seen in Table 6.1. Here we present all the unclas

sified yeast ORFs that had consistent (agreeing) classifications across two or more of the 

yeast datasets. The rows refer to the unclassified yeast ORFs, the columns represent the 

MIPS functional categories and the entries refer to the Cho (c), Eisen (e) and Gasch (g) 

datasets. Where a classification agrees across all datasets an emboldened A is entered.

From the table we can see that the functional classifications of 193 ORFs agree across 

two or more datasets. Here we see that there are seven functional classes represented. 

Transcription (TR) is the most highly represented functional class with 84 ORFs. This 

is followed by Metabolism (MB) with 81, Protein Synthesis (PS) with 48, Biosynthesis of 

Cellular Components (BS) with 5, Energy (EN) with 4 and finally Cell Transport (CT) 

and Protein Fate (PF) with only 1 classification each. This sum exceeds 193 as there are 

29 ORFs with shared annotations.

Most of these ORFs with shared classifications (19) are classified as being within both 

Protein Synthesis and Transcription categories. This is perhaps not too surprising as these 

f inctional classes represent the two consecutive stages in the expression of a proteins also 

they have some verified overlap in the MIPS database.

The gene YOR215C is especially interesting in this regard, being shared across four 

f'lnctional classifications, namely Metabolism, Energy, Protein Synthesis and Biosynthesis
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T able 6.1: 193 functionally unclassified yeast ORFs th a t are consistently assigned to  the 
same m ip s  functional class over two or more datasets, (Cho (c), Eisen (e), Gasch (g)). 
O RFs th a t have the same classification over all three datasets ( a )  are m arked in bold. 
MIPS abbreviations are M B(M ETABOLISM ), E N ( e n e r g y ) ,  t r ( t r a n s c r i p t i o n ) ,  p s  ( p r o t e i n  

SYNTH ESIS), PF(PRO TEIN FATE), CT(CELLULAR TRA NSPO RT), BS(BIOSYNTHESIS OF CELL. COMP.)

MB E N T R P S  P F  C T B C M B E N  T R  P S  P F  C T  B C M B  E N T R P S  P F  C T B C

Y A L046C ge Y G R 1 8 7 C A ge Y M L 108W ge
Y A L049C ec Y G R 196C ec Y M R 027W ge
Y A R 0 2 7 W A Y G R 2 1 0 C A ge Y M R 031C ge
Y B L 055C gc Y G R 237C ge Y M R 040W ge
Y B R 025C ge Y G R 2 8 3 C A ge Y M R 074C gc
Y B R 053C gc Y G R 295C ec Y M R 090W ge
Y B R 162C gc Y H L 0 2 1 C A gc Y M R l lO C A
Y B R 271W ge Y H L 029C gc Y M R 157C ec
Y B R 287W ge Y H L 039W ge Y M R 181C ge
Y C L 002C gc ge Y H R 049W ge Y M R 187C ec
Y C L 0 2 8 W A Y H R 087W ge Y M R 1 9 5 W  A
Y C L 036W ge Y H R 097C ge Y M R 247C gc
Y C L 042W ge Y H R 1 6 2 W A Y M R 259C gc
Y C R 016W ge ge Y H R 209W ge Y M R 265C ec
Y C R 030C ge Y IL 027C ge Y M R 2 6 6 W A
Y C R 054C ge Y IL 039W ge Y M R 289W ge
Y C R 061W gc Y IL 041W ge Y M R 310C gc
Y C R 0 7 2 C A Y I L 0 6 4 W A ge Y M R 3 1 5 W  A
Y D L 012C gc Y IL 077C ec Y M R 321C gc
Y D L 0 6 3 C A Y IL 087C ge Y NLOlOW ge gc
Y D L 0 7 2 C A Y I L 0 9 6 C A ge Y N L 022C ge
Y D L llO C gc ec Y IL llO W ge Y N L 024C gc
Y D L 157C ge Y IL 1 2 7 C A ge Y N L 050C ec
Y D L 167C ge Y IL 136W ge YNLIOOW ge
Y D L 204W ge Y IR 016W ge Y N L 115C ge
Y D R 0 0 3 W A Y JL 048C gc gc Y N L 149C gc
Y D R 031W ge Y J L 1 2 2 W A Y N L 194C ge
Y D R 1 3 4 C A "J 'JL IS IC ge ec Y N L 2 0 0 C A
Y D R 152W ge ge Y JL 161W ge Y N L 3 0 5 C A
Y D R 161W gc Y JL 162C gc Y N R 024W ge
Y D R 198C ge Y J L 1 6 3 C A gc Y N R 029C ge
Y D R 2 3 3 C ge A Y JL 171C ec Y O L 0 3 2 W A
Y D R 267C ge Y JR 0 0 3 C ge Y O L 0 4 8 C A
^'D R 319C ge Y JR 0 0 8 W ge Y O L 053W ge
^ 'D R 346C gc Y JR 0 8 5 C ge Y O L 083V V A
Y D R 361C ge ge Y JR 1 6 1 C ge Y O R 006C ec
Y D R 391C ge Y K L 0 4 7 W A Y O R 021C ge
Y D R 540C ge Y K L 065C ge Y O R 051C ge ge
Y E L 044W ge Y K L 091C ge Y O R 052C gc
V E R 034W ec Y K L 121W gc Y O R 059C ge
Y E R 049W ge ge Y K L 1 5 1 C A Y O R 091W ge
> 'E R 067W ge Y K R 013W ge Y O R 131C ec
Y E R 079W ge gc Y K R 023W ec Y O R 154W ge
Y E R 156C ge Y K R 0 4 4 W A Y O R 2 1 5 C A gc ec ec
V E R 158C ge ec Y K R 074W ec Y O R 220W ge
^ 'E R 182W gc Y L L 0 1 4 W A Y O R 228C ge
Y E R 186C ec Y L R 051C ge ge Y O R 246C ge
Y F R 0 0 7 W A Y L R 0 6 3 W A ge Y O R 252W ge
Y FR 016C ge Y L R 0 6 5 C A Y O R 315W ge
'j'F R 017C ge Y L R 073C gc ge Y O R 342C ge ge
^ 'F R 048W ec Y L R 143W ge Y O R 394W ec
Y G L 050W ec Y L R 149C ge Y P L 054W ge
V G L 079W ec Y L R 152C ge Y PL 068C gc
V G L 139W gc Y L R 1 9 6 W A ge Y PL 105C ge
V G L140C gc Y L R 204W ec Y P L 1 8 3 C A
^ 'G L 168W gc Y L R 241W ec Y PL 186C ge
Y G L 220W ge Y L R 257W ge ec Y PL 199C gc
Y G L 259W ge Y L R 283W ge Y P L 2 0 7 W A
YGROOIC gc Y L R 287C ge Y P L 225W ec ec
Y G R 053C gc Y L R 297W ge Y P L 245W ge
V G R 079W ge Y L R 323C ec Y PL 278C ec
Y G R 106C gc Y L R 407W ec Y P R 022C gc
Y G R 125W ec Y L R 412W ge Y P R 085C ec
Y G R 130C ge Y M L 018C ge
^ 'G R 149W ge Y M L 030W ec

of Cellular components. This m ight putatively suggest th a t YOR215C is some form of 

regulator. However, the functional information for this ORF is quite sparse. YOR215 has 

been localized to the m itochondrion and has been shown to be captured by YPL204W , a 

protein kinase involved in regulating diverse events, in protein affinity studies.

In such in silico classification it is im portan t ensure, as much as possible, a minimum 

number of false positives. Such com putational results may conceivably be used to direct
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Table 6.2; Open reading frames (ORFs) tha t show consistent classified across all three
yeast datasets. Additional functional information is taken from the SGD._____________

U nclassified  O RF A dditional F unctional E vidence.
C lassified  as M etabolism
YAR027W

YDL072C
Y D R 003W
Y FR 007W
YHL021C

YJL163C
YK L151C
Y M R llO C
YM R195W
Y M R315W
YNL200C
YNL305C
YOL032W
YOL048C
YOL083W
YO R215C

P u ta tiv e  integral m em brane protein. In teracts w ith ubiquitin-like protein  a t  th e  nuclear periphery. 
M em ber of D U P240 gene family.
Endoplasm ic re ticu lum  transm em brane  protein , hom ologue of hum an BAP31.
P robab le  integral m em brane protein. Sim ilarity  to  R c r lp  (involved chitin  deposition).
S im ilarity  to  p an to th en ate  kinases from o th er organisms.
N on-tagged pro tein  localizes to  th e  m itochondria. S im ilarity  (p =  3.7” ®®) to  YM R207C (m ito
chondrial acety 1-coenzyme A carboxylase).
Sim ilarity (p =  3.7e~°®) toYH L036W  (low affinity m ethionine perm ease).
G FP-fusion protein  localizes to  th e  cytoplasm  affinity for MAM33 (oxidative phosphorylation). 
P u ta tiv e  fa tty  aldehyde dehydrogenase.
Required for v iab ility  in rich m edia of cells lacking m itochondrial DNA.
G FP-fusion pro tein  localizes to  cytoplasm  and nucleus. STBS prom oter (pentose phosphate  p /w ). 
Sim ilarity to  hum an TG R -C LIO C , thyro idal receptor for N-acetylglucosamine.
Sim ilarity (p =  3.0~°^) to  Y ER 166W  (p-type ATPase, po ten tial am inophospholipid trans locase). 
M u tan t phenotype is over p roducer of inositol.
Sim ilarity (p =  9.6e“ °®) to  YDL106C (hom eobox transcrip tion  factor (phosphate  m etabolism )). 
H ypothetical protein.
H ypothetical protein.

Classified as Transcription
YLR196W
YCR072C
YDL063C

Y G R187C

Y G R210C
Y G R283C

\'IL 0 6 4 W

YIL096C
YIL127C
YJL122W
YKL047W
YK R044W
YLR063W
YM R266W
Y P L 1830
>’PL207W

P rotein  w ith W D-40 repea ts involved in rRNA processing.
W D -repeat pro tein  involved in ribosom e biogenesis. Localizes to  th e  nucleolus.
G FP-fusion pro tein  localizes to  th e  cytoplasm  and nucleus. S im ilarity  (p =  8.9e“ '®) to  YIL143C 
(com ponent of th e  holoenzym e form of a  RNA polym erase tran scrip tio n  factor T FH H ).
S im ilarity  to  hum an H M G l and HM G2. Sim ilarity (p =  2.7“ *^) to  YLR430W  (nuclear protein , 
p u ta tiv e  helicase. processes tR N A s, rRN A s. and snRN As. Po ten tia l Cdc28p su b stra te). 
G FP-fusion protein  localizes to  th e  cytoplasm .
Deletion m u tan t is resistan t to  fluconazole. G FP-fusion protein localizes to  th e  nucleolus. Simi
larity  (p =  2.2e“ °®) to  YPR 137W  (pre-rR N A  processing).
P u ta tiv e  S-adenosylm ethionine-dependent m ethyltransferase of th e  seven b e ta -s tran d  family. Sim 
ilarity  (p =  1.5e“ ' ' )  toY G R 116W  (transcrip tion  elongation).
Associates w ith precursors of th e  60S ribosom al subunit.
G FP-fusion protein  localizes to  th e  nucleolus.
Shuttling  pre-60S factor. Involved in th e  biogenesis of ribosom al large subunit.
G FP-fusion protein  localizes to  th e  cytoplasm .
In teracts w ith ubiquitin-like protein-specific protease for Sm tSp protein  conjugates.
G FP-fusion protein  localizes to  th e  cytoplasm .
M em brane protein . Over-expression suppresses NaCl sensitiv ity  of sro7 m utan t.
H ypothetical protein.
Sim ilarity (p =  2.3~®®) to YBR198C (involved in RNA pol. II transcrip tion  & chrom atin  m od.).

Classified as P rotein  Synthesis
YLR065C
YCL028W
YDR134C
^■DR233C
YHR162W

^■LL014W

Sim ilarity (p =  l,Oe“ ® )̂ to  YAL053W  (pu tative  FAD tran sp o rte r  in endoplasm ic reticulum ), 
[PIN(-l-)] prion, an infectious protein  conform ation th a t  is generally an ordered protein  aggregate. 
H ypothetical protein,
ER  m em brane protein,
G FP-fusion pro tein  localizes to  th e  m itochondrion. Two upstream  GCN4 binding sites. Sim ilarity 
(p =  6,3e“ °^) to  YGL139W  (a pu ta tiv e  FAD tran sp o rte r  localized to  th e  ER),
G FP-fusion protein  localizes to  th e  endoplasm ic reticulum .

future ‘wet lab’ functional studies. Accordingly, we will now examine, in Table 6.2, those 

38 ORFs that are consistently classified across all three yeast datasets. We also present 

additional functional evidence, in the form of amino acid sequence homologies and previous 

experimental results, retrieved from the Saccharomyces Genome Database (SGD).

W’e can see, in Table 6.2, that 16 ORFs are classified as belonging to Metabolism. 

Interestingly, YFR007W has recognized similarity to the pantothenate kinases from other
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organisms. Pantothenate kinases are involved in the metabolism of cofactors and vitamins 

and co-enzyme A, an im portant enzyme in fatty acid biosynthesis and the citrate cycle. 

YMRllOC is actually a putative fatty aldehyde dehydrogenase. These enzymatic proteins 

are involved in many metabolic pathways such as glycolysis and amino acid synthesis. 

YMRllOC is also located in the mitochondrial outer membrane and in lipid particles. The 

classification of other ORFs to this category is supported by amino acid sequence similarity 

to proteins involved in metabolism. This includes YHL021C, which has similarity to 

YMR207C, a mitochondrial acetyl-coenzyme A carboxylase. The amino acid alignment is 

shown below:

YHL021C 175 KLFQTLVN-LQKFGIAFISGTPSSSSEGL— TIQ— KICERIG--PIRSTVHGEGTFDVNASQATSVNAHYANKDLP— LHTDLPFL--ENVPGFQILQSLPATEGEDPNTRPMNYFVD 
KL L+N L+ I + G S G+ T++ KI R G P + E D SQ ++V N+ LP L L L V S PA E + M + +

YMR207C 720 KL-RVLINRLEN--I--LNGYHENS--GIETTLKELIKIL-RDGRLP---- YSE--WD— -SQISTVR NR-LPRQLNEGLGNLVKKSV-------SFPAKELH KLMKRYLE

283 AFYATRNVRESDFEAYEALQIVPVNYI — -Y-E— -NGD------- KRYYQSKPLIEHHDINEDNTLLGNYEA--L--IK— CINYS 349
N D Y A L Q P  I Y E  N +  K+YY + E HDI E+ LL N L +K Cl S

806  ENT--NDHVVYVALQ--PLLKISERYSEGLANHECEIFLKLIKKYYAVEKIFENHDIHEERKLL-NLRRKDLTNLKKILCISLS 884

YOL048C, has similarity to YDL106C, which is a homeobox transcription factor known 

to regulate phosphate metabolism. The fact tha t the phenotype of the YOL032W deletion 

m utant is characterised by having an overproduction of inositol also suggests involvement 

of this ORF in metabolism.

Many of the ORFs classified as belonging to the Transcriptional functional category

also have some supporting functional evidence. The protein products of some ORFs,

namely YCR072C, YIL127C and YDL063C, have been shown to localize to the region 

where transcription occurs, the cell nucleus/nucleolus. Some ORF products also have 

protein sequence similarity to proteins involved in transcription. YDL063C, for example, 

has some similarity to YIL143C, which is a component of the holoenzyme form of a RNA 

polymerase transcription factor (TFIIH). The amino acid alignment is shown below:

YDL063C 65 DAHMRQLLLKEKLVPIILNKLLNDSNSDI VVESF-GLLRNLSLEEGYDVSIYL-WRSD IWTSITSNFGRIV-ESLSALQAAEQ-QPQL KPAGK-SKI-ESKRLLFDF
D+ M Q+ K+K LL D+NSDI V +S G+ R S +D S YL R D +W S S+ GRI+ E S S L A E Q Q L  P + S I E K  +

YIL143C 9 DSSMNQMDAKDK—  ALLQDTNSDIPADFVPDSVSGMFR— S HDFS-YLRLRPDHASRPLWIS-PSD-GRIILESFSPL— AEQAODFLVTIAEPISRPSHIHEYKITAY —

166 ADNLLSLVVALSNG— SDDI-----LNEI-LTESKIKEIF— QVISQLLKYGVEKLPI — N-LF-NTT-LDLIYDLSSES 230
SL A S G +DDI L + ES IN F IS YG KL I N F TT D++ L +S

79 ----- SLYAAVSVGLETDDIISVLDRLSKVPVAESIIN— FIKGATIS--YGKVKLVIKHNRYFVETTQADILQMLLNDS 249

The protein product of YGR187C also has some sequence similarity to tha t encoded 

by YLR430W, a nuclear protein which is a putative helicase involved in RNA processing.

Lastly, some of the 6 ORFs classified as belonging to the Protein Synthesis functional 

category also have additional supporting evidence suggesting membership of this class.
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YLL014W and YDR233C, have been locahzed to the endoplasmic reticulum (ER), the 

region where protein synthesis occurs. YLR065C has sequence similarity to YAL053W, 

which is a putative FAD transporter in ER). YHR162W has two upstream GCN4 binding 

sites, which is a transcriptional activator of amino acid biosynthetic genes in response to 

amino acid starvation. It also has some amino acid sequence similarity to YGL139W, a 

putative FAD transporter localized to the ER.

All these ORF classifications are, of course, still only speculative and need to be verified 

by direct molecular experimentation. However, such functional evidence may aid in the 

design of such experiments - what experimental conditions to use, what regulators to 

examine etc. But for now, as in the last section, it can be seen tha t in some cases our 

putative functional classifications are supported by other sources of functional evidence. 

This in turn supports this classification method and, as it is an extension of our BUBBLE 

biclustering algorithm proposed in Chapter 5, also supports biclustering this approach.

6.5 C onclusions

The ORF classification methods proposed in this chapter represent ‘knowledge discovery’ 

extensions of the BUBBLE biclustering approach developed and evaluated in earlier chap

ters. In our first preliminary method we simply examined selected biclusters from Chapter 

5 with the aim of making inferences as to the functions of unclassified ORFs. Some of 

these inferences were shown to have supporting functional evidence. We then went on to 

develop a more controllable and verifiable classification method that could be supported 

by cross validation. This involved using biclusters with dominant functional enrichments 

as classifiers to classify members of the unclassified ORF set. This framework represents 

an original notion in this domain and one that could accommodate future biclustering 

approaches. Using this approach we were able to putatively annotate 193 ORFs over two 

or more datasets. 38 ORFs were consistently classified across all three datasets. The 

classifications of many of these ORFs were actually supported by additional functional 

evidence available from the Saccharomyces Genome Database. This functional corrobo

ration validates our classification approaches presented in this chapter. This in turn adds 

further support to our general BUBBLE biclustering approach and its ability to model 

the functional modules within yeast.
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C hapter 7 

Conclusions Sz Future Work

7.1 Introduction

As we have seen in this thesis statistical and machine learning methods are vital if we are 

to fully realise the benefits gene expression microarray analysis. The three aims of the mi

croarray experiment are each supported by different classes of computational approaches.

\\"hen applied to global expression analysis microarray data contains may contain many 

unlabelled genes and samples and many cases in which the labels are far from concrete. 

Furthermore, because the biological systems within cells still contain many dark corners 

gene expression datasets may contain as yet undiscovered classes of genes (functional 

modules) or samples (cell types).

As a result of the unsupervised, nature of cluster analysis, which allows it to model this 

system unbiased by any prior domain labels, is a technique widely employed in the analysis 

of microarray datasets. The added exploratory aspect of this technique also gives it the 

capability of uncovering previously unrecognised relationships within gene expression data 

and the potential to contribute to add to our knowledge of biological systems. As with 

any domain, however, microarray analysis contains many luiique attributes whic;h create 

the need for more tailored approaches.

As discussed in this thesis, the particular nuances in this domain give rise to several 

drawbacks when applying conventional clustering techniques. These issues are largely 

overcome by employing the two-way approach of biclustering in which subsets of genes 

are grouped over subsets of samples. This enables the discovery of local relationships, 

present over a subset of samples, the exclusion of noisj^ features and the modelling of
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potentially overlapping groups. These facets allow biclustering to capture a more accurate 

representation of the gene functional classes.

The contributions in this thesis began on a computational footing as we applied sim

ulated annealing to the bicluster search problem. We saw that this heuristic had the 

ability to carry out more in-depth searches of the vast solution space in the bicluster 

search problem. Having firmly established the validity this search approach by improving 

the Cheng and Church benchmark we then went on to tackle further other outstanding 

issues in this domain. These included the development of an improved bicluster scoring 

metric, the Hv-score, tha t is free from the biases suffered by the widely used iJ-score, 

and promotes the discovery of more significant bicluster signals. We then incorporated 

these two advances within the bottom-up architecture of the BUBBLE biclustering al

gorithm. This novel combination was then validated against the SAMBA benchmark in 

terms of retrieving biclusters that better reflect the underlying functional modules within 

expression data. This thesis then culminates in the development of a semi-supervised 

classification method, built around the BUBBLE biclustering approach, and significant 

‘knowledge discovery’ contribution to the domain of functional genomics.

7.2 T hesis  S um m ary

In Chapter 2 we reviewed the molecular biology underlying the microarray experiment. 

We then went on to discuss the experiment in its two main forms, tha t of Gene-Chips 

and Spotted Microarrays. We then described the necessary pre processing steps tha t need 

to be performed on the raw data generated by the microarray prior to data analysis. In 

the last section of this Chapter 2 we briefly discuss the main computational techniques 

that have been applied to analyse microarray datasets. These various statistical and 

machine learning techniques enable the realisation of each of the goals of the microarray 

experiment. In summary, differential expression analysis enables the functions of genes 

tD be assigned by selecting the genes which show significant expression changes between 

known experimental samples (e.g. diseased vs. normal). Supervised classification can then 

used when there is a sufficient amount of gene and sample labels available. Unsupervised 

classification or cluster analysis on the other hand discriminates between classes on the 

basis of patterns within the data itself.

In Chapter 3 we noted tha t microarray gene expression data may contain many un-
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knowns in the form of unlabelled samples or unannotated genes. Furthermore, gene ex

pression datasets may contain as yet undiscovered classes of genes (functional modules) 

or samples (cell types). These facets make the application of unsupervised learning or 

clustering, which searches for class structure without reference to class labels, a popular 

approach in this area. After a review of cluster analysis as applied to microarray datasets 

we noted some drawbacks of the technique in this context. Firstly clustering is more suited 

to modelling hard partitions within datasets and therefore does not accurately model gene 

functional modules, which may share gene objects. Also, clustering searches for similarity 

over all samples and risks missing significant subset similarities, which occur especially in 

large gene expression datasets. The application of fuzzy clustering and two-way cluster

ing sought to tackle these drawbacks however a more fundamental shift in strategy was 

needed. This came in the form of biclustering, which is the simultaneous clustering of 

genes and samples, introduced to gene expression analysis by Cheng and Church. As the 

number of possible bicluster solutions increases exponentially with the size of the data 

matrix it is necessary to employ an heuristic in search for biclusters. Cheng and Church 

employed a greedy node deletion algorithm based around a bicluster scoring metric they 

termed the mean squared residue. Since then spectral ,graph theoretic and plaid model bi

clustering have been among the more notable alternative biclustering techniques, however, 

approaches based on Cheng and Church’s mean squared residue remain most prevalent. 

We then reviewed these biclustering approaches and found that the various subsequent 

heuristics employed failed to improve on Cheng and Church’s greedy biclustering approach. 

In the conclusion of 3 we proposed the stochastic Simulated Annealing (SA) search tech

nique, which has the potential to better explore solution space, as a possible successor to 

the Church and Cheng’s greedy approach.

In Chapter 4 we developed a simulated annealing based biclustering algorithm (SAB)and 

showed that it has the potential to discover more significant 5-biclusters than Cheng and 

Church’s previous greedy node deletion benchmark. In the first section of this evalua

tion chapter we demonstrated that SAB discovers larger biclusters of a chosen 5-threshold 

than the original node deletion algorithm in every case over the three expression datasets 

examined. To fully test SAB we also developed two improved versions of Cheng and 

Church’s node deletion algorithm. These new versions proved capable of discovering more 

significant biclusters than Cheng and Church’s original algorithm. However, SAB still 

outperformed these improved node deletion approaches across all three datasets. In the
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second part of the evaluation we constructed and utihzed a synthetic dataset containing 

seeded biclusters and investigated the ability of SAB to discover the full set of bicluster 

signals within a dataset. SAB performed well discovering all or most of the full set of 

seeded biclusters. In the final section of evaluation we attem pted to garner some biologi

cal support for the SAB biclustering algorithm by using a fully annotated dataset. When 

applied to the annotated yeast dataset SAB discovers biclusters which represent related 

genes within known functional modules. The first bicluster found by SAB had the most 

striking correspondence to a known functional module, that of the Ribosomal genes. This 

correspondence of SAB’s biclusters to actual functional groups presented was an encourag

ing result. However at this point we also proposed further possible augmentations tha t a 

biclustering approach might incorporate to improve this correspondence with the natural 

gene functional modules. We implemented these in Chapter 5.

In Chapter 5 we developed the BUBBLE (Bottom-Up Biclustering By Locality Ex

pansion) algorithm that builds upon the simulated annealing validation in Chapter 4 and 

employed a newly bicluster quality metric, the Hv-Scove. Firstly, we demonstrated that 

the Hv-Scove enables the discovery of more significant bicluster signals than Cheng and 

Church’s H-Score by removing the bias toward low variance biclusters. We then showed 

that this removal of bias aids in discovering more highly functionally enriched bicluster 

seeds. We then evaluated BUBBLE against clustering (CLARITY) and top-down bi

clustering (Cheng and Church, and SAB) techniques. We demonstrated tha t BUBBLE 

retrieves biclusters tha t better reflect the natural gene functional modules in the cell. We 

then went on to show tha t BL^BBLE outperforms the popular biclustering technique of 

SAMBA over three different yeast gene expression datasets. BUBBLE discovers biclusters 

that show a higher functional enrichment over a majority of the 18 MIPS functional cate

gories in all three datasets. We went then went on to investigate the biological implications 

of these biclusters in Chapter 6.

In Chapter 6 we proposed two ORF (wGene) classification methods built around BUB

BLE. In the first preliminary method we examined selected biclusters from Chapter 5 with 

the aim of making inferences as to the functions of unclassified ORFs. Some of these infer

ences were shown to have supporting functional evidence from the Saccharomyces Genome 

Database. We then went on to develop a more controllable and verifiable classification 

method tha t could be supported by cross validation. This involved using biclusters with 

dominant functional enrichments as classifiers to classify members of the unclassified ORF
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set. This framework represents an original concept in this domain and one th a t could ac

com m odate future biclustering approaches. Using this approach we were able to putatively 

annotate  193 ORFs over two or more datasets. 38 ORFs were consistently classified across 

all three datasets. The classifications of many of these ORFs were actually supported by 

additional functional evidence available from the Saccharomyces Genome Database. This 

functional corroboration validates the classification approaches developed in C hapter 6. 

This in tu rn  adds further support to  the BUBBLE biclustering approach from C hapter 5 

and its abihty to  model the functional modules w ithin yeast.

7.3 Thesis C ontributions

• In this thesis we first improved upon previous greedy hill climbing biclustering s tra te 

gies by developing a sim ulated annealing based biclustering approaxh (SAB). We 

showed th a t SAB could retrieve more significant bicluster solutions in m icroarray 

expression data , in term s of size and quality, than  both the original Cheng and 

Church greedy approach and two improved versions we developed. The development 

and dem onstration of the efficacy of the this sim ulated annealing based bicluster

ing approach over previous hill climbing strategies is an im portant milestone in this 

area. We have dem onstrated th a t when mining large gene expression datasets such 

an in-dept m ethod is capable of capturing more significant bicluster solutions nearer 

the global optimum.

• In this thesis we also developed an improved bicluster scoring metric, the Hv-score, 

th a t is free from the biases exhibited by the popular mean squared residue score. 

We then dem onstrated th a t this m etric to  discovers more significant bicluster sig

nals within m icroarray gene expression data. Given the popularity of the mean 

squared residue, we beheve th a t the development of this new m etric is a significant 

contribution to  the field of gene expression d a ta  analysis. For example, it is quite 

possible th a t many of the previous algorithms, biclustering and clustering th a t used 

the mean squared residue score as their objective functional may be improved by 

incorporating the improved Hv-score. We believe th a t future clustering and biclus

tering techniques in this dom ain will benefit from the development of this more 

pertinent bicluster scoring metric.
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• We demonstrated tha t the novel bottom-up biclustering approach, BUBBLE, can 

improve on previous biclustering benchmarks by retrieving a set of biclusters that 

better reflect the natural set of gene functional modules within microarray gene 

expression data. We beheve tha t the improvements over the well established SAMBA 

benchmark to be most significant.

• W'hile developing the simulated annealing based approaches within this domain other 

minor contributions were made. While the simulated annealing method involves 

perturbing a solution, the exact mode of this change is dependent on the precise 

problem. We found tha t when optimizing within unbalanced two-dimensional data 

matrices, such as gene expression datasets, it is important to take into account the 

row and column values. In SAB and BUBBLE decision to perturb a row or column is 

probabilistically dependent on the ratio of rows and columns in the solution (SAB) 

and in the dataset (BUBBLE), see section 5.2.3. We noticed tha t this seemingly 

minor facet makes a quite a difference and enabling a wider and more in-dept search 

than equiprobable row and column flips.

• In the last section of the thesis we incorporated the BUBBLE biclustering algo

rithm within a newly developed classification framework. We used this novel semi

supervised method to functionally annotate unclassified yeast open reading frames 

using microarray gene expression data. We validated this approach internally, using 

cross validation, and externally, using protein sequence information and existing ‘wet 

lab’ experimental evidence. Firstly, we believe this novel semi-supervised framework 

in itself to be an im portant contribution. This framework may be developed around 

any clustering or biclustering technique. The combination of biclustering/clustering 

and labelled data in this way has the ability filter out both outliers and inaccurately 

labelled objects by capturing consistencies in labelled data. This method may be also 

be applied to other domains tha t contain poorly labelled or noisy data. Secondly, 

the fact that some of ORF functional classifications made in this domain seem to be 

supported by external protein sequence homologies and more interestingly, actual 

experimental evidence, provides a significant pre-luminary validation of this frame

work. In a practical sense even loose classifications have the potential to reduce 

the costs of ‘wet lab’ ORF functional analysis narrowing the range of experimental 

variables that need to be tested to demonstrate the function of a hypothetical gene.
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7.4 Future W ork

Future work will involve further development of the semi-supervised classification approach 

developed and validated in Chapter 6. Now that we have established the effectiveness of 

such the general approach we intend to enhance the quality of the classifications by using 

more specific labels.

Although BUBBLE incorporates an automatic stopping criterion based on the tight

ness of the bicluster we believe tha t incorporating a user input option at this stage is an 

im portant aspect that needs to be developed. In such a complex domain the tuning of an 

expert user would undoubtedly improve the accuracy of classifications.

On a related point, now tha t the underlying functionality of BUBBLE and the semi

supervised framework has been established we intend to develop a suitable user interface 

to enable wider use of both the BUBBLE biclustering algorithm and the novel ORF 

classification strategy.

While working with the matrix scoring functions mentioned in this thesis we noted pos

sible applications in other domains. One in particular, suggests tha t the i^-score may work 

well as a profile quality score within the recommender systems in e-commerce. Recom- 

mender systems are generally systems that provide suggestions that effectively prune large 

databases so as to direct users toward products that best meet their needs and personal 

preferences. However these systems may be coerced into recommending certain products 

over others by inserting false user profiles called ‘attack profiles’. These attack profiles 

can be masked by also rating popular products or by adding random ratings to other 

products. In preliminary tests both random attack profiles and popular attack profiles 

were detectable when all profiles were scored using the //-score. Such work is tangential 

to this thesis but may be further developed in future.
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