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ABSTRACT
Speechreading is the ability to understand a speaker’s thoughts
by watching the movements of the face and body and by using
the information provided by the situation and the language.
People with normal hearing and the hearing impaired use
speechreading to augment communication especially in noisy
environments. Just as people learn this skill, machines can be
trained to understand a speakers meaning. Audio-Visual
Automatic Speech Recognition (AV ASR) systems use audio and
visual information to recognize what has been ‘said’. The speech
sounds and movements provided need not be standard speech
sounds or movements. The system will provide recognition given
audio information only, visual information only or both.

1. Introduction

Speechreading in humans is a visual skill, which is based on the
ability to recognize speech movements rapidly. The ability to
discriminate visually fine differences in the lips, tongue and jaw,
is important in speechreading. Another important skill is visual
memory, which is the ability to remember visual patterns of
speech. As the speech reader may need to change his or her
interpretation of what was ‘heard’ as the conversation unfolds,
the memory of what the utterance looked like is necessary. Some
hearing impaired speechreaders have some residual hearing or
the use of hearing aids and cochlear implants that can provide
acoustic cues to supplement the visual movements. People with
normal hearing also use speechreading to improve intelligibility
of speech, especially in the presence of noise where the noisy
speech provides acoustic cues to supplement the visual
movements of the face, as before.

The main difficulties in speechreading lie in non-standard speech
movements. In speechreading certain visual patterns can be
associated with particular sounds. Problems arise when the
speaker produces that sound differently and it becomes confused
with other sounds e.g. speaker not protruding the tongue to
produce the /th/ sound. Also the rate of speech is important.
Rapid speech may cause the speechreader to miss some of the
speech movements. Too slow a rate of speech or exaggerated lip
movements may distort the speech and destroy the natural flow.

A familiar speaker is generally easier to speechread than a
stranger. It is easier to predict the specific expressions the
familiar speaker might use and also how they produce the
sounds. Even if the person’s speech is poor, the more familiar the
speechreader becomes with their speech patterns the easier they
are to understand.

It is sometimes thought the hearing impaired persons cannot
speechread each other due to the fact that their speech may be
non-standard. However just as the speechreader learns to
understand the speech patterns of a poor speaker, the
speechreader can easily learn the non-standard speech patterns of
the hearing impaired speaker.

Audio-Visual Automatic Speech Recognition (AV ASR) systems
use visual information, extracted from images of the speaker’s
face, to enhance Automatic Speech Recognition systems in clean
and noisy environments [1]-[4] To perform recognition, visual or
acoustic, features are extracted from the face images or the
speech waveform, to provide information needed. The system is
then trained by, labeling each speech sample and providing the
system with a number of samples of each utterance.

Hearing impaired persons can speechread speakers with non-
standard speech patterns, so too can an AVASR system be
trained to understand non-standard speech using the visual
information from the face and limited acoustic speech cues.

The AVASR system described in the paper describes the
implementation of a speaker independent AV ASR system. The
system extracts and pre-processes audio and visual information
and performs speech recognition using Linear Discriminant
Analysis. The acoustic inputs were varied for different levels of
noise. It was demonstrated that even for very high levels of noise,
-12dB, the system performed well at 73.8%, using just the visual
information. At lesser levels of noise this recognition increased
as the acoustic input added to the recognition.

Therefore recognizing non-standard speech based on visual
information only, high levels of recognition can be achieved and
adding to this any available acoustic information i.e. speech
sounds, the level of recognition increases.

2. Theory and Methods

Audio-Visual Automatic Speechreading Systems through the use
of visual information to complement acoustic information, have
been shown to yield better recognition scores than purely
acoustic systems [2],[4]. In the design of a speechreading system
a number of questions need to be addressed.

• How will the face, mouth and other informative parts
of the speaker be found?

• What visual features should be extracted from the
video images?
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• How should information from the auditory and visual
channels be integrated?

• What form of recognition should be used?

2.1 Visual Subsystem

The objective of video processing for AV ASR is to pre-process
images and extract features suitable for viseme recognition. The
form of the images and the features to be extracted can vary
substantially. Images can be in colour, grayscaled or binarised,
showing the full face, mouth region or only the lips. Orientation
can be frontal or profile [5].

An image analysis system must convert a sequence of images
into a set of meaningful parameters. The feature extraction
process removes redundant and linguistically irrelevant
information from the input data.

The methods of feature extraction can be broadly classed into
geometric measurements [2] [5]; template matching [6] and pixel
based methods [5] [6]. In the implementation described here a
number of different visual feature extraction methods were
implemented and compared.

Pre-processing

Image pre-processing can minimise the effects of variable
lighting conditions e.g. histogram flattening, balancing of the
left-to-right brightness distribution. For Geometric feature
extraction the image is also thresholded to reduce the image to
binary format to simplify the process of feature extraction. For
pixel based methods the images can be downsampled to reduce
their dimensionality, generally images are downsampled to
provide a square matrix of pixel values of dimension NxN.

Geometric feature extraction

Geometric feature extraction approach typically processes binary
images of the mouth image, showing frontal orientation.
Geometric measurements are then extracted from binary
thresholded images. Static geometric features of the pre-
processed images can then be extracted to form a feature vector.
The static geometric features extracted were area, height, width,
perimeter, rounding as well as oral cavity features i.e. presence of
teeth and tongue. The number of connected regions in the
processed threshold image indicates the presence of teeth. The
presence of the tongue is indicated by the average greyscale of
the pixels within the oral cavity of the pre-thresholded image.

Pixel based feature extraction

In pixel based approaches every pixel in the entire raw image is
considered a feature. This approach ensures that no information
is lost but the dimensionality of the feature vector is very high
and also contains considerable redundant information.

Image transforms are used to reduce dimensionality of the feature
vector by compacting most of the image’s energy in a smaller
number of features. Downsampled mouth images are transformed
and a subset of these transformation coefficients is used as the
feature vector.

The Discrete Cosine Transform is the most widely used
transformation in transform coding and performs well for highly
correlated data and has excellent energy compaction [7],[8]. The
Hadamard and Haar transforms were also implemented. Unlike
the DCT these transforms are non-trigonometric based
transforms. The Hadamard transform basis functions consist of
+1’s and –1’s therefore requiring no multiplications in the
transformation. The Hadamard transform provides good energy
compaction but not as efficiently as the DCT [7]. The Haar
transform coefficients are the differences along the rows and
columns of the local averages of pixels in the image, which
results in good edge extraction. The Haar transform provides
relatively poor energy compaction [7].

Applying the Eigenfeatures method [9], extracts features from
the training images, which, relative to the previous transforms are
highly decorrelated. The basis functions are a subset of the
eigenvectors of the covariance matrix of a highly varied subset of
the training data i.e. the transformation is ‘learned’. Each image
in the training set is then projected into eigenfeature space. These
eigenfeature components are the feature vectors of the data.

Dynamic Features

The dynamic evolution of the features over time can provide
additional visual speech information. First and second temporal
derivatives of the geometric features and image transform
features were computed.

2.2 Audio Subsystem

Audio processing provides a spectral representation of the
characteristics of the time varying speech signal and provides an
appropriate feature vector to be used in classification of the
signal for phoneme recognition.

Linear Predictive Coding (LPC) provides a model of the speech
signal. By performing spectral analysis on blocks of speech:
speech frames. The output is a vector of coefficients, which
specify parametrically the spectrum of a model. The size of this
vector is determined by the order of the LPC model. A number of
feature sets can be derived directly from the LPC coefficient set
e.g. LPC cepstral parameter set, PARCOR coefficient and log
area ratio coefficients [10]. The LPC method was chosen as it
provides a good model of speech, in particular voiced regions of
speech and to a slightly lesser extent unvoiced regions. This is of
interest in AVASR systems as voiced and unvoiced regions of
speech are virtually indistinguishable visually.

Pre-processing

The speech signal is initially filtered with a first-order FIR filter
to spectrally flatten the signal. The pre-emphasised speech signal
is blocked into non-overlapping frames of N samples, N
corresponding here to 30ms. These frames are non-overlapping
so that each utterance has an equal number of synchronised audio
and visual feature vectors. Each individual frame is windowed to
minimise the signal discontinuities at the borders of each frame.
A Hamming window was used.
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LPC Analysis

The value of the signal at each sample time is predicted to be a
linear function of the past values of the quantised signal. The
LPC analysis was chosen to be of order p, empirical testing
showed p=16 to provide optimal results. The autocorrelation
function is computed for each frame of the windowed speech
signal. The zeroth autocorrelation gives the energy of the frame.
These autocorrelation functions are then converted LPC
coefficients. Finally, the cepstral coefficient set, a robust feature
set derived from the LPC coefficient set was calculated.

The dynamic evolution of the speech signal carries relevant
information for ASR. The first and second differences (delta
coefficients) are used to capture this information.

2.3 Classification

The number of different classifiers used in AV ASR varies from
template matching to statistical pattern matching to machine
learning methods. Vector quantisation (VQ) can be considered to
be a pattern matching process or a minimum distance classifier
[11]. A Hidden Markov Model (HMM) approach to statistical
pattern matching is widely used in the area of ASR [12].

The Linear Discriminant Analysis (LDA) technique [13] was
chosen as the classifier in conjunction with the Mahalanobis
distance metric. The LDA can provide optimal discrimination
among the classes and is efficient to implement. The ratio of the
within class variance to the between class variance is maximised
to achieve good class separability of the training data. The
Mahalanobis metric is used to measure the relative similarity
between an unknown case and each of the predefined classes.
The Mahalanobis distance metric uses the class conditional mean
matrix and the training data’s common covariance matrix. It
automatically accounts for the scaling of the co-ordinate axes
allowing for the use of derivative values. It corrects for
correlation between the different features e.g. height, width and
rounding (ratio of height to width).

2.4 Integration and Adaptive Weighting

One of the most debated questions in the field of AV ASR is
when to integrate the audio and visual modalities [3], [4]. Most
systems can be divided into two groups: Early Integration and
Late Integration. Early Integration systems concatenate the
feature vectors before classification. There is no common metric
level over the two modalities. Late Integration systems first
classify each modality independently and then combine the
separate likelihoods.

Late integration was chosen for this platform. In Late Integration
the probabilities of each possible class of the two modalities are
fused. The fusion scheme chosen is multiplicative using
probabilistic rules. The scheme initially selects the candidate that
maximises the cross product of the N-best output probabilities of
the audio and visual modalities; N was set to 4 [14].

The audio and visual outputs are weighted according to the
dispersion or variances of their output probabilities, which
indicates reliability of the modalities. These adaptive weights
account for the confusability of phonemes visually and also the
confusability of phonemes acoustically for varying levels of
SNR.

3. AVASR Implementation

The AVASR platform implemented allowed the investigation of
various processing methods. LPC analysis was employed for
audio processing. LDA using the Mahalanobis distance metric
was employed for classification. The classified audio and visual
modalities were late integrated and were weighted adaptively.
Fixing all other components of the AVASR system allowed the
comparison of different methods of visual feature extraction. The
acoustic inputs were also varied for different levels of SNR i.e. –
12, -6, 0, 6, 12, 18, 24dB. At low levels of SNR the adaptive
weighting scheme adds more weight to the visual modality.

4. Results

The results presented were obtained using the TULIPS1 Audio-
Visual database [15]. TULIPS1 consists of multiple speakers
saying the first four digits in English. The audio files are sampled
at 11127Hz. The video files are sampled at 30 frames per second.
No visual aids were used in the visual feature extraction.

N-fold cross validation was used to maximise the data available
where the available data is divided into n subsets of equal size.
The system is trained and tested n times, each time leaving out
one of the subsets from training, and using the omitted subset for
testing. As can be seen in Figure 3, using only geometric
features, the visual only recognition was 49.6%. The Audio-
Visual recognition shows improvement over ASR (audio only) of
35% at –12dB and 15% at 24dB(clean).
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Figure 3 Geometric features: AV>A, AV>V

In Figure 4, results using the Discrete Cosine Transform for
feature extraction are shown. Images were first downsampled to a
resolution of 64x64 for transformation and 64 static DCT
coefficients chosen. The visual recognition rate is considerably
higher than that of the Geometric feature extraction, at 73.81%.
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Again the Audio-Visual accuracy shows improvements over
audio only recognition, this time 55% at -12dB and 12% at
24dB(clean), with an AV recognition of 84.09%.

DCT 64coeff
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Figure 4 Discrete Cosine Transform: AV>A, AV>V

5. Conclusion and Discussion

The results obtained confirm the theory that the addition of the
visual modality increases the accuracy of ASR systems. It was
observed that, while both the audio and visual recognition
systems may fail to recognise a particular phoneme, the
combined Audio-Visual recognition is more likely to succeed.
This observation is attributed to the fact the Audio-Visual
integration scheme maximises the output probabilities of both
modalities. The synergy criterion has been met for all methods
implemented on the AVASR platform.

In the case of non-standard speech, given limited acoustic
speech, recognition may be performed using visual information
only. Any acoustic speech cues or sounds that can be provided by
the speaker will further enhance recognition.
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