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The ability to understand and respond to human activities can form the basis of many

pervasive computing applications. Recognising the constituent actions of an activity

can lead to a more detailed understanding of the activity and provide opportunities to

develop applications for monitoring, training and assistance. We address the specific

problem of recognising the fine-grained actions of a fixed-setting goal-directed activity

from RGB-D videos. Our research is motivated by the specific case of recognising the

fine-grained actions involved in clinical skills.

We design a novel convolutional neural network architecture, WeaveNet, for fine-

grained action recognition from multiple image types. A spatio-temporal fusion method,

Densely-Fused Action Images, is also presented for use in combination with WeaveNet.

This combined architecture achieves an accuracy of 82.7% at a mid-level granularity

on a benchmark dataset, an improvement of 9% over existing methods.

We contribute a system for recording fine-grained actions involved in human-object

interaction tasks, specifically including clinical skills. The system is novel due to its

ability to record actions from multiple viewpoints using RGB-D cameras in a synchro-

nised way.

v



We present a dataset of clinical skill performances for the skill of venepuncture,

including 60 performances, across 20 subjects, totalling over 15 hours of footage. The

multi-modal, multi-camera characteristics of this dataset make it amenable to many

fine-grained action recognition techniques.

Together, the fine-grained action recognition technique, the system for recoding

human-object interactions, and the dataset of clinical skill performances, make a sig-

nificant contribution towards the development of next generation pervasive computing

applications.
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Chapter 1

Introduction

1.1 Motivation

The ability to understand and respond to human activities can form the basis of many

pervasive computing applications. The activities in domains such as sports, music

or medicine often involve the manipulation of objects in a specific manner to achieve

a goal. One of the challenges of building next generation pervasive computing ap-

plications in these domains is understanding these human-object interactions, which

has been a long-standing research problem in computer vision [1, 2, 3]. Recognising

the constituent actions of a human-object interaction can lead to a more detailed un-

derstanding of these interactions and hence provide greater opportunities to develop

applications for purposes such as monitoring, training and assistance.

Understanding human-object interactions would have possible applications in the

medical domain. Clinical skills are human-object interactions involving dextrous ma-

nipulation of objects to achieve a strict goal. These skills are commonly performed

in fixed repeatable settings. An example of a clinical skill is peripheral intravenous

cannulation (PIVC). This is performed to facilitate the administering of fluids and

medicines to a patient’s bloodstream, by inserting a special needle, known as a can-

nula, into a vein on the patient, as shown in Figure 1.1. Objective Structured Clinical

Examinations (OSCEs) are a formalised method of assessing clinical skills of medical

students [4]. OSCEs were devised to improve validity and reliability of such assess-

ments via the introduction of structured questioning and examination criteria [5]. In

an OSCE for the PIVC skill, the student is assessed on their ability to correctly insert

the needle into the vein on a simulated patient. One examination criteria shared across

all OSCE skills is that the individual actions are performed in the correct order. For

example, PIVC involves the necessary step of cleaning the cannulation site (the area

of skin where the cannula needle is inserted) with an anti-bacterial swab. If this step

is not performed before the insertion of the cannula needle, there is an increased risk

of infection to the patient [6]. A student would fail the OSCE exam if they omit this

step. Thus, recognition of the individual steps, or actions, could be used as the basis
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Figure 1.1: A screen-shot of a person performing the OCSE task of Peripheral Intravenous
Cannulation on a simulated patient vein. Image copyright Trinity College Dublin.

of a system that validates whether a student followed the correct order of steps.

The individual actions that are performed in an OSCE exam can be described at

multiple levels of granularity. At a fine granularity, the constituent actions are bi-

manual interactions with multiple objects, such as “insert needle into site” for PIVC.

They may involve small, subtle motion patterns that may be similar across actions.

Action recognition methods must understand the variations and validity of the different

ways in which an action is performed, as well as reliably distinguish one action from

another. A high level of recognition of OSCE actions would prove useful to applications,

such as an expert supervisor system, that could use accurate recognition to provide

appropriate prompts to a learner during practice.

There are other application scenarios that may benefit from accurate fine-grained

action recognition during human-object interactions. In particular, understanding

human-object interactions has applications in the area of collaborative robotics [7].

In a fixed setting, such as a manufacturing line, a robot could understand the in-

tent of a person’s manipulation of an object and assist in or repeat the desired task.

Assistance in Activities of Daily Living (ADL) is another potential application area.

Cameras focussed on a fixed setting, such as kitchen worktop, could enable applica-

tions to understand that a particular meal is being prepared and provide assistance by

displaying a recipe or pre-heating an oven. By being able to identify the current action

being performed, such a system would be able to prompt the person to perform the

next action in an online manner, i.e. during rather than after a performance.

1.2 Problem Statement

Recognising the fine-grained actions involved in human-object interactions, such as

OSCEs, can form the basis of many pervasive computing applications. Key to the

feasibility of providing accurate online feedback in such applications is reliable rates

of recognition. Based on this reason, our research addresses the problem of how best
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to recognise the fine-grained actions of a fixed-setting goal-directed activity

from video data.

1.3 Research Focus

The contributions in this thesis can be broadly categorised under the following topics.

1.3.1 Data Collection Pipeline

A system for capturing human-object interaction tasks, specifically involving fine-

grained actions is contributed. To reliably recognise the actions involved in the task,

a careful examination of the requirements of the system design is performed. We are

focussed on recognition for fixed-setting activities, such as those that can be performed

on a table, as in the case of OSCEs. This permits flexibility in design decisions re-

garding the number and type of sensors used. The ability to capture actions from

multiple viewpoints is beneficial to possible applications. One benefit of such an ar-

rangement is that it may combat undesirable occlusions of salient regions that may

occur during certain actions. This mirrors the scenario of human-observed OSCEs,

where the examiner is free to move about a task area to gain a better vantage point

of key moments of the task. Another design decision is to utilise multi-modal cameras

(i.e. colour and depth, or RGB-D). The use of such RGB-D cameras allows flexibility

in possible approaches to the problem of fine-grained action recognition. The added

complexity of using multiple RGB-D cameras requires careful design of the components

of the collection pipeline. To maximise the utility of the data collected, techniques for

the registration and synchronisation of the data received from the cameras are devised,

implemented and evaluated. The data collection pipeline is demonstrated for use in

capturing two different human-object interaction tasks in this thesis, however it is not

restricted to these tasks and can be used to capture other tasks that involve fine-grained

actions in a similar setting.

1.3.2 Multi-modal Data

With the advent of consumer RGB-D cameras, such as Microsoft Kinect, there have

been many uses found for the extra modality afforded by these cameras. Such uses in-

clude estimating poses of humans [8], hands [9] and objects [10]. Such pose information

is salient for the purposes of action recognition [11, 12]. In this thesis, we use sequences

of pose information estimated from RGB-D data to perform action recognition. This

approach serves to validate the usefulness of the data collection pipeline for capturing

the actions of a human-object interaction task.

It is possible to spatially align, or register, the colour and depth images received

from an RGB-D camera. In this thesis, we devise convolutional neural network (CNN)
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approaches to action recognition that make use of these spatially-aligned image modal-

ities. There exist other approaches in the literature that make use of colour and depth

data to perform action recognition [13], however CNN approaches commonly treat the

modalities distinctly, with a separate CNN branch for each image modality [14, 15].

Such approaches do not explicitly take advantage of the property of spatial alignment

of the modalities. However, based on the observation that there exists latent structures

across the modalities [13], we explore techniques to learn these latent structures. To do

so, we examine approaches to early, mid and late fusion of features of spatially aligned

image modalities in a CNN architecture. We demonstrate an action recognition ap-

proach where early fusion outperforms late fusion, and thus benefits from multi-modal

data without the requirement of expensive parallel branches.

Many action recognition approaches benefit from the use of motion information (i.e.

optical flow) in addition to spatial information (i.e. colour) [16, 17]. In this thesis, we

explore the alternative use of scene flow as a motion representation. The availability of

depth information allows accurate generation of this scene flow information [18]. Com-

pared to optical flow, scene flow is three dimensional, as opposed to two, and is defined

in word coordinates, as opposed to pixel coordinates. This richer motion representation

afforded by multi-modal data is used in our action recognition techniques.

1.3.3 Fine-grained Action Recognition

In this thesis, we contribute fine-grained action recognition techniques. Recognition at

a fine granularity allows identification of steps of a human-object interaction task, such

as “insert needle into site” for the PIVC OSCE task. This is a challenging problem

due to subtle differences between actions and multiple valid ways in which actions can

be performed. Another challenge is that there are multiple valid arrangements of the

context in which actions are being performed. For example, the presence of tomatoes

on a chopping board for a meal preparation task does not necessarily mean that the

current action is “chopping tomatoes”. Fine-grained action recognition approaches

must overcome these challenges to provide a reliable accuracy level.

The problem of understanding actions performed as part of a human-object inter-

action task is often broken down into two stages [19, 20]. The first stage involves the

fine-grained recognition of actions from frames or short clips. The second stage involves

the segmentation of an entire recording into action segments. Segmentation approaches

may require the observation of the entire recording [20] or, more strongly, an ordered

sequence of the actions performed [21]. Therefore, these segmental approaches are not

well-suited for use in online applications that provide prompts or guidance to a per-

son during a task. We focus on improving performance of recognition from frames or

short clips as this method is well-suited for use in such online applications. Another

reason that we focus on recognition is that in two stage approaches, segmentation per-

formance is dependent upon the accuracy of the recognition stage [19], and thus it

4



warrants specific attention.

In this thesis, we propose novel approaches to utilising multi-modal information to

improve fine-grained action recognition performance. Specifically, we take advantage

of spatially aligned image modalities, such as colour and depth, through the use of

novel CNN fusion strategies. We utilise dense connections [22] in a CNN architecture,

which we call WeaveNet, to facilitate fusion to be performed throughout a network. In

our ablation studies, this approach is shown to increase fine-grained action recognition

performance compared to baseline approaches.

1.4 Contributions

The three major contributions of this thesis are:

WeaveNet We design a novel CNN architecture, WeaveNet, for fine-grained action

recognition from multiple image types, such as colour and depth. We demonstrate

that it is capable of learning efficiently from these multiple image types, and show

that it scales efficiently with additional image types. We propose a method to allow

the network to learn from spatio-temporal information, Densely-Fused Action Images,

which improves performance further. This combined network achieves an accuracy of

82.7% at a mid-level granularity on a benchmark dataset, an improvement of 9% over

existing methods.

Multi-camera RGB-D Capture Framework We contribute a system for record-

ing performances of human-object interaction tasks. The system’s novelty lies in the

fact that it enables recording of fine-grained actions from multiple viewpoints using

RGB-D data, in a synchronised way. The system is thoroughly evaluated and is val-

idated for action recognition purposes using object and arm pose information for a

collected dataset. A code framework is also contributed to allow other researchers to

feasibly re-implement this framework and to devise efficient data processing pipelines

using the framework.

OSCE-V We collect a dataset of OSCE skill performances for the skill of venepunc-

ture, including 60 performances recorded using 20 subjects, totalling over 15 hours of

footage. A dataset of goal-directed tasks in the form of OSCEs does not currently

exist. The dataset is recorded with RGB-D cameras from multiple viewpoints. There

does not exist another fine-grained action recognition dataset with such characteristics.

These multi-modal, multi-camera characteristics make this dataset amenable to many

possible action recognition techniques. This dataset could form the basis of future

research into pervasive computing applications for OSCEs.
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Each chapter of this thesis will include a clear outline of the contained contributions,

including additional smaller contributions not discussed here.

1.5 Structure of Thesis

A breakdown of the remaining chapters of the thesis is as follows:

Chapter 2 Recent research in the field of Artificial Neural Networks is reviewed due

to its relevance across the thesis. Action recognition research, most relevant to the

thesis contributions, is examined in detail.

Chapter 3 A pipeline for action recognition of a human-object interaction task,

based on tracked object and human poses, is designed, implemented and evaluated.

One stage of the pipeline is a multi RGB-D camera data acquisition system employed

to reduce the effects of occlusions. Another stage involves methods of estimating 3D

poses of objects and arms. A novel method of identifying a recurrent neural architecture

through a grid search is outlined in the classification stage of the pipeline. A description

of a dataset of people preparing cups of tea is given. This dataset is used to evaluate

the entire pipeline for action recognition purposes against benchmark algorithms. For

this exploratory dataset, our pipeline achieves 83% frame-level accuracy.

Chapter 4 Techniques for fine-grained action recognition from RGB-D data are de-

vised, implemented and evaluated against a benchmark dataset. A novel technique

of fusing features of different image types, including colour, depth and scene flow, in

a neural network architecture is described. This approach removes the need to train

parallel network branches for each image type, cutting computational cost. The use

of scene flow information is proposed as input to a neural network approach for ac-

tion recognition from RGB-D data. Devised architectures, involving a combination

of convolutional and recurrent neural networks, are evaluated for fine-grained action

recognition purposes. The approaches outlined in this chapter are found to have ben-

efits over the pose-tracking approach of the previous chapter.

Chapter 5 This chapter builds on the previous findings of the use of convolutional

neural networks for fine-grained action recognition from RGB-D images. The WeaveNet

architecture is devised, which directly tackles the problem of learning from multiple

image types throughout a network. A novel method of including temporal information

as part of the action recognition network is described and shown to improve perfor-

mance. The collection of a dataset of venepuncture OSCE performances is described,

and the performance of the WeaveNet architecture is reported on it.
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Chapter 6 The main contributions of the thesis are discussed, and possible direc-

tions for future work are outlined.

In addition to an outline of contributions, each chapter will begin with the motiva-

tion behind the work of the chapter.
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Chapter 2

Background

In this chapter, key areas of the literature that are relevant to the contributions made in

tackling the problem of understanding fine-grained actions are reviewed. In this thesis,

we make use of state-of-the-art techniques and neural network architectures, as well

as contribute specific architectures for the task of fine-grained action recognition. As

such, we review the latest techniques utilised to train such networks, as well as specific

architectures for tasks such as learning from sequences and learning from images. The

field of action recognition will be reviewed, with particular attention paid to works

and sub-fields that apply to our research goal. Here, we identify particular unsolved

problems that will be addressed in the remainder of the thesis.

2.1 Artificial Neural Networks

Artificial neural networks are a type of machine learning model that comprises of

multiple layers of logistic regression models with continuous nonlinearities [23]. The

hierarchical structure of these layers is referred to as an architecture.

2.1.1 Network Training

The recent renaissance of neural networks use for pattern recognition tasks can be at-

tributed to several factors. The existence of large labelled datasets, such as ImageNet

[24], has allowed these data-driven approaches to flourish. The ability of neural net-

works to be fine-tuned for a particular task [25, 26], having been initially trained on

these datasets, has led to utility being derived from these datasets in research direc-

tions oblique to the original goals of the dataset [27, 28]. Another factor contributing

to the success of neural networks has been the availability of highly parallel processors

in the form of Graphics Processing Units, given the inherent parallelisability of the cal-

culations involved in training neural networks. These factors are completed by recent

research breakthroughs that have enabled the training of neural networks sufficiently

deep to permit sizeable increases in performance across research goals.
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Early deep neural network architectures were trained layer-wise using stacked Au-

toencoders [29, 30], a type of unsupervised training, to detect increasingly complex,

hierarchical, features. A weakness of this approach is that layers are not trained against

the same task and thus may be encoding features unrelated to the final task. An ap-

proach enabling end-to-end training by fine-tuning for a discriminative task [31] made

use of the backpropagation algorithm [32]. Success using this training paradigm [33, 34]

led to end-to-end training of deep networks without unsupervised pre-training [35].

The expressive power of deep networks can often lead to situations where overfitting

to the training data occurs. Overfitting occurs when a model is optimised more towards

correctly classifying a training set, rather than representing the underlying generating

process of the data. A novel technique, called Dropout [36], was devised to help

overcome this effect by randomly dropping connections between successive neurons so

that later features are encouraged to more thoroughly use all available inputs.

Batch normalisation is a technique that made the training of increasingly deeper

networks possible [37]. This technique normalises the inputs of individual layers in the

network to overcome the shifts that may occur due to changes in previous layers as

batches of data are propagated through the network.

The choice of initial values for the trainable weights in the network has been an

important determinant of the training convergence of deep neural networks [38], with

random initialisation identified as an impediment to training deeper networks by Si-

monyan and Zisserman [39]. Particular initialisation strategies [40, 41, 42] demon-

strated improvements on this issue, with strategies devised for specific nonlinearities

[43] enabling more stable network convergence.

Research on initialisation techniques has also focussed on the nonlinearities used in

the network [43] to counter the problem of vanishing gradients in deep architectures.

Nair and Hinton found that the Rectified Linear Unit (ReLU) [44] performed better

than other commonly used nonlinearities for deep networks and avoided the problem

of activations becoming saturated at a maximum value.

These advances contributed to the ability to train arbitrarily deep networks, how-

ever other significant advancements, such as skip connections, will be discussed in

Section 2.1.3.

2.1.2 Recurrent Neural Networks

Neural networks have been specifically adapted for use on sequences of data, such as

text, speech or time-series data. As we aim to understand actions across time, this

area is of specific relevance to our research.

A particular type of network architecture designed for such data is the recurrent

neural network [45]. In a recurrent neural network (RNN), the computation graph is

permitted to be cyclic [46]. This cyclicity enables sharing of trainable network weights

across individual timesteps of a sequence [47]. By examining the modelling capability
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of RNNs, it has been shown that, given a sufficiently large number of neurons, any

mapping of a single-dimensional sequence to a bounded range can be approximated

with finite resources [48, 49].

A difficulty faced when training RNNs is that, if inputs sequences have discriminat-

ing features that span long intervals, it is challenging for the network to capture these

long-term dependencies [50]. This difficulty occurs when the network is trained using

backpropagation as error gradients become vanishingly small with increasing network

depth (the vanishing gradient problem). A successful approach to overcoming this

problem is the Long Short Term Memory network (LSTM) [51].

The key insight involved in the design of the LSTM is that long-term dependencies

can be captured through the introduction of an internal state that is modified as a

sequence is processed. The cell is controlled by a gating mechanism that allows or

disallows modifications to the cell state based on the activated output of the current

sequence element. Further improvements to the LSTM design included the addition of

an equivalent “forget” gate [52] that clears certain cell states, based on the activated

output, so that the cell can forget now redundant information.

LSTMs have been successfully applied to many real-world problems including speech

recognition [53], image captioning [54], handwriting recognition [55], and language

translation [56]. A recent observation of the properties of LSTMs [57] noted that,

given enough resources, LSTMs can internally learn representations that correspond

to high-level concepts. This property was evidenced by the observation that, when

trained to generate text from a dataset of shopping website reviews, a single neuron in

the LSTM was responsible for encoding the sentiment of the generated review.

There has been renewed interest shown in developing alternative cell architectures

to LSTMs. The Gated Recurrent Unit (GRU) [58] is one such design. This design

decreases the number of trainable parameters by using a single update gate in place of

separate input and forget gates, as in LSTMs. This design, and further modifications

upon it [59, 60], have been shown have similar performance to LSTMs, outperforming

LSTMs in some instances when trained with the same number of parameters. More

recently, Zoph and Le [61] used an LSTM to generate new recurrent neural network ar-

chitectures, and trained these architectures using reinforcement learning with a reward

based on the validation accuracy, in a method called Neural Architecture Search. As a

result, a cell architecture was found that outperforms LSTM on a standard benchmark

and generalises to other tasks.

We have covered research for the design and training of recurrent neural networks.

However, there exist other directions of research involving learning from sequential

data. These include Neural Turing Machines [62] and attentional interfaces [27, 56].

Such areas may represent avenues for exploration beyond this thesis.
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2.1.3 Convolutional Neural Networks

Given the prevalence of image data in many machine learning tasks, a neural net-

work design has been devised for processing such data. Convolutional neural networks

(CNNs) are a type of neural network where the neurons operate on discrete grid-like

structures. The neurons perform a convolutional operation (often implemented as a

cross-correlation operation [47]), with the convolutional kernel representing the train-

able weights of the neuron. Previously, we noted that recurrent neural networks share

weights by applying the same operation across time, however for CNNs, weights are

shared across dimensions of the input grid. The size of the convolutional kernels is

bounded and is applied to subsamples of the input grid, with the same dimensions as

the kernel, known as the receptive field, to produce output values. The subsampling is

usually performed in a sliding window fashion, meaning that the convolutional oper-

ation is translationally invariant, a desirable property for recognition tasks. The first

example of a CNN in this understanding was LeNet by LeCunn [63], which outper-

formed other contemporaneous methods at optical character recognition.

Recently, research interest in utilising CNNs has undergone a tremendous resur-

gence. Due to their ability to output image features, which can be trained or fine-tuned

for specific tasks, they have become a versatile tool, applicable across many computer

vision problems. Some of the problems to which they have been applied to include

human pose estimation [64], semantic segmentation [65], and super-resolution [66]. For

our purposes, we note that CNNs have been utilised to recognise human actions in

video, which we will discuss in Section 2.2.2.

After the original CNN design introduced by LeCun, research into CNN architec-

tures stalled. The research was revitalised by performance achieved by Krizhevsky et

al. [35] with the AlexNet architecture in the ImageNet Large-Scale Visual Recogni-

tion Challenge (LVRC) [24]. The architecture involved the use of ReLU nonlinearities,

dropout regularization, and max pooling (an operation whereby the maximum out-

puts of subsampled regions are taken to decrease the spatial dimensions and hence

the amount of processing required). In this work, and subsequent work [39], it was

found that network depth was strongly correlated with performance. Specific best

practices were established via this work, such as using small convolutional filters in

place of large receptive fields [39], the use of batch normalisation [67], and perform-

ing activation before convolution [68]. The unwanted effects of the phenomenon of

vanishing gradients, whereby increasing network depth led to reduced accuracy, was

tackled in the GoogLeNet architecture [69] by utilising different receptive field sizes

in parallel and stacking the outputs. The problem of diminishing feature reuse [70]

is also encountered in deep networks, where the input features become less useful for

gradient learning of later layers due to diminishing information as they are convolved

with more filters. These restrictions on the depth of the network was an impediment

to the representational power and hence the performance of the network [71].
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These problems encouraged different approaches to overcoming them. The approach

of Highway Networks looked at information flow in the network and created pathways

through which information could flow unimpeded [72]. Taking inspiration from the

design of the LSTM [51], the pathways (or “highways”) are controlled by gating mech-

anisms which regulate the flow of information. The most impactful approach, however,

to the problems was that of He et al., who introduced the residual connection [73] (also

known as skip connections). By introducing a connection parallel to layers in the CNN,

through which information flows unchanged, the layers of the networks are reframed

as residual functions (functions with the addition of the input). The rationale behind

such an approach is that if the optimal function is closer to an identity mapping, it

should be easier to find perturbations to be applied to it, than to learn a new function

[73]. As an outcome, a deep architecture enabled by skip connections, the Residual

Network (or ResNet), was able to outperform all previous architectures on many image

recognition tasks of the ImageNet LVRC. Residual connections were rapidly adopted

in other state-of-the-art architectures [74].

In work by Veit et al. [75], a weakness of the residual network approach was un-

covered. It was found that deep residual networks leverage only short paths during

training, and observed that their representational power comes from the fact that they

behave like ensembles of relatively shallow networks. An architectural approach to over-

coming the diminishing returns of increasing depth in residual networks, as a result of

this phenomenon, was the Wide Residual Network [76]. This approach outperformed

deep residual networks using a shallower network with an increased number of convo-

lutional filters (or width) in the residual layers. Later architectural approaches include

DenseNet, where dense connections between individual layers are used [22], i.e. skip

connections that skip multiple convolutional layers. This approach effectively intro-

duced many shorter connections throughout blocks (of layers) in the network to reduce

the effects of diminishing feature reuse. The variety of these approaches indicates that

there may be further research insights to be made in the architecture of CNNs.

Each of these discussed architectures has been benchmarked, and designed, against

single image recognition tasks. Methods of action recognition can utilise such networks

in a feature-extraction manner. However, potential insight can be gained by exploring

how these CNN architectures can be adapted for use on video inputs.

2.2 Action Recognition

Recognising the activities of humans from video is a long-standing research problem

in computer vision [77, 78, 79]. Being able to understand an activity from images has

a large number of potential applications, from image and video retrieval [80], image

description [81, 82] and surveillance [83], to pervasive computing applications such as

smart home monitoring [84].
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The terms activity recognition and action recognition do not have a consensus

meaning in the computer vision community and are often used interchangeably. A

proposed definition by Moeslund et al. [85] states that an activity is a large-scale

event which is composed on individual actions, which can be defined as describable

semantic events. An activity may also rely on contextual information such as scene,

objects and persons present. Actions can, themselves, also be further broken down into

atomic units known as action primitives [86]. For example, in the activity of playing

basketball, the action of throwing the ball may be composed of the action primitive of

moving one’s arm upward. To use a linguistic analogy, action primitives can be thought

of as phonemes, actions as words, and activities as sentences. For our purposes, the

activity can be considered to be known a priori and activity recognition will be beyond

the the scope of this research. The interested reader is referred to the literature review

of Aggarwal et al. [87], for historical approaches, or the review of Vrigkas et al. [88]

for more recent techniques.

The problem of action recognition can be broken down into different but related

problems. One problem is the localisation of actions within a video [89], i.e. generating

a bounding box for each frame of a video that encloses an action in question. Another

such problem is temporal action localisation [90], which refers to the problem of iden-

tifying the frames of an untrimmed video in which an action occurs. The problem of

recognising the action that is taking place in series of video frames can be referred to

as action classification, however, commonly in the literature it is referred to with the

more encompassing name of action recognition. In this thesis, we shall also refer to it

as simply action recognition.

2.2.1 Feature-Based Approaches

There exists a wide-range of approaches to action recognition in the literature [91, 92,

93]. Due to the recent success achieved by extraction and classification of hand-crafted

features [94], we examine this class of approaches.

Early feature-based approaches to action recognition extract global features from

images and perform classification using sequential generative classifiers such as Hid-

den Markov Models [77]. Optical flow information has been used across a number of

approaches [95], more recently in the form of Histograms of Optical Flow (HOF) [96].

Similar features used for action recognition include Histograms of Oriented Gradients

(HOG) [97], and Motion Boundary Histograms (MBH) [98].

The pose of the human subject in an image is used in some approaches [99, 100],

where sequences of estimates of the pose are used to train classifiers. By encoding the

pose trajectories over multiple frames, or information regarding dynamics [101, 102,

103], spatio-temporal features for classification can be produced. Pose information has

also been combined with the location information of objects in use to recognise actions

[104]. By modelling the context of these objects relative to the human, discriminative
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information for recognition purposes can be discovered [105].

Local image features have played a significant part of many action recognition

techniques [106, 107, 108]. A feature common to many approaches [109, 110, 96] is the

Space Time Interest Point [111]. Feature detection techniques extend similar methods

from the 2D domain, such as Harris3D [111] which extends the Harris detector [112], to

detect local structures in videos where values have a large variation in space and time.

Other approaches of detection rely on saliency heuristics for blob detection to locate

spatio-temporal interest regions [110]. Taking small local regions around detected

interest points, histograms of motion or spatial information, such as HOF, HOG [96],

or HOG3D (an extension of the SIFT descriptor to space-time [113]), can be used as

feature descriptors. Methods of classification utilise discriminative classifiers such as

Support Vector Machines [114, 115], sometimes in combination with other techniques

such as Bag-of-Words [109]. An evaluation of these techniques by Wang et al. [115],

noted that although these approaches worked well on gross motions, such as waving

or jumping, they underperformed on more realistic settings. Conversely, approaches

that densely sampled features underperformed on simple actions and outperformed on

more realistic datasets.

The approach of densely sampling points was pursued by Wang et al. [95]. Optical

flow information was used to improve the tracking of dense 2D features over time.

A descriptor based on Motion Boundary Histograms was used for classification. The

technique was later improved to remove camera motion and to detect the human so

that descriptors were focussed on the human motion [94]. This approach and later

variants [116, 117] were very successful, outperforming other state-of-the-art methods.

The approach of dense trajectories for complex subtly different actions lacks se-

mantics and discriminative capacity [118]. As such, research has been performed that

attempts to learn mid-level and high-level representations of actions. Techniques such

as Actons [119] and Action Bank [120] learn a higher-level representation space for ac-

tions based on combinations of low-level features. Other approaches have focussed on

drawing representations from key poses of humans performing the actions [102, 121],

or constructing a hierarchy from human and object segmentation at a low level to a

spatio-temporal representation at a higher level [122]. The mid-level approaches often

utilise low-level features [119, 102] in an off-the-shelf manner as part of their approach.

However, it is not clear whether these features are optimal for such hierarchical ap-

proaches.

For our purposes, the drawback of many of these techniques is that they can be

computationally expensive and may prevent the timely classification of actions for the

purposes of online applications. Furthermore, it has been shown, that for small actions,

such as those involved in preparing a meal [93], spatio-temporal feature approaches

struggle to classify correctly. Given that we are focussed on classifying fine-grained

actions, this approach may prove limiting.
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2.2.2 Deep Learning Approaches

Context

We discussed in Section 2.1.3, the successful application of convolutional neural net-

works (CNNs) to the problem of image recognition. However, the application of deep

learning to video inputs was slow to begin in comparison. Early work [123] attempted to

learn spatio-temporal features using convolutions over pairs of images, as a replacement

for hand-engineered features. It was found, though, that it was difficult to surmount

the hand-crafted feature-based approaches of dense trajectories [94]. The limiting prac-

tical factors, such as the training time required and the lack of large labelled datasets

(akin in scale to ImageNet [24]), meant that the significant performance strides of the

image domain [35] did not straightforwardly translate to the video domain.

Early Approaches

A number of key results established the applicability of deep learning methods to action

recognition, with the empirical findings informing current best practices. Due to the

success of the approach of dense trajectories on certain datasets [94], some work contin-

ued in this vein attempting to learn deep convolutional feature descriptors [118, 124].

By combining dense trajectories and learned convolutional features [118], it was possi-

ble to outperform then state-of-the-art hand-engineered features. The lack of suitably

large datasets was addressed by Karpathy et al. who collected over 1 million weakly-

labelled sports clips [125]. In this work, they also observed that CNNs trained on single

frames, were near as accurate as those trained on clips of multiple frames. In order to

make the learning process more tractable, some approaches attempt to first isolate the

regions in the images containing the motion [89, 126]. The motion is first found using

a salient region detector and then a CNN is trained to recognise actions based on the

cropped images of these Action Tubes [89]. A disadvantage of this method is that it ig-

nores often valuable information that may lie in the surrounding context of the action.

Such a result was observed by Karpathy et al. when training on cropped images of

sports actions [125]. The approach of training two separate convolutional networks, for

colour and optical flow information respectively, was proposed by Simonyan and Zis-

serman [16] and widely adopted in other techniques [89, 127]. This work also observed

the benefit of utilising pre-trained networks, finding that the spatial network (colour

image inputs) performed better when pre-trained on the ImageNet dataset [24]. This

transfer learning process was also shown to significantly improve recognition results on

smaller datasets when pre-trained on a much larger action recognition dataset [125].

CNNs and RNNs in Combination

The previous methods utilise small clips of video for training CNNs [125], or stacked

optical flow features to incorporate temporal information [16], however the amount of
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temporal information for the neural network to learn from is limited by constraints on

the size of the CNN. Given that recurrent neural networks (RNNs) are designed to learn

from sequential inputs, the combination of CNNs and RNNs was explored. Donahue

et al. [127] utilised an approach that learns image features for single frames using the

AlexNet architecture [39], and an LSTM to obtain action recognition class distributions

based on a sequence of these image features. The availability of pre-trained state-of-

the-art CNNs can be straightforwardly exploited using this method. The method

trains separate networks for the colour (appearance) and optical flow (motion) image

inputs, combining the outputs by averaging. Marginal accuracy improvements were

observed against using only a CNN on a single frame, with greater improvements for

the optical flow input type. A similar approach was also employed in by Ng et al.

[128], who observed that an alternate approach of pooling the outputs of the CNNs

was competitive with the joint CNN and LSTM approach. It was also observed that

the optical flow data has a higher learning utility when videos are more uniform.

Modified Convolutional RNNs

The approaches described thus far attempt to refit neural network architectures previ-

ously applied to other tasks, such as image recognition for CNNs and sequence predic-

tion for LSTMs, to the task of action recognition of videos. Accordingly, researchers

have investigated architectures specifically designed for video data [129, 130, 131]. Bal-

las et al. combine the GRU recurrent network [58] with a CNN. By replacing the input

gate operation of the GRU with a convolutional operation, stacking layers of such cells,

and using as inputs the outputs of progressive layers of a pre-trained CNN, the recur-

rent network is able to learn from sparse intermediate image representations across the

frame sequence. A similar approach of replacing fully-connected operations with con-

volutional operations has also been performed for the LSTM cell [131, 129]. Utilising

an attentional mask based on the motion information, Li et al. [129] were able to out-

perform other state-of-the-art techniques using a shallow network of such convolutional

LSTM cells.

3D Convolutional Approaches

Another alternate neural network approach to action recognition has been to ex-

tend the convolutional operation to the temporal dimension (i.e. 3D convolutions)

[132, 133, 134]. In this way, the convolutional weights are trained to recognise spatio-

temporal structures. With an architecture similar to that of AlexNet [39], Tran et

al. utilised 3D convolutional operations in place of 2D to achieve good performance

[134]. The use of 3D convolutions was shown to be an advantage when attempting

to learn from long-term dynamics that may be present in a video [135]. Due to the

invariance of the convolutional operation across a spatio-temporal volume, it can be

applied to video clip volumes of increased temporal length without an increase in the
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number of trainable weights. A disadvantage of the 3D convolutional approach is that

the increased dimensions of the 3D convolutional kernels may necessitate an increased

amount of training data to learn to recognise spatio-temporal patterns. To address this,

Sun et al. [136] demonstrated that spatio-temporal (3D) convolutional operations can

be factorised into separate spatial (2D) and temporal (1D) convolutional operations,

leading to a reduction in the number of weights to train.

Temporal Fusion

There has also been investigation of methods of fusion of the temporal information of

a sequence of images as part of an otherwise 2D convolutional network. Karpathy et

al. [125] found that progressive fusion across the temporal dimension, via the use of

parallel spatio-temporal convolutional operations (i.e. 3D convolutions) with a fixed

temporal receptive field, lead to increased performance. Ng et al. [128] noted that the

technique of maximum pooling of output convolutional filters across time outperformed

other tested techniques of temporal pooling. Feichtenhofer et al. [137] found that for

the two-stream approach (i.e. separate network branches for appearance and motion),

performing 3D convolution in combination with 3D pooling over spatio-temporal out-

put features, increases performance compared with the baseline approach of averaging

softmax activated outputs over time. In their later work [138], skip connections are

introduced in the temporal domain so that the network learns from a larger temporal

receptive field as depth increases. Finally, a rank pooling machine [139] has also been

used to combine the temporal sequence of colour images into a single colour image,

called a Dynamic Image [140], which can then be classified with a CNN.

Fusion of Appearance and Motion

The approach of training two separate networks, one for appearance and one for mo-

tion data, as devised by Simonyan and Zisserman [16], leads to the question of how to

combine the outputs of the two networks. Fusion of the class distributions outputted

by the two networks can be performed by weighted average [127, 89]. Alternatively, a

discriminative classifier, such as a Support Vector Machine can be trained to produce

a final class distribution [16, 128, 135]. A disadvantage of these approaches of late

fusion is that information regarding precise co-locality of features across appearance

and motion inputs cannot be utilised for learning purposes. Feichtenhofer et al. [137]

investigated this problem by examining techniques of fusion of convolutional features

of the two networks. It was observed that concatenation, followed by a convolution

operation, was an effective technique of fusion of the convolutional feature maps of

the two streams. It was also noted that performing this fusion later in the network,

resulted in an increase in performance. In a later work by the same authors [138], the

authors replace these VGG networks with residual networks [73] and utilise residual

connections to fuse convolutional feature maps from the motion stream into the appear-
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ance stream. Connections in the opposite direction led to worse performance, likely

due to appearance features dominating over the motion features. More recent findings

regarding fusion between parallel branches, such as those of the SlowFast architecture

[141], will be discussed later in this section.

Temporal Sampling Approaches

The problem of action recognition is commonly addressed as a problem of classification

of short clips [16, 137]. In reality however, correct recognition of an action can depend

on long-range temporal structures, i.e. it may require observation of features sepa-

rated in time. CNN approaches to action recognition which have a limited temporal

receptive field cannot learn to recognise actions based on such features. We have exam-

ined approaches that use recurrent neural networks [127] and temporal pooling [125]

to facilitate larger temporal receptive fields, however these approaches were used to

recognise actions from short-term spatio-temporal patterns [142]. Temporal sampling

strategies are used to facilitate learning from longer-range temporal structures.

One method of enlarging a network’s temporal receptive field is to use strided

temporal convolutions [135], however the stride that can be used effectively is limited.

Alternatively, Temporal Segment Networks [142] established temporal sampling strate-

gies that have been used in many later works [141, 17, 143] to learn from long-range

dependencies in videos. In this temporal sampling strategy, a video is divided into a

fixed number of segments and a short clip is selected from each segment. The CNN

output for clips from different segments are fused using an aggregation function and

used to predict a class score for an entire video. It was found that the unweighted

mean performed comparably to an aggregation function with tuned weights.

Based on the observation that humans can recognise temporal relations between

pairs of images, and infer the transformation, or action, that took place, a recent work

sought to learn these temporal relations. Temporal Relation Networks [144] use the re-

lational reasoning module of Santoro et al. [145] to describe temporal relations between

observations in video. In the approach, linear network layers learn relations between

ordered pairs of output CNN features for frames in a video sequence. Similar linear

network layers also operate on ordered n-tuples (n = 2, 3, . . .) of frame features. The

outputs of these linear network layers undergo a further linear layer before combination

by addition to produce a prediction. This technique improves action recognition for

sequences with strong temporal dependencies, and can be used for other applications

such as identifying representative frames for an action.

The temporal sampling strategy of Long-term Feature Banks [146] decouple the

learning of short-term features from long-term modelling by maintaining a bank of

previously sampled features. Such feature banks act as a ‘memory’ of a video, and

can be constructed of output CNN features for regularly sampled frames. These long-

term features are combined with short-term features using an attention mechanism,
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referred to as a feature-bank operator, before use as an input to a classification layer.

A temporal variation on the non-local neural network [147] is used for this feature-

bank operator. Non-local networks are a technique specifically devised for learning

from long-range dependencies by computing the network response at a position as a

weighted sum of features at all input positions. By employing Long-term Feature Banks

as an auxiliary component of action recognition networks, it is possible to add further

temporal context by sampling long-term features.

An approach that permits 2D CNNs to efficiently access a larger temporal receptive

field was explored in the work of Temporal Shift Modules [148]. This work uses shifting

operations to exchange features between neighbouring frames within a 2D CNN archi-

tecture, effectively performing temporal fusion. The exchange of information within

a temporal sample enables recognition performance in line with established 3D CNN

approaches.

Based on the observation that in an untrimmed video for an action, salient clips

can be separated by long segments of irrelevant information, a method of sampling

the most salient clip, SCSampler, was introduced by Korbar et al. [149]. By using

a lightweight model to estimate the saliency of all clips in a sample, the number of

clips that require forward propagation through the heavier action recognition CNN

can be greatly reduced. The sampler model can be made lightweight by operating on

compressed video features or audio features. It can be trained independently of the

action recognition method, or specifically for an action recognition model by ranking the

importance of clips to the action classification. It is shown to outperform established

temporal sampling strategies, such as Temporal Segment Networks [142].

The method of AdaFrame [150] is a temporal sampling approach that trains a

reinforcement learning agent to select frames in a video to observe for classification. In

this approach, a global memory representation is constructed by observing an entire

downsampled video. An LSTM network is augmented with this global memory such

that when given video frame features as input it predicts the video class, the utility

of seeing subsequent frames, and the frame to observe next. A reward function is

specified based on increasing classification confidence when observing another frame,

and is maximised using policy gradient methods. In qualitative results, the technique

learns to use more frames for difficult to classify samples.

Each of these discussed temporal sampling approaches can be used to improve

action recognition performance when there exist long-term temporal dependencies.

Multiple Appearance Branches

The approach of using multiple branches for action recognition is not constrained for

use only with multiple image modalities. There also exist methods that use multiple

branches for the same image modality.

SlowFast [141] is an action recognition approach that uses different temporal res-
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olutions for the colour image modality. Based on observations regarding human per-

ceptions of motion being biased towards slow movements, the authors suggest a two-

branch 3D CNN treatment of colour spatio-temporal information. This work argues

that spatio-temporal information (i.e. video) requires a different treatment to the spa-

tial information (i.e. images) because spatial isotropic invariance (i.e. all orientations

are equally likely) does not extend to spatio-temporal information (i.e. all motions

are not equally likely). In the formulation, a slow branch is primarily responsible for

recognition of slowly refreshing categorical semantics from appearance information (i.e.

colour), such as persons, hands, etc. As such, this branch can be trained using a few

sparse frames and operates at a low frame rate. Conversely, a fast branch is primarily

responsible for recognition of faster refreshing semantics involved in motions, such as

clapping, waving, etc. This branch is trained with a larger number of colour frames

and operates at a higher frame rate. The fast branch is lightweight relative to the slow

branch based on the perceptual bias towards slow movements, and to reduce spatial

processing redundancy across the two branches. Lateral connection between the two

branches are made from the fast branch to the slow branch, with features undergoing

a temporal convolution with stride before fusion by concatenation. In the evaluation,

this approach increase performances across a number of benchmark action recognition

datasets, exceeding state-of-the-art.

An earlier work that looked at using multiple branches within the same modality was

the Appearance and Relation Networks by Wang et al. [151]. This network attempts

to separate the learning of spatial appearance and temporal relations, while using only

colour information as input. The network consists of blocks with parallel branches

for these learning tasks. The appearance is modelled using standard 2D convolution

operations operating on single frames. The temporal relation is modelled using 3D

convolution operations to approximate the multiplicative interactions between patches

across frames. On benchmark datasets, it achieves performance in line with Inflated

3D Networks [17], a 2D CNN inflated to 3D (i.e. initial 2D convolution filter weights

are scaled and repeated across the added temporal dimension).

Similar to how SlowFast networks use different temporal resolutions in two CNN

branches [141], the approach of Big-Little-Net uses two CNN branches to learn features

at different spatial resolutions [152]. This Big-Little approach was extended from im-

age recognition to video recognition by Fan et al. [152] in their Big-Little-Video-Net

approach. In this approach, a deep branch operates on lower-resolution frames and a

shallower branch operates on higher-resolution frames, together minimising computa-

tional costs. To capture short-term temporal dependencies, adjacent frames are passed

as inputs to the two branches and features are fused by addition at multiple locations

in the network. To capture long-term temporal dependencies, a Temporal Segment

Network [142] approach is used with depth-wise convolution and temporal shifting

across sampled frames employed to obviate the use of expensive 3D convolutions. The

20



approach is efficient when compared to baseline approaches of Temporal Shift Modules

[148] and Temporal Segment Networks [142].

The works discussed demonstrate that action recognition performance can be im-

proved by using multiple branches to treat the same modality information differently.

Multi-Modal Distillation

The two-stream approach to action recognition of Simonyan and Zisserman [16] can

be criticised on the basis that inference can be costly, requiring two deep parallel

CNN branches and the computation of optical flow features. This criticism extends to

situations involving additional image types, such as action recognition from RGB-D

data where an additional branch is used for depth images [118, 153]. In the literature,

some approaches attempt to overcome the requirements of availability of additional

image types and modality-specific models at test time [154, 155, 156]. These approaches

fall under a specific learning paradigm, named Learning Using Privileged Information

[157] based on the availability of ‘privileged information’ from additional modalities

during training time. This problem can be tackled using knowledge distillation [158],

a technique to combine the knowledge of multiple prediction networks into a single

network [159, 160]. When performing distillation, the network with greater availability

of information (and indeed representational power), a teacher network, is ‘distilled’

into a network with lesser availability of information, a student network.

There are various approaches of performing the model distillation task, for example

one recent work does so by jointly minimising the difference between intermediate

feature representations and the difference between the output distributions of student

and teacher networks [161]. In this work, model distillation is used to reduce the

number of frames of a video necessary for action recognition. We shall focus on works

that perform distillation for recognition tasks from multi-modal image types.

An early work that looked at the problem of distillation across image modalities

was that of Gupta et al. [154]. Here, a teacher network is pre-trained on the ImageNet

dataset and a loss based on intermediate feature representations is used to train a

CNN which takes depth images as input. This approach improves object recognition

performance compared with solely training the depth network with a classification loss.

The problem of how to effectively leverage privileged information during distillation

is addressed using a graph mechanism by Luo et al. [162]. The graph nodes take as

inputs the outputs of modality-specific CNN branches. It can be trained in an end-to-

end manner, learning to adjust the distillation based on output CNN representations

rather than on a pre-specified loss, thus dynamically using more informative modalities

when beneficial. This approach achieved state-of-the-art performance using only a

single modality in a distilled model for RGB-D action recognition tasks.

An alternate approach of using distillation to perform action recognition on RGB-

D was explored in the work of Garcia et al. [155]. In their approach, teacher colour
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and depth networks are firstly trained independently on the classification task, be-

fore being fine-tuned jointly using a mid-stage fusion (by multiplicative connections of

spatio-temporal features from depth to colour branches) and a late-stage fusion (by

concatenation). To train student networks, a joint two-branch architecture is trained

from initial weights of the depth network, however one branch is provided colour inputs

while the other branch’s weights are frozen. A loss is imposed based on differences of

intermediate feature representations so that the colour network learns to ‘hallucinate’

the depth representations. A loss based on output predictions, compared with both

teacher predictions and ground truth, is also imposed. The branch that learned to

hallucinate depth representations is combined with the teacher colour branch for a

final training step. This final model no longer requires depth information during infer-

ence and outperforms networks trained using a single modality. Performance however

remains markedly lower than the teacher network trained jointly on both modalities.

In a follow on work by the same authors [163], an adversarial loss is used to train a

network that hallucinates depth representations. The model used for this adversarial

loss is the Conditional Generative Adversarial Network [164]. A hallucinating network

serves as the generator while a discriminator network discriminates between outputs

of the hallucinating network and those of a frozen teacher depth network. Using this

method, losses based on differences of intermediate representations and teacher network

predictions are no longer required. Furthermore, this approach reduces the RGB-D

action recognition performance gap between the student network and teacher network.

The problem of requiring motion branches in two-stream networks was addressed by

Crasto et al. [156]. In the first of two proposed approaches, a student colour network

hallucinates optical flow feature representations using a loss imposed on differences

between features late in the colour and optical flow networks. By using a similar

architecture for the branches, the student branch learns to accurately emulate motion

features, indicating that costly optical flow calculation may be unnecessary. In a second

proposed approach, an additional classification loss is imposed on the colour network

outputs for an action recognition task. The student network outperforms both the

colour and flow networks and has comparable performance to the two-stream approach.

The discussed works show that CNN branches for specific additional image types

are not necessary during inference to benefit from available image types. However, in

all cases performance is maximised when all image types are used during inference.

Multi-Modal Self-Supervision

Self-supervision refers to the learning paradigm in which training is not performed

using strong annotations but rather using relational information that comes from the

input data. Examples of such relations include: how much an image is rotated by [165];

how to colourise a grayscale image [166]; relations between image patches [167, 168];

and temporal relations between video frames [169, 170]. Such relations can be readily
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synthesised from the input data (e.g. a colour image can be converted to grayscale).

These tasks are difficult for models to solve without learning useful representations of

the data. Such learned representations can be subsequently refined on specific clas-

sification tasks, potentially benefitting from pre-training on large unlabelled datasets

[154, 171]. Relations between multi-modal input data can also be used to provide

supervision, such as using video and audio modalities to determine whether input sam-

ples come from the same audio-visual clip [172, 171] or whether modalities are aligned

[173, 174]. Image types which are spatially aligned, such as colour, depth and flow, can

also be used to perform self-supervision. We examine works that perform multi-modal

self-supervision in the context of action recognition.

We have already discussed the work of Gupta et al. [154] that performed model

distillation across image modalities. In this approach, mid-level representations from a

colour network (previously trained using full supervision) are used to provide a training

loss to an untrained depth network. This is performed using unlabelled image pairs

across the modalities, and so can be seen as a form of self-supervision. The depth

network is subsequently fine-tuned on a smaller dataset specific to this modality.

Another discussed work that utilises multi-modal self-supervision is that of Crasto

et al. [156]. The first of their two approaches falls into the category of self-supervised

pre-training, as the training loss for a colour CNN is based on differences between

colour and optical flow features. A second stage of this approach involves training the

final layers of this colour CNN using a cross-entropy loss on target dataset labels. As

such, this self-supervised approach could be used to learn motion representations from

optical flow features computed for any unlabelled colour video dataset.

In a recent work by Munro and Damen [175], multi-modal self-supervision is used

when tackling the problem of domain adaptation for fine-grained action recognition.

Domain adaptation (or in this case unsupervised domain adaptation) refers to using

a model trained on one domain for a different domain (which is without labels in the

unsupervised case). In this work, the domains are different kitchen environments from

the fine-grained action recognition dataset EPIC-Kitchens (multi-task dataset) [176].

During training, a self-supervision loss is imposed based on whether colour and optical

flow features are from the same actions. This loss is used in combination with domain

discrimination adversarial losses for each modality and a loss based on the average-

pooled classification scores for each modality. This approach thus can take advantage

of multiple modalities to better align domains. The method outperforms state-of-the-

art domain alignment methods and demonstrates classification improvements due to

multi-modal self-supervision when using only a single modality for prediction.

These works show how additional image modalities can be used as a self-supervision

pre-training task to subsequent classification tasks, as well as how multi-modal self-

supervision can be directly integrated in training for a classification task [175].
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Summary

We have looked at deep learning approaches to action recognition in videos. We note

that as a representation of spatio-temporal information, the use of optical flow is per-

vasive in many of these techniques, and that it has a higher learning utility when videos

are more uniform [128], which will be true in the case of our fixed-setting action recog-

nition system. Approaches utilising flow often train two parallel convolutional neural

networks branches [127, 16] imposing a heavy training and computational cost, and

requiring careful consideration of fusion of the appearance and motion networks [137].

Multi-modal distillation techniques can reduce this burden, however they do so at the

cost of recognition performance. The problem of training an efficient network on several

image modalities (such as colour, depth, and flow), while maximising performance, will

be tackled in this thesis. In the following section, we discuss work using deep learning

to perform RGB-D action recognition due to its relevance to our research.

2.2.3 RGB-D Action Recognition

Context

With the emergence of consumer depth cameras in recent years, such as the Microsoft

Kinect, interest has been shown in classifying human motions by utilising depth data.

The recognition of these motions in this domain is often performed at the level of

gestures [177, 178]. Aggarwal and Roo [87] define a gesture as an “atomic component

describing the meaningful motion of a person” and an action as an organisation of

“multiple gestures organised temporally”. As such, we are interested in the classifica-

tion of actions using depth data, as opposed to gestures, and we limit our review to

techniques applicable to this task.

Feature-based approaches in RGB-D

Depth information affords the development of complex feature descriptors, with fea-

tures developed specifically for action recognition. Histograms of Oriented Gradients

(HOGs) extracted from images of depth information projected onto orthogonal planes

have served as features for recognition [179]. Methods of extending the HOG descrip-

tor to the spatio-temporal space have been pursued [180, 181]. One such extension

generates quantized histograms of surface normal orientations of spatio-temporal mo-

tion patterns and has been shown to capture discriminative shape and motion cues for

recognition of coarse actions [182]. Clustering such normals and extracting aggregate

features based on a pyramidal subdivision of a space-time volume increased recogni-

tion performance [181]. A depth-based feature, the 3D Kernel Descriptor [183], has

been applied to the problem of action recognition and been shown to reliably recog-

nise coarse actions involving objects when combined with higher-level features (e.g.

patches, spatio-temporal features) in a hierarchy [184]. Given that colour data may be
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available in addition to depth data, Kong et al. formulated a technique of combining

(HOG) features across the modalities [13] to learn a compressed shared feature space

that can be used for classification of actions.

Pose Features

The availability of depth information has also enabled the development of techniques to

reliably estimate human poses from the data [8]. Human action recognition techniques

have utilised such pose features in their approaches. It has been shown that action

recognition techniques that utilise human pose estimates outperform those that solely

operate on dense-trajectories of low level features [185, 186]. Combining pose infor-

mation with 2D image feature descriptors (HOG) has been shown to permit training

of a generative action classifier using Hidden Markov Models (HMMs) [187]. Extract-

ing mid-level representations of key action poses, in a view invariant manner, has also

been shown to permit recognition using HMMs [188]. Using sequences of pose infor-

mation over time, it is also possible to construct feature descriptors, such as spatial

occupancy histograms [189, 190, 191] or joint angle affinities [180], to learn to recognise

actions using discriminative classifiers. Higher order information, such as velocity of

pose joints, can also be combined with such pose sequences to increase recognition

performance [192, 193]. By exploiting the algebraic underpinnings of rigid body trans-

formations, human pose sequences can be represented as curves in a Lie group, which

can be discriminatively classified via a mapping to a vector space [194].

Hand Pose Estimation

In an OSCE, the subject primarily uses their hands to perform the task. One possible

approach of understanding an OSCE performance would be to learn from estimates of

hand poses. As such, we examine research in the area of hand pose estimation.

Early techniques made use of similar methods to the Kinect pose estimation tech-

nique [8], namely using random forests to predict pose joints based on hand-designed

[9, 195, 196] or learned features [197]. However, weaknesses of these techniques were

identified by Supančič et al. who showed that a nearest neighbour model outperformed

much of the then state-of-the-art techniques [198], indicating that certain models did

not generalise beyond the training set. The fact that the only models that outperformed

the nearest neighbour technique made use of deep CNN architectures [198, 197] spurred

the collection of larger datasets to better train these models [198, 199, 200, 12]. Later

techniques made extensive use of CNNs to perform pose estimation [201, 202], using

methods such as detecting individual joints by predicting heat maps using 2D CNNs

[201] or using 3D CNNs to regress a full hand pose [202, 203]. Following the Hands

in the Million Challenge [204], a review of submissions concludes that the hand pose

estimation problem is largely solved for all but extreme viewpoints [205].

To tackle the problem of pose estimation for extreme poses, one recent work utilised
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generative adversarial networks to synthesise depth maps for plausible skeleton ar-

rangements [206]. Another work [207] utilises a point cloud representation to reduce

complexity compared to 3D voxel-based approaches [208, 203]. A recent work [209] uses

a point cloud autoencoder to enable training on unannotated data in a semi-supervised

approach. Other recent approaches include connecting networks used for pose estima-

tion sub-tasks [210] and using anchor points to more accurately regress joint locations

by using local and global context information [211].

Each of the discussed techniques utilise depth images to estimate hand pose, but

there also exists research dedicated to the more challenging problem of hand pose esti-

mation using solely colour images [212]. A significant challenge of this problem is the

lack of significant annotated datasets. Zimmermann and Brox [213] use a synthetic

dataset to train an architecture that estimates 3D hand pose by using subnetworks

for specific tasks such as predicting poses from 2D keypoints. Generative adversarial

networks have been used to synthesise training data with losses imposed for geometric

consistency [214] to improve estimation. Convolutional autoencoders have been used

to generate poses and meshes for predicted hand joints when trained under weak super-

vision (via predicted joint keypoints for unannotated data) [215]. Graph CNNs have

been used to predict pose and meshes for hands from colour images [216], again using

weakly supervised training where corresponding depth images are used to provide a

training loss. Weak supervision is also used in other works [217, 218], such as in the

work of Yang et al. [217] who use point cloud representations constructed from depth

information to train a network.

A challenging scenario in which to predict hand poses is during object interactions,

where occlusions by objects and clutter can limit the available data for pose estimation

[12]. Earlier approaches utilised depth data to perform this task [219, 220, 221, 12]

such as the work of Choi et al. [220] which uses grasping hand configurations to better

predict hand poses. Garcia-Fernando et al. specifically found benefits to using hand

pose estimates for action recognition [12], however their results are based on a collected

dataset in which ground-truth hand pose annotations are available from motion-capture

gloves. The weak supervision approaches of hand pose estimation on colour images are

also utilised for the object-interaction scenario in work by Baek et al. [222] which uses

domain adaptation from hand only images to improve pose estimation performance in

the hand-object scenario. This approach is adopted to deal with the problem of the lack

of available annotated data of diverse objects and hand poses, which currently limits

estimation performance. This limited performance in object interaction scenarios is

the primary reason that hand pose estimates were not used in the action recognition

approaches in this thesis.
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Deep Learning on Poses

The sequential nature of human pose information over time lends itself to action clas-

sification using recurrent neural networks. By grouping sequences of poses of specific

joints together as inputs, Du et al. [223] create a hierarchy of recurrent neural networks

trained to classify coarse human actions. Veeriah et al. [224] modify the LSTM cell to

include a gating mechanism that operates on the change of the cell state information

to aid learning. LSTMs are also utilised by Li et al. [225] who train a network of such

to perform classification and to temporally segment the action within an untrimmed

sequence. Liu et al. [11] formulate the pose information at a single frame as a sequence

itself to utilise LSTMs to recognise spatio-temporal patterns. Inspired by similar ap-

proaches in natural language processing, a gating mechanism is also introduced that

operates on predicted and actual joint information to identify potential unreliable esti-

mates. Deep learning approaches to action recognition from pose information have not

been restricted to recurrent neural networks, with CNNs used to classify images of joint

trajectories, colour-coded by time [226]. The performance of these action recognition

methods that utilise pose information is, however, constrained by the performance of

the pose estimation technique used.

Deep Learning on Depth

Convolutional neural networks operate on raw image inputs to discover hierarchical

image features during training, and thus can operate on depth images themselves.

However, until recently the application of CNNs to recognition of actions in RGB-D

images was unexplored. Recent works utilising depth data have explored methods of

using single image CNNs to perform recognition. Wang et al. [153], utilising a similar

approach to Yang et al. [179], project depth information onto three orthogonal axes,

and utilise a colour coding of combined depth sequences to produce a single colour

frame for each. Three pre-trained CNNs are fine-tuned on the coded images, one for

each aspect. The approach of Dynamic Images [140] was recently applied to RGB-D

action recognition, with a single image produced via rank pooling of scene flow image

inputs [227]. These ‘action maps’ are then classified using a pre-trained CNN.

Deep Multi-modal Fusion

Due to the availability of colour data in addition to depth, it is possible to train

CNNs that operate over these multiple image types. An issue with training CNNs on

this multi-modal data is that, if using a parallel network approach [16], each extra

image type increases the number of parallel networks to train. In the domain of RGB-

D gesture recognition, this parallel network approach has been popular [14, 15], with

output class distributions of the individual networks combined by averaging. As shown

by the work of Kong and Fu [13], there exists latent data structures that exists across
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the modalities [13]. Using techniques that perform late fusion, such as combining by

weighting final network outputs, precludes these individual networks from discovering

such data.

Summary

In the techniques described above, the actions classified have been coarse actions such

as ‘jog’, ‘hand clap’ and ‘wave arm’ [228]. The actions we are interested in recognising

are finer-grained, such as those involved in an OSCE. Furthermore, pose information

may be quite similar across actions sequences and thus difficult to classify using this

information alone. Thus, it remains to be shown if the above techniques could be

applied effectively to recognition of fine-grained goal-directed actions in a fixed setting.

The problem of fusion of depth, colour and possibly other image types (such as motion

information), in a deep learning architecture has not been fully explored and could

enable discovery of joint salient structures that may improve recognition of the fine-

grained actions, such as those in an OSCE.

2.2.4 Recognition for Situational Support

Context

The motivation of this thesis is the development of action recognition techniques that

can be used in pervasive computing applications for goal-directed activities. In the

research, systems have been developed for the purpose of providing situational support

for goal-directed activities and such systems are reviewed here.

Sensor-based Approaches

There has been work performed to provide situational support for the elderly and

infirm in their “activities of daily living” (ADL). Attaching RFID sensor tags to kitchen

implements [229], situational support systems can recognise actions based on sensor

data using generative classifiers such as Hidden Markov Models. Partially Observable

Markov Decision Processes (POMDP) have been utilised by Hoey et al. [230, 231] to

fuse the imperfect information received from numerous sensors. The POMDP model

allows for a system to decide an action, such as whether to prompt the user, based on

the belief states contained in the model. These belief states may include class prediction

scores for observed actions. Such an approach has been used to develop systems that

give real-time feedback to sufferers of dementia performing a goal-directed ADL such

as preparing a cup of tea [231] or washing their hands [230]. Another approach that

combines sensor information utilises accelerometers in combination with image features

to train a discriminative classifier to recognise the actions involved in the goal-directed

activity of preparing a salad [232]. Accelerometers have also been used to predict

skill level, under different categories, of persons performing a surgical skill, using a
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hierarchical stochastic rule induction framework [233]. However, a drawback of sensor-

based approaches is that the presence of these sensors is less natural for users and may

hinder them in performing the task using their typical technique.

Image-based Approaches

Dynamic graphical models has been used to perform recognition of performed steps

of synthetic biology experiments [234] from video data to provide situational support.

The performances are weakly supervised with a graphical model constructed of possible

paths of actions through the task. A neural network autoencoder is used to encode the

image data for use by the graph in segmenting the video sequence into the potential

states. This weak supervision is shown to perform well, however it underperforms

significantly in segmenting actions relative to supervised training. The Watch-n-Patch

system [235] also utilises graphical models as part of a situational support system

for ADL activities. This system generates action descriptors, based on skeletal joint

motion and image features of objects in use gathered from RGB-D images, and performs

clustering of these descriptors to learn distinct actions unsupervised. The activities in

this case were composed of up to seven actions, and it remains to be shown how well

such a system would perform given an activity composed of many actions.

Summary

Existing sensor-based situational support approaches may interfere with the ability of

a person to complete a goal-directed task in a natural manner. The fine-grained nature

and self-similarity of the actions involved in goal-directed tasks such as OSCEs may

prove challenging for existing situational support systems.

2.2.5 Fine-grained Action Recognition

Context

The ability to recognise component fine-grained actions of a goal-directed activity

would enable the development of online pervasive computing applications. The ac-

tions involved are human-object interactions with multiple objects in a fixed setting.

As such, we review methods that attempt to tackle the specific problem of fine-grained

action recognition.

Object-based

Approaches to fine-grained action recognition have focussed on tracking objects and

associated motion patterns. Rohrbach et al. [93] tested methods for fine-grained action

recognition on a collected dataset of cooking activities. It was found a pose-based

descriptor approach, based on Fourier transform features, underperformed relative to
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dense trajectories [95]. Stein and McKenna [236] attempted to recognise component

fine-grained actions of the complex activity of preparing a salad, using the 50Salads

dataset [232], by devising a custom feature descriptor. This descriptor is a histogram

of tracklets described relative to the object in use. Ni et al. also focus on tracking

objects in use [237] to understand fine-grained actions. In their technique, LSTMs

are trained on outputs of pre-trained CNNs to regress bounding box coordinates of

objects in successive frames. Support vector machines are used to classify sequences

of pooled motion features from the object boxes. A drawback of this technique is that

an extensive labelling of the object locations is required for training. Zhou et al. [122]

track candidate object proposal regions across an entire fine-grained activity video. A

graph of these tracked regions, pruned for consistency, is subsequently mined for mid-

level part detectors which can be further pooled to be used as part of a discriminative

classification method to identify actions.

Segmental Approaches

Other approaches use global image features to segment entire activity sequences. Kuehne

et al. [238] utilise a generative framework to segment fine-grained activities. Video

frames are encoded using Fisher Vectors based on dense trajectories, and a hidden

markov model, combined with a context-free grammar, is used to segment a sequence.

Richard and Gall [239] use a probabilistic model that models the segmentation and

classification of actions jointly. A language and length model is combined with a

discriminative classifier, and inference is performed using dynamic programming. A

drawback of these segmental approaches is that they require observation of the entire

sequence, and so use as part of an online application is not straightforward.

Deep Learning Approaches

The rise of deep neural network approaches has also led to the use of CNNs to perform

fine-grained action recognition. Lea et al. [19] utilise a VGG-style [39] network to

extract image features, and use a 1D convolution over the output image features to

classify fine-grained actions of goal-directed activities. The authors also utilise a semi-

Markov model to segment a performance video into actions, however this marginally

improves accuracy for the 50Salads dataset [232]. Recently, the authors proposed

an alternative approach for this segmentation stage [20]. Using an auto-encoder to

compress the temporal dimension of input image features and decompress the resulting

latent features over the temporal dimension results in an action label for each frame

of a video. This approach, however, requires observation of the entire video. Another

deep learning based technique for fine-grained action recognition [240] utilised parallel

CNN streams on colour and pixel trajectories on subregions of tracked persons and on

the whole image. An LSTM is used to classify actions over a larger temporal window

based on the output image features of the CNNs.

30



Recently datasets such as AVA [241], Charades [242] and EPIC Kitchens [176] have

been published. These datasets are each large in scale and labelled with many fine-

grained actions. These datasets differ from that of a dataset of OSCE performances

in that they are captured in a more natural and broader context than the constrained

setting of an OSCE. Furthermore, context arguably provides more salient information

for recognition of certain actions in these datasets, such as ‘martial art’, ‘swim’, and

‘drive’ in AVA [241]. However, as the novel techniques devised to tackle the recognition

challenges of these datasets could be applied to the specific problem of fine-grained

action recognition for OSCEs, we review such approaches.

Using spatio-temporal graphs to model fine-grained actions, as interactions between

actor and object nodes, is an idea that pre-dates the deep learning era [122, 243].

However, in recent years works have explored approaches using deep neural networks

in combination with graph structures [244, 245] Such approaches have been enabled

by resurgent research interest in applying neural networks to graph-structured data

[246, 247, 248, 249]. These developments have led to a number of works [250, 147, 143]

that utilise graphs within a deep neural network to understand fine-grained actions.

The work of Baradel et al. focusses on interactions between actors and objects in

a scene [250]. Inspired by research in relational reasoning for problems such as visual

question answering [251, 145], this work performs visual reasoning on the object level

using time as a causal signal. The proposed Object Relation Network reasons over

detected object instances through space and time. Object features (regarding appear-

ance, shape and class) are extracted from pairs of frames (consisting of a current frame

and a previous frame) and are reasoned over by a symmetric function over a set of

graph cliques of the object representations. Long-range dependencies are learned by

passing the outputs of this function to a recurrent neural network to produce a predic-

tion. A base spatio-temporal CNN, as well as being used to produce object appearance

features, is used to model global motion and context, with an RNN trained on pooled

outputs to predict an action. This prediction is combined by averaging with the ob-

ject reasoning prediction. In experimentation on datasets such as Epic Kitchens [176],

the object-level reasoning is shown to outperform other relational reasoning techniques

[145] as well as baseline CNN approaches.

A property of certain types of graph neural networks is message passing between

nodes [252]. During training of these networks, a graph representation is learned by

propagating information between connected nodes. In a related work by Wang et

al. [147], the non-local block was introduced. This non-local block can be inserted

into existing CNN architectures, and is composed of a sequence of operations which

combines information from an entire input (e.g. spatio-temporal feature volume for

video) to produce each element in the output (e.g. a feature map pixel for video).

These operations can be made to perform a similar operation to the self-attention

mechanism used in natural language processing [253], where non-local information can
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influence the output (e.g. the beginning of a sentence can influence understanding of

the end). When applied to the problem of action recognition via a deep 3D CNN, non-

local blocks facilitate long-range dependencies in space and time to be learned by the

model. With multiple non-local blocks, the network is imbued with a message passing

capability for this purpose, akin to graph neural networks. The addition of non-local

blocks to a 3D CNN architecture is shown to improve performance on the Charades

dataset [242]. As discussed in Section 2.2.2, the Long-term Feature Banks approach

[146] uses non-local blocks to learn long-term temporal dependencies by combining

outputs of an action recognition CNN with pre-computed CNN features from a video.

This approach is shown to work well on datasets such as AVA [241], Charades [242]

and EPIC kitchens [176].

In a recent work by Wang and Gupta [143], graph structures are used as a video

representation to recognise fine-grained actions. Graph nodes, representing objects,

are formed by pooling object proposal regions of 3D CNN output features. Two graph

representations are used: a similarity graph, with the goal of learning strong edges

between instances of the same object over time and between different but semantically

related objects; and spatial-temporal graphs, with edges based on object region overlap

in space and time. To train the graphs, graph convolutional operations are used in an

architecture that aligns with that of Non-local Networks [147]. The outputs of the graph

convolution network are concatenated with the pooled outputs of the backbone 3D

CNN and used as input to a classification layer. This approach improves performance

on the Charades dataset [242], and is complemented by the use of Non-local Networks

in the backbone CNN.

The advantages of self-attention mechanisms [253], as used in Non-local Networks,

are also exploited in the Video Action Transformer Network [254] for the fine-grained

action detection task of the AVA dataset [241]. In this work, object proposal regions

are used to extract regions of query features from intermediate Inflated 3D (I3D) CNN

features [17]. These features undergo region of interest pooling [255] and preprocessing

to give a fixed-size query vector. Embeddings of the entire intermediate I3D features

are used as keys and values in a Transformer unit [253] which attends over the spatio-

temporal context surrounding the query region. A self-attention mechanism adds the

attention-weighted output to the query, which itself is then processed by normalisation

and fully-connected layers. The final output of sequential transformer units is used to

predict action classes for the query regions. In the analysis of the transformer units,

they are shown to learn to track persons semantically, as well as to attend to faces,

hands and objects. Classification performance is particularly improved for classes such

as ‘sailing boat’ and ‘watching tv’ where context information is highly discriminative.

The Actor-Centric Relation Network is a spatio-temporal action detection method

that uses the relational reasoning operator of Santaro et al. [145]. Differently to

how Wang et al. [144] use this operator for temporal reasoning, this approach uses
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a relation operator to combine information from the spatio-temporal video context.

Temporal context is captured using a 3D CNN for feature extraction, while spatial

context is captured by combining global feature maps with pooled features for actor

regions [255]. The global feature maps are divided into grids, with cells akin to object

regions, and are combined through convolutions with a grid of repeated actor features.

The convolutions learn relations between actors and objects and improves results over

baseline for the AVA dataset [241], more so for actions involving objects or multiple

actors.

Another recent approach that utilises graph convolutions is the Structured Model

for Action Detection [256]. The authors argue that the problem of video understanding

requires a structured approach, rather than a generic 3D CNN approach. In their ap-

proach, actors are tracked over video clips and relations between tracked actor features

and detected object features are reasoned about using graph convolutions. Detected

actor bounding boxes are linked to from actor tubelets using an association module

trained with a triplet loss based on actor appearance. I3D features [17] are extracted

for each of the actor tubelets and for the detected objects. Two graphs are formed

to reason about human-object and human-human interactions respectively using these

features. To make the graph learning tractable, a single generic object class is used.

The experimental evaluation shows how this structured approach improves performance

over a generic baseline, particularly for actions involving interactions with objects and

actions with long-term temporal dependencies.

A structured approach to action recognition was further investigated in a recent

work, Action Genome [257]. This work draws on findings from cognitive science [258]

that people encode activities into “consistent hierarchical part structures”. The au-

thors extend scene graph representations to the temporal domain to represent such

compositional structures. Scene graphs are graph structures that encode relationships

between objects, and have been combined with vision models to perform various image

tasks [259]. In the video scenario of Action Genome, scene graphs encode relation-

ships (attention, spatial, and contact) between actors and objects, and are predicted

for video frames and used to populate a feature bank. Features from the feature bank

are combined with I3D [17] outputs using an operator as per Long-term Feature Banks

[146] (i.e. non-local blocks [147]). Scene graph labels are added to the Charades dataset

[242] to facilitate study of scene graphs for video understanding. In experimentation,

the Action Genome approach is shown to improve action recognition performance on

Charades [242]. Furthermore, the spatio-temporal scene graph, with its compositional

approach to actions and symbolic embedding of visual information, is shown to improve

few-shot recognition capability.

Besides improvements due to the use of graph mechanisms, designing backbone

CNN models is another area of active research that has led to improved action recog-

nition performance. This research focusses on a number of issues identified in existing
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approaches. One issue is the use of hand-designed optical flow features as a motion

representation. Some recent works propose techniques where, instead of using optical

flow, the network architecture is constructed to learn to represent motion from an input

colour video clip [260, 261, 262]. Another issue that is addressed is the large compu-

tational cost of video models [263, 264, 265, 261, 148]. Such architectures may consist

of a mixture of 2D and 3D CNN layers, where the reduction in 3D layers leads to less

computational requirements [265, 261, 263]. One novel approach, STM (also discussed

in Section 2.2.2) uses shifting operations to give 2D convolution operations access to

neighbouring frame features [148]. One other issue addressed is that 3D network de-

sign is commonly inherited from 2D architectures designed for image recognition tasks

[17, 147]. Commonly in these approaches [266, 267, 268, 269], the blocks of existing ar-

chitectures are re-designed to better suit the task of video understanding. Other works

[270, 271] add additional layers to such CNN architectures to make it more suitable

to video tasks, such as Timeception [271], which uses multi-scale temporal convolu-

tion operations on outputs of a 3D CNN [17] to allow learning of long-range temporal

dependencies for datasets such as Charades [242].

A recent work by Feichtenhofer, X3D [272], aims to tackle the question of whether

using existing 2D architectures, expanded to 3D, is the optimal strategy for designing

action recognition architectures. Furthermore, questions are tackled regarding inter-

actions between parameters, such as spatial resolution, temporal sampling, network

depth and width. This work expands a basis architecture into 3D across a num-

ber of architectural and sampling parameters. The basis architecture is based on a

ResNet design, and is similar to the Fast branch of the SlowFast architecture [141]. It

uses channel-wise separable convolution layers for efficiency purposes. The parameters

along which the architecture is expanded are the temporal stride, temporal sample

size, spatial sample size, network depth, layer width (i.e. number of channels) and

the width of the bottleneck in each residual block. One interesting finding is that

at a low-complexity level (i.e. low computation), high spatio-temporal resolution is

favoured over wide channel dimensions. In terms of performance, the expanded models

are shown to match state-of-the-art on Charades [242] and AVA [241], while requiring

significantly less computation.

Summary

The wide variety of discussed approaches shows that there are no consensus techniques

of recognising fine-grained actions in a fixed setting. The approaches to the fixed

setting scenario frame the problem differently in cases, specifically looking at models of

segmenting an activity sequence or classifying frames under supervision. We have also

discussed approaches that use graph mechanisms to reason over actors and objects for

fine-grained action recognition tasks in an unconstrained setting. The contributions

in this thesis are focussed on utilising multiple image types to perform fine-grained
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action recognition, a direction that has received less research focus. For example by

utilising depth information, it is possible to calculate scene flow, which may provide a

richer, more stable, representation for learning spatio-temporal patterns of fine-grained

actions. In future work, it may be possible to combine the multi-modal approaches

explored in this thesis with graph-structured approaches.

2.2.6 Relevant Datasets

Context

To assess fine-grained action recognition techniques as suitable for the specific case

of OSCEs, it is necessary to collect a dataset of such performances. Given the fixed

setting of an OSCE, there is less utility in the wider contextual information due to

the similarity of each of the actions and the relative constancy of the background.

Therefore existing large action recognition datasets [273, 274, 241] that encompass a

range of activities in numerous contexts, such as sports, are not directly applicable in

our case.

Fine-grained Datasets

In our case, we are specifically interested in datasets that involve fine-grained actions in

a fixed setting. A dataset that encompasses fine-grained actions is that of MPII Cook-

ing [93]. This dataset consists of a large number of kitchen actions being performed,

with a single stationary colour camera focussed on the kitchen surface. This dataset

also includes estimates of the poses of the humans, and estimations of dense trajectory

features. This dataset has received particular attention in research attempting to clas-

sify fine-grained actions [122, 275]. Other fine-grained action recognition datasets have

focussed on particular application areas, such as the Activities of Daily Living (ADL)

dataset [276] which is composed of ego-camera recordings of people performing every-

day activities. Another application focussed dataset is the MERL Shopping Dataset

[240] which is composed of recordings from an overhead camera of people shopping

for groceries from shelving units. These datasets are all recorded using a single colour

camera. In the case of an OSCE, it is not clear whether a single colour camera can

feasibly capture all the important granular steps of a performance.

The JIGSAWS dataset [277, 278] is a dataset of performances of three different

robotic surgical tasks: suturing; knot-tying; and needle-passing. The data is composed

of overhead video of the surgical implements and task area as well as kinematic mea-

surements, such as position and velocity, from sensors attached to the implements. It

is annotated with action segments for actions such as ‘insert needle into skin’, ‘tie a

knot’ and ‘drop needle at finish’. Additional annotations includes manual assessments

of surgical skill levels by an expert surgeon. The dataset has been used to benchmark

action segmentation and recognition techniques that use video data [19], kinematics
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data [279], and combinations of the two modalities [280, 281]. It has also been used

to benchmark techniques that perform automated skill evaluation [282]. The scenario

of an OSCE is less constrained than that of robotic surgical tasks, with multiple pos-

sible approaches to performing actions, thus making action recognition arguably more

challenging than it is for the JIGSAWS dataset.

RGB-D Datasets

Action recognition from multi-modal data, such as RGB-D, has also been performed

and a number of related datasets have been collected. The MSR Action 3D dataset

[228], the MSR Daily Activity 3D dataset [283] and the MSR Action Pairs dataset

[182], all consist of RGB-D data recorded using a Kinect camera, as well as human

pose information obtained using the Kinect [8]. In the MSR Action 3D dataset, the

actions performed are broad full body actions such as throwing, jumping, reaching.

The MSR Daily Activity 3D dataset [283] consists of actions such as ‘use vacuum

cleaner’, ‘lie on sofa’ and ‘use laptop’. The MSR Action Pairs dataset [182] includes

actions that involve object interaction, however the actions are coarse-grained such

as ‘pull chair’, ‘pick up laptop’, ‘put on hat’. Other RGB-D datasets have focussed

on capturing actions from multiple viewpoints [284, 285], to enable development of

techniques of recognition from new viewpoints. The coarseness of the actions in these

datasets, and the brevity of action clips, contrasts with the fineness, varying length,

and consecutiveness of the actions involved in OSCEs. Recently, the NTU RGB-D

dataset [286] was released with a focus on having a larger number of action classes,

from many viewpoints. However the action classes are still broad human motions, such

as ‘punching’, ‘hugging’, ‘eating’ and ‘reading’. A dataset that most closely matches

the OSCE setting is the 50 Salads Dataset [232]. This dataset consists of RGB-D data,

recorded using a single depth camera, of people preparing a salad in a fixed kitchen

setting. The action classes are labelled at coarse and fine granularities.

Summary

To our knowledge, there does not exist a dataset of fine-grained actions performed as

part of a goal-directed activity that is recorded from a number of viewpoints. Addi-

tionally, there does not exist such a dataset that also incorporates depth information.

By providing such a dataset to the research community, the variation of the types of

techniques that can be applied can be analysed for relative performance. For example,

2D fine-grained techniques can be compared to 3D techniques as well as to multi-

view techniques. Such a dataset would also provide the possibility of development of

techniques for recognition from novel viewpoints. This dataset would provide a useful

benchmark for assessing recent techniques of 3D action recognition and fine-grained

action recognition. Given the usefulness of recognising the actions in an OSCE to

possible pervasive computing applications, this dataset can form the basis of future
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research in this direction.

2.3 Vision for Skill Determination

In this thesis, we are focussed on recognising fine-grained actions, specifically those

involved in OSCEs. Recognising the fine-grained actions of an OSCE would allow

online applications to validate the completion of the necessary steps of an OSCE, as

discussed in Section 1.1. Works that perform skill determination are relevant due to

their ability to give a score or ranking to a skill performance, and we review such works

here.

Surgical skills, such as those captured in the JIGSAWS dataset [277, 278], have

formed the target domain for many skill determination techniques [287, 288, 289, 290,

282, 291, 292]. A novel formulation of Hidden Markov Models is used for temporal

modelling by Zhang et al. [289] to perform pairwise ranking for surgical skills. Another

work analyses extracted sequential information in the frequency domain to determine

motion quality and hence predict a skill assessment score [287]. Similar analysis of

sequential information using entropy metrics can capture fluency and regularity of

movements and hence predict skill levels [290]. However, the constrained setting of

surgical skills makes these approaches difficult to apply to other less constrained settings

such as OSCEs.

Sports is another domain in which which skill determination techniques have been

applied [293, 294, 295, 296, 297]. In a work by Pirsiavash et al. [293], low-level and high-

level (i.e. pose) spatio-temporal features are combined for use as inputs to a support

vector regression model to predict judging scores for olympic events. Performance on

this skill determination task was improved by Parmar et al. [294], who used CNNs to

extract visual features and LSTMs to produce a prediction. In a work by Bertasius et al.

[295], skill assessment is performed for first-person basketball videos. A convolutional

LSTM is used to detect atomic events in videos, and a feature is constructed using

a Gaussian mixture model which is then used to predict pairwise ranking of players.

The detailed interaction between a performers joints are focussed on in the work of

Pan et al. [298]. Here, convolutional features for joint regions in images are used to

build relational graphs based on spatial and temporal relations, and graph convolution

operations are used to output features for score prediction. Such skill determination

for sports techniques may be challenging to apply in an OSCE scenario, where action

quality may be secondary to criteria such as performing steps in the correct order.

In the work of Doughty et al. [299], a technique was devised that can be used to

determine skill level for more general domains. The approach uses a pairwise deep

ranking model to determine differences in skill level. By training a siamese CNN archi-

tecture of spatial and temporal streams with a ranking loss based on human annotated

skill rankings, the model can predict a skill ranking for a video. This approach is shown
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to work well across different tasks, such as surgical skills and pizza making, including

for newly collected datasets. In a later work by the same authors [300], ranking per-

formance is improved by using temporal attention modules. Separate modules attend

to parts of a video that exhibit higher and lower levels of skill. A novel loss function

is used that combines ranking losses from each of high-skill, low-skill and uniformly

weighted network outputs. Another recent work by Parmer et al. [301] find that skill

determination for sports is improved when trained using multi-task learning. Auxiliary

tasks include fine-grained recognition of aspects of the skill performance (e.g. number

of somersaults for diving) and caption generation.

In these discussed works, fine-grained action recognition may not be viewed as an

essential step to perform skill determination. However, in the context of an OSCE

performance, the level of perceived skill of a performer does not determine whether

the task was performed correctly. In each OSCE, the sequence of actions is crucial

for correct performance. For example, in the OSCE of cannulation, a person could

perform all necessary actions fluently, including successfully inserting a canula into a

vein, however if they checked for a vein (i.e. touched the site) after the cannulation site

has been sterilised they would fail the assessment due to causing risk of infection [6].

Fine-grained recognition of the actions in an OSCE performance facilitates accurate

segmentation, and hence can be used to determine if the correct seqeunce was followed.

2.4 Summary

In this literature review, we have identified the following problems that will be ad-

dressed by the contributions within this thesis:

� There has not been an investigation into the development of action recognition

techniques for the specific domain of OSCEs.

� Incorporating temporal information, in the forms of both motion (i.e. flow in-

formation) and sequential data (i.e. multiple image frames), into a fixed-setting

fine-grained action recognition system has not been extensively investigated;

� Effective utilisation of multiple image types, such as colour and depth, to better

recognise fine-grained actions in a fixed setting requires further investigation; and

� The collection of a dataset of fine-grained actions performed as part of a goal-

directed task in a fixed setting that includes depth and colour information from

multiple viewpoints has yet to be performed.
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Chapter 3

How do you take yours? Action

Recognition Using 3D Tracked

Poses and Recurrent Neural

Networks

In this chapter, a system for recording human-object interaction tasks is designed,

implemented and evaluated. An examination of the motivating factors of the system

is performed and used to inform the system design. This system enables recording

of fine-grained actions from multiple viewpoints using multiple image modalities, in a

synchronised way. Thus it permits varied approaches to the problem of understanding

human-object interactions. We contribute this system for use by other researchers by

providing a code framework that makes re-implementation feasible. Using the capture

system, a dataset of performances of a goal-directed activity, preparing a cup of tea, is

recorded and labelled. Techniques for tracking the performer’s hands and the objects in

use are detailed. An action recognition approach based on Long Short Term Memory

neural networks is described. A grid search methodology for the architecture and

hyperparameters of the action recognition network is presented.

3.1 Introduction

3.1.1 Motivation

In this thesis, our research goal is to recognise the constituent fine-grained actions of

a fixed-setting goal-directed activity, such as an Objective Structured Clinical Exam-

ination (OSCE). Recognition of the actions, and hence steps performed, can form the

basis of pervasive computing applications (Section 1.1). In this chapter, we use an

example task of preparing a cup of tea to explore methods of constructing a pipeline

for performing this recognition. This task is a goal-directed activity involving distinct
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steps to be performed in an order, and so can serve as a proxy for other activities, such

as an OSCE.

The possibility of using fixed arrangements for the system allows greater flexibility

in types of cameras used and placement of the cameras (Section 1.3.1). Since the re-

lease of consumer RGB-D cameras, such as Microsoft Kinect, the research community

has utilised the extra depth information provided to make significant advances in the

problem of tracking humans at various levels, such as at the body level [8] and hand

level [9]. Object recognition and pose estimation is another area where the availability

of depth data has enabled new techniques [10, 302]. These and newer techniques may

allow for real-time tracking of objects and people, providing valuable input information

for action recognition systems. In work by Pirsiavash et al. [276], it is suggested that

recognition of everyday activities is “all about the objects”. Thus we focus on esti-

mating object poses for use in recognising actions involved in a goal-directed activity.

Estimated human pose information is also used for this recognition purpose.

Accurate estimation of object poses, which can be facilitated by the capturing sys-

tem outlined in this chapter, has potential benefits for areas beyond action recognition.

One particular area that benefits from object pose information is robotics. A method

based on the dataset and action recognition technique of the Watch-n-Patch system

[235] (discussed in Section 2.2.4) uses object pose information as part of a robot assis-

tant that observes a performance of an Activity of Daily Living and reminds the subject

of a missing step by laser-pointing to the relevant object [303]. Object grasping is a

common robotics task that can be improved by accurate estimation of object pose

[304, 305]. Availability of the full object pose allows use of geometry information that

may not be observable by the robot [304]. A large dataset for this vision-based task

was recently made available that comprises RGB-D images with over a billion possible

grasp poses for objects [306]. Another scenario in which a robotics task can benefit

from object pose information is collaborative robotics in manufacturing. Here, pose

information can be used by a robot to understand a user’s intent and hence aid them in

their task [7] The recording framework described in this chapter could be used in each

of these scenarios to improve object pose estimation and hence improve performance

of these robotics tasks.

A system for capturing the goal-directed activities is required. The design choices

of this system are motivated by the following factors:

1. The system must facilitate the recognition of fine-grained actions, such as

those involved in OSCEs.

2. All key actions of a performance must be clearly observable to allow for the

classification of correct performance of these key actions (e.g. cannula insertion

for OSCEs).

3. It is necessary that the physical space accommodates the performance of
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the activity. Typically, an OSCE, such as Peripheral Intravenous Cannulation,

can be performed on a surface the size of an office desk.

4. The physical set-up of the system should not detract from a person’s ability

to perform the activity. Other systems require sensors to be placed on objects

being interacted with [232, 231]. The presence of sensors would interfere with

subjects naturally using the objects.

5. The system should allow for repeatability. It should be feasible to re-implement.

It should not rely on the overly strict placement of sensors and objects.

In this chapter, we present a capture system satisfying these factors, which enables

six degrees of freedom (6DOF) object and human pose estimation from recorded video

data. The problem remains, however, of how to use this pose information to recognise

the actions of a human-object interaction. We demonstrate the use of recurrent neural

networks to recognise actions based on sequences of object and human pose information.

Specifically, we use the Long Short Term Memory (LSTM) neural network cell due to

its success in other sequential modelling tasks [127, 307]. Our results show that an

architecture composed of LSTM cells can recognise actions from sequences of pose

information more reliably than established benchmark algorithms.

3.1.2 Contributions

The contributions made in this chapter are:

� We contribute a system for recording performances of human-object interactions.

The system’s novelty lies in the fact that it enables recording of activities from

multiple viewpoints using RGB-D data, in a synchronised way.

� A code framework is also contributed, allowing other researchers to feasibly re-

implement this framework and to devise efficient data processing pipelines using

the framework, located at https://github.com/leaveitout/pcltools.git.

� A pipeline for action recognition of a human-object interaction, based on tracked

object and human poses, is devised using this system and framework.

� A multi-camera RGB-D dataset, ‘Cup of Tea’, of performances of the goal-

directed activity of preparing a cup of tea is presented. Models of objects used

are included with the dataset so that other object pose-based techniques can be

implemented.

� A method is presented of using grid search to identify a neural network architec-

ture, involving LSTMs, that maximises action recognition from pose information.

For the Cup of Tea dataset, the optimal architecture achieves 83% frame-level

accuracy.
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Figure 3.1: A proposed pipeline for the recognition of actions of a human-object interaction.

3.2 Design

In this section, we shall describe the individual stages of an overall action recognition

pipeline shown in Figure 3.1.

3.2.1 Data Acquisition

Camera Arrangement

The possibility of using fixed arrangement of the system allows greater flexibility in

types of cameras used and placement of these cameras. Based on an analysis of different

candidate arrangements, we select a multiple RGB-D camera arrangement, as shown

in Figure 3.2. This arrangement minimises possible occlusions of salient information

that may affect later pose estimation stages. Another benefit of multiple RGB-D

cameras is that it facilitates many future alternative action recognition approaches

(e.g. volumetric approaches, multi-view approaches). A thorough analysis of candidate

arrangements is performed in Appendix A.

Figure 3.2: A multi-camera set-up including a number of fixed viewpoints.
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Algorithm 3.1 Synchronisation Algorithm

1: procedure Synchronise Data Frames
2: Let xtil be a data frame from camera l at time ti.
3: Let Sp represent the pth set of synchronised data frames , for p = 1, 2, . . ..
4: Let T = {S1,S2, . . .} represent the set of sets of synchronised data frames.
5: Let c be the total number of cameras.
6: Let τ represent an arbitrary amount of time.
7: if xtj l ∈ Sp for some j or ti −min(tj : xtjm ∈ Sp) > τ then
8: T ← T ∪ {Sp}
9: Sp ← {xtil}

10: else
11: Sp ← Sp ∪ {xtil}
12: if |Sp| = c then
13: T ← T ∪ {Sp}
14: Sp ← ∅
15: end if
16: end if
17: end procedure

Synchronisation

The data received from multiple RGB-D cameras may not necessarily be synchronised

across the cameras, and so a synchronisation method is required. This method should

maximise temporal consistency of the data between the cameras so that the outputs

of later merging stages exhibit fewer artefacts. To maximise consistency, an algorithm

(Algorithm 3.1 below) was developed that associates data frames from each of the

cameras with their nearest temporal neighbours. The algorithm also ensures that

there always exists a full complement of frames in each set of frames.

Camera Calibration

Accurate extrinsic calibration of the RGB-D cameras will provide better quality data

for later pose estimation stages of our pipeline. It is possible to perform this calibration

using only colour images from the cameras and a known planar target. The quality of

such a calibration is dependent upon the images of the target used. Due to the camera

arrangement, it can be challenging to obtain good quality images of the calibration

target from two cameras simultaneously. It is also possible that the positions of the

cameras may change slightly over time, thus requiring recalibration. Therefore, a more

automated technique for extrinsic calibration was sought.

The availability of the depth data permits use of a greater variety of techniques

to perform extrinsic calibration. Our calibration technique involving depth data is

composed of a coarse estimation stage and a refinement stage. The coarse estimation

stage is required upon initial arrangement of the cameras, and the refinement stage

can be used periodically to correct any slight changes in camera position.

Our extrinsic calibration technique operates on 3D information, and so it is neces-
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sary to calculate 3D positions based on depth information. A point cloud is a set P
of points, p ∈ Rn, representing 3D positions. Given intrinsic calibration parameters of

the depth cameras, a point cloud can be calculated for each depth image. Furthermore,

if the extrinsic calibration is known between the depth and colour sensors of an RGB-D

camera, points in the point clouds can be associated with corresponding colour values.

An extrinsic calibration of two cameras estimates the transformation, T : R4 → R4,

that maps points from one camera’s reference frame to the other. To estimate this

transformation between two point clouds, P and Q, there must exist points pi ∈ P ,

such that p̃i = Tq̃j, for some qj ∈ Q, where p̃ = [px, py, pz, 1]T is the homogeneous

representation of p. These known correspondences can be used in a cost function, such

as the sum of square differences, to estimate T using nonlinear least squares methods,

T̂ = arg min
T

{
n∑
i=1

(p̃i −Tq̃i)
T (p̃i −Tq̃i)

}
. (3.1)

To find correspondences between point clouds, we identify large custom targets in

the corresponding colour images using Harris corner detection and contour detection to

locate specific keypoints. As each camera has colour and depth extrinsically calibrated,

the 3D positions of these keypoints can be calculated.

As the number of correspondences for the coarse estimation is small due to limited

targets used, it is possible that the transformation may be slightly inaccurate. A

refinement stage is used to reduce this inaccuracy. This is performed using the Iterative

Closest Point algorithm [308]. This algorithm minimises a heuristic by taking locally

optimal steps, i.e. a greedy algorithm. The heuristic we use is a measurement of

distances from points to planes at the nearest corresponding points,

T̂ = arg min
T

[
n∑
i=1

1D (||m̃i −Tq̃i||)
(
ñTi (m̃i −Tq̃i)

)2]
. (3.2)

Each component of the sum is weighted by an indicator function on the closed set D =

{d ∈ R where ||d||≤ dmax} that indicates whether a point has a close correspondence.

The vector m̃i represents the closest point in P to the transformed point Tq̃i, and ñi

is the normal at point i. Further details of the camera calibration technique can be

found in Appendix B.

3.2.2 Point Cloud Processing

The extrinsic calibration of the respective cameras provides a method of transforming

the point clouds received from the left and right cameras to the coordinate reference

frame of the central camera. When fusing multiple point clouds like this, some issues

are encountered. Small errors in the transformation estimates may result in slight

misalignments of edges and surfaces in the merged point cloud. Another issue is that

edges and surfaces in the merged point cloud may be over-represented as a result of
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being observed by multiple cameras. This issue leads to a varying density of points for

different surfaces. As such, a method to re-estimate point positions based on multiple

samples may provide a more accurate representation.

Moving Least Squares [309] is a method that can be used for generating a smooth

interpolated output point cloud from scattered input point clouds [310]. The technique,

which has its origins in differential geometry, generates samples by approximating a

sampled surface with a polynomial function for a small local region. As this algorithm

can be used to tackle the issues discussed, we employ it to improve the quality of the

merged point cloud data. In our case, points in each local region are weighted using a

Gaussian, and the surface is approximated using a polynomial of degree 2.

The output point cloud of this smoothing stage will include points that are not

useful for later pose estimation. Using the known arrangement of the task table (Figure

3.2, it is possible to segment this point cloud to include only points that lie above the

table, isolating points that relate to objects in use and the human performer’s arms.

The RANSAC algorithm can be used to find a table in a point cloud [311]. This

algorithm iteratively fits a model of a plane to sample set of potential inlier points

using a least squares estimate. This algorithm has the advantage of being resistant to

outlier points (e.g. scenery besides the task table) present in the merged point cloud.

Once the largest plane has been identified (i.e. the task table), Euclidean clustering

[312] is used to isolate table points from other points that lie on this 3D plane. To

identify all points above the table, we construct a convex hull around the table cluster

and check whether a point lies within a polygonal prism extruded above this hull. The

output of this processing stage should include only points relevant for pose estimation.

3.2.3 Pose Estimation

Object Pose Estimation

The technique for estimating object poses is composed of two stages: estimating the

initial pose at the beginning of a video; and tracking the object through the remainder

of the video. The first stage identifies an object on the task table using the Linemod

technique [10]. It is assumed that all the necessary objects will be placed upon the table,

prior to the task. This technique combines colour gradients and surface normals to

generate templates for known objects which can be efficiently searched. This technique

has the benefit of working for objects that may have little surface texture, or are

partially occluded. The templates are collected by performing three-dimensional scans

of the objects and calculating the templates of the objects at different possible poses.

By encoding poses with each template, the six degrees of freedom (6DOF) pose of the

object can be estimated.

The second stage tracks an object’s 6DOF pose as the video progresses. It is possible

to use Linemod to estimate poses in each frame. However, as Linemod uses single RGB-
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D frames, it may become unreliable when an object is significantly occluded in a frame.

Given an initial pose, a 3D registration technique can be used to fit object poses frame-

to-frame using the merged and segmented point clouds, based on the assumption that

objects can only move small distances between successive frames. To perform this

registration, we use the Generalised Iterative Closest Point (GICP) algorithm [313], an

extension of the point-to-plane algorithm described in Section 3.2.1. This algorithm

uses a probabilistic model for a point-to-point cost function, which is more robust to

incorrect correspondences than other iterative closest point algorithms [313]. These

incorrect correspondences are more likely to be present when registering objects of

complex geometry than in the previous case of camera calibration (Section 3.2.1).

Point clouds of scanned objects can be used to perform the registration. To ensure

consistent densities of points across the source and target point clouds, the points are

filtered using a voxel grid of fixed cell dimensions before registration.

Given the initial pose of the object, estimated using the Linemod algorithm, and

the incremental poses, found via registration of the scanned version of an object trans-

formed to the previous pose, a series of poses for each object will be produced. The

poses are encoded as a transformation matrix, T : R4 → R4. In homogeneous form,

this transformation matrix is composed of a rotation, R : R3 → R3 and a translation

t ∈ R3, T = [R, t; 0T , 1]. However, in engineering a feature to use based on these

values, utilising a larger parameter space makes learning more challenging [314]. A

more dimensionally compact representation of a transformation can be found by using

unit quaternions to encode the rotation. Thus each pose can be encoded as [t, a, b, c, d],

where the rotation is encoded by the unit quaternion z = a+ bi+ cj+dk, a, b, c, d ∈ R.

Arm Pose Estimation

To estimate an arm pose, we identify points corresponding to subjects’ arms in the

merged and segmented point clouds. Using the estimated object poses, we remove

points that lie within a threshold distance of any points of the transformed object

point clouds. Due to noise and slight misalignments of objects, it is necessary to

perform further segmentation. Under the assumption that arm points all lie within a

certain distance of each other, Euclidean clustering [312] is used to identify the two

largest clusters of the remaining points. A lower bound on possible cluster size ensures

that only clusters large enough to be arms are selected.

We estimate the arm poses from the cluster information. We denote a candidate arm

cluster as Q = {qi ∈ R3, i = 1, 2, . . .}. We represent a pose using three components:

a1 ∈ R3, the inner arm point in the task area; a2 ∈ R3, a point representing the position

of the subject’s wrist; and r ∈ R, the width of the subject’s arm as it appears to the

central camera sensor. The rationale behind using the inner arm point is that it will

contain information, in combination with object pose information, indicating which

object is being used. The rationale behind the outermost arm point is that it will
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Figure 3.3: Left, a cluster centroid, q̄, and the three eigenvectors, e1, e2 and e3, is shown
for an arm cluster. Right, the centroid is subtracted, and the eigenvectors are axis-aligned.
The centres of the two axis-aligned bounding box faces perpendicular to the principle axis,
po1 and po2, are used as the two end effectors for the arm pose.

contain information indicating the type of interaction that is being performed based

on the angle between the two arm points. The rationale behind the width feature is to

capture information to allow discrimination between arm poses of different rotations

about an axis through the arm, such as those involved in turning motions. To calculate

these features, the extents of an oriented bounding box over the cluster set Q are

examined.

To determine these bounding box extents, Principle Component Analysis (PCA)

is used [315]. The centroid, q, is subtracted from each point, qi in a candidate clus-

ter. A data matrix, X is constructed, with each row representing a mean subtracted

point. The eigenvalues of the matrix XTX, are calculated along with the correspond-

ing eigenvectors, e1, e2 and e3, representing the principle components of the cluster set

(see Figure 3.3, left). These eigenvectors can be composed into an orthogonal rotation

matrix that transforms the three principle axes of greatest variance to the Cartesian

axes, R =
[
eT1 , e

T
2 , e

T
3

]
. The new data matrix, YT = RXT , facilitates the determina-

tion of the bounding box extents. The maximal and minimal extents along each row of

this matrix define the axis-aligned bounding box for the set of transformed arm points.

The centres of the two faces perpendicular to the principle axis (see Figure 3.3, right),

po1 and po2, can thus be found. Thus, the inverse transformation, ai = RTpoi + q̄, can

be applied to these points, to transform them back to the original reference frame, to

get the desired end effectors. The final feature component is the width of the observed

arm cluster, r, corresponding to the bounding box width.

The two clusters centroids are inspected to distinguish left from right arms. If a

single cluster is detected, geometrical rules based on the position of the arm centroid

and the angle of the arm relative to the camera are used to determine handedness. The

threshold position and angle for these rules can be defined based on the known scene

arrangement.
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Figure 3.4: The Long Short Term Memory cell includes a c variable that is added to during
the cell update. Nonlinear activation functions control the information removed (with a forget
gate) and added (with a memory gate) to this cell value. Figure is adapted from original,
with permission [316].

3.2.4 Action Classification

Given the individual feature components described in Section 3.2.3, the feature vector

is defined as the concatenation of the object features, [ti, ai, bi, ci, di] for each i ∈
{cup, pot, bowl, jug}, and the arm features, [a1,o, a2,o, ro] for each o ∈ {left, right}. The

dynamics of these poses, and the relationships between them, will include information

regarding the current action being performed. For example, a teapot being moved

towards a cup may indicate a tea pouring action. A sequence of pose features is used

to capture temporal dynamics for classification.

Recurrent neural networks (RNNs) have proven useful in sequential learning tasks,

such as in the area of natural language processing. Recent work has looked at utilising

RNNs to learn from sequences of image features extracted from videos to perform

action recognition [127]. Long Short Term Memory Networks (LSTM) are a type of

RNN structure designed to overcome the vanishing gradient problem [51], discussed in

Section 2.1.2. This is achieved by allowing old (potentially useless) information to be

forgotten and new (useful) information to be recorded in the cell state.

An LSTM cell, as shown in Figure 3.4, is updated with the following equations:

it = σ([ht−1,xt, 1] ·Wi); (3.3)

ft = σ([ht−1,xt, 1] ·Wf ); (3.4)

ot = σ([ht−1,xt, 1] ·Wo); (3.5)

gt = tanh([ht−1,xt, 1] ·Wg); (3.6)

ct = ct−1 · fTt + gt · iTt ; (3.7)

ht = tanh(ct) · oTt . (3.8)

The memory of a cell, ct, is controlled by a series of gates during each update.

The forget gate, ft, controls the amount of information to be forgotten via a nonlinear

sigmoid. Similarly, the input gate, it, and input modulation gate, gt, control the
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Figure 3.5: An example architecture used to classify sequences of pose information into
action labels.

amount of new information that is allowed into the cell state.

The LSTM cells are used as part of a larger neural network architecture to perform

classification of sequences of pose features. The recognition performance is dependent

upon the architecture, and so different architectures need to be tested. Decisions

regarding the architecture include the number of LSTM layers to use and the number

of cell units per layer, i.e. |ct|. Previous work has shown that reversing a sequence of

data and feeding it to a separate LSTM cell increases performance for tasks such as

speech recognition [317, 318]. Decisions on whether to train LSTM cells on forward

sequences or both forward and reverse sequences, illustrated by the ‘reverse sequence’

operation in Figure 3.5 also need to be made. These decisions are made using an

automated procedure of identifying an optimal architecture, which will be discussed in

Section 3.3.4.

In our architectures, the output of the LSTM layers undergoes further transforma-

tions via a series of fully connected, or dense, layers. The output of the layers undergo

an activation function, with intermediate dense layers outputs undergoing a Rectified

Linear Unit (ReLU) activation [44], f(x) = max(0, x). The outputs of the final layer

undergo a softmax activation to produce an output distribution across the possible

label classes, σ(x)i = exi/
∑K

k=1 e
xk , where x ∈ RK .
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Neural networks are prone to overfitting to the training set, and hence, it is nec-

essary to deploy regularisation techniques to overcome this. Dropout is an estab-

lished technique that has been utilised for regularisation purposes of neural networks

[36], whereby connections between neurons are randomly dropped to discourage co-

adaptation of neurons. Dropout is applied to the inputs of each of the dense layers

for regularisation purposes. For the LSTM cells, a variant of dropout for recurrent

neural networks is used, known as recurrent dropout [319], whereby the dropout mask

is identical across each of the timesteps in a sequence. Finally, batch normalisation [37]

is used between the layers of the network to counteract internal covariate shift between

the layers of the network.

3.3 Implementation

3.3.1 Data Acquisition

Figure 3.6: The arrangement of the recording set-up. Top-left image shows a vibration
motor attached to an RGB-D camera (Asus Xtion). Right image shows the placement of the
cameras in relation to the task table. Bottom-left image shows a colour image taken from
the centre camera during a recording.

A recording system was constructed according to Figure 3.2. This set-up involves

an office desk, serving as the task area, being observed by three depth sensors as per

Figure 3.6. The cameras used, Asus Xtion Pro Live cameras, provide streams of both

colour and depth information. A structure was erected to support the cameras and

ensure they remain relatively stationary. Adjustable camera mounts allow fine-tuning

of the camera’s pose to ensure that each observed the entire task area. The cameras

are all connected to a single nearby PC via USB.

Using specific camera driver settings, it was possible to ensure that the colour

and depth information from an individual camera was received synchronously by the
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Figure 3.7: Point cloud renders demonstrating the effect of noise when multiple Asus Xtion
cameras observe a scene. More noise is observable in the right image, where three cameras
observe the scene, compared to in the left image, where a single camera observes the scene.

host machine. However, the data from each of the cameras was not guaranteed to be

synchronised and so the Algorithm 3.1 outlined in Section 3.2.1, is used to synchronise

frames. In Algorithm 3.1, the threshold parameter, τ , was set to be 16.7 ms, which is

half of the average frame time at 30 frames per second. A multi-threaded approach is

used to ensure that all camera acquisition threads are begun simultaneously.

To capture task performances, data from each camera must be recorded simulta-

neously. This recording is challenging for limited hardware due to the large amount

of data produced. A multi-threaded program was developed using C++ to perform

this recording. A producer-consumer design was used in conjunction with a circular

buffer data structure for each camera to maximise the benefits of the multi-threaded

approach. This design allows simultaneous recording to be performed in real-time us-

ing a single PC (Intel i7 4770K, 24GB of RAM and a solid state disk for storage).

This implementation allows for easier reproduction in line with the factors of Section

3.1.1. By using a single computer solution, potential synchronisation complications of

a networked solution are also avoided.

Due to the nature of the structured-light depth cameras, interference is an unde-

sirable side effect of using multiple sensors to observe a scene. If multiple cameras’

patterns fall on the same surface, a single camera is unable to disambiguate its own

projected infra-red pattern, resulting in holes and noise in the depth maps, as shown

in Figure 3.7. The “Shake ‘N’ Sense” technique [320] is used to address this problem.

This technique involves vibration of affected sensors which causes the patterns of other

cameras to appear blurred relative to its own pattern. In our implementation, vibra-

tion motors are attached to the cameras, as shown in Figure 3.6, and the vibrational

frequency is tuned to minimise the presence of noise and holes in the data. The ad-

vantages of this technique are that it maximises the amount of data available and has

zero computational cost.

3.3.2 Point Cloud Processing

A code framework was developed to allow for efficient processing of point cloud data.

This framework is architected using object-oriented design and efficiently implemented
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Figure 3.8: An example pipeline implemented using the devised software framework. The
pipeline is responsible for reading three sets of camera recordings from disk, merging, smooth-
ing, segmenting and saving the outputs to disk.

Figure 3.9: A rendering of scanned objects as meshes.

in C++. Properties of this framework include: it allows different techniques to be

specified easily and succinctly; is adaptable to different input types; it makes use of

multi-threading to maintain efficient performance; and that it is extensible to new

use cases. Further details about this framework are available in Appendix C. This

framework is used to instantiate the point cloud cloud processing pipeline design of

Section 3.2.2, as illustrated in Figure 3.8.

3.3.3 Pose Estimation

To estimate object poses using the algorithm, we scan the objects of interest using

3D scanning software, examples of which are shown in Figure 3.9. The point clouds

generated by these 3D scans are used to generate the object templates for the Linemod

method, as well as for the GICP incremental registration method of tracking object

pose as detailed in Section 3.2.3. A pipeline for generating object and arms poses for

an entire sequence is composed using the point cloud processing framework (Section

3.3.2).
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3.3.4 Action Classification

Dataset Collection

To evaluate our system, a dataset was collected of RGB-D videos of people performing

the task of preparing a cup of tea, called the “Cup of Tea” dataset. The dataset is

composed of 24 samples recorded using three Asus Xtion Pro Live RGB-D cameras. A

total of eight subjects were recorded performing the task three times. There were no

restrictions imposed on how they prepared the cup of tea, other than the order. They

were first asked to prepare it in the order of their preference. They were then asked to

read and remember the order and attempt to complete it in that order. Finally, they

were asked to perform this task again. This method was chosen to ensure that a range

of orders was captured so that an action recognition system cannot simply memorise

the order of actions. The videos were all manually labelled with one of the five actions

for each frame: ‘pour tea’; ‘pour milk’; ‘add sugar’; ‘stir’; and ‘background’. The rules

for when these labels apply are listed in Appendix D. A total of 25,913 frames were

recorded, equating to an average video length of 38 seconds.

Network Training

Each network is trained to recognise actions of the Cup of Tea dataset. Given a

sequence of pose features for a time t, (xt−n, . . . ,xt), where n ∈ N and x ∈ Rd, and

d is the length of the pose feature vector, we wish to estimate the output probability

mass function, p̂Y (y), where y ∈ C, the set of action labels. Each network we train is

a nonlinear differentiable function of the inputs, parametrised by the weights, p̂Y (y) =

F(xt−n, . . . ,xt; {Wi}), where {Wi} is the set of weights of the network.

Given the true probability mass function, pY (y), for the network inputs (xt−n, . . . ,xt),

we seek to establish a loss function to minimise during network training. A commonly

used measure between an estimated and a fixed reference distribution is the Kullback-

Liebler divergence [23],

DKL (pY (y), p̂Y (y)) =
∑
c∈C

pY (c) log

(
pY (y)

p̂Y (c)

)
. (3.9)

It is equivalent to minimise the categorical cross entropy, up to a constant value for

the entropy of pY (y), which is the case when this distribution is fixed,

H(pY (y), p̂Y (y)) = −
∑
c∈C

pY (c) log (p̂Y (c)) . (3.10)

Due to the balance of labels in the Cup of Tea dataset, using the above loss function,

training proceeds in a way that, in aggregate, penalises more for the more represented

labels in the dataset. This can lead to the network dedicating more of its learning

potential to these specific labels and less to the under-represented label classes. To

counteract these effects, weights can be applied to the label classes in the loss function,
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Hw(pY (y), p̂Y (y)) = −
∑
c∈C

w(c)pY (c) log (p̂Y (c)) , (3.11)

where w(c) is the weighting for the class c. Class weights are chosen to be in-

versely proportional to the fraction of these class labels in the training set, subject to∑
c∈C w(c) = 1.

We minimise a loss function based on the categorical cross entropy, Hw, for each

minibatch (i.e. small training subset B where |B|= N), formulated as

J({Wi}) =
1

N

∑
j∈B

Hw

(
pjY (y),F(xtj−n, . . . ,xtj ; {Wi})

)
+
∑
i

λi||Wi||, (3.12)

where an L2 regularisation loss is imposed on the set of weights scaled by a set of

parameters {λi}. To train the network, back propagation [32] is used, In this method,

each weight, Wi, is updated based on a function of the gradient of the minibatch loss

with respect to the weight. The Adam optimisation method [321] is used for this

update function with a learning rate of 0.001. This method precludes the need for

manual learning rate scheduling, via adapting the learning rate based on estimates of

lower-order moments at the gradients.

Each network is trained for 250 epochs of the training set, with a minibatch size

of 1024. The weights of the dense layers and LSTMs in the network were initialised

with Xavier uniform initialisation [40], and the offset biases were initialised with zeros.

All networks are implemented using the Tensorflow deep learning framework [322].

We utilise a leave-one-subject-out cross-validation, testing on an individual subject for

each fold (effectively 8-fold cross validation). This cross-validation has the benefit of

characterising the performance of the system for an unseen subject, identifying cases

which the system may find challenging to classify correctly.

Performance Metrics

Metrics representing desirable properties of the classifiers are selected to evaluate the

classification techniques. Some commonly used evaluation metrics for multi-label clas-

sification problems are precision and recall. Precision is the ratio of true positives to

the total number of predicted positives, and thus provides a measurement of how many

of a classifier’s predicted true samples are correct. Recall is the ratio of true positives

to the total number of positives. It provides a measurement of how well the classifier

performs at identifying all of the positive samples. Each of these is desirable properties

for classifiers, and depending on the domain, may be more or less important. A mea-

surement that combines precision and recall into a single value is the Fβ score. This is

the weighted harmonic mean of the precision and recall,
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Fβ = (1 + β2) · precision · recall

(β2 · precision) + recall
. (3.13)

In our case, we select the value of β to be 1 so that equal weight is given to the

properties of precision and recall, denoting the measurement by F1.

In our case of multi-label classification, these metrics are not uniquely defined. In

the multi-class situation, we consider each label separately, in a one-versus-all manner.

Thus, a true positive is a predicted label class that matches the ground truth label

class for the class in question. False positives, true negatives and false negatives can be

identified similarly for each class in this one-versus-all manner. Thus, we can calculate

the identified metrics for each class. To produce a single metric for the multi-class

case, we take the unweighted mean across the metrics of the individual classes. To

calculate the metrics over the eight folds, the predicted and ground truth labels for

each of the test splits are combined, and the evaluation metrics are calculated for

each label and combined by averaging, as above. This follows methodology used in

similar works, such as 50 Salads [232], following recommendations based on analysis of

cross-validation evaluation [323].

Hyperparameter Selection

The selection of algorithm parameters can be time-consuming and involves expert

knowledge that is difficult to convey. Due to elongated training times of neural net-

works, techniques such as exhaustive searching over grids of possible values and random

search can be infeasible. However, there exist methods of searching that can reduce

the number of search iterations required. One approach utilises Tree-Structured Parzen

Estimators (TPE) to model the target function, whereby each of the sampled points

is represented with a Gaussian distribution in the hyperparameter space [324].

To identify a point in hyperparameter space to sample next, x∗, a commonly used

test is Expected Improvement [325]. This can be defined as the expectation, under

some model M of a fitness function f : X → R, that f(x) will negatively exceed some

threshold y∗,

EIy∗(x) :=

∫ ∞
−∞

max(y∗ − y, 0)pM(y|x)dy. (3.14)

where X is the space of the hyperparameters. Further details of how this expectation

is used to select hyperparameters can be found in Appendix E.

In our case, as well as model parameters, we wish to select architectural parame-

ters, such as number of LSTM layers, and whether to additionally train on reversed

sequences (i.e. bidirectionally). Other decisions include input data sampling deci-

sions, such as the sequence length and temporal stride used when generating sequences

(measured in frames), and regularisation parameters. All hyperparameters selected are

shown in Table F.1 in Appendix F as well as the prior distributions for each. In each
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search step, we seek to maximise the mean F1 score across all of the cross validation

test splits, effectively performing a grid search on these test splits. Fifty search iter-

ations were performed, with each iteration tested using this cross-validation scheme.

The HyperOpt library [324] was utilised to perform this hyperparameter search.

Performance Benchmarking

Benchmark recognition algorithms are selected to evaluate the performance of our

LSTM action recognition approach. These algorithms are the ensemble models, Ran-

dom Forest [326] and Gradient Boosted Decision Trees [327]. These models are selected

due to their performance on high-dimensional recognition tasks [8, 9] and their use in

related works [236].

The Random Forest algorithm is an ensembling technique whereby decision tree

classifiers vote on a prediction, with individual trees trained on subsets of the dataset.

The selection of the features for each classifier is performed by drawing independent

and identically distributed samples from a distribution with the same dimensions as

the feature space. The split threshold used at each node is determined by the value of a

metric, such as the information gain, at the data points in a certain feature dimension.

The randomness imbued in the technique make it robust in terms of noise [326] and

thus a good candidate classification technique.

Gradient Boosting is another ensembling technique, commonly applied to decision

tree classifiers. Boosting algorithms [328] train additional classifiers to fit weighted

versions of the training data. This weighting decorrelates the classifiers by focussing

on errors of the previous classifiers [329]. Gradient Boosting [327] generalises previous

boosting algorithms [328] to work for any differentiable loss function. The additional

classifiers are trained to approximate the gradient in the loss function with respect to

the current model. This approach has the advantage of directly optimising the cost

functions; however, it is prone to overfitting when noise affects the gradient.

Hyperparameters of these classifiers are also searched over using the previously

outlined technique. These hyperparameters were: the sequence stride; the sequence

length; the number of tree estimators to use; and the maximum depth of the individual

trees. As in the case for the LSTM classifier, we maximise the mean F1 score, calculated

across all of the cross-validation test splits (i.e. grid search over test splits), and

perform fifty search iterations. For Random Forests, the criterion used for selecting

splits during training was the Gini impurity [326]. For Gradient Boosted Decision

Trees, the deviance was selected as the loss function, and a learning rate (which affects

the contribution of additional trees) of 0.1 was used. Data normalisation is utilised

only for the Gradient Boosting classifier, as it was observed to affect results for the

other classifiers adversely. The hyperparameters searched over are shown in Table F.2

in Appendix F as well as the prior distributions for each.
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Without synchronisation With synchronisation
Recording
number

Mean
Std.
dev.

Recording
number

Mean
Std.
dev.

1 6.07 1.05 1 2.08 0.98
2 8.74 2.79 2 1.55 1.11
3 5.11 0.99 3 1.43 0.70
4 8.04 2.30 4 1.12 0.76
5 5.40 0.94 5 0.86 0.80

Average 6.67 1.63 Average 1.41 0.46

Table 3.1: Mean frame spread values for recordings of 5,000 frames, without and with
camera activation synchronisation. The average values are calculated over five recordings.
All values are reported in milliseconds.

3.4 Evaluation

3.4.1 Data Acquisition

The techniques for synchronisation, detailed in Section 3.2.1, were used to ensure tem-

poral consistency of the data from the cameras so that the output of later merging

stages would exhibit fewer artefacts. An algorithm for matching data received from

the cameras, and a method of activating the cameras to minimise the variance of the

timings of data, were devised. An inspection of the timings is performed to evaluate

these techniques.

Qualitatively, we examined multiple tests of the timings for data received from

three sensors for an initial 300 milliseconds and observed that the timings of the data

received from each of the cameras are more closely aligned, potentially ensuring better

temporal consistency, when the synchronous camera activation method was used.

An experiment was performed whereby multiple recordings were taken under the

unsynchronised and synchronised camera activation methods. The frames from each of

the cameras are then associated in line with Algorithm 3.1. The standard deviation of

the timings is then calculated for each set of associated frames, which we shall refer to

as frame spread. These statistics are calculated for five recordings of 5,000 associated

data frames, and the mean and standard deviation of frame spread for all the data

frames in each recording is calculated.

Without synchronised camera activation, a mean frame spread of 6.67±1.63 mil-

liseconds, averaging over the five recordings, is observed. However, when the synchro-

nisation was used, this number was reduced significantly to 1.41±0.46 milliseconds, a

79% reduction in frame spread. Thus, this technique better ensures temporal consis-

tency of data recorded using the framework. The frame spread results are listed in

Table 3.1.

The Shake ‘N’ Sense [320] method was used to improve the quality of the depth

information when multiple cameras observed the same scene. To validate our imple-

mentation, we perform experiments that assess the effects of the technique upon data
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Figure 3.10: A qualitative result showing the difference in data quality observed when the
Shake ‘N’ Sense implementation is used (right) compared to when it is not used (left).

Figure 3.11: A point cloud visualisation of registration results before (left) and after (right)
the calibration refinement stage. The gray circle in lower-centre the images, represents a
feature of the desk, and is observed to be better registered in the right image (where it
appears less blurry).

loss and noise. We find significant decreases for both of these aspects when the camera

shaking methodology is used. Thus, in our particular case of three depth cameras ob-

serving a small close scene, the camera shaking methodology is suitable for increasing

the amount of valid data available for later processing, as demonstrated in Figure 3.10.

Full results and analysis are available in Appendix G.

In Section 3.2.1, a custom two-stage technique for the calibration of multiple depth

cameras was detailed. To evaluate this technique, we qualitatively examined registra-

tion results before and after the second stage of refinement. An example of such results

is shown in Figure 3.11. It is observed that the refinement stage results in better-aligned

point clouds, with less observable alignment artefacts, such as along the edges of the

tables, and around the surfaces of the calibration target objects, in registered point

clouds.

3.4.2 Point Cloud Processing

We qualitatively assess the results of the techniques used to process and segment merged

point cloud data.

Finding the largest plane in a merged point cloud was sufficient to capture the
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points relating to the table. The plane was made more reliable by using the moving

least squares smoothing technique. The Euclidean clustering method, used to cluster

points, involved tuning a threshold distance parameter. It was found that a higher

threshold resulted in parts of surrounding structure being included as part of this table

cluster. However, the resulting included points are easily discarded at later stages of

the pipeline (such as arm pose estimation) due to their small size under clustering.

The convex hull estimation and prism extrusion is found to be an effective method

of segmenting the points that lie above the table region. The minimum height value

above the table from which the prism is extruded can reliably be set so that it minimises

the inclusion of points from the table while maximising the inclusion of points above

the table.

3.4.3 Pose Estimation

Object Pose Estimation

The ground truth poses of the objects in use in our experiments is not available. Thus,

to evaluate the object pose estimation technique, a qualitative analysis is performed.

We determine correctness based on correspondence to perceived object poses.

Overall, the object pose estimation performs reliably under this analysis. Of the

24 recordings, with four objects tracked in each recording, there are two instances of

an object’s pose tracking being irrecoverably lost. There are four further instances

where the alignment of an object’s pose is perceptively incorrect for a portion of the

recording. Another perceptible issue is slight misalignments of object attributes, such

as handles and spouts.

In the two cases where pose tracking is lost, the object (the cup) briefly becomes

fully occluded during the performances by a combination of the subject’s arms and

other objects. As a result, the GICP algorithm converges to the nearest present points,

and thus the object tracking is unable to converge to the correct object points once

the object reappears. To overcome this issue, a detection step could be used to ensure

that the object is visible prior to the GICP stage.

The four cases of incorrect pose alignment also relate to the cup, however, the cause

is different. During the task performance, the cup is filled with tea which changes the

perceived topology of the object. As a result, the GICP algorithm attempts to register

object points no longer available in the point cloud. Other nearby points may increase

registration instability as the algorithm may incorrectly identify these as correspon-

dences. This instability is challenging to overcome while maintaining generality. An

image classification stage, to determine whether the cup has become filled, could be

used to choose different object models to register (e.g. empty cup, full cup).

Some estimated object poses exhibit slight misalignments around object attributes

such as handles and spouts. The objects in use, in this case, had smooth surfaces,
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Figure 3.12: Pose estimation results for different sample recordings. In the first three rows,
hand poses and object poses are estimated reliably. In the fourth row, object pose estimation
errors are shown. These are due to misalignments of the cup due to changing topology and
tracking losses due to complete occlusions. In the final row, arm pose estimation errors are
shown. These errors are due to incorrect segmentation of left and right arm clusters when
the hands are close together, and incorrect estimation based on inclusion of points from the
subject’s body.
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which are large relative to the object’s total size, and are also highly symmetrical.

These object attributes affect the convergence of the GICP algorithm, with correspon-

dences from symmetrical surfaces leading to early convergence, without establishing

correspondences for protruding object attributes (e.g. spouts and handles). GICP

algorithm parameters can be tuned to identify correspondences at greater distances to

overcome this issue. This tuning, however, leads to increased incorrect correspondences

with other points, such as those from the subject’s arms. Results of the object pose

estimation technique are shown in Figure 3.12.

Arm Pose Estimation

Similar to object pose estimation, ground truth data for arm pose estimation is un-

available. We adopt a qualitative assessment methodology, with correctness determined

based correspondence to the perceived pose.

Overall, arm poses are estimated reliably for the majority of the performance videos.

As the technique relies on a single merged point cloud, errors do not accumulate over

time. Observed errors include confusion between arms and inclusion of object parts

or other body parts in the pose estimation. It was found that six of the performance

videos were affected by such issues to varying extents.

Arm pose estimation errors occur due to violations of the assumptions of the tech-

nique. It assumes that the input point cloud is segmented to include only points relating

to the arms (with some tolerance to noise via clustering). In cases where object pose

is irrecoverably lost, points relating to the untracked object affect the arm pose esti-

mation stage. Subjects leaning over the task table also lead to the inclusion of points

that do not relate to their arms. A smaller error occurs when a subject brings their

hands together briefly causing the cluster segmentation to identify a single arm cluster.

Finally, a brief error occurs when a subject reaches at an acute angle to reach an object

on the opposite side of the table, causing the technique to identify the handedness of

the arm incorrectly.

Due to the assumptions of this technique, it inherits errors from object pose esti-

mation and segmentation steps. Should object pose estimation performance improve,

this technique would exhibit fewer errors. However, to improve robustness to these

errors, a method such as RANSAC could be employed to fit an arm model in the

presence of outliers. This would involve the regression of a range of candidate arm

poses and shapes, and hence would require a method of representing this wide range of

poses and shapes. Techniques dedicated to the estimation of arm poses [8] and hand

poses [9] could be employed. However, of these techniques, there are fewer that deal

with the more challenging problem of pose estimation during human-object interac-

tions [330, 219]. These techniques that apply data-driven methods [219] have been

trained for specific objects which may not directly translate to our specific use case.

Results of the arm pose estimation technique are shown in Figure 3.12.
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3.4.4 Action Classification

We identified hyperparameter arrangements that maximised the F1 metric for each of

the tested actions classifiers. In the cases of Random Forest and Gradient Boosted

Decision Trees, there are regions of better performance in hyperparameter space, in

particular, maximum depth of trees has a significant effect upon results. In the hy-

perparameter values of the optimal LSTM classifier, we note that a small learning

rate in conjunction with relatively high dropout values are used indicating that the

training required significant regularisation to prevent overfitting. Visualisations of the

hyperparameter searches and optimal LSTM classifier can be found in Appendix F.

The optimal LSTM network performs better than the optimal benchmark classifiers

by a significant margin, as can be seen in Table 3.2. The accuracy of the classifier is

82.9% calculated over all of the test splits. The F1 metric, which we optimised against,

is 81.72%, which is 8% above the other classifier results. We also observe that the

classifier has a smaller standard deviation across the action classes, indicating that the

classifier learns to discriminate the actions more evenly. It should be noted however

that, as a deep architecture with a larger number of trainable parameters, the LSTM

network has greater representational ability than the other benchmark classifiers. It

should also be noted that we searched over architectural and regularisation parameters

to identify a final LSTM network architecture. This may give an advantage over the

benchmark classifiers which were searched over smaller sets of parameters.

Classifier Accuracy Precision Recall F1 score
Random Forest 76.21 82.54 ± 17.13 71.11 ± 20.59 73.55 ± 14.91
Gradient Boosting 75.68 85.06 ± 18.12 70.45 ± 20.94 73.23 ± 13.89
LSTM 82.90 81.46 ± 8.65 82.20 ± 7.62 81.72 ± 7.49

Table 3.2: The classification metrics for the tested classifiers.

The results indicate that the deep LSTM network, trained on pose information,

can represent the dynamics of the human-object interactions. We analyse the confu-

sion matrices for the classifiers, as shown in Figure 3.13, to characterise performance

on individual actions For the Random Forest and Gradient Boosting classifiers, we

observe that the classifiers are strongly biased towards predicting the “Background”

action class. The ground truth action class distribution is heavily dominated by the

“Background” and “Pour Tea” classes which may explain this bias somewhat. The

“Pour Tea” class is identified well by all classifiers possibly due to the large motion of

the teapot. The classes “Background”, “Place Sugar” and “Stir Tea” are more difficult

to disambiguate as these do not necessarily involve the movement of a tracked object,

and the arm pose dynamics present are subtle. Inspecting the confusion matrix for the

LSTM classifier, it confuses the same three action classes to a lesser extent, indicating

that it was better at learning a representation of these actions from the input pose

information. For the LSTM, the “Stir Tea” class is predicted incorrectly as “Place
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Sugar” in 17% of cases. Given that both of these actions involve similar arm interac-

tions with a cup, it is expected that these two action classes would be the most difficult

to differentiate.

Figure 3.13: Confusion matrices for the three tested classification techniques. The LSTM
classifier has more even distribution of correct predictions over all of the classes than the
Random Forest or Gradient Boosting classifiers.

Split Accuracy Precision Recall F1 score
1 87.43 84.85 84.80 83.21
2 92.79 92.78 92.12 92.28
3 70.22 78.02 73.05 71.54
4 70.53 67.95 71.53 65.93
5 90.55 89.22 85.43 86.37
6 87.55 84.22 88.02 85.37
7 93.44 92.41 93.60 92.54
8 67.41 61.88 66.30 59.53

Table 3.3: The classification metrics using the hyperparameters of the best performing
LSTM for each of the test splits.

To further understand where the LSTM classifier underperforms, we examine its

performance for each of the test splits. We calculate the previously used metrics for
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Figure 3.14: The training loss profile for the LSTM classifier. The feint green lines rep-
resent individual test splits of the datasets. It is observed that some are overfitting (by not
converging) while others may be underfitting (by converging too early).

each test split, with the precision, recall and F1 score calculated for each action class,

and report the unweighted mean in Table 3.3. We note a large difference between the

maximum F1 score (93%) and minimum F1 score (60%) for the splits. We observe

that three specific splits underperform relative to the others, namely splits 3, 4 and

8. These splits contain the most significant errors of object pose estimation and arm

pose estimation, as detailed in Sections 3.4.3. As such, improvements to these pose

estimation methods should result in better performance for these splits.

To gain insight into the effect of pose estimation errors upon classifier training, we

collate the training profiles for each of the splits, plotting training and validation loss

Figure 3.14. We observe that the classifier is overfitting for certain splits, evidenced by

increasing loss values after fifty epochs. Earlier, we noted from Table F.3 that the best

performing hyperparameters included significant amounts of dropout. Thus, this level

of regularisation may be present to limit this overfitting. Improving pose estimation

may reduce regularisation requirements and hence improve scores for splits that may

be underfitting currently. Finally, the variance in splits may also be due to variations in

the motion patterns of the subjects when performing actions. The results could improve

with additional dataset samples that capture a broader and more representative range

of motion patterns.

3.5 Discussion

In this chapter, a system was designed, implemented and evaluated for the recording of

table-based human-object interactions from multiple viewpoints. We devised a pipeline

for the tracking of 3D poses of arms and objects from point cloud data received from

multiple cameras. We showed how recurrent neural networks, such as LSTMs, are

capable of recognising constituent actions of such interactions using estimates of 3D
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poses of arms and objects. Finally, we collected a multi-camera RGB-D dataset of

performances of the task of preparing a cup of tea, and we validate our approach upon

this dataset.

The data acquisition stage of the pipeline was designed based on its use case of cap-

turing human-object interactions, such as OSCEs. The design relies on multiple depth

cameras to ensure all stages of a performance are observed. The use of multiple RGB-D

cameras allows a wide range of potential action recognition techniques to be applied in

a pervasive computing application. However, due to this bespoke arrangement, issues

needed to be overcome to increase the practicality of the system (e.g. camera calibra-

tion) and the usefulness of the data (i.e. Shake ‘N’ Sense). A code framework was

developed to minimise the code needed to create potential software pipelines, and to

provide increased performance via a multi-threaded architecture. As such, it is feasible

for other researchers to reimplement such a system for different purposes. This system

thus contributes a useful test harness for studying human-object interactions and for

multi-camera reconstruction of small close scenes.

We have demonstrated the use of an action recognition pipeline involving the track-

ing of 3D poses of objects and estimation of arm poses of the subjects, that is capable

of classifying the actions of the Cup of Tea task at 83% accuracy. A neural network ar-

chitecture and set of hyperparameters were found using Tree Parzen Estimators, using

fifty search iterations. As part of the analysis of the classification results, we iden-

tified areas for further improvement in the pipeline and proposed potential methods

to overcome these weaknesses. In particular, we note that the object pose estimation

method is sensitive to topological changes and entire occlusions of objects. The level of

accuracy obtained with this method also validates the proposed data acquisition stage.

The pipeline described in this chapter could be applied to numerous real-world

problems that require the understanding of human-object interactions. A potential

application of such a pipeline is smart assembly line monitoring, where human interac-

tions with a fixed set of objects can be understood to examine if they have completed

all necessary actions.

The overarching goal of this thesis is to devise action recognition techniques that

could be used as part of pervasive computing applications for human-object interac-

tions. In this chapter, we have devised and evaluated an action recognition technique

for human-object interactions involving rigid objects. However, certain human-object

interactions may involve deformable objects that may change appearance during an

interaction. Given that this was an issue identified in the evaluation of this pipeline,

our later work will address these issues to increase robustness in application domains.
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Chapter 4

Fusion of Colour, Depth and Scene

Flow for Fine-Grained Action

Recognition

In this chapter we explore techniques of using convolutional neural networks to recog-

nise fine-grained actions through combinations of different image types afforded by

depth cameras, including depth and scene flow. In the previous chapter, we analysed

techniques of recognising fine-grained actions via the tracking of objects and poses,

finding that recognition is highly dependent upon performance of the pose estimation

techniques, which are prone to inaccuracies in scenarios such as occlusions. A benefit

of a convolutional neural network approach, over the previous pose-based approach, is

that it can learn directly from the image data to recognise fine-grained actions. The

convolutional neural network is trained on images from a single centrally-located over-

head camera. This chapter also addresses a problem of convolutional neural network

approaches to action recognition, whereby it is necessary to train parallel networks for

each image type, such as colour and optical flow. The devised approach performs an

early fusion of image types using separable convolution filters, based on the observation

that these filters separate the learning of channel-wise features and inter-feature rela-

tionships. This fusion approach outperforms late fusion of single image type networks

showing that this early fusion is an effective technique for increasing recognition accu-

racy of fine-grained actions without the need for training multiple parallel networks.

4.1 Introduction

4.1.1 Motivation

Recognition of the fine-grained actions involved in human-object interactions, such as

OSCEs, is the key research problem tackled in this thesis. Accurately identifying the

appearance and motion patterns of these actions, and learning to discriminate between
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these can be challenging when these motion patterns and appearances may be similar

across actions. Difficulty also lies in the fact that there are a variety of valid approaches

to completing tasks. Another complicating issue is that, as a result of these actions, the

objects being manipulated may change shape and form. As we observed in the previous

chapter, the change in topology of a cup when it became full adversely affected the

ability to track the pose of the object throughout a task performance. These reasons

make recognition of fine-grained actions challenging using techniques based on semantic

tracking of hands and objects.

Convolutional neural networks (CNNs) have been applied to the problem of ac-

tion recognition [127, 16]. Such approaches have advantages over semantic pose-based

recognition approaches that may be relevant to our problem. One advantage of such

CNN-based approaches is that the CNN operates directly on the image data, learning

representations that can be used to discriminate between actions. As observed in the

previous chapter (Section 3.4.4), errors in the distinct pose estimation stage negatively

affected action recognition results. As an entire CNN is trained in an end-to-end fash-

ion, without distinct pose estimation stages, it is directly optimised to recognise actions

from images. Another advantage of a CNN-based approach is that it is better suited

to situations where objects deform and transform, which occurs during human-object

interactions such as OSCEs. The previous pose-based approach focussed on tracking

rigid objects, and thus may not be applicable when objects change shape and form

significantly. The CNN-based approach, however, can learn to recognise the varying

appearances of these objects without further intervention needed. Although not a di-

rect research goal, a further advantage of CNN-based approaches is that it enables

real-time performance with the deployment of reasonable graphics hardware. In a

CNN-based approach, there is no longer a requirement for the processing stages such

as point cloud transformations, table removal, and iterative closest point for object

tracking. Each of these stages has significant processing associated with it, making

real-time processing challenging. Based on these advantages, investigation into the

use of CNNs for the problem of recognition of the fine-grained actions involved in

human-object interactions is warranted.

Recent methods of applying CNNs to the problem of action recognition often utilise

motion information in the form of optical flow [127, 16] as an input to the neural

network. This optical flow data can contain highly discriminative details for recognition

of certain actions, specifically actions involving distinctive motion patterns such as

sporting actions [273]. The importance of high-quality optical flow information to

learning accurate action models has been shown by Varol et al. [135]. In the case of fine-

grained action recognition, this motion information may be of even greater importance.

In particular, it has been shown that flow information has a higher learning utility

when videos are more uniform [128], which is the case for the fixed-setting activities

we focus on. For these reasons, we wish to utilise flow information that captures fine-
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grained motion patterns in as much detail as possible. As such, we propose the use

of scene flow information, the three-dimensional analogue of two-dimensional optical

flow information, for recognition of fine-grained actions using a CNN architecture. We

leverage a recent method that utilises the primal-dual algorithm to calculate scene

flow information from RGB-D data at real-time rates [18]. At the time of research,

we had yet to observe techniques that utilised scene flow information for the task of

fine-grained action recognition as part of a deep learning framework.

In this chapter, we examine the applicability of learning jointly from colour, depth

and scene flow information to perform fine-grained action recognition. We propose

an early fusion approach of performing this joint learning, which has certain benefits.

These benefits are the removal of the need to train multiple parallel network branches,

the co-locality of motion and appearance information, and the possible discovery of

joint latent data structures across depth and colour, Many recent CNN techniques for

action recognition [127, 16, 135] train parallel CNN branches for the colour and flow

information, with outputs fused through weighting [127, 89], discriminative classifiers

[39, 128], or through further neural network layers [137]. It has been reported that

fusion at latter convolutional layers improves classification results, however, this ap-

proach requires expensive training of parallel branches. In our case, we have multiple

image types available, including colour, depth and scene flow, making training on all

image types prohibitively expensive. Another benefit of early fusion is that jointly lo-

cated information in different image types may aid the learning process. For example,

in the activity of preparing a meal, the actions of chopping tomatoes and chopping

cucumbers may exhibit similar motion patterns. The co-locality of appearance in-

formation with this data may allow earlier disambiguation between these two similar

actions. A further benefit of early fusion relates to colour and depth image modalities.

Work that involved recognition across these modalities [13] observed that there exist

latent structures, and by learning how to fuse these modalities a joint representation

can give better classification results. For these reasons, we explore a technique for

performing early fusion of image types via depth-wise separable convolution as part of

a CNN architecture. In our evaluation, our early fusion technique outperforms a late

fusion of outputs of networks trained on single images types.

4.1.2 Contributions

The contributions made in this chapter are:

� The proposal of scene flow information for fine-grained action recognition;

� The proposal of a method to allow action recognition from multiple image types

without expensive parallel branches; and

� An evaluation of such an approach in combination with recurrent neural networks

for fine-grained action recognition.
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4.2 Design

In this section, we describe each of the components of the fine-grained action recognition

neural network architecture. This architecture takes as an input motion information

in the form of scene flow. Scene flow is the 3D vector field that describes the motion

of an image scene over a small time interval. We use the PD-Flow algorithm [18] to

calculate this flow information from RGB-D images. A visualisation of sample outputs

of this algorithm are shown in 4.1.

(a) Colour (b) Depth (c) Scene Flow

Figure 4.1: Visualisations of the different image types used to recognise actions. Each
row is extracted from a single RGB-D frame from the 50 Salads dataset [232]. An unwanted
artefact observed is the presence of noise in the scene flow images (c). This is due to pixels
appearing and disappearing between successive depth images, causing the PD-Flow algorithm
to estimate flow incorrectly for these pixels. The depth and scene flow images are scaled for
visualisation purposes.
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4.2.1 Deep Learning Architecture

The network architecture is composed of an early fusion component and a base convolu-

tional network. The network takes as input a single colour frame, and its corresponding

depth and scene flow frame, combined by concatenation in the channel dimension.

Data Fusion Given the availability of different image types from RGB-D informa-

tion, including colour, depth and the generated scene flow, the question remains of

how to combine this information in a deep network. Previous methods of fusion have

included weighting the classification scores of independent networks that have been

trained separately [127, 16]. This approach prevents the discovery of important fea-

tures jointly located across the image types.

An alternative approach, that would allow discovery of such latent patterns, may

involve forming the input image tensor by concatenation of each of the image types

and training a single network. In convolutional layers [35], the network is tasked with

learning convolutional features that operate across all channels of the input image

tensor. Thus the feature kernels will need to jointly recognise channel-wise features

and inter-channel relationships. This joint learning task is more challenging when the

number of input channels is greater, as is the case when multiple image types are used.

Figure 4.2: Separable convolution consists of a depth-wise convolution stage followed by a
point-wise (1 × 1) convolution. There are two sets of parameters for separable convolution,
the first set is tasked with learning spatial features in each input channel, and the second set
is tasked with learning a linear relationship between these depth-wise feature responses. In
the figure, the number of input channels, id, is 3, for illustrative purposes. However, separable
convolution works for an arbitrary number of input channels, id.

This convolutional learning task can, however, be decomposed into a pair of con-

volutional tasks by utilising a technique known as separable convolution [331]. A sep-

arable convolution works by first performing a distinct convolution operation for each

channel of the input image tensor, known as depth-wise convolution. The outputs of

this convolutional stage are combined by a convolution operation with a receptive field

of a single pixel, known as point-wise convolution. This operation effectively learns a
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linear relationship between the individual pixel outputs of the depth-wise convolution

operation. The separation of convolution operations permits non-linear activation to

be performed prior to point-wise convolution. A consequence of separable convolution

is that the task of learning features per image channel is separated from the task of

learning relationships across the image channels. A further benefit of separable con-

volution is that the total number of parameters to be trained can be less than that

of normal convolution, depending on the number of depth-wise features, controlled by

the depth-wise multiplier parameter, dm in Figure 4.2.

In our case, separable convolution is applied at the start of the network architecture.

To achieve this, a single colour frame and its corresponding depth and scene flow frames

are combined by concatenation along the channel dimension producing a tensor with

input channel dimension (id in Figure 4.2) of seven. These seven channels are composed

of red, green and blue for colour, a depth value, and the three components of the motion

vector in the camera reference frame for the scene flow data. As part of separable

convolution, the depth-wise convolution operates on each channel separately, including

the colour and scene flow channels. Two successive stages of separable convolution are

used in our network to learn a fused representation of the combined image types.

Convolutional Neural Network The fusion technique, as previously discussed, can

be deployed as the first stage of an architecture to learn a joint representation of the

different image types. Recent neural network architectures employ many further layers

to build richer hierarchies of images features for visual understanding tasks [39, 73]. In

our case, we wish to train a convolutional neural network to recognise image features

salient to the task of fine-grained action recognition. Thus, we need to specify the

remaining architecture of the convolutional neural network used for this task.

After initial tests on different state-of-the-art architectures [73, 67], it was decided to

use a variation of residual networks, known as the Wide Residual Network [76] (WRN)

to perform extraction of visual features from the joint image representation. This ar-

chitecture was devised based on the observation, as discussed in Section 2.1.3, that the

increased depth that residual networks permitted resulted in diminishing returns with

increasing depth. Instead, the authors favour increasing the number of filters in each

layer (called the width) over increasing the depth of the network. This network archi-

tecture outperformed contemporaneous networks for CIFAR10 and CIFAR100 image

recognition tasks. In our tests, it performed better for fine-grained action recognition

than other state of the art networks [73, 67]. However, we found that the WRN archi-

tecture performed better when it was modified so that more features were dedicated to

capturing discriminative information at larger spatial sizes (i.e. early in the network).

The WRN architecture permits control of the number of features in the early stage of

the network, via the width parameter, and thus is amenable to this approach.

To provide a baseline for single image action recognition, a full architecture is de-

vised. In this architecture, shown in Figure 4.3, the inputs undergo two stages of
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separable convolution to learn a joint feature representation. This output then under-

goes a convolution stage before being passed as an input to the Wide Residual Network.

The final global pooling layer of the network is reduced to a 4×4 pooling as preserving

some late spatial information was found to increase classification performance. The

output of this pooling layer is fed into a fully-connected layer with ReLU (rectified lin-

ear unit) non-linear activation (a ‘Dense’ layer), and then into a final fully-connected

layer with softmax activation (a ‘Softmax’ layer) to produce a prediction distribution

over the possible action classes.

Figure 4.3: The architecture of the network involves a number of convolutional stages.
The first two separable convolutional stages are responsible for the fusion of the features.
Following this, there is a convolutional stage before the Wide Residual Network of depth 16.

Recurrent Neural Network Until now, our network architecture has not had ac-

cess to temporal information beyond the temporal information encoded in the scene

flow data. An approach utilised in the literature to include temporal information [127]

is to combine a CNN with a recurrent neural network (RNN), such as a Long Short

Term Memory (LSTM) cell. In such a combined architecture, the CNN functions as an

image feature extractor and the recurrent network learns to recognise actions based on

sequences of these image features. It is possible to jointly train such an architecture by

using an individual CNN for each timestep of the input sequence sample. This leads to

a large number of convolutional weights to train, with the number of weights scaling

linearly with the number of timesteps considered during training. To overcome this

problem, the CNNs can share a single set of convolutional weights, effectively reducing

training to that of a single CNN that learns image features present across all timesteps

of the input sample sequence.

In our case, we combine the previously described single-image CNN with a recurrent

neural network as shown in Figure 4.4. The weights of all of the described convolutional

layers are shared across the sequence timesteps. The LSTM cell (previously described

in Section 3.2.4) are effective for recognising actions from image sequences [127]. We

thus choose to utilise this cell design in our evaluation of the combined architecture.

Another RNN, discussed in Section 2.1.2, is the Gated Recurrent Unit (GRU) [58].

This design, shown in Figure 4.5, combines the input and forget gates, into a single

update gate, resulting in a a set of update equations:
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Figure 4.4: This architecture is adapted from the single image version to include multiple
images as an input. The convolutional component of the network (yellow) extracts image
features, as per the previous architecture in Figure 4.3. The convolutional weights are shared
across all timesteps, so that, effectively, a single convolutional component is being trained.
The output features of the convolutional component are fed as inputs into a subsequent
RNN cell, which learns to discriminate between sequences of these inputs. Finally, two fully-
connected (or “dense”) layers learn a mapping from this output to a vector of length the
number of action classes. Performing a softmax activation on this output produces a class
prediction distribution.

zt = σ([ht−1,xt, 1] ·Wz); (4.1)

rt = σ([ht−1,xt, 1] ·Wt); (4.2)

h̃t = tanh([rth
T
t−1,xt, 1] ·W); (4.3)

ht = (1− zt)h
T
t−1 + zth̃

T
t . (4.4)

(4.5)

This combination of input and forget gates, controlled by a single parameter zt

results in fewer trainable parameters than an LSTM cell. In comparative studies, the

GRU cell performed equal to or better than LSTMs [60, 332]. The LSTM cell, however,

outperforms on language modelling tasks [60]. In these problems, there exist long-term

dependencies, such as when the sentence subject occurs at the beginning of a long

sentence. The better performance of LSTMs here may indicate that the division of

input and forget gates may be better suited for such problems. For our sequential

information, the clip length will be relatively smaller, and so the case for robustness

to long-term dependencies is weaker. As such, we will evaluate the GRU cell as an

alternative to the LSTM cell as part of our combined architecture.

Our combined convolutional and recurrent architecture performs late temporal fu-

sion via the recurrent neural network cell. It is possible to use other techniques of

temporal fusion at different stages of the network, such as 1D convolution (over time)

or 3D convolution (over a space-time volume). However, in this case, we wish to prin-

cipally study fusion techniques of different image types without the need for multiple

parallel networks for each image type. Using our chosen architecture, an ablation study

of the performance of different input image types and the fusion of these can inform
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Figure 4.5: The recurrent neural network cell structure for the Gated Recurrent Unit. In
this cell, learned weights, operating on the previous hidden state ht−1 and the current data
xt, control combined input and forget gates, via zt and 1 − zt, respectively. The input gate
controls the addition of an intermediate hidden state h̃t. This intermediate hidden state is a
learned transformation of the current data and the previous hidden state, where the previous
hidden state has undergone a gating controlled by the variable rt. This variable is itself a
learned transformation of the previous hidden state and the current data. Figure is adapted
from original, with permission [316].

future design decisions regarding this aspect.

We denote the neural network architecture described thus far as the ‘Single Image

Network’, the ‘GRU Temporal Fusion’ and the ‘LSTM Temporal Fusion’, for the CNN,

CNN and GRU combination, and the CNN and LSTM combination, respectively.

4.3 Implementation

4.3.1 Dataset

As discussed in Section 2.2.6, there are few existing RGB-D fine-grained action recog-

nition datasets. This research aims to recognise actions involving fine motion and

multiple deformable objects. The 50 Salads dataset [232] is an existing dataset that

involves similar complex actions in a goal-directed scenario. This dataset consists of

50 RGB-D videos of people preparing a salad in a kitchen environment. It captures

25 different subjects preparing two types of salads using a single overhead RGB-D

camera, resulting in over 4 hours of video. The dataset is labelled at multiple levels

of granularity. The granularity at which we are attempting to classify (called ‘eval’ by

the authors) is composed of 10 actions, such as add oil, mix dressing, add pepper, peel

cucumber and serve salad. These actions exhibit similar subtle motions and similar

appearance, making them challenging to distinguish. The dataset also contains data

collected from accelerometers attached to utensils, however for our purposes, we wish

to examine the potential for learning from solely RGB-D data.

To perform an evaluation on this dataset, we need to process the data for use by

our neural network architecture. We prepare scene flow images for the entire dataset

using the PD-Flow algorithm [18] where the flow is calculated in the forward temporal
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direction. The dataset of colour and depth images are first downsampled from 640x480

to 320x240, and the scene flow images are calculated at this resolution. The depth

images in the 50 Salads dataset are registered to the colour images, and so there exists

a pixel-wise correspondence between the image types, including the output scene flow

images. The scene flow, depth and colour images are concatenated individually for

use as inputs to the network, and stored using the Hierarchical Data Format version

5 (HDF5) with compression to reduce potential disk reading performance bottlenecks

when training.

We employ a common preprocessing technique to normalise image data for training

[35] such that the data has zero mean and unit variance. For each experiment in

our evaluation, we calculate the mean image and variance image over the training

set. Due to the large size of the dataset, this calculation is susceptible to underflow

and overflow errors. To avoid such issues, the algorithm of Welford [333] is used.

This algorithm reformulates the calculation of the first two statistical moments (mean

and variance) into an iterative calculation, thus preserving a common precision during

operations. Once calculated, the mean image is subtracted from each sample image in

both the training and test sets to ensure that the pixel data is centred on the origin.

We do not subtract the corresponding mean from the scene flow data. If there is no

movement in a scene, the scene flow should ideally already have zero mean. A case

where subtraction of the mean may be beneficial is when the camera is moving. In our

use case, however, we assume a static camera position. When normalising for unit pixel

variance, it was found that division by the variance or standard deviation images led to

worse performance than division by a fixed scaling number of the order of magnitude

of the data range. This is likely due to the presence of noise in depth and flow images

resulting in variances that are shifted by these outlier values. Thus, the samples are

divided by a fixed scaling number equal to half of the largest value encountered in the

mean image. Division by fixed scaling value has previously been applied when dealing

with large datasets, such as ImageNet [69]. As a results of this processing, the pixel

data should be centred on the origin and lie mostly in the range [−1, 1].

A common approach to improve generalisation of a CNN is to augment the data in

a plausible manner, such as by affine transformations. Performing this augmentation

when feeding data to the network produces an effectively larger dataset. In our tests,

such augmentation techniques negatively impacted performance. This may be due to

the fixed nature of the scene layout in the dataset. Under augmentation, the network

dedicates learning capacity to generalisations that do not exist in the test set.

Training against a relatively large image size, such as 320×240, greatly increases the

memory requirements for training. An approach of reducing this expense is to perform

an early convolution stage with a larger stride, reducing the output image size. Such

an approach is employed by Residual Networks [73] when training against ImageNet

images of size 224×224. However, this convolutional layer has an associated memory
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cost, and under graphics memory constraints, it was found to be more beneficial to

downsample and crop the data. The memory saved as a result of this can be used to

increase the parameters in the WRN blocks. All image samples are downsampled to

160×120, and a manual cropping, of size 140×70, is performed for the entire dataset.

This cropping excludes areas of video frames where there is little visible variation

throughout the data.

To compare our technique with the approach described in the Chapter 3, we will

evaluate our approach on the Cup of Tea dataset using images from the central camera

only. In this case, we use the same approach to prepare the dataset, namely extracting

flow information, downsampling and cropping. We train and evaluate against videos

recorded using the central camera (of the three used for recording). This camera

placement is most similar to the placement of the camera for the 50 Salads dataset,

thus allowing us to identify approaches that may be transferable from the smaller

dataset to the larger 50 Salads dataset.

4.3.2 Classifier Training

The hyperparameters values used during training were selected after exploratory train-

ing runs. The base Wide Residual Network model uses a widening factor of 8. This

factor controls the multiple of trainable parameters per convolutional layer in the net-

work. We also use a depth of 16, which controls the number of convolutional layers

applied in each block, where a block refers to a contiguous part of the network where

the output size is constant. As discussed in Section 4.2.1, it was found to be advanta-

geous to trade-off widening against depth in our case. The base model foregoes further

widening or depth in favour of a larger batch size which improved classification results

when constrained by graphics memory requirements.

In training, we minimise the categorical cross-entropy loss, in line with Section

3.3.4. One difference, however, is that the action classes are not weighted in the loss

calculation as this was found to negatively affect recognition accuracy.

Rather than use a full training epoch as the period for monitoring performance and

scheduling a learning rate, we use shorter periods, which we term “mini-epochs”. This

allows more granular control over the learning rate scheduling. This was necessary

because training for an entire epoch at a single learning rate led to overfitting. To

train for mini-epochs, the training set is divided into disjoint subsets. These subsets are

created by random sampling without replacement from the set of all training samples,

with each sample having equal probability of being selected (i.e. uniformly). For

all experiments on the 50 Salads dataset, mini-epoch training sets have a cardinality

of 0.01× that of the entire training set. On average, a mini-epoch training set will

have 0.3 samples per second of video, based on 30 frames per second framerate for 50

Salads. For all experiments on the Cup of Tea dataset, mini-epoch training sets have a

cardinality of 0.04× that of the entire training set. On average, a mini-epoch training
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set has 1.2 samples per second of video, based on 30 frames per second framerate for

Cup of Tea. We treat the test sets in a similar manner to monitor convergence during

training. When all disjoint subsets have been observed by the network, we generate

new subsets.

A carefully managed learning rate schedule, shown in Table 4.1, was used in con-

junction with the Stochastic Gradient Descent optimization technique. Nesterov mo-

mentum with a momentum value of 0.9 was used [32]. The same learning rate schedule

was used across each of the single image experiments. For the experiments involving

sequences of images, the Adam (Adaptive Moment Estimator) optimiser was used with

initial learning rate of 0.001 and other parameters as per the paper recommendations

[321]. As mentioned in Section 3.3.4, this optimisation technique precludes the need

for manual scheduling of the learning rate via adapting the learning rate based on

estimates of moments at the gradients.

Mini Epochs 75 100 125 150 175
Learning rate 0.1 0.02 0.004 8e-4 1.6e-4

Table 4.1: The learning rate schedule.

A batch size of 46 was used when training networks that operate on single images.

When training on sequences of images, a batch size of 6 was used with each sample

composed of a sequence of 8 images. It was found that a lower batch size led to bet-

ter performance when training on sequences of images. A temporal stride of a single

frame was used. Tests with longer sequence lengths, or longer stride, did not lead to

improvements in performance. All weights in the network are initialised with the ‘He’

initialisation method as per the Wide Residual Network [73]. Following recommen-

dations for the Wide Residual Network [76], no biases are used in the convolutional

filters. Sparse network weights during training (where many are close to zero) can lead

to overfitting, and so we impose an L2 regularisation loss during training, with scale, λ,

of 0.005, to counter this effect. Dropout was further used to regularize the training of

the network [36]. Specific neurons were dropped with a probability of 0.4 between each

of the fully connected layers and with a probability of 0.5 after the Relu non-linearity in

the residual blocks. The Tensorflow framework was used for all training for its ability

to define a network using a simple declarative syntax [322]. In each experiment, a pair

of Nvidia 1080 graphics cards are used for training.

4.4 Evaluation

4.4.1 Feature Fusion

In this section, we wish to evaluate the performance of the proposed early fusion tech-

nique. The base convolutional network as detailed in Section 4.2.1, and as shown in

Figure 4.3, does not include any temporal fusion and hence allows us to characterise
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the image feature fusion in isolation. The network is trained to classify single images

into one of the 10 ‘eval’ action classes for the 50 Salads dataset. The dataset is trained

using the first four splits and tested on the final split. The test split thus represents

10 performances of preparing a salad, with 5 subjects each performing the task twice.

This experiment is repeated for each image type and for the combination of all image

types. The network is identical for each experiment, including the separable convo-

lution stages, to control for any performance increase due to an increase in network

parameters. We also utilise the same training method for each image type (including

optimisation, learning rates, and regularisation), as detailed in Section 4.3.2.

Image Data Type Accuracy Precision Recall F1

Colour 62.76 40.14 40.66 39.40
Depth 60.35 41.68 31.59 31.54
Scene Flow 46.13 20.73 18.82 16.71
Colour + Depth 69.24 48.10 41.42 41.86
Colour + Scene Flow 65.65 44.57 39.10 38.77
Depth + Scene Flow 60.84 44.92 28.97 28.99
Colour + Depth + Scene Flow 68.84 50.55 39.20 40.36
Combined 71.84 50.56 46.73 46.46

Table 4.2: Classification results for different image types for a single test split of the
50 Salads dataset, as percentages. ‘+’ denotes ensembling by averaging the output class
distributions of networks trained on single image types. Accuracy refers to the proportion
of correctly classified individual frames. Precision and recall are calculated for each of the
ten classes, and the unweighted mean across classes is reported. ‘Combined’ refers to the
combination of all the image types being used as an input to the network.

The evaluation metrics are shown for each of the image types in Table 4.2. The

accuracy reported is the number of correct samples divided by the total number of

samples in the test set. The remaining evaluation metrics are as per Section 3.4.4,

namely: precision is the ratio of true positives to the total number of predicted positives;

recall is the ratio of true positives to the total number of positives; and F1 is the

weighted harmonic mean of the precision and recall. For each of these metrics, the

value is reported as the unweighted mean across all action classes.

On inspection of the results in Table 4.2, we note that training on a combination of

all the image types (‘Combined’) performs best. The accuracy and F1 scores are over

9% and 7% higher, respectively, than the next best results for single image types, which

are for the colour image type. This indicates that the fusion technique is effective in

discovering latent relationships between colour, depth and scene flow information.

We note that the scene flow image type performs poorly upon inspection of the

metrics for the individual image types. The scene flow information of a single frame,

devoid of any contextual information from colour and depth, thus may contain little

learning utility.

We compare our early fusion method to an alternative late fusion method. This
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alternative method produces an ensemble of networks by averaging the networks’ out-

put class distributions. These networks are trained to classify based on single image

types alone. We note that the ensemble of colour and depth networks (denoted ‘Colour

+ Depth’ in Table 4.2) improves performance significantly over single image networks,

indicating that these image types are complementary for the classification task. A

similar, albeit smaller, improvement in performance, is also noted in the ensemble of

colour and scene flow networks (denoted ‘Colour + Scene Flow’ in Table 4.2). However,

each of these ensembles has lower performance that the single network trained on a

combination of all of the image types (denoted ‘Combined’ in Table 4.2). This indi-

cates that our early fusion method is an effective technique of learning from multiple

image types for this classification task. The alternative late fusion method also has

the disadvantage of increased computational cost during inference due to the need to

perform forward propagation through multiple networks. By avoiding the need to train

networks for each image type, the early fusion technique is also an effective approach

when training capacity is limited or when the number of image types is large.

The training profiles for each of the feature are shown in Figure 4.6. The profiles are

consistent with similar reported training profiles when using residual connections [73].

In the training and testing profiles for the depth image type (Figure 4.6 (b)), there is

little difference between the training and testing accuracy during the latter stages of

training. There are two possible reasons for this. The network may have learned to

classify solely on information that generalises well, and is thus well-regularised. The

network may also be underfitting, and performance may be increased via modifications

in the optimisation method and regularisation. Given that these optimisation and

regularisation decisions perform well for the colour and combined image types, and

that we are primarily interested in fusion of image types, we keep these decisions fixed

for these experiments and leave further investigations to possible future work that

utilises a separate networks for this image type.

Given that fusion of the combined image types outperforms the other image types,

we wish to further characterise the technique by evaluating the method using cross-

validation over the five folds of the 50 Salads dataset. To calculate evaluation metrics

over the five folds, the predicted and ground truth labels for each of the test splits

are combined, and the evaluation metrics are calculated for each action class and

combined by averaging, as described in Section 3.3.4. This follows the recommended

methodology for 50 Salads [232]. Inspecting the results, as listed in Table 4.3, the

frame-wise accuracy across the entire dataset (denoted ‘Accuracy’) is 64.47%. This is

less than the value obtained for the single split and warrants further investigation of

the results across the individual splits. In Table 4.3, the evaluation metrics, precision,

recall and F1, are reported. The standard deviation across the action classes is also

reported, and in each case is significant. Thus, we also investigate the classification

performance across each of the action classes to understand this better.
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(a) Color (b) Depth

(c) Scene Flow (d) Combined

Figure 4.6: The accuracy during training across the different features and early fusion
methods. The profile for the colour (a), depth (b) and the combined (d) image types are
coherent with training profiles of residual networks [73]. The training profile for scene flow (c)
shows a wide variation in test accuracy during training, indicating that the network struggles
to learn generalisable features from this data alone. A property of all training profiles is that
the test accuracy varies significantly when the learning rate has been held constant for a large
number of updates, which has also been observed during training of Wide Residual Networks
[76].

Classifier Accuracy Precision Recall F1 score
Single Image Network 64.47 49.90 ± 21.13 41.68 ± 28.61 43.10 ± 25.10

Table 4.3: The classification metrics for the cross validation evaluation using the 50 Salads
dataset. All figures are reported as percentages.

The evaluation metrics across the 50 Salads test splits display a large variation, as

shown in Table 4.4. Split 3 and 5 show reduced accuracy when compared to the others,

indicating the network training may be suboptimal for these splits. In Chapter 3, we

used a grid search technique based on the cross-validated F1 score to ensure balanced

performance across test splits. Training time is significantly longer for a CNN approach,

than the approach in Chapter 3, and so such a grid search approach is infeasible.

In Table 4.5, some action classes shown significant variation in evaluation metrics.

The support shows that some classes are heavily over-represented, in particular cut

ingredients, while others are under-represented, such as add pepper and mix dressing.
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Split Accuracy Precision Recall F1 score
1 71.84 50.56 46.73 46.46
2 64.76 49.58 44.36 44.96
3 58.14 48.02 37.74 37.49
4 67.41 54.91 41.63 43.67
5 60.72 53.98 39.59 41.84

Table 4.4: The classification metrics across each of the test splits of the 50 Salads dataset.

Action class Precision Recall F1 score Support
Background 54 80 64 137754
Add oil 56 34 42 25990
Add pepper 0 0 0 11752
Add dressing 38 21 27 20223
Mix dressing 36 5 8 18367
Mix ingredients 44 37 40 21200
Peel cucumber 74 63 68 59286
Serve salad onto plate 61 68 64 33283
Place into bowl 60 27 37 48129
Cut ingredients 77 83 80 201888

Table 4.5: The classification metrics calculated for each action class across all five splits.
Support refers to the number of instances of the action class in the dataset. All figures, apart
from support, are reported as percentages.

A positive correlation is observed between the metrics and the level of presentation. In

particular, the add pepper class, which has the smallest support, is not correctly classi-

fied. This CNN approach thus struggles with under-represented classes, and techniques

of overcoming such issues will be required in the later work in this thesis.

4.4.2 Temporal Fusion

Thus far, we have evaluated fine-grained action recognition methods using single im-

ages. Using sequences of images, a network can access further temporal information

than is contained in the scene flow images. To determine the effectiveness of a com-

bined CNN-RNN model, as detailed in Section 4.2.1, we perform a full cross-validated

evaluation over all five test splits of the 50 Salads dataset.

For the combined model, there are different approaches to training. Given the

previously trained CNN, it is possible to re-use these weights in the combined model.

To test this, we devise two strategies of re-using these weights. In the first (‘fixed

CNN’), we fix the CNN weights during training to be equal to the weights of the

network trained on a single image. Effectively, this approach reduces the CNN portion

of the network to a fixed-feature extractor. In the second approach (‘fine-tune’), we

use the previously trained CNN weights and allow the optimisation to change these

weights during training. The results of these tests are presented in Table 4.6. In these

cases, the two strategies of re-use resulted in performance regressions when compared
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to the CNN model (’Single image’). The strategy of optimising the network jointly

(‘fine-tune’) outperforms the strategy of using fixed CNN parameters. These results

indicate that the features learned during training on single images may not be optimal

for the task of recognition of features across sequences of images.

Model Accuracy Precision Recall F1

Single image 64.5 49.9 41.7 43.1
LSTM (fixed CNN) 46.1 20.7 18.8 16.7
LSTM (fine-tune) 60.4 41.7 31.6 31.5

Table 4.6: Classification results for the different CNN-RNN training combinations when
cross-validated on all five splits of the 50 Salads dataset. In the above results, the precision
and recall are calculated for each of the ten classes, and the unweighted mean across classes
is reported.

To better optimise CNN parameters for the combined CNN-RNN architecture, we

train the network ‘end-to-end’ from initial values (He initialisation for CNN weights

[73], Glorot initialisation for the recurrent cell [40]). This approach needs a longer

training time, but could potentially overcome the issues detailed above where the CNN

parameters are fitted to the single image approach. As detailed in Section 4.2.1, we

train on two alternative RNN cells, namely the LSTM and GRU, performing temporal

fusion across the output image features of the CNN. In each case, we use two RNN

layers of 128 units each, and dropout inputs with a probability of 0.3 [36]. We train

each model for 200 mini-epochs (where a mini-epoch corresponds to 0.001 of the full

training set). The results of these two experiments are presented in Table 4.7.

Model Accuracy Precision Recall F1

Single Image Network 64.5 49.9 ± 21.1 41.7 ± 28.6 43.1 ± 25.1
LSTM Temporal Fusion 51.4 44.7 ± 21.9 50.5 ± 14.8 43.5 ± 13.5
GRU Temporal Fusion 60.1 52.8 ± 18.9 56.2 ± 15.4 50.9 ± 12.6

Table 4.7: Classification results for different temporal fusion approaches tested, as percent-
ages, when tested using cross-validation on all five splits of the 50 Salads dataset. Precision
and recall are calculated for each of the ten classes, and the unweighted mean across classes
is reported. The Single Image Network is that of Section 4.4.1. The LSTM Temporal Fusion
and GRU Temporal Fusion utilise LSTM and GRU cells respectively as part of the combined
CNN-RNN architecture detailed in Section 4.2.1.

We observe from these tests that the combined CNN-RNN leads to a reduction in

the total number of correctly classified samples, i.e. accuracy, when evaluated using

cross-validation over five test splits. We note from Table 4.7 that the GRU Temporal

Fusion approach leads to improved precision, recall and F1 scores over the Single Image

Network. For the GRU Temporal Fusion approach, the standard deviation of these

metrics is also less. Compared to the LSTM Temporal Fusion approach, the GRU

Temporal Fusion approach outperforms it across all metrics. This may be due to the
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rationale discussed in Section 4.2.1 that the LSTM is better suited to modelling long-

term dependencies that do not exist in the short clips that we use in training. To

further elucidate the performance advantages and disadvantages of the GRU Temporal

Fusion approach, we examine the metrics for this approach across individual action

classes.

Action class Precision Recall F1 score Support
Background 69 59 64 137754
Add oil 30 82 44 25990
Add pepper 24 65 35 11752
Add dressing 34 46 39 20223
Mix dressing 72 27 39 18367
Mix ingredients 50 38 43 21200
Peel cucumber 62 59 61 59286
Serve salad onto plate 57 70 63 33283
Place into bowl 44 51 47 48129
Cut ingredients 86 66 74 201888

Table 4.8: The classification metrics for the GRU Temporal Fusion approach calculated
for each action class across all five splits. Support refers to the number of instances of the
action class in the dataset. All figures, apart from support, are reported as percentages.

In Table 4.8, we see the performance of GRU Temporal Fusion across the action

classes. We note significant differences of individual class metrics between the Single

Image Networks results of Table 4.5 and the GRU Temporal Fusion results. This

indicates that the GRU Temporal Fusion approach learns a different representation of

the classes. In particular, the class ‘add pepper’ which is never correctly classified by

the Single Image Network shows improved classification metrics. This indicates that

the presence of further image data via the combined CNN-RNN approach allows these

under-represented actions to be better classified.

A further evaluation of the GRU Temporal Fusion results across datasets splits,

reveals performance disparity across the splits. This indicates that performance may be

improved via further investigation of hyperparameters, as in the Single Image Network

case. Further details of this analysis are available in Appendix H.

4.4.3 Method Comparison

In the previous chapter, we detailed an approach to recognising the actions involved

in the preparation of a cup of tea. This involved using pose estimates of objects and

arms as inputs to a neural network architecture (involving LSTMs). The approach

outlined in this chapter uses a CNN to produce image features to use as input to a

recurrent neural network, rather than pose information. These two approaches should

be compared for applicability as part of pervasive computing applications for human-

object interactions.
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To compare the two approaches, we train the three neural network architectures

outlined in Section 4.2.1 against the Cup of Tea dataset. In each case, the networks and

parameters are identical to those utilised in Sections 4.4.1 and 4.4.2. The optimisation

method used in each case is Adam [321], with a learning rate of 0.001. This method

is used in place of stochastic gradient optimisation, to avoid the need of identifying an

optimal learning rate schedule for this smaller dataset. From the dataset, we extract

the colour and depth images from the central camera and extract the corresponding

scene flow information. In the analysis below, we shall refer to the approach of Chapter

3 as ‘PoseLSTM’ for brevity.

Model Accuracy Precision Recall F1

PoseLSTM 82.90 81.46 ± 8.65 82.20 ± 7.62 81.72 ± 7.49
Single Image Network 81.28 79.47 ± 9.55 78.49 ± 11.15 78.92 ± 10.13
LSTM Fusion Network 83.01 80.47 ± 8.30 82.01 ± 12.26 80.81 ± 8.86
GRU Fusion Network 82.47 81.13 ± 7.39 80.85 ± 13.10 80.53 ± 8.79

Table 4.9: Classification results (in percentages) for the different approaches when tested
on the ‘Cup of Tea’ using cross validation over all eight folds. In the above results, the
precision and recall are calculated for each action class, and the unweighted mean across
classes is reported.

The results of the cross-validation analysis are presented in Table 4.9. We observe

that the PoseLSTM approach is outperformed in terms of overall accuracy by the

LSTM Fusion Network. The performance across the other evaluation metrics are less

for the CNN-based networks; however only slightly.

Besides the performance differences of the approaches, there are other concerns

relevant to this method comparison. An advantage of the CNN-based approach is that

the entire network is trained in an end-to-end fashion, without distinct pose estimation

stages. Pose estimation was challenging in cases of changing topology of objects (3.4.3)

and affected classification results. The arm pose estimation method (3.2.3) is not

guaranteed to capture fine-grained hand movements, such as those involved in OSCEs.

Another point to note is that the pose-based approach required the deployment of three

cameras to ensure that objects are reliably tracked across the entire performance of a

task. The performance of the CNN-based approaches indicates that a single camera

approach is feasible for achieving high recognition accuracy. This removes the logistical

and computational requirements associated with capturing data from multiple cameras.

4.5 Discussion

In this work, we demonstrate an early fusion approach as an appropriate alternative

to training parallel CNN branches when performing action recognition tasks across

multiple image types. Furthermore, we have proposed the use of scene flow information
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for the recognition of actions from RGB-D data using a CNN-based approach. As fine-

grained actions have jointly distinctive colour, depth and motion patterns, we argue

that early fusion is reasonable, and demonstrate performance increases over training

on single image types and over an alternative late fusion approach. Another advantage

of this early fusion approach over training parallel branches is that there is a reduction

in network parameters, and hence training cost.

In this chapter, we have demonstrated the ability to use the early fusion method

as part of a combined CNN-RNN architecture. This approach improved recognition

performance across certain metrics; however, it resulted in a reduction in overall accu-

racy. Given the extra information available when learning from sequences of images, it

is plausible that performance can be improved by treating the temporality of the data

differently. The early fusion approach outlined in this chapter is efficient compared to

a parallel approach, in that it utilises a similar number of parameters as a single image

recognition network. This represents an approach that may be preferable when com-

puting power is constrained. However, there may exist opportunities for improvement

by performing fusion efficiently at additional locations in the network. In the following

chapter, we shall focus on these aspects of improvement and demonstrate the method

on a collection of recordings of OSCE performances.
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Chapter 5

WeaveNet – Fine-Grained Action

Recognition by Dense Fusion of

Image Types

In this chapter, we investigate spatio-temporal neural network architectures for fine-

grained action recognition. In the previous chapter, feature fusion early in the network,

via separable convolution, provided a method of learning from latent multi-modal fea-

tures, while removing the expensive need of training multiple parallel branches for each

image type. However, fusion at other stages of the network may improve performance

further. Accordingly, we propose WeaveNet, a new architecture that permits fusion

of the image types throughout the network. To achieve this, a thin shallow parallel

network branch maintains separation of features by image type. These image features

are combined with the main network branch in a staged fashion, so the network learns

to fuse these features multiple times. This approach maintains efficient scaling with

multiple image types. A method of performing fusion over temporal information is

also proposed and shown to improve results. The WeaveNet architecture outperforms

published works across multiple action granularities on the 50 Salads dataset, including

a 9% accuracy increase (from 73.4% to 82.7%) for the ‘evaluation’ granularity. Finally,

we discuss the collection of a significant dataset of OSCE performances and evaluate

our devised architecture against this new dataset for a single camera viewpoint.

5.1 Introduction

5.1.1 Motivation

In this chapter, we investigate techniques of fine-grained action recognition using multi-

modal image features as inputs to a neural network and specifically test against the

fine-grained actions involved in OSCEs.

In the previous chapter, a fusion technique for input image types was devised,
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specifically an early fusion using depth-wise separable convolution. The reasoning

behind early fusion is based on observations of latent multi-modal structures across

depth and colour images [13]. In our case, we have more than two image types available,

and thus we wish to examine fusion techniques that work across an arbitrary number

of image types. In a recent work [138], methods of fusion of parallel colour and optical

flow networks for action recognition were studied. Here, the skip connection pattern

of residual networks [73] was used to fuse network branches, and more optimal fusion

locations and directions were identified. There is less work performed on fusion methods

for multi-modal data obtained from RGB-D videos using CNNs, with works training

separate networks and fusing by averaging [226, 14]. With the availability of depth

information, there is an increase in the available image types to train on (e.g. normal

maps, depth maps), and so a method of fusion that works over an arbitrary number

of image types in an efficient manner is desirable. Furthermore, fusion techniques for

motion information in the form of scene flow have yet to be explored in the literature.

We reason that the dense connectivity pattern [22] is an appropriate technique for

this problem and incorporate it into our WeaveNet architecture for multi-modal action

recognition.

In this work, OSCE performances are recorded with fixed camera placements and

labelled with multiple actions that exhibit high similarity. The problem of recognition

of these fixed-setting fine-grained actions differs from the more general problem of

action recognition. As observed in the previous chapter, motion information provides

less utility for recognition of fine-grained actions than for coarse action classes such

as sports [127]. For fine-grained action recognition, subtle contextual details, such as

having put on gloves in an OSCE performance, could provide information to allow

discrimination of fine-grained actions. Lea et al. [19] tackle this problem using a

VGG-like CNN [39], trained on colour and motion history images [334], to extract

image features from videos of human-object interaction tasks. They propose performing

action segmentation distinctly once these image features have been generated for the

entire sequence. Such segmentation approaches are of orthogonal interest to this work,

due to the motivation of use of recognition as part of an online pervasive computing

application. We focus on optimising the first stage of such an approach, recognition of

fine-grained actions using CNNs trained on spatio-temporal information. The use of a

segmentation stage in combination with our fine-grained action recognition approach

is not precluded by this approach.

OSCEs are particularly suitable to study using fine-grained action recognition tech-

niques given their fixed and controlled setting and the limited set of possible actions

that can be performed. To validate our devised techniques for use in this domain,

the collection of a significant OSCE dataset is required. In section 2.2.6, we reviewed

datasets used for the problem of fine-grained action recognition and noted that there

does not exist one of OSCE performances. The contribution of an OSCE dataset may
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allow building systems to solve real-world problems regarding the training of medical

professionals. Furthermore, the fixed nature of the OSCE setting affords flexibility of

arrangement, and as such, a dataset that allows for a wide range of approaches would

be useful to future research.

5.1.2 Contributions

The following contributions are made in this chapter:

� WeaveNet, a CNN architecture for fine-grained action recognition from multiple

image types;

� Densely-Fused Action Images, a method of learning a spatio-temporal rep-

resentation for use in the WeaveNet architecture; and

� OSCE-V, a significant dataset of venepuncture OSCE performances recorded

using multiple RGB-D cameras.

In this chapter, we contribute a novel CNN architecture, WeaveNet, for fine-

grained action recognition in a fixed setting. This architecture is demonstrated to

learn effectively from multiple image types. It scales efficiently with increasing num-

bers of input image types, without requiring expensive parallel branches for each image

type [137]. To learn effectively from multiple image types, it leverages the dense con-

nectivity pattern of the Densely-Connected Convolutional Networks (DenseNets) [22].

This architecture was initially proposed for image recognition problems and showed

state-of-the-art performance on benchmark datasets. In the WeaveNet architecture,

efficient fusion is facilitated by the inclusion of a single thin parallel network branch

that maintains separation of features of different image types (e.g. colour, depth, and

scene flow). These features are combined with the main network branch in a staged

fashion so that the network learns to fuse features of different image types multiple

times. This removes the problem of having to identify the most strategic location of

fusion of features of multiple image types. The WeaveNet architecture is shown to be

a valid contribution based on experiments showing that it improves recognition accu-

racy over baseline models and outperforms other published techniques on a benchmark

fine-grained action recognition dataset [232].

In this chapter, we propose a method, Densely-Fused Action Images, for tempo-

ral fusion as an integral part of the WeaveNet architecture. The deep learning approach

of Chapter 4 tacked the spatial and temporal aspects of the information distinctly, with

CNNs and recurrent neural networks, respectively. This approach required sharing the

weights of the convolutional layers across the temporal domain, increasing the compu-

tational cost linearly with increasing number of timesteps. In this work, we propose

an efficient alternative method for temporal fusion. This approach involves learning

a fusion of motion and colour information, applicable across the temporal dimension,
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to produce an image-like representation of spatio-temporal information. The novelty

of this approach is that dense connectivity is used to fuse and transform image types,

such as colour and scene flow, for use in the generation of this representation. Including

spatio-temporal information in this way increases performance when used in combina-

tion with the WeaveNet architecture to perform fine-grained action recognition in a

fixed setting.

In this chapter, we present a new dataset, OSCE-V, of performances of the OSCE

of venepuncture. This OSCE requires the performance of a goal-directed human-object

interaction task that involves drawing blood from a prosthetic arm according to a strict

set of instructions. This dataset is recorded with RGB-D cameras from three vantage

points, using the methodology detailed in Chapter 3. A dataset for the recognition

of the fine-grained actions involved in an OSCE performance does not currently exist

in the literature. Furthermore, there does not exist another dataset that incorporates

multi-modal recording, multiple vantage points and fine-grained action labelling of a

human-object interaction task. This dataset could form the basis of future research into

pervasive computing applications for OSCEs. This dataset represents a contribution

due to the range of recognition approaches afforded by it, the novelty of the application

domain and its ability to form the foundation of future systems.

5.2 Design

5.2.1 Base Architecture

In Chapter 4, we used a combination of different image types to recognise fine-grained

actions. We observed that fusion of colour, depth and scene flow early in the net-

work improved recognition results. However, these image types may contain differing

amounts of discriminative information. Hence, fusion of these image types at a single

early location in the network may not be ideal. For example, flow information may

be more informative once the network has recognised an object in a certain location.

Also, there is the possibility that one image type dominates after the early fusion

and so discriminative information present in the other image types may not be fully

utilised. Furthermore, the differing complexities of these image types may mean that

fusion of these image types at the same level of a convolutional architecture may also

not be ideal. The level of abstraction, and hence the depth of the network, needed for

processing each of the different image types may vary. We wish to identify a network

architecture that is amenable to being used to tackle these problems.

Similar to the approach of Chapter 4, and to other neural network approaches to

action recognition [16, 138], we use an existing CNN architecture to bootstrap our

action recognition approach. The architecture that we select is the Densely-Connected

Convolutional Network (DenseNet) [22]. The architecture addresses the problem of

diminishing performance increases with increasing depth of residual networks by rein-
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Figure 5.1: Residual connections differ from dense connections in the number of incom-
ing connections to a layer and in the method of combination (addition and concatenation
respectively).

troducing intermediate outputs as inputs to later layers. This strengthens feature

propagation and encourages feature re-use, which are aspects that may be beneficial

to the problem of learning across multiple image types.

To clearly describe the architecture of our later networks, an explanation of dense

connections used in DenseNets is provided. As described in the original work [22], an

input image to a network is denoted as x0, and the independent non-linear transfor-

mation of a network layer l as Fl(·). In a feed-forward CNN architecture, such as the

VGG network [39], an intermediate output, xl, is the result of the application of the

transformation to the previous input data, xl−1,

xl = Fl(xl−1). (5.1)

The residual network approach re-framed the non-linear transformation as a residual

function that alters the original data,

xl = Fl(xl−1) + xl−1. (5.2)

Graphically, this adds a connection that bypasses the transformation, connecting with

the output of the transformation by addition, as per the leftmost image of Figure 5.1.

Data flows unchanged along this introduced connection, and so such a connection is

termed an identity skip connection. This connection allows gradient to flow to earlier

layers during backpropagation, facilitating deeper architectures.

Dense connections differ in that multiple preceding layers are connected to the

current layer,

xl = Fl([x0,x1, . . . ,xl−1]). (5.3)

Here, the previous outputs x0,x1, . . . ,xl−1 are combined by concatenation. This con-

trasts with the combination by addition of residual networks, as can be seen in Figure

5.1. The additional connections of the DenseNet approach offer further paths along

which gradient can flow during backpropagation.

The full DenseNet architecture also includes other details that are relevant to our
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future architecture descriptions:

� For the nonlinear transformation, Fl, the network uses batch normalisation [37],

rectified linear unit (ReLU) activation and a convolution with a 3 × 3 filter, in

succession. This is collectively referred to as a dense layer.

� As dense connections must connect feature maps of equal spatial resolution, the

DenseNet architecture is broken up into blocks of densely-connected layers, called

dense blocks, to facilitate progressive downsampling of the data.

� To downsample, batch normalisation followed by 1 × 1 convolution and 2 × 2

average pooling is performed in collectively what is called the transition layer.

� In DenseNets, the concatenation operation allows layers to output varying num-

bers of output features. This number is controlled by the growth rate parameter.

� A bottleneck layer applies batch normalisation, ReLU and 1 × 1 convolution to

reduce the number of input features to each dense layer Fl.

� A 1 × 1 convolution is also used to reduce output features of a transition layer,

and is controlled by the compression rate.

� Dropout [36] can be used to regularise the network by dropping certain outputs

of each dense layer Fl.

For recognition across multiple image types, the DenseNet architecture has the

following desirable properties:

1. As mentioned in Section 2.2.2, Feichtenhofer et al. tested methods of combining

intermediate outputs of appearance and motion streams in a two-stream architec-

ture and found that concatenation followed by convolution performed best [137].

Such a pattern of operations is characteristic of the DenseNet architecture, as

illustrated in the rightmost image of Figure 5.1. This property will be used to

combine features of different image types within a network to take advantage of

this increased performance. More recent research has explored other methods of

performing fusion across parallel CNN branches [151, 141] as discussed in Sec-

tion 2.2.2. SlowFast networks [141], which achieves state-of-the-art performance

on datasets such as AVA [241], uses a novel fusion method to fuse Fast branch

features into the Slow branch. The best performing fusion technique for this 3D

architecture is found to be fusion by concatenation, with Fast branch features un-

dergoing a strided temporal convolution prior to concatenation. Striding is used

to reduce the temporal dimension size of features to allow concatenation between

the branches. This convolution operation is pointwise in the height and width

dimensions (i.e. a 5×1×1 filter for time, height, width respectively). Such fusion

techniques could feasibly be explored in future work to improve performance of

our WeaveNet architecture.
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2. An advantage of the DenseNet architecture is that it promotes strong gradient

flow during backpropagation. The dense connections provide deep layers greater

access to the gradients from the loss function, increasing supervision of these

layers. This deep supervision can promote more effective fusion of image

types in early layers.

3. The DenseNet architecture overfits less compared to residual networks when

data augmentation is not used [22]. This property is desirable in our case, as

data augmentation is less applicable due to fixed camera placement.

4. As a result of the concatenation of output features, the features of earlier

layers are re-used in later layers. This property may allow unfused or partially-

fused image features to be re-used later in the network, potentially at a more

beneficial location for fusion purposes.

5. Due to the dense connections, earlier low-complexity features are com-

bined with later high-complexity features. Combining image types with

dense connections may help overcome the problem of identifying the ideal fusion

locations by fusing images types at different levels of processing.

6. The DenseNet architecture is more parameter and computationally efficient

than residual networks. For training on multiple image types, this has the ad-

vantage of reducing the hardware and time requirements for training.

These advantages make the DenseNet architecture particularly attractive for the prob-

lem of action recognition by fusion of image types.

The particular arrangement of DenseNet, used as the base architecture, requires

specification. In initial experiments it was found that three dense blocks performed

better than four dense blocks. The initial convolution layer, which precedes the first

dense block, uses a stride of 1 to maintain the same feature dimensions and a filter

size of 3× 3. Preceding each convolutional layer in the dense blocks, a bottleneck layer

is used to reduce the channel-wise dimensions. Furthermore, the compression rate

in the transition layers is set to reduce total input features to each block. The base

DenseNet architecture, shown in Figure 5.2, remains fixed throughout the remainder

of the chapter.

5.2.2 WeaveNet

The goal for the WeaveNet architecture is to permit fusion of features of distinct

image types to occur throughout the network. Previous methods have selected, on

an ad-hoc basis, locations at which to perform fusion of features of different image

types [16, 137, 138]. We have identified dense connections as a useful pattern for

this purpose, as these connections can concatenate unfused input features to the fused
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Figure 5.2: An illustration of the base DenseNet architecture used in our experiments.
In the figure, each dense block is composed of only three nonlinear transformation layers
(in green) for illustrative purposes. Six layers are used in each block in our actual base
architecture. Each nonlinear transformation layer is composed of a bottleneck layer followed
by a dense layer. A final linear transformation layer with softmax activation (Softmax Layer)
is used to output action class probabilities.

output features of a dense layer. The DenseNet architecture utilises these connections,

and so has properties that are advantageous for fusion, however certain properties of the

architecture present issues for our problem. The issues relate to the initial convolutional

layer and the transition layer (as shown in Figure 5.2). Our WeaveNet architecture

directly tackles these issues to permit fusion of different image types throughout the

network. In the following sections, we outline these issues and detail our solutions.

Initial Convolution

In the DenseNet architecture, the initial convolutional layer takes a single image as

input. To train on the base architecture, image types are concatenated to form a single

image that is passed as input. The convolution operation of this layer operates over

the input, and so the layer outputs a fusion of the image types. This early fusion may

lead to certain image types dominating the feature learning in the remainder of the

network. Early fusion also prevents maintaining separation of features by image type

within dense blocks.

A possible solution to this fusion problem is to entirely remove the initial convo-

lution layer. However, this layer increases the receptive field (the effective area of an

input image that a specific convolution operation has access to) for the convolution op-

erations of the first dense block. Another possible solution is to modify the convolution

operation itself so it does not fuse the image types.

Previously, in Section 4.2.1, we used a depthwise convolution operation as the

first stage of the two-stage separable convolution operation. A depthwise convolution

operation maintains separation of channel-wise features. This depthwise convolution

can be modified so that instead of operating over single image planes (i.e. channels)

it operates over groups of image planes (i.e. image types). How this convolution

operation, which we refer to as groupwise convolution, relates to the previously used

depthwise convolution is described in Figure 5.3. A requirement of this operation, is

that each image type is encoded with an equivalent number of channels, shown as id

in the Groupwise Convolution illustration in Figure 5.3. For example, if we use colour,

93



Figure 5.3: An illustration of the differences between normal convolution, depthwise con-
volution and groupwise convolution. In normal convolution, a single convolution operation,
with input size id and output size od, is applied across all channels of the input. In depthwise
convolution, convolution operations, with input size 1 and output size dm, are applied to
each of the respective channels of the input. Depthwise convolution works for an arbitrary
number of input channels, id (shown as 3 in the figure). In groupwise convolution, convolu-
tion operations, with input size id and output size od, are applied to the respective groups of
input channels of size id. The number of groups, g, can correspond to the number of image
types used, and id can correspond to the number of channels per image type. Depthwise con-
volution is very similar to groupwise convolution in that distinct convolution operations are
applied to the input. However, in depthwise convolution, operations are applied per channel,
whereas in groupwise convolution, they are applied per group (or image type as in our case).

depth and scene flow as image types, these image types would need to be encoded

using an equal number of channels. By using this convolution operation, and assigning

a group to each image type, the output convolutional features are separated by image

type, and so the input to the first dense block is in an unfused state. Thus, the dense

connections in the first block pass image features separated by type to each dense

layer in the block. This allows the dense layers to learn a fusion of different image

types. This property is also desirable in the subsequent dense blocks, however, another

property of DenseNets prevents this.
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Transition Layer

The presence of the transition layers in the DenseNet architecture impedes the fusion

of distinct image types in all dense blocks. Two properties of the transition layer

prevent features of different image types being forwarded to the subsequent dense

blocks. Firstly, the transition layer contains a convolution operation. This has the

same undesirable effect of fusing the features of different image types as the previously-

described initial convolution had. Secondly, the transition layer prohibits fusion by

reducing the feature spatial size via an average pooling operation. This change in

feature dimension restricts fusion-promoting dense connections to features within a

single dense block, as equivalent spatial sizes are required for concatenation. The

complexity of image features increases as CNN depth increases. Hence, the transition

layer limits dense connections between a fixed range of feature complexity. Ideally, we

want to combine a range of complexity of features of different image types throughout

the network. For example, image types, such as flow information, may be less detailed,

and may need to undergo fewer transformations than other image types, such as colour

information, prior to fusion. Our WeaveNet architecture directly tackles these issues

to permit fusion of a larger range of complexities of distinct image types throughout

the network.

Removing the transition layer is a possible method of overcoming the prevention

of fusion by transition layers. However, reduction of image feature spatial size with

increasing depth is characteristic of CNNs, and so the transition layer plays an essential

role. Alternatively, we seek a method of maintaining image features in an unfused state

at decreasing spatial resolutions. By introducing a parallel network branch with this

property, we can use this branch to concatenate unfused image features at the start

of each dense block. In this network branch, we can maintain a limited number of

features (i.e. thin) and limited number of convolutional operations (i.e. shallow) to

minimise the additional computational cost. We specify an appropriate architecture

for this branch.

Ideally, we desire a range of complexity of features of all image types to be con-

catenated at the beginning of each dense block in the main branch. We have already

identified the dense connectivity pattern as a method of achieving this range of com-

plexity, and so use this pattern in the parallel branch. The dense blocks used in the

DenseNet architecture are amenable to use in a thinner and shallower configuration. By

splitting features by image type, we pass image features through individual branches

composed of a single thin dense block. Each thin dense block outputs features of a

range of complexity for each image type. Collectively, we refer to a group of thin dense

blocks for the image types as a Strand Block, and we refer to these individual branches

as Strands to emphasise the fact that these branches are metaphorically thin (as shown

in Figure 5.4).

A method of decreasing image feature spatial size, to allow for concatenation at the
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Figure 5.4: The WeaveNet architecture introduces a parallel network branch to maintain
separation of the image types. In each Strand Block, image features are separated by image
type and passed through a thin dense block. In the Stranded Transition Layer, groupwise
convolution is used to maintain separation of the different image types. Blue lines represent
paths along which all features are separated by image type. Red lines represent paths along
which some features are separated by image type. As both these types of paths are present
throughout the network, fusion of features of distinct image types occurs across the entire
network.

beginning of the dense blocks in the main branch, remains to be specified. We propose

the use of what we refer to as a Strand Transition Layer. Its design mirrors the

DenseNet transition layer, being composed of batch normalisation, ReLU, convolution

and average pooling. It differs from a transition layer, however, by using a groupwise

convolution in place of the convolution operation. This solution maintains separation of

image features, similar to how it did in our solution to the initial convolution problem.

The strands are connected to the main branch via concatenation of the outputs of

the Strand Transition Layer to the outputs of the Transition Layer of the main branch,

as shown in Figure 5.4. This concatenation ensures that simpler unfused image features

of stand blocks are combined with more complex features present in the outputs of the

transition layers. Fusion of these unfused image features thus occurs throughout each

dense block via the dense connections. This overall network architecture is called

WeaveNet, based on the metaphor of thin strands being weaved into the main branch

of the network.

The number of possible paths of information through the network is increased as

a result of the addition of the parallel branch. In Figure 5.4, the forward propagation

direction of image data is shown, with coloured paths highlighting paths along which

unfused data flows. The paths through the network also allow multiple possible paths

for gradient to flow to each dense layer during backward propagation. The variety of

paths along which the gradient can flow adds greater learning ability to the Strand

layers. This should encourage the strands to learn features for each image type that

can be effectively fused in the main branch.
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We have developed a new architecture that permits fusion of features of different

image types throughout a CNN. Similar to how SpatioTemporal Residual Networks

[138] leverage the residual network architecture [73] to perform action recognition, we

leverage the DenseNet architecture [22] to perform fusion of multiple image types for

fine-grained action recognition. The use of thin parallel strands avoids the expense of

full parallel branches for each image type. The dense connectivity pattern used also

removes the requirement of deciding where to fuse individual branches of each image

type. Fusion of distinct image features, of varying complexity, now occurs throughout

the network.

5.2.3 Stranded Late Fusion

The parallel network branch present in the WeaveNet architecture is used to inject un-

fused image features into each dense block to promote fusion of image types. However,

recent works utilising parallel networks for action recognition improved performance by

performing late fusion of two parallel networks (i.e. fusion at the end of the network)

[138, 137]. Specifically, for SpatioTemporal Residual Networks [138], late fusion of a

residual network branch for appearance data (colour) and a residual network branch

for motion data (flow) increased recognition accuracy. In our architecture, we perform

fusion of these (and other) image types throughout our main network branch. How-

ever, performance may be improved by additionally performing a late fusion of unfused

features of different image types. We identify further architectural changes to perform

this late fusion efficiently and effectively.

When separate network branches are maintained for multiple images types [138, 137,

16], late fusion can be performed by combining the outputs of the separate streams

using further neural network layers or discriminative classifiers such as support vector

machines [16]. In our architecture, the strands maintain separation of the different

image types. The purpose of these parallel strands is to inject image features in an

unfused state into each dense block to ensure that fusion of image features at differing

complexities occurred throughout the network. However, as image types are separated

between strands, it may also be possible to use these strands to perform late fusion.

In the WeaveNet architecture, the features output by the final Strand Transition

Layer are concatenated to the features of the main branch before the final Dense Block.

These strand features are likely to be less complex than the features in the main branch

that they are being combined with, due to undergoing fewer convolutional operations

in the Strand Block path. This is not an issue for the WeaveNet architecture as

the features will be used to learn more complex features as part of the final Dense

Block. Combining high-complexity features in a late fusion would be more beneficial,

as evidenced by the results of late fusion of two-stream networks [137]. To produce

higher complexity features for each image type, the depth of the strand paths (i.e. the

number of convolutional operations on the features) should be increased. To achieve
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Figure 5.5: The WeaveNet-LF architecture includes an additional Strand Block compared
to the WeaveNet architecture. The outputs of this Strand Block undergo average pooling,
batch normalisation, and rectified linear (ReLU) activation before being used as inputs to
a linear layer. The outputs of this linear transformation are combined by concatenation
with similarly pooled, activated and transformed outputs of the main network branch. The
combined outputs undergo batch normalisation, ReLU activation before being fused in a final
linear layer with softmax activation (Softmax Layer). Blue lines represent paths along which
all features are separated by image type. Red lines represent paths along which some features
are separated by image type. The additional Stand Block, with input and output blue paths,
thus maintains separation of features by image type prior to late fusion.

this, the WeaveNet architecture is modified to include an additional Strand Block.

This will increase feature complexity while maintaining separation of these features by

image type.

The precise method of late fusion of these more complex features needs to be speci-

fied. One possibility is to concatenate these features to the output features of the final

Dense Block in the main branch of the network (see Figure 5.4). This would signifi-

cantly increase the number of input features for the final Softmax Layer (i.e. a Linear

Layer with Softmax activation). As a result, this layer would be highly parametrised,

which can lead to overfitting, and hence underperformance, without careful regularisa-

tion. Alternatively, we could use further linear layers to reduce the number of features

before the final softmax layer, as shown in Figure 5.5. Further linear layers divide the

late fusion stage into two stages: fusion of the strands’ features; and fusion of these

late-fused outputs with the main branch features. To prevent overfitting, we limit the

number of outputs, and hence parameters, of the linear layers.

The late fusion method described here enables complex features of each image type

to be combined effectively. The dense connectivity pattern within the additional Strand

Block enables complex features to be produced efficiently. Fully-connected linear layers

are used in a staged fashion, to eliminate over-parametrisation, when combining late-

fused features with the main branch features. We shall refer to this architecture, shown

in Figure 5.5, as the WeaveNet-LF.
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5.2.4 Densely-Fused Action Images

Thus far in this chapter, we have mainly focussed on methods of improving recognition

performance based on the spatial component of fine-grained actions (i.e. the relative

locations of features across image types), however, it is also important to consider the

temporal component of actions (i.e. how these features change over time).

Training on inputs of representations of motion information is a method of in-

corporating temporality in an action recognition approach. Such representations can

include hand-designed features such as Histograms of Optical Flow [98] and Motion

Boundary Histograms [96]. As CNNs can train on entire images, optical flow images

are a commonly used motion representation for CNN action recognition approaches

[137, 127, 16]. The quality of motion information used greatly affects the ability to

learn efficient representations for recognition purposes [135]. Scene flow information,

which we shall use, offers a richer representation of motion compared to optical flow,

representing motion in 3D Cartesian coordinates, compared to the 2D screen space

coordinates of optical flow.

Motion representations, such as optical flow images, are more informative than

colour images for recognition of certain actions [127]. For example, recognition from

single optical flow images outperforms recognition from single colour images for actions

such as ‘push-ups’ and ‘jump rope’, due to specific motion patterns but ambiguous

spatial contexts present in optical flow images [127]. Fine-grained actions, such as

those involved in an OSCE, however, may exhibit more subtle differences in motion

patterns across actions classes. Furthermore, the motions may be sparse, both spatially

(i.e. occupy a small area of images) and temporally (i.e. occur in a small subset of a

set of sequential frames labelled with the same action), and thus it may be difficult to

determine an action from a single flow image.

To add further temporal information to our training, it is possible to alter our

approach to deal with sequences of images rather than a single image. In Chapter

4, we explored using recurrent neural networks for this purpose, with varying results

(4.4.2) in line with findings by other authors [127, 19]. An alternative approach is to

replace 2D operations (such as convolutional and pooling) with 3D analogues. The

resulting increased dimensionality of features may make training more challenging.

Distinct 3D filters would be needed to recognise various frequencies of spatio-temporal

patterns associated with a single action, e.g. fast and slow ‘chopping’ actions in a

kitchen activity. This leads to redundancy across 3D filters as each filter learns to

recognise similar spatial patterns. This issue is further compounded when there are

multiple, equally valid, ways of performing actions, which may be the case for fine-

grained actions (e.g. using different kitchen utensils for a ‘peeling’ action).

To minimise such training issues, approaches have sought to compress the temporal

dimension of spatio-temporal volumes to allow for well-studied 2D CNN architectures

to be leveraged. Motion history images [335] were employed by Lea et al. [19] for
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recognition of fine-grained actions based on observations of sparsity of optical flow

information for fine-grained action datasets. A single-image compressed video repre-

sentation, called a ‘dynamic image’ [140] was used as an input to a 2D CNN for action

recognition. These dynamic images were used to encode spatio-temporal volumes of

scene flow data to perform RGB-D gesture recognition [227]. These dynamic image

approaches focus on single image types, however it may be beneficial to use multiple

image types (such as colour and flow) for a compressed representation to allow identi-

fication of the objects in motion. For instance, distinct actions involving picking and

placing different items in a kitchen activity may exhibit similar motion patterns (in

the flow data), however the appearance of these items (in the colour data) would allow

easier disambiguation of the actions. We modify our approach to train on compressed

spatio-temporal representations involving multiple image types.

An inherent rank of spatio-temporal features is given by the temporal order of the

features. Fernando et al. [139] used this property to extract a compressed representa-

tion of such features, called a rank pooled representation. Bilen et al. [140] extended

this technique to work for raw video frames in a CNN context, which is how we shall

employ this technique. This technique produces a ranking image that, when multiplied

by a frame in a sequence, produces an estimate of its order in the sequence. As this

image representation implicitly encodes the entire spatio-temporal volume, it can be

used as a compressed representation of the volume. A method of approximating the

image using a single gradient descent step was devised to allow this image to be used

as part of a CNN [140]. This approximate method can be used as an intermediate layer

in a CNN, referred to as a Rank Pooling Layer. The output images of such a layer are

referred to as Dynamic Images.

Bilen et al. [140] showed that static images, like the inputs to the WeaveNet-LF, and

dynamic images are complementary when combined for training. To increase temporal

information available to our network, we intend to create a compressed representation

of colour and scene flow frame sequences, and use this as an additional image type.

This decision is based on identifying objects in colour data and associated movements

of these objects from scene flow data. We modify WeaveNet-LF training by removing

scene flow as an input image type, due to its sparsity and lower performance when

training on this image type as found in Section 4.4.1.

In a recent work [336], Dynamic Images were generated from scene flow information

to recognise human gestures. Recognition performance was improved when scene flow

data was transformed (by a series of 1 × 1 convolutional kernels) prior to use in Dy-

namic Image generation. Using scene flow alone in such a way may not be ideal for our

problem. The motion patterns of gestures are less temporally and spatially sparse than

those in our fine-grained action problem, and this sparsity may result in a Dynamic

Image with little informative detail. Furthermore, the state of the surrounding context

is arguably of much greater utility for fine-grained fixed-setting actions than for ges-
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tures. As such, we seek an approach that can both transform scene flow information

prior to dynamic image generation, as well as include spatial information to allow the

scene context to be used.

In this chapter, we have utilised the dense connectivity pattern to learn fused repre-

sentations of multiple image types. Here, we wish to fuse scene flow and colour images

in a form that can be used to generate a compressed spatio-temporal representation.

The dense connectivity pattern is effective at combining images of differing complexity.

Colour images are more complex than scene flow images, and hence, we use a Dense

Layer here to combine these two image types. The Dense Layer transforms scene flow

data prior to a rank pooling layer, as was shown to be effective for gesture recognition

tasks [227]. In Figure 5.6, we show how we shall employ a Rank Pooling Layer as part

of an early fusion stage. Each timestep of an action clip will require processing by a

Dense Layer prior to the Rank Pooling Layer. To reduce the number of trainable pa-

rameters, the weights of the Dense Layer are shared across time. The Dense Layer can

thus be viewed as a function for fusion of colour and flow, operating equivalently across

time. The Rank Pooling Layer compresses the temporal extents of the input sequence

of colour and scene flow image pairs to a single sample. This sample is a compressed

representation of the changing context state from the colour images and the fine motion

information from the scene flow images, which we refer to as a Densely-Fused Action

Image (DFAI).

The DFAI representation is used in the larger WeaveNet-LF network by replacing

the scene flow images with DFAI images as an input image type. By pre-pending

the WeaveNet-LF with the DFAI generating operations, as shown in Figure 5.6, a

new architecture is created which we refer to as WeaveNet-LF-DFAI. This network is

trainable end-to-end, as Rank Pooling Layers can be used as an intermediate layer in

a CNN. The main branch of the network now learns a complementary fusion [140] of

the DFAI and single images of different types (colour, depth, etc.).

5.3 Implementation

5.3.1 Datasets

Dataset Selection

We evaluate our devised techniques on a collected dataset of OSCE performances, which

we shall refer to as the OSCE-V dataset (Objective Structured Clinical Examinations

- Venepuncture). The design of this dataset is fully described in Appendix I. In the

dataset, 20 experimental subjects are recorded performing the task of venepuncture

three times, resulting in 60 complete performances (example images shown in Figure

5.7). The dataset is labelled by an independent labeller with one of the 25 action labels

shown in Table 5.1. The number of labelled frames is similar in scale to other datasets
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Figure 5.6: Densely-Fused Action Images are produced by a fusion of scene flow and colour
image pairs using a Dense Layer. This Dense Layer shares weights across time, so that it is
applied identically to each image pair in a sequence. The Rank Pooling Layer combines the
fused outputs of the Dense Layer to produce the output Densely-Fused Action Image.

[232, 93]. For the case of OSCE-V, however, the presence of recordings from three

viewpoints at a resolution of 640x480 in RGB-D makes this dataset significantly larger

in terms of raw data compared to the 50 Salads dataset [232]. In our experiments, we

train on the single central viewpoint camera for this dataset.

In Chapter 4, we used this 50 Salads dataset [232] to evaluate our devised techniques

of feature fusion for fine-grained action recognition. This dataset is selected once again

as a benchmark. This dataset is comprised of 50 performances of the task of preparing

two types of salad using various kitchen implements in a fixed camera setting. Thus, as

it is similar in scale to a single camera of the OSCE-V dataset, it can serve as a proxy for

evaluating WeaveNet architecture variations. The dataset contains multiple levels of

granularity: ‘coarse’; ‘mid’; ‘eval’; and ‘fine’. Previously, we evaluated our techniques

on the ‘eval’ granularity which includes 10 actions. To demonstrate the applicability

of our techniques to fine-grained action recognition, we shall also evaluate on the finer

granularities, ‘mid’ and ‘fine’, which are composed of 18 and 52 actions, respectively.

The difference between the ‘mid’ and ‘eval’ granularities is that the ‘eval’ granularity

combines actions where the same utensil is used. The ‘fine’ granularity splits up the

‘mid’ action segments into three stages: ‘pre’; ‘core’; and ‘post’. The ‘pre’ and ‘post’

phases “include grabbing, moving and placing utensils and ingredients” while the ‘core’

phase captures the essential actions [232].

Evaluation Method

To compare the techniques described in this chapter, we shall use the metrics: accuracy;

precision; recall; and F1. We use the approach explained in Section 3.4.4 of calculating

these metrics over multiple splits and multiple actions, i.e. we take the unweighted

mean of the metrics of each of the action classes.
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Figure 5.7: Sample frames recorded of performances of the OSCE task of venepuncture,
with the left, centre, and right column representing the views from the corresponding camera
view respectively. The actions from top to bottom row are as follows: wash hands, don gloves,
prepare equipment, draw blood.
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Action label No. Frames

Background 103,244

Wash hands 51,145

Check ID 5,148

Clean procedure tray 10,933

Gather equipment 7,937

Move arm into position 4,290

Apply tourniquet 34,760

Identify vein 7,997

Put on gloves 36,037

Prepare equipment 65,390

Swab the site 16,208

Ready needle 38,335

Insert needle 18,886

Draw blood into bottle 39,289

Jostle bottle to mix 6,520

Open tourniquet 10,303

Apply cotton wool to site 12,306

Extract needle 11,688

Dispose of needle hazard 9,389

Tape cotton wool to site 16,701

Document sample bottle 11,172

Document sample questionnaire 18,018

Seal sample in bag 22,054

Dispose of waste 7,586

Remove gloves 6,947

Total 572,283

Total time 5:17:56

Table 5.1: The distribution of labels for the OSCE-V dataset. In total, over 5 hours of
footage is collected for each of the three cameras. For comparison, the 50 Salads dataset [232]
contains a total of 577,994 frames which is similarly sized to our total for a single camera.
The 50 Salads dataset also contains 18 distinct mid level actions compared to 25 in our case.
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As OSCE-V includes 60 performances across 20 subjects, to best characterise the

generalisability of approaches, a cross-validation method should be used despite the

consequent elongated training time (discussed in Appendix I.7). For the dataset, we

propose five test folds, with each fold composed of 12 performances across four subjects.

Preprocessing

For training the WeaveNet architecture (Section 5.3.1), we must select the image types

to use. In Chapter 4, we used colour, depth and scene flow image types. As one of the

purported benefits of our WeaveNet architecture is that it effectively trains on multiple

image types, we choose to additionally train on surface normals. Surface normals are

defined as the vector perpendicular to the tangent plane of the surface at a point. The

surface normal for a point can be calculated as the third eigen-vector of the covariance

matrix formed from all points within a local neighbourhood. We use the Point Cloud

Library [337] for this purpose and set the spherical local neighbourhood to have a

radius of 1 centimetre. The direction of the resulting surface normals are fixed to point

in the direction of the camera origin. To form an image, the normal vector components

(x, y, z) are mapped to distinct colour channels (akin to red, green, blue) and encoded

using 8 bits per channel. These surface normal images differ from depth in appearance

in that edges and surfaces with high curvature are more conspicuous, while flat regions

(such as tables) are relatively constant. We use the jet colour mapping to encode

the depth information. This representation has been shown to improve results in the

context of RGB-D object recognition [338]. This also ensures that depth is encoded

using an equivalent number of channels to the other image types, a requirement for

the groupwise convolution of Section 5.2.2. Finally, we map the vector components

of the scene flow data to individual colour channels, similarly to surface normals. We

encode the scene flow using 8 bits per channel, with the minimum and maximum values

clamped at positive and negative five centimetres, based on inspection of the data.

Encoding each image type using 8 bits per channel significantly improved our training

times by reducing the data loading burden which was a bottleneck even when using fast

solid state disks and performing data caching. We observed negligible deterioration in

training accuracy as a result of using this reduced representation.

Normalisation of input image features has been shown to improve results for CNN

training and as such we perform it here [35]. In Section 4.3.1, we calculated mean and

variance for the colour channels for each split of the datasets used. We found during

this work, however, that for colour images, centring on the midpoint of the channel

range, and scaling by half of the range, gave similar results. This technique has been

employed for training on ImageNet [69]. For depth and surface normal images, we use

a single mean and variance value, calculated across the training splits, to normalise the

data. For scene flow images, we use the channel value corresponding to the null vector

(i.e. no movement) to centre the data, and we scale the data by half the data range.
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As in Section 4.3.1, we do not use any data augmentation techniques based on

the reasoning that the scene arrangements and lighting remain fixed throughout the

datasets. Also similar to before (Section 4.3.1), we downsample all images to be

160×120 and take a manual cropping (of size 144×96 for 50 Salads and of size 145×100

for OSCE-V). This reduces the graphics memory cost associated with early layers in

the network, as well as further reducing the data loading burden during training.

5.3.2 Classifier Training

In our evaluation, four models are trained for comparison: DenseNet; WeaveNet;

WeaveNet-LF; and WeaveNet-LF-DFAI. The training of these models requires many

hyperparameter choices. In Table 5.2, we list the hyperparameters used for the dif-

ferent network architectures. The growth rate, compression rate, and bottleneck size

(explained in 5.2.1), are kept fixed throughout all experiments. These hyperparameters

were found to work well within constrained graphics memory boundaries. In particu-

lar, overfitting was observed when the number of Dense Blocks (as per Figure 5.2) was

increased. In the Strand Blocks (as shown in Figure 5.4), we use a smaller number of

layers per block and a smaller growth rate than in the Dense Blocks based on similar

observations.

For the WeaveNet-LF network, we use differing number of units in the linear layers

of the main branch and strands branch, as well as differing dropout rates prior to these

layers. This differing treatment is because the strands branch is thinner than the main

branch. The number of units in these layers is kept small to limit the number of model

parameters, otherwise overfitting was observed.

For the WeaveNet-LF-DFAI network, we also use different hyperparameters for the

Dense Block which fuses the scene flow and colour information, as listed in the final

column of Table 5.2. When training this network, we use a sequence length of 16

frames, which is found to work well under available graphics memory. To increase the

length of the temporal window that the network can observe, we use a temporal stride

of eight frames to generate these sequences, in line with other works tested on 50 Salads

[19]. This gives a temporal window of over four seconds per sample for recordings of 30

frames per seconds (such as 50 Salads). For fair comparison across all experiments, we

fix the batch size and the number of units in the initial convolution layer (or grouped

convolution layer for WeaveNet architectures).

To train the networks, we minimise the cross-entropy loss (as discussed in Section

4.3.2). We apply weight decay, as listed in Table 5.2, for regularisation purposes. As

the datasets we train on are significant in size, and there are lots of similar frames

throughout, it was found that a small number of epochs is required for convergence.

When training a full epoch at a high learning rate, overfitting was observed. To better

monitor convergence, and allow more granular scheduling of the learning rates, we

instead train on disjoint subsets of the training set for what we call “mini-epochs”.

106



Network DenseNet WeaveNet
WeaveNet-

LF
WeaveNet-
LF-DFAI

Batch size 40 40 40 40
Initial convolution units 36 36 36 36

Dense Block layers (6, 6, 6) (6, 6, 6) (6, 6, 6) (6, 6, 6)

Growth rate 12 12 12 12
Bottleneck size 4 4 4 4
Compression rate 0.5 0.5 0.5 0.5

Dropout 0.1 0.1 0.1 0.1

Weight decay 5.0e-4 5.0e-4 5.0e-4 5.0e-4

Strand Block layers N/A (3, 3) (3, 3, 3) (3, 3, 3)

Growth rate (strands) N/A 6 6 6

Compression rate (strands) N/A 0.5 0.5 0.5

Dropout (strands) N/A 0.1 0.1 0.1

Dropout (linear - main) N/A N/A 0.1 0.1

Dropout (linear - strands) N/A N/A 0.2 0.2

Units (linear - main) N/A N/A 128 128

Units (linear - strands) N/A N/A 64 64

Dense Block layers (DFAI) N/A N/A N/A (6)

Growth rate (DFAI) N/A N/A N/A 6

Bottleneck size (DFAI) N/A N/A N/A 2

Dropout (DFAI) N/A N/A N/A 0.1

Sequence length N/A N/A N/A 16

Frame stride N/A N/A N/A 8

Table 5.2: The hyperparameters selected for each of the tested architectures.

These subsets are constructed by sampling without replacement from the entire set of

samples, with each sample having equal probability (i.e. uniformly). Each mini-epoch

training set has cardinality of 0.02× that of the entire training set. This equates to 0.6

samples for each second of video on average (assuming 30 frames per second). When

all disjoint subsets have been observed by the network, we generate new subsets.

When training the WeaveNet-LF-DFAI architecture, we train on sequences of im-

ages as opposed to single images. Training the architecture end-to-end, we found that

the network quickly overfits. This is because the Dense Block used to generate the

DFAIs observes a higher number of frames than the remainder of the network. To

counteract this, we do not backpropagate through this block on every update. Instead

we use an update frequency equivalent to the sequence length (i.e. we update this

block’s weights once every 16 forward passes). This update frequency ensures that

each layer in the network is trained based on observation of an equivalent number of

frames, and was found to be effective at eliminating the observed overfitting.
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Figure 5.8: The learning rate schedule following the cosine annealing method. We take
model snapshots at mini-epochs 70, 150 and 310.

For effective training, it is necessary to select an appropriate optimisation method.

Previously (in Section 4.3.2), we used the Stochastic Gradient Descent (SGD) opti-

miser along with a carefully managed learning rate schedule. We again use the SGD

optimiser given its use in training the DenseNet architecture [22]. We also use Nesterov

momentum with a momentum value of 0.9 [32]. In contrast to before, we employ a

different learning rate scheduling strategy. Utilising a schedule where the learning rate

for each epoch is determined by a cosine function can achieve empirically better results

[339]. This cosine function produces an annealing schedule where a high learning rate

is used for a long period, with a sharp decay in learning rate towards the end of the

schedule. The key difference with this method is that once this schedule is completed

it restarts at the original learning rate and repeats the schedule again. A lower fre-

quency cosine function can be used to produce a longer schedule in these subsequent

schedules. This process of “warm restarts” can disrupt convergence in local minima

and cause the network weights to diverge from their previous values, potentially find-

ing more optimal values. An advantage of this method is that it is possible to take

snapshots of the model weights at these convergence points to produce a set of models

on completion of training. As the warm restarts cause the model weights to diverge,

these model snapshots are distinctive enough to allow ensembles to be produced with

them. Based on experimentation, we use values of ηmax = 0.1, ηmin = 10−5, T0 = 10,

and Tmult = 2, as defined in the original work [339], producing a final schedule shown

in Figure 5.8. To evaluate our models, we inspect the results of the final model (after

310 mini-epochs) and compare it to those produced by taking an ensemble of the model

snapshots at mini-epochs 70, 150 and 310.

The networks are trained using the PyTorch deep learning framework. This frame-

work was used for its expressibility and object-oriented design, which facilitated easier

re-use of network components. All networks are trained on an Nvidia Titan V card.

108



5.4 Evaluation

5.4.1 Model Ablation

We summarise the quantitative improvements of the WeaveNet architecture, and vari-

ants, over the baseline DenseNet model in Table 5.3. Models were trained on the ‘eval’

granularity of the 50 Salads dataset, which has 10 action classes. The WeaveNet model

improves F1 score by more than 3% over the DenseNet model when trained on all

image types (colour, depth, scene flow, normals). The WeaveNet-LF and WeaveNet-

LF-DFAI models each improve performance further across all metrics. We also note

that the cosine annealing ensembling approach effectively improves classification per-

formance in each case. A parameter study for the WeaveNet-LF architecture is included

in Appendix J.

Model Type Accuracy Precision Recall F1

DenseNet 77.73 73.70 69.90 70.80
DenseNet (ensemble) 79.28 75.15 71.82 72.34
WeaveNet 81.07 76.37 73.36 73.81
WeaveNet (ensemble) 82.37 78.97 75.58 76.20
WeaveNet-LF 82.02 77.98 74.74 75.46
WeaveNet-LF (ensemble) 83.96 79.50 77.52 77.34
WeaveNet-LF-DFAI 82.73 79.54 76.55 77.38
WeaveNet-LF-DFAI (ensemble) 84.51 81.86 79.08 79.76

Table 5.3: Classification results for the different model types described in this chapter
across the five splits of the 50 Salads dataset for the ‘eval’ granularity, as percentages. In
each case, the models are trained on all image types. Accuracy refers to the proportion of
correctly classified individual frames. Precision and recall are calculated for each of the ten
classes, and the unweighted mean across classes is reported.

5.4.2 Granularity Evaluation

The 50 Salads dataset contains finer granularities, ‘mid’ and ‘fine’, than the ‘eval’

granularity used for previous evaluation. The ‘mid’ granularity differs from the ‘eval’

granularity in that actions using the same utensil have not been combined into a single

class, resulting in 18 actions classes. The ‘fine’ granularity splits each ‘mid’ labelling

into a ‘pre’, ‘core’ and ‘post’ phase, resulting in 52 action classes. To demonstrate the

feasibility of recognition of fine-grained actions using our architecture, we evaluate the

WeaveNet-LF-DFAI on these granularities.

In Table 5.4, we see that model performance falls as the granularity becomes finer.

This is expected as each action class has a decreased number of associated labelled

frames. Furthermore, the increased number of classes requires an increase in complexity

to be modelled.
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Granularity Classes Accuracy Precision Recall F1

‘Eval’ 10 82.73 79.54 76.55 77.38
‘Eval’ (ensemble) 10 84.51 81.86 79.08 79.76
‘Mid’ 18 75.58 71.87 66.67 68.39
‘Mid’ (ensemble) 18 78.96 76.53 70.22 72.27
‘Fine’ 52 67.49 55.57 50.47 52.19
‘Fine’ (ensemble) 52 70.04 59.07 52.47 54.63

Table 5.4: Classification results for DenseFuseNetLF-DFAI model for different levels of
granularities across the five splits of the 50 Salads dataset, as percentages. Accuracy refers
to the proportion of correctly classified individual frames. Precision and recall are calculated
for each of the ten classes, and the unweighted mean across classes is reported.

5.4.3 Comparison to Published Works

To understand the performance of our WeaveNet-LF-DFAI architecture (the highest

performing architecture in Section 5.4.1) for fine-grained action recognition, we com-

pare to other published works. In Table 5.5, we see that our approach outperforms

these approaches for all granularities. We point out that the Spatial CNN and Spatio-

Temporal CNN [19] are of closest comparison in terms of purpose due to their focus on

action recognition rather than action segmentation. On very fine-grained actions, we

outperform this approach significantly, improving accuracy from 44.1% to 67.5%

for the ‘fine’ granularity. This confirms that our approach is well-suited for fine-

grained recognition. On more coarse-grained actions, we also outperform other works,

improving accuracy from 73.4% to 82.7% for the ‘eval’ granularity.

The Encoder-Decoder Temporal Convolutional Network (ED-TCN) [20] uses the

outputs of the Spatio-Temporal CNN to perform a distinct action segmentation stage.

Such a secondary segmentation stage could similarly be applied to the outputs of the

WeaveNet-LF-DFAI model, and may improve classification accuracy further. The com-

parison with Coupled Generative Adversarial Networks [340] is particularly relevant,

as this approach also attempts to combine multiple image types to perform action seg-

mentation. Given that WeaveNet-LF-DFAI outperforms these approaches in terms of

accuracy, it could form the basis of future segmental approaches.

It may be possible to use architectures such as I3D [17], SlowFast [141] or techniques

such as Temporal Relation Networks [144], to determine action recognition performance

using fewer image modalities than used here. The WeaveNet architecture required

careful consideration of architectural parameters to prevent overfitting. In particular,

the number of Dense Blocks was reduced for this reason, as discussed in Section 5.3.2.

The large-scale models of I3D and SlowFast may also require such consideration when

attempting to classify these datasets. Such explorations of the performance of these

models should be explored as part of future work.
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50 Salads (‘eval’) Accuracy

Spatial CNN [19] 68.0

Spatio-Temporal CNN [19] 71.3

Encoder-Decoder Temporal Convolutional Network [20] 73.4

WeaveNet-LF-DFAI 82.7

50 Salads (‘mid’) Accuracy

Spatial CNN [19] 54.9

Spatio-Temporal CNN [19] 59.4

Improved Dense Trajectories + Language Model [239] 48.7

Encoder-Decoder Temporal Convolutional Network [20] 64.7

Temporal Deformable Residual Networks [341] 68.1

Coupled Generative Adversarial Networks [340] 74.5

WeaveNet-LF-DFAI 75.6

50 Salads (‘fine’) Accuracy

Spatio-Temporal CNN [19] 44.1

WeaveNet-LF-DFAI 67.5

Table 5.5: Comparison with state of the art techniques that perform cross-validation on
the 50 Salads dataset. We report the frame-wise accuracy over all five splits of the dataset.

5.4.4 Computational Analysis

In Table 5.6, we report the results of a computational profiling of tested architectures.

We see that the computations (i.e. floating point operations, FLOPs) increase only

modestly with the WeaveNet architectures. The WeaveNet-LF-DFAI model has in-

creased computations due to the processing of the colour and scene flow images for each

frame in a sequence. We note that the WeaveNet architectures introduce additional

parameters; however, overall the model size remains relatively small. For reference, the

SqueezeNet architecture [342], which was specifically designed for parameter efficiency,

has 1.2 million parameters. Had we used separate branches for each image type, as

performed in previous works [137, 16], the computations and number of parameters

would have increased 100% with each additional image type. Based on the recognition

improvements we achieve from the additional image types, our model scales efficiently

to process multiple image types.

5.4.5 WeaveNet Fusion Analysis

To quantify the benefits of the fusion method introduced by WeaveNet, the performance

of the baseline DenseNet architecture must be established for the various combinations

of image types used for classification. We train DenseNet on individual image types to

reveal the relative saliency of single images of each type for action recognition purposes.

We evaluate the performance across the first test split of the 50 Salads dataset.
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Model Type FLOPs (×109) Parameters (×103)
DenseNet (colour only) 1.13 184.8
DenseNet 1.17 187.7
WeaveNet 1.99 366.2
WeaveNet-LF 2.04 477.0
WeaveNet-LF-DFAI 3.53 483.0

Table 5.6: The profiling results for each of the tested model types. FLOPs refers to the
floating point operations required for a forward propagation of a single image sample of size
used in the experiments. Parameters refer to the number of model parameters for the tested
arrangements. Apart from DenseNet (colour only), input samples include all image types.

Image Type Accuracy Precision Recall F1

Colour 83.88 84.00 69.67 71.30
Depth 78.05 72.47 67.69 68.54
Scene Flow 59.26 47.31 41.79 41.30
Normals 75.74 67.14 62.14 62.22
DenseNet 84.83 83.59 75.70 77.21

Table 5.7: Classification results as percentages for the different data types for a single test
split of the 50 Salads dataset using the ‘eval’ granularity, as percentages. The reported results
are from the cosine annealing ensemble of three networks. Accuracy refers to the proportion
of correctly classified individual frames. Precision and recall are calculated for each of the ten
classes, and the unweighted mean across classes is reported. ‘DenseNet’ image type refers to
the combination of all image types used as a concatenated input to the DenseNet network.

In results for the base DenseNet architecture, shown in Table 5.7, we observe that

the network performs best on the colour image type compared to the other individual

image types. We note that the scene flow image type performs poorest. This reflects

our arguments that scene flow information is sparse, temporally and spatially, for fine-

grained action recognition in a fixed setting. We note that for recall and the F1 metric,

the combined type significantly outperforms the colour image type. This indicates that

the inclusion of other image types allows disambiguation of the action classes that are

difficult to classify with colour information alone. However, in terms of accuracy and

precision, the colour image type achieves performance close to the combination of all

image types. This indicates that action classes that are overrepresented in the dataset

are more accurately classified using colour information alone. This may be due to the

network dedicating more parameters to recognition of salient features of these classes

when trained on only colour information.

We compare recognition results when using the WeaveNet architecture to perform

fusion. The effect of additional image types is examined by evaluating the performance

across the first test split of the 50 Salads dataset. We chose to examine the performance

when: depth is used in addition to colour; depth and scene flow are used in addition

to colour; and depth, scene flow and surface normals are used in used in addition to

colour. These combinations were chosen as colour, depth and scene flow represent the
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most distinct image types that we train on, while surface normals, being derived from

depth, are less distinct.

Image types Accuracy Precision Recall F1

Colour 81.66 77.33 68.30 70.14
Colour, Depth 86.27 84.87 77.04 78.80
Colour, Depth, Scene Flow 86.07 85.32 76.77 78.99
Colour, Depth, Scene Flow, Normals 86.61 84.39 77.44 79.08

Table 5.8: Classification results as percentages for the WeaveNet architecture trained on
different combinations of image types for a single test split of the 50 Salads dataset. The
reported results are from the cosine annealing ensemble of three networks. Accuracy refers
to the proportion of correctly classified individual frames. Precision and recall are calculated
for each of the ten classes, and the unweighted mean across classes is reported.

In Table 5.8, we see that each additional image type improves performance for the

balanced F1 metric. We note that there is a significant improvement from the addition

of depth information. Scene flow and normals information increase F1 performance

somewhat, but to a much smaller extent. Previously, the DenseNet architecture showed

worse precision when trained on image types in addition to colour as opposed to colour

alone. We observe that the WeaveNet architecture improves all metrics, including

precision, when trained on all image types. When trained on all image types, the

WeaveNet architecture outperforms the DenseNet architecture (listed as DenseNet in

Table 5.7). This indicates that the WeaveNet architecture is performing fusion of

the image types more effectively. We note, however, that the DenseNet architecture

outperforms the WeaveNet architecture for the colour image type. This validates the

effect of the architectural differences in the WeaveNet architecture compared to the

DenseNet architecture. As the DenseNet architecture was designed and optimised for

recognition from a single image type, it performs well in these scenarios. The WeaveNet

architecture, designed for recognition from multiple image types, performs better under

scenarios of multiple image types.

5.4.6 Densely-Fused Action Images Analysis

The WeaveNet architecture achieves high levels of action recognition accuracy from

single frames, indicating the presence of significant salient information in single frames

of the 50 Salads dataset. We investigate the effectiveness of the devised DFAI method

of combining temporal information with these single frames. To do so, the appearance

of generated DFAI images is inspected.

In Figure 5.9, we visualise the DFAI output channels for the action of ‘peel cucum-

ber’. In this representation, we observe that motion patterns of the subject’s hands are

captured. We note that of the three channels in the output, two are almost identical.

As the Dense Block used to encode the colour and flow images is shallow, it learns a

simple representation from these image types. This representation appears to highlight
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Figure 5.9: The output DFAI for a frame from the 50 Salads dataset with the ‘peel cu-
cumber’ action. The DFAI HSV visualisation encodes the length of the 2D vector formed by
DFAI Channel 1 and DFAI Channel 2 as the value channel, the arctangent of this vector as
the hue channel and the DFAI Channel 3 as the saturation channel. The DFAI representation
captures a pattern indicating movement, as the subject’s hand moves laterally when they peel
the cucumber.
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Figure 5.10: The output DFAI for a frame from the 50 Salads dataset with the ‘add oil’
action. The DFAI representation used is as per Figure 5.9. In the visualisation, the DFAI has
captured the previous location of the oil bottle in the representation, indicating that it has
been moved from this location. It shows that the DFAI has captured the changing contextual
information, which may aid recognition.
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objects and motions by firing when there is either positive or negative deviation from

a background value. When combined over time using a Rank Pooling Layer, the DFAI

representation highlights the motions of the subject and objects. In Figure 5.10, we

visualise the DFAI representation for the action of ‘add oil’, and note that it effectively

highlights the changed locations of the oil bottle. Thus, this DFAI representation can

be effective at capturing changing context, as well as motion. For the scenario of fine-

grained action recognition, in a fixed context, contextual changes are informative. In

this regard, this DFAI representation bears similarity to difference images or motion

history images.

To determine the quantitative effect of the inclusion of this representation, we eval-

uate the WeaveNet-LF-DFAI architecture over all five splits of the 50 Salads dataset

on the ‘eval’ granularity. We examine the effects of inclusion of the DFAI representa-

tion, in place of scene flow information, by comparing recognition performance against

WeaveNet-LF trained on all image types.

Action class Precision Recall F1 score Support
Add dressing 86.5 (+6.4) 73.7 (+7.7) 79.6 (+7.2) 52,675
Add oil 77.8 (+9.5) 86.4 (+2.7) 81.9 (+6.6) 25,990
Add pepper 85.0 (+5.6) 83.7 (+1.6) 84.3 (+3.6) 11,866
Background 72.8 (-2.3) 87.9 (+1.1) 79.6 (-0.9) 105,252
Cut into pieces 91.1 (+0.2) 91.5 (-1.5) 91.3 (-0.6) 201,994
Mix dressing 72.0 (-6.7) 49.7 (+9.4) 58.8 (+5.5) 18,416
Mix ingredients 63.5 (-0.2) 62.1 (-2.1) 62.8 (-1.2) 21,119
Peel cucumber 89.6 (+3.6) 84.8 (+2.4) 87.1 (+2.9) 59,286
Place into bowl 84.0 (+7.0) 58.0 (-4.4) 68.6 (-0.3) 48,024
Serve salad onto plate 73.0 (-7.5) 87.7 (+1.2) 79.6 (-3.7) 33,283
Class mean 79.5 (+1.6) 76.5 (+1.8) 77.4 (+1.9)

Table 5.9: The classification metrics calculated for each action class across all five splits,
for the WeaveNet-LF-DFAI model trained for 310 mini-epochs. Support refers to the number
of instances of the action class in the dataset. All figures, apart from support, are reported
as percentages. In parenthesis, we report the performance increase or decrease compared to
the equivalent metric for the WeaveNet-LF model (best viewed in colour).

The WeaveNet-LF-DFAI model F1 over the five test splits of 50 Salads is 77.4%, an

improvement of 1.9% over the WeaveNet-LF model. Inspecting the results in Table 5.9,

we note large improvements in metrics for certain actions (‘add dressing’, ‘add oil’) and

disimprovements for other actions (‘serve salad onto plate’, ‘mix ingredients’). These

varying results could be explained by the effect of the chosen temporal window. As

some actions involve broad movements over longer periods (e.g. picking up the oil

bottle for ‘add oil’), the large temporal window can capture the changing location of

objects (as shown in Figure 5.10) to facilitate recognition. Conversely, when the length

of an action is short or where the motion is brief (such as in ‘serve salad onto plate’), the

temporal window may contain a significant proportion of frames that relate to previous

actions, making recognition more challenging. To examine this situation further, we
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Figure 5.11: Confusion matrices for the WeaveNet-LF and WeaveNet-LF-DFAI models
across all five splits of the 50 Salads dataset for the ‘eval’ granularity. The false negatives of
the WeaveNet-LF-DFAI model are concentrated on fewer classes than those of the WeaveNet-
LF model, particularly for the ‘mix dressing’ action class.
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inspect the confusion matrices for the two models.

In the confusion matrices shown in Figure 5.11, we note that the WeaveNet-LF-

DFAI model predicts the action ‘serve salad onto plate’ incorrectly as the actions ‘add

oil’, ‘add dressing’ and ‘mix dressing’ to a greater extent than the WeaveNet-LF model.

These actions precede ‘serve salad onto plate’ in a certain proportion of the 50 Salads

task orderings. This observation corresponds with the explanation of the effect of the

temporal window size. We note that the ‘mix dressing’ action is predicted less as

‘add dressing’ or ‘add oil’, indicating that the DFAI representation (with the chosen

temporal window) helps to disambiguate the similar scene contexts of these actions.

Similar observations are made for the action ‘add dressing’ which is predicted less as

‘add oil’. Based on these observations, our choice of temporal window size, which

was in line with previous work [19], has trade-offs in terms of model performance for

different actions. Future research may be required to identify methods of using an

adaptive window size to improve performance across all action classes.

5.4.7 OSCE-V Performance

To validate OSCE-V dataset as a benchmark for fine-grained action recognition, we

train the WeaveNet-LF-DFAI model for the central viewpoint camera only. The model

was trained on a combination of colour, depth and DFAI images. The procedure used

for training was identical to that used for 50 Salads. The recognition results, across all

splits, are presented in Table 5.10. An accuracy of 72.1%, for a single model, on this

OSCE-V dataset is in line with our accuracy on the ‘mid’ granularity of 50 Salads of

75.6%. These two scores indicate that our WeaveNet-LF-DFAI approach generalises

well to other datasets, specifically including OSCE-V, given the similar number of

action classes (25 for OSCE-V, 18 for 50 Salads ‘mid’ granularity). An accuracy level

of 72.1% indicates that there is potential for performance improvements, possibly with

the inclusion of multi-camera information.

Model Accuracy Precision Recall F1

WeaveNet-LF-DFAI 75.07 75.16 70.24 72.09
WeaveNet-LF-DFAI (ensemble) 77.22 77.99 72.84 74.83

Table 5.10: Classification results for the WeaveNet-LF-DFAI model across all splits of the
OSCE-V dataset, as percentages. Training was performed across all image types. Accuracy
refers to the proportion of correctly classified individual frames. Precision and recall are
calculated for each of the 25 classes, and the unweighted mean across classes is reported.

5.4.8 Qualitative Evaluation

To better understand how well the WeaveNet-LF-DFAI model performs, we compare

model predictions against ground truth labels for entire video sequences.
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(a) 50 Salads, ‘eval’ granularity, 93.9% accuracy.

(b) 50 Salads, ‘eval’ granularity, 61.1% accuracy.

Figure 5.12: Visualisations of ground truth labels against WeaveNet-LF-DFAI predictions
for single videos, with each colour representing a distinct action class. Visualisations of the
videos with highest and lowest accuracy for 50 Salads ‘eval’ granularity are shown in (a) and
(b), respectively.

In Figure 5.12 (a), the predicted ‘eval’ granularity labels for the 50 salads video

with the highest classification accuracy are shown. These predictions closely match

the ground truth labels, however, there are sporadic errors throughout the sequence.

Errors are observable at the beginning of action segments, in particular the dark gray

segments, corresponding to ‘place into bowl’ actions. The WeaveNet-LF-DFAI model

has difficulty recognising the beginning of these action segments due to the visual

similarity to the preceding actions. This is in line with the confusion matrices of Figure

5.11) where the ‘place into bowl’ action is shown to be confused with ‘cut into pieces’.

Furthermore, the lower recall of WeaveNet-LF-DFAI for ‘place into bowl.’ compared to

WeaveNet-LF (as per Table 5.9) shows that the addition of preceding frames as inputs

compounds this confusion with the preceding action.

In Figure 5.12 (b), the predicted ‘eval’ granularity labels for the 50 salads video

with the lowest classification accuracy are shown. In this case, predictions are strongly

biased toward a single action, ‘serve salad onto plate’. For much of this video sequence,

differently from other 50 salads video sequences, the salad serving plate is centrally

located in the task area. This shows that the model has learned that the presence

of the plate indicates the ‘serve salad onto plate’ action. Although this is sensible,

it is plausible, as in this instance, that the presence of the plate is not relevant to

the current action being performed. One method of improving model performance to

deal with such issues would be to collect more data, including more instances of such

realistic scenarios.

In Figure 5.13 (a), the predicted labels for the OSCE-V video with the highest

classification accuracy are shown. Sporadic errors, similar to Figure 5.12 (a), are

observable. In the latter half of the sequence, there is confusion between the olive,

violet, maroon and yellow coloured segments, corresponding to ‘apply cotton wool’,

‘extract needle’, ‘dispose of needle’ and ‘tape cotton wool’ actions, respectively. The

similar contextual appearance of these actions makes recognition challenging, however
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(a) OSCE-V, 87.9% accuracy.

(b) OSCE-V, 53.3% accuracy.

Figure 5.13: Visualisations of ground truth labels against WeaveNet-LF-DFAI predictions
for single videos, with each colour representing a distinct action class. Visualisations of the
videos with highest and lowest accuracy for OSCE-V are shown in (a) and (b), respectively.

the model has managed to correctly predict a subset of frames within each of the

ground truth segments.

In Figure 5.13 (b), the predicted labels for the OSCE-V video with the lowest

classification accuracy are shown. Despite 53% classification accuracy, many actions

are incorrectly predicted for their entire duration. Some of the errors can be explained

by the fact that there are portions of this video sequence in which the action being

performed is only partially visible. For example, the participant moves in and out of

shot while washing their hands. Other errors may be as a result of the participant

performing actions in a different manner to other participants. For example, during

the ‘draw blood’ action (light gray segment in Figure 5.13 (b)) the participant adjusts

the needle causing confusion with the ‘insert needle’ action (in blue). Recognition of

such action variations are thus more challenging for the WeaveNet-LF-DFAI model

without access to further temporal information.

Classification performance for challenging sequences, and indeed for each of the

previously discussed sequences, could be improved with the use of a segmental model in

addition to WeaveNet-LF-DFAI. Such a model could be trained via supervised learning

on predicted sequences of the WeaveNet-LF-DFAI model. The availability of temporal

contextual clues could help eliminate the observed sporadic errors. In the sequence of

Figure 5.12 (b), the temporal information available would reduce the bias towards the

‘serve salad onto plate’ action which typically occurs towards the end of a sequence.

Finally, data augmentation of sequences (e.g. temporal jittering) during training may

improve segmental model performance on challenging sequences such as that of Figure

5.13 (b).

5.5 Discussion

In this work, we have devised a novel CNN architecture, WeaveNet, that performs ac-

tion recognition via fusion of multiple image types. We have detailed the decisions be-
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hind the architecture and validated these choices empirically on the benchmark dataset

of 50 Salads. We devised a novel approach of including temporality as part of the net-

work in an efficient manner, through combining densely-fused scene flow and colour

information across time to create Densely-Fused Action Images. Experimentally, we

show that each architecture variant is efficient in terms of computations and parameter

use. Our approach outperforms published works on three 50 Salads label granularities.

Specifically, on the ‘fine’ granularity, we improve accuracy from 44.1% to 67.5%, and

on the ‘eval’ granularity, we improve accuracy from 73.4% to 82.7%. These results

demonstrate the effectiveness of our WeaveNet architectures at learning to recognise

fine-grained actions from multiple image types.

The goal of this thesis is to recognise the fine-grained actions involved in goal-

directed activities, such as an OSCE. In this chapter, we detailed the collection and

arrangement of a new dataset of performances of the OSCE of venepuncture. We

showed that the WeaveNet architecture is capable of recognising the fine-grained actions

with which this dataset is labelled. As such, we have demonstrated a fine-grained action

recognition method that could be used in an online manner as part of a pervasive

computing application for OSCEs.

This work presents multiple avenues for future research. The inclusion of multi-

camera recordings as part of the dataset allows for exploration of methods that learn

from multiple viewpoints. One possibility is to use the data to construct volumetric

representations and use these representations as inputs to a classification scheme. The

dataset presents opportunities for further labelling, such as subjective assessments of

the ‘quality’ or ‘skill level’ of actions. Such a labelling could form the basis of a ranking

method to determine perceived skill. Our recognition approach, WeaveNet, works in

an online manner; however, by combining it with an action segmentation approach,

a breakdown of an OSCE performance by steps could be produced. This breakdown

could be used to determine that the correct steps were taken during an OSCE, and

to calculate other information such as the timings of actions. This information can be

used in an OSCE assessment or for debriefing the student for training purposes.
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Chapter 6

Conclusions and Future Work

6.1 Conclusions

Our research intended to address the problem of how best to recognise the fine-

grained actions of a fixed-setting goal-directed activity, such as an OSCE,

from video data. In reviewing research related to this problem, we identified par-

ticular gaps related to this research goal. Further research was found to be warranted

into methods of using multiple image types for the problem of fixed-setting fine-grained

action recognition. For this problem, we also noted that further investigation was re-

quired into the use of temporal information (i.e. motion data and sequence data). It

was also noted that a dataset of fine-grained actions performed as part of a goal-directed

task in a fixed setting that includes depth and colour information from multiple view-

points did not exist. The contributions of this thesis tackle these problems. A system

was devised to capture human-object interaction tasks involving fine-grained actions

from multiple viewpoints with RGB-D cameras. Techniques of using multiple image

types to recognise fine-grained actions in a fixed setting were also devised. Along

with these techniques, methods were contributed of incorporating spatio-temporal in-

formation into the action recognition process, improving recognition performance. A

dataset was collected of performances of the OSCE of venepuncture, including 60 per-

formances, totalling over 15 hours of footage from three cameras. This dataset is a

valuable contribution for future research into pervasive computing applications in this

domain. Cumulatively, these contributions directly tackle the motivating problem of

recognising the fine-grained actions of a fixed-setting goal-directed activity, such as an

OSCE.

In Chapter 3, a system was designed, implemented and evaluated for the recording

of table-based human-object interaction tasks from multiple viewpoints. A pipeline

was devised for the tracking of 3D poses of arms and objects from point cloud data

received from multiple cameras. A method was presented of using grid search to identify

a neural network architecture, involving Long Short Term Memory cells (LSTM), that

maximises action recognition from pose estimates. A multi-camera RGB-D dataset
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of performances of the task of preparing a cup of tea was collected, and the devised

recognition approach was evaluated on this dataset. A code framework is contributed,

allowing other researchers to feasibly re-implement our system and to devise efficient

data processing pipelines using the framework. This system is also validated for use

as the capture method of OSCE performances. As such, it can be used for capturing

multiple possible human-object interaction tasks, as well as for pervasive computing

applications.

Chapter 4 addressed a problem of convolutional neural network (CNN) approaches

to action recognition, whereby it is necessary to train parallel networks for each image

type, such as colour and optical flow. The devised early-fusion approach uses separable

convolution, separating the learning of channel-wise and inter-feature relationships, to

learn latent cross-modality features when training on multiple image types. It was

shown that this approach improves performance over approaches on single image types

for fine-grained action recognition (improving accuracy from 63% to 72%). In addition

to using scene flow information, methods of including further temporal information,

via the use of recurrent neural networks in combination with a CNN, were studied. A

comparison was made between such CNN-based approaches and pose-based approaches

for the use case of recognition of OSCE actions. For OSCEs, object pose tracking may

become challenging when objects change shape and form, affecting recognition. As

CNN approaches can be trained directly from raw image data, it is not sensitive to

errors in separate pose estimate stages. Based on these findings, a CNN-based approach

to fixed-setting fine-grained action recognition was validated.

Chapter 5 builds on the findings of Chapter 4 to further investigate neural net-

work architectures for recognition of fine-grained actions, such as those involved in

an OSCE. Specifically, spatio-temporal neural network architectures were investigated

for this purpose. WeaveNet, a new architecture that permits fusion of multiple image

types throughout a network, was proposed. A thin shallow parallel network branch

maintains separation of the image types to achieve this fusion. Fusion throughout the

network removes the need to extensively study permutations of possible fusion loca-

tions for combinations of image types. A method of performing fusion over temporal

information, Densely-Fused Action Images, is also proposed and shown to improve re-

sults. The WeaveNet architecture outperformed existing techniques across multiple

action granularities on the 50 Salads dataset, including an increase in accuracy from

73.4% to 82.7% for the ‘eval’ granularity. A significant dataset of OSCE performances,

OSCE-V, was collected and labelled, and the WeaveNet architecture was evaluated

against this new dataset.

In each of Chapters 4 and 5, we train our fine-grained action recognition networks

on single camera viewpoints, achieving high levels of recognition. An optimal camera

set-up for possible applications involving these recognition methods would involve such

a single multi-modal camera arrangement, due to reduced complexity and processing
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requirements. However, using the capturing framework described in Chapter 3 to

capture datasets, such as it was for OSCE-V, allows research opportunities that may

not be feasible with a single camera set-up. The availability of multiple viewpoints

permits research into generalising over camera position, removing the requirement of

fixed camera placement. The RGB-D data from multiple cameras can be used to

generate synthetic novel views for training or testing. Another research opportunity is

to learn to select the best viewpoint for action recognition when an action is obscured

or occluded in other viewpoints. One other research opportunity is to generalise over

the arrangement of the scene. Using the RGB-D data from three cameras, a more

complete and accurate representation (such as a mesh or volumetric representation) of

the scene can be made and subsequently used in augmentation strategies. For example,

3D objects can be removed or placed in the scene using this representation and thus

used to strengthen action recognition under varying scene arrangements. Should these

research opportunities be beneficial for a target application domain, the multi-camera

recording framework of Chapter 3 is considered more optimal for research purposes.

6.2 Future Work

Overall, in this thesis, the contributions have focussed on fine-grained action recogni-

tion through combinations of colour and other image types, such as depth. Through

estimation of semantic features, such as pose information, or through deeply-learned

image features, high levels of recognition were achieved for this problem. This recog-

nition level shows that combining image types in these ways is a worthwhile research

direction, evidenced by the performance of the WeaveNet architecture. In future work,

combining other image types may lead to further improvements. Specifically, infra-red

images may capture temporal information due to the heat of touched objects. Combin-

ing this image type with colour and depth could improve fine-grained action recognition

performance further. Combining pose information with deeply-learned image features

could also improve performance. As part of an OSCE, the rigid objects can be tracked

using the rigid object tracking approach of Chapter 3. State-of-the-art approaches for

hand pose estimation could also be used to estimate human pose features. Combining

these two distinct approaches, pose-based and deeply-learned image features, as part of

a wider architecture could lead to recognition performance improvements. Other pos-

sibilities for improved recognition performance include characterising the performance

of state-of-the-art action recognition models, such as SlowFast [141], on the recognition

task of OSCE-V.

There are other possible research directions enabled by the contributions contained

in this thesis. The availability of multi-camera information in the OSCE-V dataset

permits research opportunities into generalising camera position, generalising scene ar-

rangement using data augmentation, and combining network predictions for each view.
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The colour and depth from multiple viewpoints can be used to generate new viewpoints,

and the point cloud segmentation methods of Chapter 3 could be used to augment the

background scenery. Research into the problem of action segmentation using the output

image features of WeaveNet can also be explored in future work. An existing problem

in action segmentation, which is applicable to OSCE-V, is that datasets are composed

of a limited number of complete sequences. The OSCE-V dataset can be used to fur-

ther investigate methods of overcoming this limited data problem when performing

action segmentation. A possible approach would be to synthesise new sequences based

on combinations of existing sequences to artificially increase the number of sequences.

Research could focus on how to do this effectively, i.e. which sequences to join and

where to join. These research directions are all made feasible by the contributions

made in this thesis.

The action recognition approaches in this thesis and OSCE-V dataset can be used

as the basis of research into pervasive computing applications for OSCE expert super-

vision. Such an application may have many possible benefits. It could be capable of

providing timely feedback in an online manner, i.e. during, rather than after an OSCE.

This aspect could be facilitated by the action recognition performance of WeaveNet.

This application would also provide a scalable way to increase the level of students’

practice under supervision. It could also provide a thorough debriefing to students,

leading to better performance [343], and allowing a learner to develop self-directed

learning skills. An automated system could provide a thorough debriefing to students

after OSCE examinations. Such a system may also eliminate possible subjectivity bi-

ases [344, 345, 346], resulting in more objective and fair assessments of students. By

recording OSCEs, students may also benefit from observing and reflecting on their

performances [347]. The development of such an automated OSCE expert supervisor

application is beyond the scope of this thesis, however we hope that the work contained

in this thesis could be useful to research into such an application.
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Appendix A

Recording Framework Candidate

Camera Arrangements

To reach a final specification of the physical design of the recording framework of

Chapter 3, a number of different candidate designs were considered. Each of these

candidate designs are assessed under the proposed pipeline of Section 3.2 and the

motivating factors of Section 3.1.1.

Single Colour Camera

An initial physical design involved the use of a single colour camera. This camera is

situated opposite the performer of the task, looking down at the table upon which the

task will be performed. Positioning the camera in this location allows for the observable

area of the task area to be maximised. To assess the feasibility of this set-up, an

exploratory experiment was devised that involved tracking a person’s performance of

a simple task.

Videos were recorded of a person moving coloured chips around a task table. The

goal of the system was to count the number of chips of each colour that the performer

moved from one side of the table to another.

Under the devised initial pipeline, we sought to track the positions of the hands of

the performer and the chips as they moved across the table. To track the chips, the

Figure A.1: Tracking of coloured chips using the mean shift algorithm
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established technique of Continuously Adaptive Mean Shift was used [348], see Figure

A.1. Images of the different coloured chips were collected from various angles in various

lighting conditions and used for initial training of the tracker. To track the hands of

the person, a Random Forest [326] binary skin classifier was trained using the hue and

saturation values of a training set of skin and non-skin pixels in Hue-Saturation-Value

(HSV) colour space. Morphological operations were then used to segment the hand

regions in each frame, and a distance transform operation was used to identify a median

point for each hand.

In these initial tests, it was found that some factors made the reliable tracking of

chips difficult. A primary difficulty was occlusions. These were dependent upon the

particular motion path that a subject used to perform the task. The occlusions were

also dependent on the positioning of the person relative to the camera. This obser-

vation demonstrates the reasoning behind human assessors moving about the OSCE

performance station to gain a better vantage point. Another difficulty encountered

here was that reliable tracking of the performer’s hands was challenging if objects of

similar colours are used. Due to these difficulties in this constrained setting, in a more

complicated scenario of multiple objects of less distinct colouring, reliable tracking

would be more challenging. It may be possible to control such aspects, however, such

controls would make it difficult to claim that the system is feasible to re-implement

and would place overly strict restrictions on aspects such as lighting.

Figure A.2: A multi-camera set-up including an egocentric camera.

Ego Camera

To tackle the effect of occlusions, another potential set-up was devised, shown in Figure

A.2. This set-up makes use of an ego-centric camera. By attaching a camera to the

performer (an ego-camera), facing into the task area, this would eliminate a large num-

ber of these occlusions by effectively providing image data akin to what the performer

is seeing.

An advantage of the ego-centric set-up is that a larger number of occlusions will

be eliminated by providing images from the viewpoint of the performer. However, this

127



Figure A.3: A rendering of a coloured depth image illustrating the effects of occlusions.
There is a jug in the subject’s hand and a cup on the table. However due to occlusions,
neither of these objects have valid depth data due to occlusions.

set-up also has distinct disadvantages regarding the requirements of the design of this

system. One disadvantage is that the system would require the performer to wear an

ego-camera. Although these cameras may have become more ergonomic in recent years,

it would have some impact on the person’s ability to perform the task by potentially

restricting their movement. Furthermore, ego-cameras present a particular challenge

in that it is possible that the performer may move their head quickly away from the

task area, affecting the performance of any tracking algorithms.

Single Depth Camera

Another possible set-up configuration was to use a depth camera, such as the Microsoft

Kinect, to observe the task area. Depth cameras have been shown to be particularly

advantageous when used for tasks such as human pose estimation [8]. There are also

numerous techniques developed in the area of 3D vision that allow for the pose of

rigid objects to be estimated in six degrees of freedom [349, 350, 351]. Given the

assumption that the objects are known in advance, object pose estimation techniques

can be applied. Furthermore, an estimation of the pose of an object in a scene is more

informative than typical bounding box estimates resulting from 2D object detection

techniques. This additional information should allow for better classification rates by

allowing for an object’s pose to be used as an input to the action classification stage

of the pipeline.

Utilising the property that the task area is composed of a large planar object (i.e. a

desk), depth cameras also allow for easier segmentation of the table (and hence objects

resting on the table) than is achievable with a comparable colour camera.

This arrangement, however, shares similar challenges to that of a single colour

camera, in that occlusions of regions salient to the problem of fine-grained action

classification may occur, as shown in Figure A.3
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Figure A.4: A multi-camera set-up including a number of fixed viewpoints.

Multiple Depth Cameras

The multi-camera set-up has a disadvantage in that it adds to the complexity of the

system to have a number of cameras observing the scene. However, by having different

viewpoints, potential occlusions of actions are reduced. The cameras can be arranged

in such a way that they maximise the view of the task area, such as in Figure A.4.

This set-up also satisfies the motivating factor that the system should not impede the

ability of the performer to complete the task. By having multiple sensors arranged this

way, the classification accuracy has the potential to be increased by allowing object

detection and tracking algorithms to be performed using the colour and depth images

from each camera.

Furthermore, it has also been shown that utilising a small number of depth cameras

can be as effective as a large number of colour cameras in generating a voxelisation of

a subject [352].
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Appendix B

Multiple RGB-D Camera

Calibration

In Chapter 3, a multiple RGB-D camera arrangement was used to capture task perfor-

mances. To reliably fuse the information from the sensors, and to provide as accurate

data as possible, it is necessary to perform a thorough calibration of these cameras,

intrinsically and extrinsically. The process used to perform this calibration is outlined

below.

Firstly, we need to calibrate the cameras for their respective intrinsic parameters.

This is performed using the method of Zhang [353]. This technique involves observing

a known planar pattern from multiple positions. Image processing techniques are used

to locate these known patterns in the collected images so that correspondences can be

found across these images. Given these known correspondences, a closed-form solution

is calculated and is further refined by non-convex optimisation of a maximum-likelihood

cost function. This method is performed for each camera’s colour and infra-red sensors,

with tools built using the OpenCV library [354].

To describe the extrinsic calibration technique, it is necessary to first define some

terms. A point cloud is a set P of points p ∈ Rn. This vector, p, representing a point,

contains elements for 3D position, denoted px, py and pz. It may also include elements

for properties such as colour, surface normal and surface curvature.

Using a homogeneous representation, the pinhole camera model for a depth camera

can be expressed with the following relation,

fx 0 cx 0

0 fy cy 0

0 0 1 0

[R t

0T 1

]
px

py

pz

1

 =

d · ud · v
d

 . (B.1)

Here, the normalised focal lengths in the x and y directions of the image plane, fx

and fy, respectively, and the camera projection centre, (cx, cy), have been previously

estimated during the intrinsic calibration. The matrix R : R3 → R3 represents a
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rigid rotation, and the vector t ∈ R3 represents a translation. We can assume that

the camera is placed at the origin, t = 0, aligned with the canonical reference frame,

R = I. Thus, the depth value, d, at pixel location (u, v) in the depth image, allows us

to calculate the three-dimensional position, (px, py, pz), of this projected world point

in closed-form.

The point clouds, P and Q, for two calibrated depth cameras, are calculated with

respect to different coordinate reference frames. Thus, to merge the two point clouds,

it is necessary to estimate the Euclidean transformation, T : R4 → R4, that maps the

coordinate frame of the source cloud, Q, to the coordinate frame of the target cloud,

P .

To estimate this transformation between two point clouds, there must exist a point

pi ∈ P , such that p̃i = Tq̃j for some qj ∈ Q, where p̃ = [px, py, pz, 1]T is the homoge-

neous representation of p. This is assumable in our case as the regions that the cameras

observe overlap to a large proportion. This transformation matrix can be parametrised

by six degrees of freedom (three for rotation and three for translation), and hence to

estimate the transformation, a minimum of three such correspondences are required.

To estimate T, given n correspondences, we can use the sum of squared differences

as a cost function,

T̂ = arg min
T

{
n∑
i=1

(p̃i −Tq̃i)
T (p̃i −Tq̃i)

}
. (B.2)

This least squares representation can be estimated using a nonlinear least squares

estimation method such as Levenberg Marquardt [355]. However, given some of the

strong constraints that can be made on the matrix T, it is possible to calculate this

transformation in closed form, analogously to similar problems in the 2D domain [356].

The transformation matrix T is composed of a rigid rotation matrix R : R3 → R3

and translation vector t ∈ R3, as per Equation B.1. Thus, we equivalently seek to find

estimates for R and t,

R̂, t̂ = arg min
R,t

{
n∑
i=1

(pi −Rqi + t)T (pi −Rqi + t)

}
. (B.3)

An expression for t̂ can be found by solving for the extrema with respect to t,

t̂ =

∑n
i=1 pi −Rqi

n
, (B.4)

which we abbreviate to t̂ = p̄−Rq̄, where p̄ and q̄ are the means of the respective

correspondence points. Substitution into the cost function gives

R̂ = arg min
R

{
n∑
i=1

((pi − p̄)−R (qi − q̄))T ((pi − p̄)−R (qi − q̄))

}
. (B.5)
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If we define the matrices P = [p1 − p̄,p2 − p̄, . . . ,pn − p̄] and Q = [q1− q̄,q2− q̄,

. . . ,qn − q̄] , then we can rewrite the equation as

R̂ = arg min
R

{||P−RQ||F} (B.6)

where, the rigid rotation is subject to the constraints that RRT = I, |R|= 1, and

||·||F denotes the Frobenius norm. The problem has thus been reduced to an orthogonal

Procrustes problem, and a closed form solution can be computed via Singular Value

Decomposition, whereby PQT = ULVT and R̂ = VUT .

The problem remains of how to find the correspondences. In the domain of 3D

object pose estimation, specific pipelines have been developed for the registration of

point clouds. These pipelines typically involve an initial stage of keypoint estimation,

whereby keypoints are found in the source and target point clouds that exhibit dis-

tinctive properties. At these keypoints, feature descriptors are determined that can

then be matched in a higher dimensional space using an efficient data structure such

as a kd-tree. Based on the analysis of Tombari et al. [357], Intrinsic Shape Signature

(ISS) keypoints were determined for the point clouds. Signatures of Histograms of

Orientations (SHOT) [358] were found and matched across the source and target point

clouds. Given that in our case, the point clouds are dominated by a task table, with a

homogeneous surface, it was found to be difficult to find valid correspondences between

the two point clouds.

However, the fixed setting of the recording rig allows us to control aspects that

may aid in the detection of features. Hence to find the correspondences, we utilise

image processing techniques similar to the method for colour camera calibration [353],

to detect distinctive landmarks. Known planar targets were used in the form of black

squares on a white background. Harris corner detection was used to detect corners

in the colour images of each camera, and contour detection was used to validate the

corners as corners of the landmarks. The depth image can be registered to the colour

images via the factory calibration of the cameras and hence the 3D position at the

corners is observable. In some instances, the points were unobservable at these specific

points due to holes in the depth maps. To overcome this, we calculate the point as the

mean value of the points observed in a small circular region of the colour image. Due

to the fixed nature of the landmarks, the correspondences can be assigned across the

respective point clouds.

Performing Singular Value Decomposition gives us an estimate of the transforma-

tion, however, due to noise at the individual points as a result of the sensor charac-

teristics, and uncertainty in the estimation of the landmark corners, the registration

may exhibit errors. Thus a refinement stage is necessary to achieve a better quality

registration. A technique for such a refinement is the Iterative Closest Point algorithm

[308]. This greedy algorithm requires the determination of the closest points in P to the

set of points Q transformed by T . A cost function is formulated similarly to Equation
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B.2,

T̂ = arg min
T

[
n∑
i=1

1D (||m̃i −Tq̃i||) (m̃i −Tq̃i)
T (m̃i −Tq̃i)

]
, (B.7)

where each component of the sum is weighted by an indicator function on the closed

set D = {d ∈ R where ||d||≤ dmax} and the vector m̃i represents the closest point in P
to the transformed point Tq̃i. The algorithm begins with an initial estimate of T and

iteratively updates it by determining any updated matches once the cost function has

been minimised. The algorithm terminates when a pre-determined criterion is met.

A variation of the above cost function is to measure the distance from a source

point to the plane defined by the matching point and the normal at that point in the

target cloud [359].

T̂ = arg min
T

[
n∑
i=1

1D (||m̃i −Tq̃i||)
(
ñTi (m̃i −Tq̃i)

)2]
. (B.8)

where ñi is the normal at point i. The normals are calculated for each point in

the target point cloud based on the local region of neighbouring points, and assuming

that normals are directed towards the origin. The transformation can be calculated in

closed form using the Singular Value Decomposition method, similar to Equation B.2.

To ensure a consistent density across the source and target point clouds, we perform

a voxelisation filter, so that each cubic voxel of width 1cm contains only a single point,

calculated as the centroid of the points present in the voxel. This also allows sensible

control over the indicator function in Equation B.8. The stopping criterion used for the

algorithm is to terminate once the delta in the mean square error between successive

iterations falls below a certain level.

Since the task table dominates the point clouds to be registered, the algorithm

is susceptible to convergence to local minima. To overcome this, a number of 3D

calibration targets were constructed, shown in Figure B.1. These targets take the

form of Platonic solids, which all have prominent vertices and sharp changes in surface

normals. These surfaces add necessary discriminating correspondences between the

point clouds to allow the ICP algorithm to converge robustly.
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Figure B.1: Constructed platonic solid models used as calibration targets.
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Appendix C

Point Cloud Processing Software

Pipeline

To implement a framework for the recognition of human-object interactions, it is neces-

sary to test numerous different techniques, especially for pre-processing stages, to vali-

date their use as part of a pipeline. When iterating on pipelines techniques, maintaining

separate pipelines for each of these combinations becomes unwieldy. Furthermore, due

to the significant amount of processing involved when working with three-dimensional

point cloud data, testing an individual pipeline can be time-consuming. Thus, to iter-

ate quickly, a software framework that allows the combination of different techniques,

and the re-use of previous pipeline stages, was developed.

Requirements were devised to ensure that a developed framework meets the needs

of constructing multi-camera point cloud pipelines:

1. The framework needs to allow combinations of numerous different techniques to

be specified easily and succinctly.

2. A pipeline should be easily adaptable to different input types as well as to inputs

received from live camera feeds or from recorded point cloud files.

3. Certain stages of a pipeline may be very computationally intensive, and thus

potential pipelines could suffer from low performance if implemented naively. To

allow for fast iteration, the framework should permit a higher level of performance

by default for a user combining pipeline processes.

4. The framework should include pre-processing components that can be used as

part of a pipeline.

5. The framework should be extensible to allow a user to develop custom pipeline

stages for use as part of a pipeline.

An object-oriented design approach was adopted to achieve the required modularity

within the framework. This approach allows us to define objects representing specific
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stages of the pipeline. As such, we define a node as a stage of a pipeline responsible for

a single function. Nodes form the basis of a pipeline architecture constructed with the

framework. Depending on their location in the pipeline, nodes can be classified into

three different types: producers; processors; and consumers. A producer is a node that

acts as a source, producing inputs for a pipeline, such as a file reader or a live camera

feed. A processor is a node that takes input data and performs a specified processing

technique and outputs the results. A consumer is a node that acts as a sink, consuming

the output of a pipeline, such as a file writer or display window. By separating the

responsibility of the nodes, it will allow for re-use and extensibility of such nodes as

part of multiple potential pipelines.

Under the framework, a pipeline can be constructed as a chain of nodes, and as

such, it is necessary for the nodes to be able to receive inputs from previous nodes

and to send outputs to subsequent nodes. To achieve this, nodes communicate via

shared buffer resources. This approach permits the nodes to operate in parallel, with

synchronisation only necessary during access to connected shared buffers. Each data

element is represented by a wrapper around an underlying data type (such as a point

cloud) and an associated timing to allow for sorting of buffers upon insertion of a

element.

The framework was built using C++, chosen for its performance and compatibility

with software libraries for interfacing with depth cameras. The Boost libraries were

used for multi-threading capabilities and the Point Cloud Library [337] for low-level

point cloud utilities and methods. In the implementation, each node is allocated a

native hardware thread allowing it to operate in parallel to other nodes. The code

makes judicious use of class templates throughout, facilitating variability in the types

of inputs that can be used as part of the pipeline without any modification needed to

the nodes, e.g. point clouds including colours or surface normals.

To construct a pipeline, a user of the framework can create the required nodes and

buffers and connect them with exposed methods. This ease of specifying a pipeline

satisfies requirement 1. The generic implementation of the nodes allows specialisation

to different data types without modification of the underlying node, satisfying require-

ment number 2. The parallel nature of the processing ensures that a pipeline will

see speed improvements when running on multi-threaded systems, as compared to a

sequential pipeline implementation (requirement 3). As part of the framework, several

common pre-processing nodes are included (requirement 4). The object-oriented de-

sign also allows for these processing nodes to be easily extended by overriding a single

function in the subclass (requirement 5).

The framework thus satisfies the requirements of our use case. It may also benefit

researchers in other application areas that involve the processing of point cloud data,

such as autonomous driving research and robot navigation. The code framework is

located at https://github.com/leaveitout/pcltools.git.
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Figure C.1: An illustration of an example pipeline implemented using the devised software
framework, included in Section 3.3.2 and included here for completeness. The pipeline is
responsible for reading three sets of camera recordings from disk, merging, smoothing, seg-
menting and saving the outputs to disk. Each of the coloured rectangles represents nodes in
the pipeline (blue for producing, green for processing and purple for consuming) and the or-
ange cylinders represent buffers linking the nodes. In this specific pipeline, the Moving Least
Squares (MLS) smoothing operation is particularly processor intensive and so has multiple
processor nodes dedicated to this step to balance the pipeline load evenly.
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Appendix D

Cup Of Tea: Dataset Labelling

Rules

Below are the rules used to label the Cup Of Tea dataset, discussed in Section 3.3.4.

Action Begins Ends Frames

Pour tea Subject picks up teapot. Subject releases teapot. 8205

Pour milk Subject picks up milk jug. Subject releases milk jug. 4540

Place sugar
Subject puts spoon into
sugar bowl.

Subject has placed sugar in
cup.

3587

Stir Spoon enters tea cup.
Spoon is removed from
teacup.

3172

Background Otherwise. Otherwise. 6139

Table D.1: The criteria for labelling the actions for each video frame, as well as the com-
position of action classes of the entire dataset.
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Appendix E

Tree Parzen Estimator

Hyperparameter Selection

Expected Improvement [325] is used as a test to identify a point in hyperparameter

space, x∗, to sample next during hyperparameter selection. It can be defined [324] as

the expectation, under some model M of a fitness function f : X → R, that f(x) will

negatively exceed some threshold y∗,

EIy∗(x) :=

∫ ∞
−∞

max(y∗ − y, 0)pM(y|x)dy, (E.1)

where X is the space of the hyperparameters. In the case of Tree Parzen Estimators,

p(x|y) and p(y) are modelled, with p(x|y) defined using two densities formed from the

observations,

p(x|y) =

`(x) if y < y∗

g(x) if y ≥ y∗
(E.2)

where y∗ is chosen so that the respective densities contain a specific proportion of

the observations.

It has been shown [324], that the Expected Improvement is inversely proportional

to g(x)/`(x), and thus, by maximising this value, the algorithm suggests successive

points that have high probability of being in the density `(x) and low probability of

being in g(x).
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Appendix F

Cup Of Tea: Action Classifier

Hyperparameter Searches

In Tables F.1 and F.2, the prior hyperparameter distributions for the action classifi-

cation models are shown, as discussed in Section 3.3.4. These hyperparameters were

chosen to search over by inspection of their effect upon performance of initial model

runs.

Parameter Prior

Stride 1, 2 or 4

Sequence Length 8, 16, 32 or 64

Recurrent Units 64 or 128

Number LSTM layers 1, 2 or 3

Bidirectional True or False

Dense Kernel L2 U(0.0001, 0.01)

LSTM input dropout rate U(0.0, 0.3)

LSTM recurrent dropout rate U(0.0, 0.3)

Softmax dropout rate U(0.0, 0.5)

Initial learning rate U(0.0001, 0.01)

Table F.1: The prior distributions used for the hyperparameter selection. U(x, y) denotes
the uniform distribution between x and y. Uniform distributions are used in all of the other
discrete cases. These distributions are chosen based on a number of initial tests runs.

To understand the effects of hyperparameter values, we plot the metric obtained

for pairs of hyperparameters. In the cases of Random Forest and Gradient Boosted

Decision Trees, we observe that there are clear regions of hyperparameter space that

result in better performance, as visible in Figure F.1. In particular, we observe that the

maximum depth of the tree estimators has a significant effect upon the results. There

also appears to be relationships between dimensions of the hyperparameter space, as

can be seen for sequence stride and maximum depth for Gradient Boosted Decision

Trees. For the case of the LSTM classifier, there are similar clearly optimal regions
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Parameter Prior

Stride 1, 2 or 4

Sequence Length 8, 16 or 32

Number Estimators U(10, 50)

Maximum Tree Depth U(5, 25)

Table F.2: The prior distributions used for both the Random Forest and for the Gradient
Boosted Decision Trees hyperparameter selections. U(x, y) denotes the uniform distribution
over [x, y]. These distributions are chosen based on a number of initial tests runs.

for hyperparameters, such as LSTM input dropout, as can be seen in Figure F.2. It

is difficult to determine further relationships visually between hyperparameters. This

may be explained by the effect of the larger number of hyperparameters to be searched

over, in addition to the stochastic training of the classifier.

In the hyperparameter values of the best performing LSTM classifier, as shown

in Figure F.3, we note that a small learning rate in conjunction with relatively high

LSTM recurrent dropout values are used. The dropout rate of the softmax layer is also

relatively high. This indicates that the training required significant regularization to

prevent overfitting.

Parameter Prior

Stride 1

Sequence Length 64

Recurrent Units 64

Number LSTM layers 1

Bidirectional True

Dense Kernel L2 6.192× 10−6

LSTM input dropout rate 0.1424

LSTM recurrent dropout rate 0.31265

Softmax dropout rate 0.28725

Initial learning rate 0.00125

Table F.3: The hyperparameter values of the best performing LSTM classifier.

141



Figure F.1: The heat maps for the hyperparameter selection for the Random Forest clas-
sifier (top) and the Gradient Boosted Decision Trees (bottom).

142



Figure F.2: A scatter plot showing the results of the hyperparameter selection for the LSTM
classifier. We observe that certain regions of the hyperparameter space result in better results,
specifically lower LSTM Input Dropout and lower kernel L2 loss.
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Appendix G

Cup Of Tea: Improving Data

Quality

In Section 3.3.1, the implementation of a technique for improving the data received

when multiple depth cameras observing the same scene was detailed. To validate this

implementation, experiments are performed in line with the work of Butler et al. [320],

with augmentations for our specific arrangement.

In the camera arrangement, offset weighted motors were attached to the leftmost

(1) and the rightmost (3) cameras. There was no offset weight motor attached to the

central camera (2).

To determine the change of quality of the point cloud data that when the vibratory

effects are active, an experiment to count the number of invalid pixels was performed.

This experiment involved capturing point clouds from each of the cameras under various

different test conditions and counting the number of invalid pixels that were present in

the resulting depth data. The results of this experiment are shown in Table G.1.

Test condition Cam.

Mean
bad

pixels

Std.
dev.

Min.
bad

pixels

Max.
bad

pixels

%age
change
mean

Single camera

1 37,895.1 56.5 37,730 38,042 -

2 41,832.2 270.5 41,131 42,545 -

3 44,517.1 299.7 43,614 44,517 -

Multi. camera,
all static

1 52,543.9 386.2 51,369 53,788 38.7%

2 45,140.4 207.0 44,603 45,710 7.9%

3 60,992.8 511.9 59,416 62,143 37.0%

Multi. camera, 1
and 3 shaking

1 37,830.2 316.0 37,466 39,008 -0.2%

2 44,040.6 225.9 43,457 44,580 5.3%

3 45,791.2 643.5 44,466 47,741 2.9%

Table G.1: Statistics relating to the number of invalid pixels from 150 point clouds recorded
of the same scene. The total number of potential pixels is 307,200. The rightmost column
represents the percentage change with respect to the same single camera observing the scene.
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In these results, it was found that there were significant increases in the number of

invalid pixels for the two side cameras (1 and 3) when all three cameras were observing

the same scene. However, with the shaking induced by the offset weight motors, the

number of bad pixels was reduced to within 2.9% above the single-camera values. For

the central camera (2), it was found that the presence of multiple cameras observing

the scene did not have as drastic an effect as it did on the side cameras. With multiple

cameras observing, mean invalid pixels increased by 7.9%, and with the shaking of

cameras 1 and 3, this increase is reduced to 5.3%.

Thus, in our particular case of three depth cameras observing a small close scene,

the camera shaking methodology is suitable for increasing the amount of valid data

available for later processing.

The presence of noise due to multiple cameras, as shown in Figure G.1a, is another

aspect of the technique to be evaluated. To measure this value, a segmentation of the

table region is performed using the method detailed in 3.2.2. All points that lie above

and below the convex hull estimated for the table are included as potential table points.

The standard deviation of the signed distances of the points to the estimated table

provides a measurement of the spread of points about the table and hence provides

a heuristic for the amount of noise present in the point clouds. This experiment is

performed for each camera for the three scenarios as used in the previous experiment,

and the results are shown in Table G.2.

Test condition Cam.
Mean

distance
Std.
dev.

Min.
distance

Max.
distance

%age
change

std. dev.

Single camera
1 0.1636 0.0926 -28.608 25.907 -

2 0.1541 0.0755 -26.509 28.396 -

3 -0.0548 0.0679 -25.699 29.024 -

Multi. camera,
all static

1 -0.1661 0.1221 -24.494 26.627 31.81%

2 0.2148 0.1040 -30.088 25.556 37.66%

3 -0.0383 0.1033 -32.567 32.244 52.25%

Multi. camera, 1
and 3 shaking

1 0.1095 0.1068 -30.987 33.985 15.28%

2 0.1537 0.0860 -30.755 27.023 13.91%

3 -0.0718 0.0777 -33.377 39.257 14.53%

Table G.2: Statistics relating to the signed distance of points classified as belonging to the
table to the fitted table model. The rightmost column represents the percentage change in
standard deviation with respect to the value for the same single camera observing the scene.
All units are reported in millimetres.

Similar to the previous experiment results, it was found that there were signifi-

cant increases in the spread of points about the fitted table when all three cameras

were observing the scene, with an increase in the standard deviation of up to 52%.

This increase was significantly reduced when the vibration motors were used, with the

maximum increase being 15%.
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The minimum and maximum distance of all points are relatively large compared to

the mean and standard deviation values in each of the three cases, indicating that these

values may be outliers resulting from the incorrect inclusion of individual points that

may not strictly belong to the table, but rather to some of the surrounding structures.

Again, in our multi-camera case, the camera shaking methodology significantly

improves data quality in comparison to static cameras.

In Figures G.1 and G.2, qualitative results are shown that display the reduction in

the number of holes present in point clouds when the multiple cameras are observing

the same scene. The results with the Shake ‘N’ Sense active also preserve fine details

along the edges of surfaces.
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(a) Without Shake ‘N’ Sense.

(b) With Shake ‘N’ Sense.

Figure G.1: A qualitative result showing the difference in point cloud quality observed from
Camera 1 (right). There is an observably larger presence of holes in (a) in comparison to (b).
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(a) Without Shake ‘N’ Sense.

(b) With Shake ‘N’ Sense.

Figure G.2: A qualitative result showing the difference in point cloud quality observed from
Camera 3 (left). There is an observably larger presence of holes in (a) in comparison to (b).
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Appendix H

Gated Recurrent Unit Temporal

Fusion: Fifty Salads Test Split

Evaluation

We examine the performance of the GRU Temporal Fusion approach, of Section 4.2.1,

across the test splits of the 50 Salads dataset. Comparing these results, shown in Table

H.1, to those of the Single Image Network, in Table 4.4, we observe that precision,

recall and F1 scores are significantly improved. The accuracy metric, conversely, has

deteriorated for each split. A further observation from Table H.1 is that two test splits,

split 3 and split 5, show relative under-performance when compared to the results of

the other splits.

Split Accuracy Precision Recall F1 score
1 66.84 59.14 61.27 55.45
2 67.77 60.06 64.25 58.54
3 51.67 50.48 45.56 41.07
4 66.53 64.70 59.26 59.18
5 48.58 52.13 48.41 43.69

Table H.1: The classification metrics across each of the test splits of the 50 Salads dataset.

To examine the issue further, we inspect the training profiles for each of the splits,

shown in Figure H.1. We note that there is a large variation between the test accuracy

(feint green lines) for the different splits. As such, there lies potential benefit in testing

further regularisation methods and network configurations (e.g. the number of RNN

layers and recurrent unit per layers) to improve performance across these test splits.

The elongated training time of the combined CNN-RNN model (six days for cross-

validation testing with GRU Temporal Fusion approach, trained on a pair of Nvidia

1080 graphics cards), reduces the ability for testing a wider range of parameter con-

figurations. In our testing, we used the Adam optimiser to avoid the costly process of

manually scheduling the optimisation learning rate schedule by inspection. With suf-

ficient resources, this manual scheduling process may lead to improved performance.

149



Figure H.1: The training accuracy profile for the GRU Temporal Fusion approach. The
feint lines represent individual training and testing splits of the datasets.
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Appendix I

OSCE-V Dataset Design

In this thesis, we identify techniques for the recognition of the fine-grained actions

involved in goal-directed tasks, such as OSCEs. As discussed in Section 2.2.6, there

does not exist any relevant dataset that covers performance of an OSCE skill. As such,

attention needs to be paid to the design decisions that may affect the usefulness of the

dataset for future research. Here, we discuss these decisions and give the motivations

behind each of them.

I.1 OSCE Selection

The selection of the OSCE skill to study is an important decision for the dataset. A

wide range of OSCEs exist to test medical practitioner knowledge and skills in specific

areas, covering competencies such as patient communication and diagnostic ability. We

limit our selection to OSCE skills to those that involve procedural techniques rather

than examinations where the student must diagnose a patient in vivo (i.e. alive). We

further limit selection to OSCE skills that can be performed on a simulated patient to

reduce health and safety risks to any persons during the recording of our dataset. Under

these criteria, the shortlist of possible OSCE skills were: intravenous cannulation;

venepuncture; and male catheter insertion. It is necessary then to select one of these

to concentrate on.

The possible OSCE skills vary in terms of complexity, length and difficulty. The

male catheter insertion OSCE involves less steps, however these steps are of an arguably

greater difficulty. These difficult steps may result in performances in which the task

cannot be completed. This is more likely when the practitioner has had no previous

training in the particular OSCE. As this may present a challenge for collection of the

dataset, effectively reducing the number of valid recordings, we discount this OSCE

skill from consideration. The intravenous cannulation OSCE and venepuncture OSCE

are similar in the range of steps. However, the intravenous cannulation involves a larger

number of steps, with many steps repeated. As the venepuncture contains a similar

range of steps which can be performed in a shorter period, we give preference to this
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OSCE skill in our selection. The shorter time required to complete this skill will also

allow for a larger number of completed performances to be recorded under time and

storage constraints.

I.2 OSCE Design

Venepuncture is the medical procedure in which a needle is inserted into a patient’s

blood vessel. As part of the process of phlebotomy, it is performed to collect blood

samples for possible diagnostic analysis. It is performed by clinicians, nursing staff, or

dedicated personnel [360], often as part of a pre-operative procedure.

Figure I.1: Image show-
ing the filling of a blood
sample bottle as part of
a venepuncture procedure.
Image in public domain.

Risks associated with the procedure include infection of

the needle insertion site, needle stick injuries to the health

worker, and mislabelling of samples leading to misdiag-

noses. Risk factors for infections include a lack of aseptic

techniques and good hand hygiene, poor or little training,

and whether the procedure is being performed in an emer-

gency room [361]. Aseptic techniques are a set of methods

of handling medical implements that do not compromise

the sterility of the implements. For the venepuncture pro-

cedure, a key aseptic technique is that the sterile needle is

not touched by the performer during the procedure. There

are other factors that determine success of a venepuncture

procedure. If the sample is collected incorrectly, for exam-

ple by using an incorrect needle gauge, the sample risks

being invalidated by haemolysis (a breaking down of the

blood cells), requiring the procedure to be repeated [362]

which may cause undue discomfort and stress for the patient.

To minimise the risk of these complications and improve outcomes, implementation

of formal guidelines regarding the procedure of venepuncture is advised [363] and has

been shown to improve sample quality [364]. Such formal guidelines lend themselves

well to examination via an OSCE to improve practitioner knowledge and ensure adher-

ence to these guidelines [365]. Furthermore, changes in the guidelines can be adopted

into the OSCE, and should significant changes occur, practitioners can be examined

with the revised OSCE to ensure that the new guidelines are followed. Accordingly,

in designing the set of venepuncture OSCE steps for our dataset recording, we use the

World Health Organisation guidelines [366] in conjunction with local guidelines, tai-

lored for the specific equipment arrangement at the dataset collection location. This

was performed in collaboration with the Clinical Skills Tutor at Tallaght Hospital

Dublin.

The devised OSCE steps that we use in dataset recordings are broken down into
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conceptually distinct stages to aid the practitioner in learning, as shown in Appendix

K.1. The first stage involves steps relating to preparing the area for the procedure, such

as cleaning a tray that is used for the procedure. This is followed by a stage relating

to the identification of the vein for the procedure. In our case, a simulated adult male

arm will be used which includes an anatomically accurate vasculature system. The

next stage covers preparation, by cleaning with an alcohol swab, of the identified site

for the venepuncture. The following stage is performing the venepuncture itself, which

contains the most fine-grained and difficult steps. The final stage of the procedure re-

lates to the completion of the sample documentation and the cleaning of the procedure

area. In each of these stages, hand hygiene is ensured through repeated washing of

hands using alcohol gel.

This arrangement closely resembles an examination station that would be used in a

venepuncture OSCE. There are, however, certain aspects that differ from exam condi-

tions. In an OSCE, there are requirements regarding the checking of patient details and

communicating with the patient throughout the procedure. During an examination,

this stage would be performed by communicating with the examiner. As we are inter-

ested in solving the challenging problem of recognising the actions from images, we do

not enforce this aspect as part of the OSCE steps. In an instantiation of a real-world

system, such a process could conceivably be performed using an off-the-shelf speech

recognition method to record the students speech and check against a standard script.

This is beyond the scope of the thesis goals which are concerned with the recogni-

tion of the fine-grained actions involved in the performance. Documenting the samples

correctly is also an important aspect of a venepuncture OSCE. For similar reasons

to the patient communication requirements, we do not enforce correct completion of

the documentation details. Furthermore, in many modern venepuncture arrangements

documentation may be pre-printed prior to the procedure to remove this as a source

of human errors.

In future work, it may be possible to explore methods to tackle such issues, but for

now we are focussed on the challenging problem of recognising the constituent actions

of the OSCE performance, and thus the dataset will primarily reflect this concern.

I.3 Subject Selection

A total of 20 subjects were recruited for the recordings. The subjects were all adults,

with a broad range of ages and backgrounds represented. There was no requirement of

medical experience, of experience of the procedure, or of experience of the OSCEs. This

decision reflects a desirable aspect of a possible pervasive computing application based

on the dataset, i.e. that it can robustly recognises the actions of both novice and expert

practitioners. As a result, the skill level of the subjects ranged from no experience, to

some years of medical training, to many years of professional experience.
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I.4 Subject Briefing and Instructions

Prior to the recording of each experimental subject’s session, they were briefed on the

experiment. They were asked to read an information sheet describing the experimental

procedure, as shown in Appendix K.2. They were also briefed about the potential

health and safety concerns regarding the use of a medical needle. Each subject is asked

to perform the venepuncture task a total of three times. In test recordings, we found

that the complexity of the task was challenging for novice practitioners during their

early attempts, whilst a third attempt was often more assured.

Before the recordings, subjects are allowed to read over the list of steps of Appendix

K.1, ask the experimenter any questions, and view a video of the task being performed

correctly. The Medical Skills Tutor from Tallaght Hospital Dublin is present for the

duration of the experiment to answer questions regarding the task.

The subjects are asked to attempt to perform the tasks based on their memory of

the list of steps. This decision was taken because we wanted to capture the typical

mistakes in the task order that people make when attempting the venepuncture OSCE.

However, should the subject forget a next step at any point during the performance,

they are allowed to ask for a prompt from the experimenter. In the cases of the novice

subjects, there were frequent requests for prompts while the more experienced subjects

were able to complete the task with few requests for prompts.

I.5 Recording Method

To record the dataset, the multi-modal recording framework of Chapter 3 is used,

Three Asus Xtion Pro Live RGB-D cameras record each performance from different

vantage points. Once again, the vibration motors are used to improve the data quality

as described in Section 3.3.1.

The dataset is recorded at two different locations. This decision was taken for the

logistical reason of maximising the total number of available subjects. For the dataset,

this adds a challenge to the recognition problem in that any devised technique needs

to be robust to changing location factors, such as lighting.

I.6 Action Labels

To quantitatively assess our system for the recognition of the fine-grained actions in-

volved in an OSCE performance, it is necessary to label entire performances with

canonical action labels. To do so, we must first identify the set of action labels to use.

To determine the set of actions labels, we inspect the steps as listed in Appendix K.1.

These steps also help delineate the boundaries between actions. The action bound-

aries are kept consistent as possible by identification of intentional action units, such

as grab, pick up, or touch, for the start, and place, drop, or put down, for the end.
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These boundaries are identified for each action through the inspection of a subset of

the dataset, and are listed in Appendix K.3. In cases where the action boundary is

indistinct, a dominant action is selected based on the perceived focus of attention of

the subject. An example of such a case may be when the subject is applying cotton

wool to the insertion site, while simultaneously removing the needle. In this case, the

‘remove needle’ action is considered to be of a higher focus than ‘apply cotton wool’

and so this action is selected as the canonical action. Labelling in this way produces

a dataset with each frame uniquely labelled, which is more consistent for the task of

checking action orders. Certain steps are repeated throughout a performance, such as

hand-washing, and as these actions are conceptually equivalent, we use the same label

for each occurrence.

The dataset is recorded using three cameras, each producing a set of recorded RGB-

D images for each performance. To ensure consistency across the three viewpoints, we

only assign labels for a single camera viewpoint. The algorithm of Section 3.2.1 is

used to synchronise frames from the other views to the central camera view during the

labelling process, and to assign the labels to these other camera view frames.

The dataset is labelled by a single independent labeller who is asked to follow the

guidelines discussed here and the action label descriptions in Appendix K.3.

I.7 Evaluational Method

We must specify the approach for evaluating action recognition approaches against the

OSCE dataset. In particular, we must choose the training and testing splitting method.

Recent datasets targeted for use by deep learning techniques, such as ImageNet [24],

use single splits for training, validation and testing. If multiple splits are used, the

training needs to be repeated for each split, and due to the elongated training time of

convolutional neural networks on large datasets, this may take an inordinate amount of

time for practical training. For such datasets, strategies can be devised to ensure that

the test set presents a generalised representation of the data (e.g. similar distributions

of classes across training and test sets). Such strategies are difficult to apply to the

OSCE dataset. This is due to the decision that we should compose the test set of

complete performances by distinct subjects. If this was not the case, it could be

argued that test set performance may be artificially high due to observation of a subject

perform the same action elsewhere in the training set. As the dataset has 20 subjects

and a total of 60 performances, to best characterise the generalisability of approaches,

a cross-validation method should be used despite the consequent elongated training

time.

For the dataset, we propose five test folds, with each fold composed of 12 perfor-

mances across four subjects. The selection of performances for each fold is based on

the time of recording, i.e. first 12 recorded performances in the first test split, second
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12 in the second split, and so on. To calculate the metrics for each fold, we concatenate

the predicted actions of the 12 performances and calculate the metrics across this set

using the multi-class approach of Section 3.3.4. This approach has precedent in the 50

Salads dataset and is based on recommendations for such evaluation scenarios [323].

I.8 Dataset Uses

The design of this dataset differentiates it from other fine-grained action recognition

datasets, such as 50 Salads [232]. The differences include the recording from multiple

viewpoints and the novelty of the target application domain. Here we detail how these

differentiating factors can be used for possible future research purposes.

The availability of image data from multiple viewpoints opens up the possibility of

developing a recognition solution that generalises across the variable of camera place-

ment. This could be performed, for example, by merging the data from the three

vantage points, as in Section 3.2.2, and using meshing techniques, such as Poisson

surface reconstruction [367], to construct a mesh that can be used to generate new

viewpoints for each frame. Using a varied set of these new viewpoints, a level of ro-

bustness to camera placement could possibly be added to applicable action recognition

techniques. As part of the dataset, we include the relative camera transformations,

estimated using the technique of Section 3.2.1, to facilitate such an approach.

Much of the existing fine-grained action recognition datasets focus on the prob-

lem of recognising actions involved in everyday activities, such as Activities of Daily

Living (ADL) [232, 93, 368]. Reliable recognition of ADL actions may provide the

technical basis for situational support systems for infirm or cognitively-impaired per-

sons. However, a significant alternative application direction, involving the recognition

of fine-grained actions, is expert supervision of procedure-driven activities. By select-

ing an OSCE performance as one such activity, it is our intention that this dataset

encourages further research in this application direction.

Due to the importance of correct technique and the following of procedure in the

work, previous research has been carried out on performance assessment of clinical skills

[369, 370]. The skills focussed on in these works were skills that are part of robotic

surgery and laparoscopic procedures. These skills, such as suturing and knot-tying,

are technical in nature, requiring dexterous and accurate manipulation of implements

for correct performance. A framework for the evaluation of a surgeon’s skill level in

performing these skills exists, known as Objective Structured Assessments of Technical

Skills (OSATS) [371]. The presence of a similar evaluation framework for a broader set

of clinical skills (OSCEs) warrants the investigation of techniques for the automated

evaluation of these skills in a manner similar to that of OSATS. With this dataset, we

wish to encourage a broadening of such research into evaluation of technical procedural

skills beyond the limited scenarios of surgical skills.
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The OSCE dataset is labelled at the level of fine-grained actions as it corresponds

closely to a human-level description of the task. This level of granularity is suitable

for the problem of recognition of the order in which a task was performed. Should the

need arise, it would be possible to break down these action labels into constituent parts

of finer granularity. These finer granularity labels would correspond to fundamental

action units, such as picking up and placing items. As the boundaries between different

actions have been identified by such events as part of our labelling, these boundaries

could be naturally subdivided to create a finer granularity. Possible applications of

labelling at this granularity may include identifying the temporal segment within which

a particularly important action unit is performed, such as piercing the skin with the

needle, so that it can undergo further analysis.

The dataset is labelled for the purpose of classification of actions, so that an applica-

tion could be developed that checks whether the correct order was followed. There are

possible other methods of labelling the dataset for other application purposes. Other

possible labellings include anomaly detection and ranking. An anomaly in this case

may include instances where the subject touches the insertion site after cleaning or

touches the sterile needle at any point, which is against the guidelines of Appendix

K.1. Detection of such anomalies would be pertinent to a possible expert supervisor

system for OSCE performances. A ranking labelling may also be beneficial for such

a system, where a perceived level of expertise can be given as feedback to a student

using the system.

The evaluation procedure outlined previously is based on the recognition of indi-

vidual frames or short clips. However, depending on the class of action recognition

problem, other evaluation criteria may be more relevant. For example, metrics such as

coverage are used for the problem of action segmentation [19]. This problem is often

posed as, given an ordered list of action annotations and an untrimmed video, can

the entire video be annotated with the transitions between actions correctly identi-

fied in time. The labelling of our dataset permits such evaluations in addition to our

evaluation methodology.

The unique factors discussed earlier, and possible future use cases, make this dataset

a significant contribution to the state-of-the-art.
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Appendix J

WeaveNet: Late Fusion Parameter

Study

The WeaveNet-LF architecture uses the final outputs of Strand Blocks of the Weav-

eNet architecture to perform a late fusion between the two branches of the network. In

the design (Figure 5.5), we combine the two branches (referred to as the main branch

and strands branch) by first compressing the outputs with average pooling, learning a

linear transformation of the features of each branch, and combining by concatenation.

The selection of hyperparameters associated with the linear transformation layers may

have a large effect upon classification results. Linear layers are prone to overfitting

and so using different hyperparameters for the strands branch may improve results. To

test this, we increase the dropout amount and the number of units in the linear trans-

formation in the strands branch. Increasing the number of linear units gives greater

precedence to the outputs of the strands branch to the final softmax classification layer.

The values used for each hyperparameter are shown in Table J.1.

Name Late Fusion Dropout Late Fusion No. Linear Units
LF1 0.1 32
LF2 0.2 64

Table J.1: The two hyperparameters selections for late fusion. In LF2, units in the linear
layer in the late fusion branch are increased to allow more complex features to be extracted.
The dropout rate is also increased to discourage feature co-adaptation. The dropout and
units in the linear layer of the main branch are fixed for both experiments.

To fairly compare the effect of these sets of hyperparameters, we train the WeaveNet-

LF architectures for all five splits of the 50 Salads dataset. This is necessary as the

two sets of hyperparameters may show varying results across the test splits.

The results in Table J.2 show that the LF2 hyperparameter configuration performs

better. The importance of selecting appropriate hyperparameters is highlighted by the

2% increase in accuracy between the LF1 accuracy and LF2 accuracy over the five

splits of the 50 Salads datasets. Further performance improvements could be found

158



Training Arrangement Accuracy Precision Recall F1

LF1 80.29 75.58 74.94 74.31
LF1 (ensemble) 82.29 77.41 77.09 76.42
LF2 82.02 77.98 74.74 75.46
LF2 (ensemble) 83.70 79.50 77.52 77.34

Table J.2: Classification results as percentages for the two hyperparameter arrangements
across all splits of the 50 Salads dataset. Accuracy refers to the proportion of correctly
classified individual frames. Precision and recall are calculated for each of the ten classes,
and the unweighted mean across classes is reported. We report the final model accuracy (at
mini-epoch 310) as well as the ensemble produced by the cosine annealing snapshots.

through optimising these (and other) hyperparameters further. However, the need

to perform cross validation makes an exhaustive exploration infeasible on reasonable

hardware (e.g. three days training for each cross-validation on an Nvidia Titan V).
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Appendix K

OSCE-V Dataset Collection Details

Details regarding the collection of the OSCE-V dataset are included in this appendix.

Specifically, the steps of the procedure that a subject must attempt to follow during

an experiment are listed, as well as the information sheet given to the subject prior to

the experiment. Also included is the description of the action labels used during the

labelling of the dataset.

K.1 OSCE Steps - Venepuncture

The following is the list of steps that were given to subjects to follow during recording

of the Venepuncture OSCE performance. The steps are based on current WHO guide-

lines for the procedure [366], tailored towards the equipment utilised at the recording

location.

Equipment Required

The following equipment will be needed:

(i) Procedure tray;

(ii) Hand wash;

(iii) Non-sterile gloves;

(iv) Tourniquet;

(v) Blood sampling device;

(vi) Blood specimen tubes;

(vii) Tape;

(viii) Alcohol swabs;

(ix) Cotton wool;

(x) Sharps container;

(xi) Transportation bag;

(xii) A ball-point pen.

(xiii) Sharps bin.
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Prepare Equipment

1. Use the hand wash gel to wash your hands.

2. Check ID of the patient.

3. Clean the procedure tray using an alcohol wipe.

4. Gather the following items into the tray:

(a) Tourniquet;

(b) Cotton wool;

(c) Blood collection device;

(d) Sample tubes;

(e) Alcohol swabs;

(f) Tape;

(g) Non-sterile gloves;

Identify Vein

1. Wash hands again using the alcohol gel.

2. Ensure that the simulated hand is in the correct position for the procedure. For

a patient, you should be able to access it easily and it should be in a comfortable,

resting, stable position.

3. Apply the tourniquet 6-7cm above the joint.

4. Identify an appropriate vein.

Venepuncture Site Preparation

1. Wash hands again using the alcohol gel.

2. Put on gloves.

3. Use an alcohol swab to thoroughly clean the site. Start from the centre and using

a circular pattern work outwards to cover 5cm diameter. Note: do not touch the

site again. The site should be given 30 seconds to dry.

Venepuncture Procedure

1. Remove the sheath from the needle.

2. Fix the skin with other hand, close to the chosen site, and advance the needle

forward, bevel side upwards, at approximately 20 degrees to the skin with a

steady motion.

3. Lower and anchor the needle to the simulate arm.

4. Push sample tube into holder, puncturing the diaphragm of the stopper, when

blood flow is established.

5. After the first sample tube starts to fill, reduce the pressure of the tourniquet.

6. Fill sample tube to the line, remove and invert gently 4-5 times.

7. Remove the tourniquet fully.
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8. Apply gauze over the needle site but do not apply pressure.

9. Remove the needle, locking it into the needle guard, and dispose of it directly in

the sharps bin.

10. Apply a plaster to the site.

Finalising the procedure

1. Complete the patient details on the blood sample tubes and document.

2. Seal the sample tubes in an appropriate sample transportation bag.

3. Dispose of all of the clinical waste in the bin provided, including gloves.

4. Clean the dish used with the alcohol swabs.

5. Wash hands using alcohol gel.

K.2 Participant Information Sheet

The following is the content of the information sheet used to brief subjects for the

Venepuncture OSCE performance.

Objective Structured Clinical Examination Perfor-

mance Assessment

We are looking for adult participants only. In this experiment you will be asked to

remain within the experimental venue.

This experiment involves performing a Objective Structured Clinical Examination

(OSCE) task on a simulated set-up. The procedure involves the utilisation of a sterile

medical needle. As this may pose a danger of injury we ask that due care is used

in handling the needle during the experiment. The experiment will take place under

the supervision of the Clinical Skills Tutor from the School of Medicine who will be

available to answer any questions at any point during the experiment. There will be

a first aid kit available for use in the potential case of injury. The contact details are

available of who to contact in the unlikely event that you suffer any physical harm.

You are reminded that you are free to withdraw from this study at any time

without any penalty. If you have any questions at any time during the experiment,

the experimenter will be available to answer them.

The experiment will be broken up into the following steps:

1. Firstly, you will be given a list of the steps involved in the procedure and a

video of the performance being performed correctly. You are free to ask any

questions about the procedure of the experimenter. There will be 8 minutes

available to read these steps. You will then attempt to perform the procedure,
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the experimenter will call out the steps for you as you are performing them.

You are free to ask any questions during this performance. At the end of this

performance, the experimenter will reset the area.

2. You will be given four minutes to read back over the steps and view the demon-

stration video. You are asked to attempt to memorise, as much as possible, the

steps. However, it will be possible to ask the experimenter for any help if you get

stuck. You will be asked to perform the procedure again.

3. You will be asked to repeat step 2 a further time.

Each of the above performances will be recorded by three mounted RGB-D cameras.

Before you begin the experiment, you will be asked to carefully read the informed

consent and sign if you agree to continue with the experiment. The data we collect will

be analysed together with the data collected from other participants, and generalised

results and conclusions drawn from these experiments will be submitted for publication

at conferences and/or scientific journals. Your name will not be used in any report or

article.

The videos taken are intended to be used to develop techniques to understand task

related interactions with objects. In order for these techniques to be published it may

be necessary to display images/samples from these collected videos. Also, as these

videos will represent a valuable resource to the research community to test relevant

techniques, there may be reason to publish these videos online as a dataset. The

exhaustive list of occasions of replay of these videos is as follows:

� As part of research publications;

� As part of lectures (whether academic or informal);

� As part of demonstrations of software systems that attempt to understand and

classify the performance of the OCSE skill based on the recorded videos.

� As part of a dataset that will be released to members of the research community.

Access to this dataset will be via gv2.cs.tcd.ie domain. Access will be granted

to researchers who submit details including their name, research institution and

research interests. The dataset will be made available for non-commercial pur-

poses only, and any access to the dataset will be granted on this basis. The

license agreement that will be used will be Creative Commons Attribution -

Non-Commercial 4.0 International Public License.

If you or any of your family has a history of epilepsy, you are proceeding at your own

risk. In an extremely unlikely event that illicit activity is reported during the study,

these will be reported to appropriate authorities.

You are also free to withdraw from this study at any time without any penalty. Whilst

the recording is ongoing, you may request that all recorded data pertaining to your
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participation be deleted. Once the experiment is over, this request will no longer be

possible as the data will not be linked to your identity and so can not be removed.

Furthermore, once the data has been made available to other researchers, it will not

be possible to remove your data from all copies of the data. Your identity will not be

recorded as part of this experiment. Should a recording contain information that may

potentially reveal your identity, it will be removed from the data collected, and will

not be used for research or publication purposes.

The experiment will last approximately 45 minutes. Your participation in this study

is voluntary.

If you have any further questions, please do not hesitate to ask the experimenter.

K.3 OSCE-V Action Labels

The following instructions for labelling individual actions were given to the independent

labeller of the OSCE-V dataset.

Wash hands
Description: The participant is required to wash their hands with alcohol gel.

Begins: The participant touches the alcohol gel bottle.

Ends: The participant’s hands are no longer touching as part of the hand washing.

Check ID
Description: The participant is required to check the ID of the patient to ensure the

procedure is performed on the correct patient.

Begins: The participant touches the ID on the patient’s wrist, or alternatively, touches

the patient’s arm to position the wrist to allow reading of the ID.

Ends: The participant releases the patient’s ID or arm.

Clean procedure tray

Description: The participant must clean the procedure tray using an antiseptic wipe.

Begins: The participant touches the tray or the wipe to begin cleaning.

Ends: The participant disposes of the antiseptic wipe.

Gather equipment

Description: The participant simulates collecting the required equipment to complete

the procedure, the equipment tray is filled out of shot from the camera.

Begins: The participant picks up the empty procedure tray.

Ends: The participant puts down the full procedure tray on the table.
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Move arm into position

Description: The participant must adjust the arm so that it is in a comfortable

position for the patient and for access.

Begins: The participant touches the patient’s arm to move it into position.

Ends: The participant releases the patient’s arm, having moved it into position.

Apply tourniquet

Description: A tourniquet is applied around the patient’s upper arm to increase

pressure for obtaining the blood sample.

Begins: The participant picks up the tourniquet from the procedure tray.

Ends: The participant lets go of the tourniquet, having locked it in position using the

plastic toggle.

Identify suitable vein

Description: The participant must physically inspect the patient’s arm to identify a

suitable vein to collect a blood sample.

Begins: The participant touches an intended location for venepuncture.

Ends: The participant finishes touching the venepuncture location.

Put on gloves

Description: The participant must put on non-sterile gloves before correctly com-

pleting the venepuncture procedure.

Begins: The participant touches the non-sterile gloves or the box containing the gloves.

Ends: The participant has gloves on both hands and is no longer adjusting the gloves

in any way.

Prepare equipment

Description: The participant must place the equipment in the equipment tray and

ensure that the sealed needle box is open.

Begins: The participant picks up any item in the equipment tray.

Ends: The participant stops interacting with the items in the equipment tray.

Swab insertion site
Description: This participant must clean the insertion site on the patient’s arm with

a sterile alcohol swab.

Begins: The participant begins to pull the swab from its packet.

Ends: The swab is no longer in contact with the patient’s arm and the participant’s

hand is moving away from the injection site.
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Prepare needle

Description: The participant must remove the needle from its packet, screw the

specimen bottle holder onto the tube connected to the needle, and remove the needle

sheath.

Begins: The participant lifts the needle from its packaging.

Ends: The participant moves to position the needle at the injection site once the

needle sheath is removed.

Insert needle
Description: The participant must insert the needle into the patient’s vein.

Begins: The participant moves to position the needle towards the injection site.

Ends: The participant is holding the needle to the injection site and the needle tip is

no longer visible.

Draw blood
Description: The participant must draw blood from the injection site into a specimen

bottle.

Begins: The participant picks up the specimen bottle, while the needle is still inserted

into the patient’s arm.

Ends: The participant has removed the specimen bottle and it is no longer connected

to the needle.

Jostle bottle
Description: The participant must invert the blood specimen bottle several times,

once a specimen is extracted from the patient’s arm.

Begins: The participant starts to invert the blood specimen bottle, while the bottle

is detached from the needle tube.

Ends: The participant is no longer inverting the blood sample bottle.

Open tourniquet

Description: The participant must release the tourniquet from the patient’s arm to

decrease blood pressure.

Begins: The participant’s hands are in contact with the plastic toggle of the tourni-

quet.

Ends: The participant hands are not in contact with the tourniquet and it is com-

pletely released from the patient’s arm.

Apply cotton wool to site

Description: The participant must place cotton wool on the injection site before

removing the needle to stop bleeding.
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Begins: The participant picks up the cotton wool, while the needle is in the patient’s

arm.

Ends: The cotton wool has been placed in contact with the patient’s arm at the

injection site.

Extract needle

Description: The participant must carefully and safely remove the needle from the

patient’s arm.

Begins: The participant begins to pull the needle out of the injection site on the

patient’s arm .

Ends: The needle is no longer in contact with the patient’s arm and the participant

presses the safety button to retract the needle tip.

Dispose of needle hazard

Description: The participant must dispose of the used needle in a sharp hazard

container to ensure the safe disposal of the object.

Begins: The participant has pressed the safety button to retract the needle tip.

Ends: The participant releases the needle into the sharp hazard container.

Tape cotton wool to site

Description: The participant must apply tape to secure the cotton wool to the injec-

tion site.

Begins: The participant picks up the tape from the equipment tray.

Ends: The tape is applied to the patient’s arm and the participant is no longer touching

the tape.

Document sample bottle

Description: The participant must write the patient’s name and details on the blood

specimen bottle.

Begins: The participant’s pen touches the blood specimen bottle.

Ends: The participant finishes writing on the specimen bottle and moves pen away.

Document specimen sheet

Description: The participant must write the patient’s name and details on a specimen

sheet that must be placed with the blood specimen bottle in a specimen bag.

Begins: The participant’s pen touches the specimen sheet.

Ends: The participant finishes writing on the specimen sheet and moves pen away.
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Seal specimen in specimen bag

Description: This participant must seal the blood specimen bottle in a plastic spec-

imen bag.

Begins: The participant touches the specimen bag and the blood specimen bottle.

Ends: The participant no longer touches the specimen bag, and the specimen sheet

and specimen bottle are inside the bag.

Dispose of waste

Description: The participant places waste material in a bin placed to the side of the

station.

Begins: The participant holds waste material and their hand begins to outstretch

towards the bin.

Ends: The participant has released the waste material in their hands.

Remove gloves

Description: The participant must remove the non-sterile gloves from both of their

hands.

Begins: The participant begins to pull the gloves off either of their hands.

Ends: The gloves are completely removed from the participants hands.

Background

Description: Any action carried out by the participant that does not fall into any of

the listed categories is labelled as background.

Begins: Not applicable.

Ends: Not applicable.
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L. Zappella, B. Béjar, D. D. Yuh, et al., “JHU-ISI gesture and skill assessment

working set (JIGSAWS): A surgical activity dataset for human motion model-

ing,” in Modeling and Monitoring of Computer Assisted Interventions (M2CAI)

– MICCAI Workshop, 1997.

193



[278] N. Ahmidi, L. Tao, S. Sefati, Y. Gao, C. Lea, B. B. Haro, L. Zappella, S. Khu-

danpur, R. Vidal, and G. D. Hager, “A Dataset and Benchmarks for Segmen-

tation and Recognition of Gestures in Robotic Surgery,” IEEE Transactions on

Biomedical Engineering, vol. 64, no. 9, pp. 2025–2041, 2017.

[279] S. Krishnan, A. Garg, S. Patil, C. Lea, G. Hager, P. Abbeel, and K. Goldberg,

“Transition state clustering: Unsupervised surgical trajectory segmentation for

robot learning,” The International Journal of Robotics Research, vol. 36, no. 13-

14, pp. 1595–1618, 2017.

[280] C. Rupprecht, C. Lea, F. Tombari, N. Navab, and G. D. Hager, “Sensor sub-

stitution for video-based action recognition,” in 2016 IEEE/RSJ International

Conference on Intelligent Robots and Systems (IROS), pp. 5230–5237, 2016.

[281] C. Lea, G. D. Hager, and R. Vidal, “An Improved Model for Segmentation and

Recognition of Fine-Grained Activities with Application to Surgical Training

Tasks,” in 2015 IEEE Winter Conference on Applications of Computer Vision,

pp. 1123–1129, 2015.

[282] M. J. Fard, S. Ameri, R. D. Ellis, R. B. Chinnam, A. K. Pandya, and M. D.

Klein, “Automated robot-assisted surgical skill evaluation: Predictive analytics

approach,” The International Journal of Medical Robotics and Computer Assisted

Surgery, vol. 14, no. 1, p. e1850, 2018.

[283] J. Wang, Z. Liu, Y. Wu, and J. Yuan, “Mining actionlet ensemble for action

recognition with depth cameras,” in 2012 IEEE Conference on Computer Vision

and Pattern Recognition (CVPR), pp. 1290–1297, 2012.

[284] J. Wang, X. Nie, Y. Xia, Y. Wu, and S. C. Zhu, “Cross-view action modeling,

learning, and recognition,” in 2014 IEEE Conference on Computer Vision and

Pattern Recognition, pp. 2649–2656, 2014.

[285] H. Rahmani, A. Mahmood, D. Huynh, and A. Mian, “Histogram of oriented

principal components for cross-view action recognition,” IEEE Transactions on

Pattern Analysis and Machine Intelligence, vol. 38, no. 12, pp. 2430–2443, 2016.

[286] A. Shahroudy, J. Liu, T. T. Ng, and G. Wang, “NTU RGB+D: A large scale

dataset for 3D human activity analysis,” in 2016 IEEE Conference on Computer

Vision and Pattern Recognition (CVPR), pp. 1010–1019, 2016.

[287] A. Zia, Y. Sharma, V. Bettadapura, E. L. Sarin, M. A. Clements, and I. Essa,

“Automated Assessment of Surgical Skills Using Frequency Analysis,” in Medical

Image Computing and Computer-Assisted Intervention – MICCAI 2015, Lecture

Notes in Computer Science, pp. 430–438, Springer, 2015.

194
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