Map Task Deviation Scores: A Reconstruction

Justine Reverdy  
Computational Linguistics Group  
ADAPT Centre  
School of Computer Science and Statistics  
Trinity College Dublin, The University of Dublin  
Email: reverdyj@tcd.ie

Hayakawa Akira  
Computational Linguistics Group  
School of Computer Science and Statistics  
Trinity College Dublin, The University of Dublin  
Email: campbeak@tcd.ie

Carl Vogel  
Computational Linguistics Group  
Trinity Centre for Computing and Language Studies  
School of Computer Science and Statistics  
Trinity College Dublin, The University of Dublin  
Email: vogel@tcd.ie

Abstract—The Human Communication Research Centre Map Task Corpus is a landmark data source for analysis of multimodal dialogue corpora. The task in this dialogue is the communication by an information giver of a path on a map to an information follower. The corpus includes a measure of task success for each dialogue: the deviation from path scores (the information follower’s path from the information giver’s path). The original HCRC Map Task works gives information on how the scores for each map were calculated. However, upon analysis and inspection of the corpus materials, we find that it is not possible to reproduce the recorded scores exactly. We report four candidate reconstructions that all appear rational, and note the correlations these lead to with the deviation scores recorded with the corpus. This is important to anyone wishing to reproduce the HCRC method on map-task corpora.

I. INTRODUCTION

Measuring interactional success on its own is not trivial. Cappella (1991) [1] distinguish four approaches: coding, rating, participant judgement, and observer judgement. Coding refers to the assignation of a value to an interactional segment, rating is similar but the values are assigned on a scale for each segments; both coding and rating can be carried out automatically or by trained humans. Judgment approaches do not necessarily require training but have to be done by humans, acting as judges, either judging their own behaviours or someone else behaviours. He notes that each provides different frames of reference, but that instead of searching for a privileged frame of reference, research should be focused at “transforming the results from one frame of reference to another by developing mappings from the more objective measurement frames to those represented by participants and observer judgements” [1, p.111]. From this statement, one could consider that the verification of the existence of matching patterns from one communication setting to another is desirable, while taking into consideration changes in settings.

How much was understood by each participant of a casual conversation remains dependent on subjective interpretation. However when a specific task that requires coordination is given, the accuracy of completion of the task gives a starting point to assess the quality of the interaction at hand in a more objective manner.

The observations that we present here are about methods of objectively assessing mutual understanding as emerges in task-based dialogue. Objective independent measures of mutual understanding achieved in dialogue may be used in order to assess linguistic signals of mutual understanding and misunderstanding [2]–[9]. Here we focus on a particular multimodal dialogue corpus, the Human Communication Research Centre (HCRC) Map Task corpus [10]. Our purpose is to analyse the objective measurements of mutual understanding provided with that corpus. We identify rational reconstructions of the terms mentioned in the description of the method used to make those measurements in the hope of being able to replicate the measurements. However, we note that none of these reconstructions produced exactly the same results, although each has a very strong correlation. We identify which reconstruction correlates most strongly. We hope that the terms of our reconstruction are such that they may be fully replicated by others on the same corpus, or in use in other corpora based on the same underlying task.

We think that this work is relevant to interaction analysis within cognitive infocommunications, where others also attend to the fine details of corpus construction [11]–[13], as well as the works noted above in estimating mutual understanding on the basis of dialogue transcripts. Dialogue systems may also benefit [14]. As much of cognitive infocommunications dwells on augmenting human cognitive capabilities [15]–[17], it is relevant to provide humans with better means of concluding whether they have understood each other than they evidently have. In the terms of recent conceptualization of interaction analysis [18], [19], this work contributes to refining to methods available to interaction analysis, placing them on sound, replicable footing. The general problem is also relevant to work on navigation and trajectory correction, e.g. in robotics [20].

II. THE HCRC MAP TASK CORPUS

The Human Communication Research Centre (HCRC) Map Task corpus consists of 128 dialogues released in 1992 [10]. This corpus uses the map task technique (described below) to elicit spontaneous communicative behaviours in the frame of Human-to-Human task-based interactions. Two subjects per dialogue, with either the role of Information Givers or Information Followers, were each given A3 maps containing landmarks. Almost all participants were native Scottish speakers of English. The Information Giver had a route drawn on the map with a START and a FINISH, and was tasked with guiding the Information Followers through a map containing only landmarks. To add to the difficulty of the task, landmarks...
from the two maps and their placement differed a little.

The recordings have been divided into eight “quads” of eight participants, themselves divided into two groups of four, one group having eye contact while the other did not. Those divisions allowed a control of three variables susceptible to impact speech variation: eye-contact, gender and familiarity between participants. In the division concerned with the visual cues accessible, half the subjects were able to see their interlocutor’s face (i.e., eye contact), while the other half had opaque screens placed between them (i.e., no-eye contact). The subjects could not see their interlocutor’s map at any point.

The Information Followers used on average 393.31 tokens per dialogue and the Information Givers 858.10. The participants were 64 in total, with 32 females and 32 males [Reported Gender], that would participate in the task four times, twice as Information Givers and twice as Information Followers, and in each role once with a familiar partner and once with an unfamiliar one.

The task consists in verbal guidance and the participants were told not to use gestures. The Information Givers has to guide the Information Followers along a predefined route, and any deviations from that route were assumed to be the result of less successful communication between the two participants, as the subjects were precisely told not to stray from the route.

The precomputed HCRC Map Task corpus deviation score, ranges from 4 (best) to 227 (worst). The higher the score, the more the route deviates from the original route, which is taken as an indication of less successful communication. The relative objectivity behind this reasoning makes the deviation score a particularly good fit to measure success in the frame of this research’s methodological development, mostly because it shapes communicative success into a numerical scale.

III. MEASURING COMMUNICATIVE SUCCESS IN A TASK

To establish if interlocutors may or may not have understood each other in a dialogue, a means to evaluate their communication have to be agreed upon. All types of face-to-face interactions have their own type of appropriate communicative behaviour, an informal meeting with a friend and a political debate, for example, will have vastly different underlying motives and expectations that will change the communicative style of the participants, influence turn-taking and topic-change. An informal discussion may even have no other motivations than creating social link and the information exchanged have no conscious or exact purposes. In task-based interactions on the other hand, one of the purposes of the exchange, that is to accomplish the task, is explicit, and a measurement of how well a task have been accomplished is available, which gives a means to evaluate the communication. When carrying this evaluation, the type of the task and the medium, will influence communicative style in various ways. The outcome of a task that involves persuasion might be more influenced by the presence of the medium of video, which conveys facial expressions, while problem solving tasks might not be influenced by the presence or absence of a video channel, and if anything its presence could even be a disruption (Whittaker, 2002).

The present work is concerned with one types of task success assessment methods that is used in map tasks to evaluate communicative success: The deviation scores of the map tasks. Those scores are here reconstructed, evaluated, and results from its replication suggest a good reliability of the measure against other possible measure of task success, such as completion time, for the particular task at hand. The deviation scores are a measure that tells by how much a route drawn on a map by an Information Follower deviates from the original route described verbally by an Information Giver.

A. Deviation Scores in the Map Task Technique

Since its first description [21], the map task technique has been used in a wide range of experiments testing for different conditions for which many corpora have been created. Among them the HCRC Map Task [10] is noticeable by its design and accessibility to researchers. The technique was used to create corpora in a variety of English dialects (Scottish, American, Australian), other languages (French Occitan, Italian, Japanese, Portuguese, Dutch, Swedish), in medical context [22], in computer-mediated interactions [13], with the use of avatars [23], and so on. Many studies are using the HCRC map task, and the particular success measure provided by the authors as a variable indicating successful task management. The design of the map task is made so that success in the task is subordinated to successful verbal communication, at least to a certain degree. Half the corpus is in no-eye contact condition with a screen blocking the entire view of the other participant. In the other half – eye contact conditions – a low-height screen was placed to block the view of participants’ maps, that could only see each other’s face, and they were instructed not to use gestures to communicate (the low-height screens helping with this instruction enforcement). In both conditions, the privileged medium is verbal, and the extent of non-verbal communication is limited to facial expressions but seldom body language. The controlled design of the HCRC Map Task, makes it an exceptional object of analysis for the study of human verbal communicative behaviour, even 30 years after its release. Even by taking into account the evolution of language during that time, it is reasonable to assume that the underlying communicative processes involved in speech dynamics remain fairly similar, if not exactly the same, as they are now.

Following those considerations, much scientific research from fields such as cognitive science, computational linguistics, natural language processing and so on, legitimately used this material in various studies [24]–[28], and also made a use of the measure of success available: the deviation scores [2], [29], [30]. An interesting aspect of this task success measure is that its evaluation gives theoretically the least space to subjective interpretation from the evaluator.

B. Original Pre-Computed Deviation Scores

This work uses the material given by the authors of the HCRC Map Task corpus (The Information Givers’ and Followers’ maps) to recreate the precomputed score given. Despite its apparent straight-forwardness, they raised a number of issues, even when interested in overall tendencies, that appeared to make the scores worth being replicated to ensure their trustworthiness, in particular to all researchers interested in using the deviation scores as their primary measurement of successful communication. Far from disparaging the measure, we are here rather raising some issues that require resolution.
and that might be of interest for future researchers in their usage of this method of task success measurement. Replicability of experiments is important for sound scientific research. To build solid foundations for hypothesis testing that will in turn lead to the construction of the theories that constitute scientific knowledge, the capacity to replicate experimental results is crucial in all domains. In particular in domains closely related to psychology such as computational linguistics and cognitive sciences, where the difficulty to replicate results have been more than often pointed out [31].

C. Reconstruction of the Deviation Scores

The reason for the redesign of path deviation counting methods was mainly that the same results were not found after a few attempts at replicating the scores of different maps; even when carefully reverse engineering the A3 to A4 specifications and the 1 cm grid overlay, that should have led to the same scores. Similar, but not exact scores were found, which led to the question of replicability and most importantly reliability of the scores meant to be used as a starting point to evaluate communication in human behaviour in subsequent experiments.

The scores needed to be accurate and possible to replicate with precision. A number of issues appeared, such as the poor quality of the scanned Information Follower maps and their apparent distortion during the scanning process of the completed maps. It was indeed difficult to make match the given Information Followers original maps that were the templates for the maps and the actual Information Followers maps that had the results routes drawn on them. The software Adobe Illustrator was used to respect precisely the instructions given (A3 grids over A3 Information Followers/Information Givers maps). Following the instructions resulted in the definition of all possible cases in which a square can be in four different methods of counting, from the most restricted possibility to the broadest interpretation.

A number of descriptions of the method created to count deviation scores can be found in the literature and were used to reconstruct those scores from the original maps given with the HCRC Map Task corpus. In a widely cited work as originating the deviation scores [10], no mention of a scoring method is found. This work uses the map task technique to create 170 dialogues of children between 5 and 13 (in three groups), and mention that this technique was created by Brown, Anderson, Yule & Shillcock [21]. No mention of deviation scores is made in that publication either. The results in that publication are concerned with the proportions of definite and indefinite article usage among the different categories of speakers — as it is the declared aim of the research article — but not in relation with the participants success in the task. The book cited by Anderson et al., 'Teaching Talk: Strategies for Production and Assessment.' [21], however, does mention an assessment method, even if it is not a deviation score per se. The map task was originally designed to assess pupils’ information transfer skills, and was tested among other tasks such as wiring-broad task or story summarizing. As the corpus creators highlight, despite the requirement that the route is to be drawn as precisely as possible in order to avoid potential danger, “it is not draughtsmanship which is being assessed, but the ability to recognise that the other person needs to be told whether to go right or left, or up or down at crucial parts of the map” [21, p.111]. However, the relative precision of the reproduction of the route remain key to the reliability of the measure. The deviation scores are described as the centimetre square difference between the route on the map of the Information Giver and the Information Follower, with the map divided into a grid of one centimetre squares.

The description given on the HCRC Map Task website was used to define four methods of counting, depending on the area between the route drawn by the Information Follower and the original route, each described in Table I. Each grid of 1 cm² squares has been placed to overlay the Information Followers maps from the top left. The grids and the Information Follower maps are subsequently placed on top of the Information Giver maps by trying to match the starting cross first, then the different landmarks. In some cases, this operation required slight distortions for a better match between the maps, as it seemed the Information Followers maps provided suffered distortions in the scanning process. How to estimate the distance between the two lines and decide if a square of the grid that overlay the two lines should be included in the score, or in other terms: 'is the area between the two routes large enough to be counted as a deviation?'. In an attempt of precision and after an observation of the real resulting maps, eighteen possible situations have been identified (involving forty-five squares) in which the lines and overlays could be. This is illustrated in Figure 1.

Table I: Description of Deviation Scores Counting Methods.

<table>
<thead>
<tr>
<th>Method</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>Method 1</td>
<td>Counting squares of which the area is more than 50% between the 2 routes.</td>
</tr>
<tr>
<td>Method 2</td>
<td>In addition to Method 1, include the squares that cover the Information Followers path but of which the area is not more than 50% between the two routes.</td>
</tr>
<tr>
<td>Method 3</td>
<td>In addition to Method 2, count the squares including the Information Givers route when more than 50% of the area is between the two routes.</td>
</tr>
<tr>
<td>Method 4</td>
<td>In addition to Method 1, count the squares including the Information Givers route when more than 50% of the area is between the two routes.</td>
</tr>
</tbody>
</table>

1No mention in the study of a task score or any variable linked to task success.

2http://groups.inf.ed.ac.uk/maptask/maptask-description.html (Last consulted: 01/07/2020)

3This number of eighteen situations comes from the three possible positions in which a line can be in terms of division of the space inside a square; either the area of the square is divided into 50% of the space on each side of the line, or the percentage is higher/lower on each side. (As there are two lines that can be in three positions in each square, with possibly an entire square in between this, results in: 2 lines times three positions times three situations equals eighteen.)
In the eighteen possible configurations in which the drawn route can be positioned with respect to the original route that have been isolated, each method kept a certain number of squares. Respectively 18 squares for Method 1, 21 for Method 2, 26 for Method 3 and 23 for Method 4, in which the red line represents the original route (right), the yellow line the distance of one centimetre (centre), and the green line the route drawn by the Information Followers (left). This can be interpreted as the distance from which the path starts to be considered deviant, Method 1 being the least inclusive (the strictest interpretation of the described method) and Method 3 the most inclusive (the broadest interpretation).

The methods of counting have been applied to the 128 maps of the Hcrc Map Task. The results of these counts can be found in Table III. An example of counting on the real maps, to exemplify the possibilities of different interpretations if no clear definition of the counting method is given, can been seen in Figure 2. The red line represents the original route, and the black line the route drawn by the Information Followers, the light red area (which is light brown when seen under yellow) represents one centimetre distance from the original route. The squares in yellow are counted using method 1, the squares in green are the addition created by following counting method 2, the squares in blue are added for method number 3, finally method number 4 retains the squares in blue and yellow only.

To assess which method has the minimum distance with the Hcrc Deviation Score, a series of Correlation Tests have been applied on the methods (see Table II). Method 4 is the closest to the Hcrc pre-computed method, as it is the method showing the highest correlation with the original pre-computed scores.
TABLE II: Pearson Correlation Coefficients for Pre-Computed Deviation score and given Counting Methods

<table>
<thead>
<tr>
<th>Scores compared</th>
<th>Correlation coeff $R$</th>
</tr>
</thead>
<tbody>
<tr>
<td>HCRCDevS,M1</td>
<td>0.944509</td>
</tr>
<tr>
<td>HCRCDevS,M2</td>
<td>0.9426531</td>
</tr>
<tr>
<td>HCRCDevS,M3</td>
<td>0.9482633</td>
</tr>
<tr>
<td>HCRCDevS,M4</td>
<td>0.9501321</td>
</tr>
<tr>
<td>M1,M2</td>
<td>0.9938681</td>
</tr>
<tr>
<td>M1,M3</td>
<td>0.9922469</td>
</tr>
<tr>
<td>M1,M4</td>
<td>0.9956481</td>
</tr>
<tr>
<td>M2,M3</td>
<td>0.9966103</td>
</tr>
<tr>
<td>M2,M4</td>
<td>0.9868506</td>
</tr>
<tr>
<td>M3,M4</td>
<td>0.9946619</td>
</tr>
</tbody>
</table>

The results show a very high correlation between the pre-computed deviation scores and the recounted ones, which still indicates the relative precision of the original scores, even if it was needed to verify their accuracy after noticing the differences.

D. Other Map Task Scoring Systems and Limitations

Time of completion is also used as measure of success for map tasks [30], however no correlation between deviation scores and time were found in the HCRC Map Task (Pearson correlation coefficient, $r = -0.08$) and note that participants in the map task were told to be accurate (Teaching Talk, 1984) and not to finish as fast as possible, which makes time completion a less appropriate measure for this particular task. In her studies examining the structuring principles of task-oriented dialogues, Bethan L. Davies uses the HCRC Map Task for which she has created an alternative scoring system [26], [32]: the Incorrect Entity score. She identifies two disadvantages of the deviation scores method. Her first point is that (p.102) “[...h] estimating portions of grid squares is not straightforward: it is inevitable that the section being calculated will not always contain whole grid squares.” Her first point is addressed with the above described methods of counting, which define all possible situations in which a square can be – and the problem of subjectivity that arises when including a square in the counting or not is blur – is greatly reduced. Her second point remains however valid despite the counting method proposed in this section: as it is not draughtsmanship that is measured, Information Followers that negotiate correctly the landmarks but do not accurately follow the original route are penalised by the method. They were told to be accurate, as explorer that had to follow the route described precisely as it is the only “safe” route, but not to the centimetre precision that the deviation scores might suggests. Despite this shortcoming, the deviation scores remain pertinent measures in the frame of this study by its objectiveness and accuracy, above time completion.

IV. CONCLUSION

This paper has drawn attention to the fact that it is difficult to replicate the computation of the path deviation scores released with the HCRC Map Task corpus. Four candidate reconstructions of that method have been presented and tested in correlation with the deviation scores released with that corpus. None is a perfect match. However, hopefully each is fully replicable in future work with the HCRC corpus and with follow-on corpora that have followed the HCRC model.
Method 4 is the one we recommend for further applications. In conclusion, the method for reconstructing deviations score presented in this document point out the accuracy of deviations scores as measures to evaluate understanding between participants, while bringing more precision on how to create them for anyone interested in human communication evaluation in general, and map tasks in particular.

ACKNOWLEDGMENT

The ADAPT Centre for Digital Content Technology is funded under the SFI Research Centres Programme (Grant 13/RC/2106) and is co-funded under the European Regional Development Fund.

REFERENCES


