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Abstract

The simulation of large crowds of characters is an important topic in the field of real time ren
dering as games and movies strive for more realistic populated scenes. Displaying a city scene 
with a large crowd enhances the believability of a movie and immersive feeling of a game. What 
movies and games have in common is that the assets used to create the crowd, such as models, 
textures and animations must be generated by an artist. Time constraints mean that unique 
assets may not be created for every character in the environment, resulting in asset repetition 
throughout the crowd which must be disguised. Rendering crowds of larger sizes, detail and 
variety requires increased computation time. Though the creation of a fully populated city for 
non real-time applications such as movies may be done offline, with hours spent rendering 
each frame, time may be saved by approximating non-real time techniques for real time appli
cations such as games. In a real time application frames must be drawn at a rate of at least 24 
per second to maintain visual fluidity.

This thesis describes the research and development of a real-time rendering system capable 
of displaying a large crowd of characters with a high level of appearance and motion variation. 
The rendering system has been created to reflect the high level of behaviour complexity and 
animation variety of the crowd system for which it is built. A series of perceptual experiments 
have been performed to investigate the level of variation necessary to create the appearance 
of a perceptually varied crowd scene, evaluating both appearance and animation variation. 
Methods for the creation of this level of variation have been investigated, including colour, 
texture, geometry and accessory variation. The relative cost and effectiveness of each method 
has also been tested.

Scaling up the rendering of these varied characters to a city sized crowd required investi
gation into level of detail techniques. We have developed a level of detail selection method that 
allows us to alter animation, rendering and behaviour detail at a very high granularity with a 
low computational cost. This allows us to make more efficient use of computational resources. 
This level of detail selection is augmented with a density calculation for the rendered crowd. 
A fast evaluation of the crowd density around each character in the scene allows us to make 
further rendering optimisations based on the occlusion provided by a dense crowd. Perceptual 
experimentation was used to test the saliency of level of detail simplifications. Based on these, 
we improve on existing crowd rendering techniques with the development of a system capa
ble of a high level of detail granularity with aggressive per body part simplification, along with 
animation compression, layering and reuse. This research has been used to develop a real time 
crowd rendering system, capable of displaying thousands of realistic, varied characters with 
complex animations and behaviours at interactive frame rates.
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Chapter i

Introduction

Everyone who got where he is had to begin where he was.

-Robert Louis Stevenson, Novelist (1850 -1894)
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Figure 1.1: The Metropolis System.

A
s MOVIES AND GAMES Strive to increase realism, generating crowds of natural 
looking and authentically animated characters has become an active area of re
search. However, rendering such large crowds remains computationally expen
sive. Methods have been developed to render photorealistic crowds but the com
putational intensity of such techniques means that their use is not feasible in the real-time 

rendering domain. Displaying these characters in real time for computer games or interac
tive applications means rendering only a subset of features necessary to create a sense of a real 
crowd.



Section

This thesis investigates the creation and rendering of crowds of animated characters. It is 
therefore necessary to discuss the meaning of the term “crowd”. For our purposes, a crowd 
should be interpreted as a large number of people, some in groups, some alone, engaged in 
seperate activities. As we are dealing with large open spaces, a crowd develops when the num
ber of visible groups and individuals number in the thousands.

Games such as the Grand Theft Auto series are based in cities which can be rendered with 
an extremely high detail due to their static nature. The lack of an appropriately sized crowd 
in these games detracts from the realism of the simulation. The provision of a realistically 
rendered large and varied crowd would be an extremely significant contribution to the genre.

Figure 1.2: Assassins Creed.

State of the art games such as Assassins Creed (See Figure 1.2) exhibit a complex animation 
system, implementing inverse kinematics as a layer for more detailed animations. The realism is 
somewhat reduced by the repetition in the behaviour at lower levels of detail. Though the game 
is rendered with full polygonal meshes, repetition in animation becomes visible in scenes of 
larger crowds [BTM^oS]. Methods to increase the variety in behaviour and animation require 
the development of a rendering system capable of reproducing these aspects in real time.

The rendering of large crowds in games remains in its infancy; e.g.. The image based render
ing system as seen in games with stadium crowds such as Fifa 2010 exhibits very little animation 
variation (Figure 1.3), with only very basic colour and texture variation. This may be acceptable 
in stadium crowds where repetition in animation and texture is more common, but would be 
unacceptable in a crowd simulation where the expectation for variation is much higher.

The processing power of graphics cards is increasing at a much faster rate than the memory 
available on those cards. Memory is also the limiting factor on consoles, with game quality 
often constrained by the amount of data a programmer can make available for the processing
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unit. This makes polygonal meshes more attractive as a rendering method than impostors, 
though impostors are still being employed for large crowds in real time games at the expense 
of variety.

' V - „ It/ ' i\ \ -r't r ^ l' ■ * »’»- '■ ^ ; j,' y y r
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Figure 1.3: Crowd rendering in Fifa 09.

1.1 Methodology

1.1.1 Software Systems

The Metropolis Project is a multidisciplinary project with the aim of developing a complete 
crowd system that can display thousands of realistic characters in real time. We have designed a 
crowd containing individuals, conversing groups and dynamic groups, along with an animation 
system capable of matching this level of variation in behaviour. A rendering system that can 
display thousands of characters at this level of complexity on commodity hardware has also 
been developed. The Metropolis System also implements other important factors, such realistic 
audio adjusted according to the environment and the crowds surroundings, traffic noise and 
traffic behaviour and rendering. The system has been developed with input from disciplines 
outside of computer graphics, such as neuroscience, where the system may be used to perform 
perceptual experimentation, the results of which are used to further develop and enhance the 
system. A screenshot of the system may be seen in Figure 1.1. The Metropolis area covers 0.5 
square kilometres, with 10 kilometres of walkable streets accessible by our characters.

1.1.2 Perceptual Experimentation

Statistical keywords used in the analysis of our perceptual data include:
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• Analysis Of VAriance (ANOVA). This is a statistical test of whether or not the means of 
several sets of data are equal.

• Post-Hoc analysis using Newman-Keuls pairwise comparison across means. This test 
makes a comparison of group means after ANOVA has rejected the null hypothesis. It 
can be used to find significant differences between data sets in more detail.

• Ogive. An Ogive is a graph showing the curve of a cumulative distribution function, 
describing the probability that a variable X will be found at a point less than or equal to 
a point under the curve.

• Just-Noticeable Difference. This is defined as the smallest detectable difference between 
a gold standard and a secondary level of a particular stimulus.

• Point of Subjective Equality. This is the point at which a subject will perceive two different 
stimuli to be indistinguishable.

Further detail on psychological statistics may be found in [Cohoi].

1.2 Scope

The research included in this thesis is focused on the crowd rendering aspect of the metropolis 
project; specifically, how to display a crowd with a high level of appearance variation and ca
pable of a high level of animation variation, with limited resources and computational power, 
in real time on commodity hardware. We do not carry out research into crowd behaviour, but 
we do investigate the level of animation variety necessary to create the appearance of a varied 
crowd, as the level of variety and animation methods will directly influence the creation of a 
crowd rendering system, i.e., the representations used and the capabilities of that representa
tion to provide the necessary level of animation variation. These variation levels are evaluated 
perceptually. Level of detail selection methods have been developed which, along with the vari
ation deemed necessary has an effect on the preferred rendering method. High detail rendering 
methods are employed to create a high quality rendering but we concentrate on level of detail 
rendering methods as we are interested in creating a large scale crowd. Many of the results 
from our perceptual experimentation may have further reaching applications, particularly our 
investigation into colour and motion saliency, but we focus solely on the development of real 
time crowd rendering.
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1.3 Contributions

We have developed a rendering system capable of a high level of animation and visual variation, 
with many optimisations allowing the rendering of thousands of unique characters in real time. 
Development of this rendering system required investigation into the levels of variety and detail 
necessary to ensure a realistically rendered crowd. To create a truly varied crowd would require 
an individual model for each and every character in the scene, impossible for a large crowd 
scene due to both the time required for an artist to create all the models, and the computational 
storage and power required to handle assets of such a scale. We are limited by the amount of 
artist resources that can be created, so methods are required to vary the appearance of all these 
resources while maintaining realism.

• We begin by performing a series of perceptual experiments designed to determine what 
factors contribute most to creating the illusion of a varied crowd, and how can we best 
exploit these factors with a limited amount of resources. We investigate the relative ef
fectiveness of appearance variation, motion variation, along with methods for creating this 
variation, such as texture variation, colour variation, geometry variation and using alter
native methods such as accessories to disguise the use of repeated characters in a scene. This 
variation requires computational power, so our perceptual experiments are designed to 
reveal the limits of what we need to create the illusion of a varied crowd. We have dis
covered how much appearance and motion variation is necessary, what we should best 
spend our effort varying, and how to optimise this variation as much as possible to save 
computational power, allowing us to scale our crowd up as much as possible. ’ ^

Level of detail simplifications must be employed to make efficient use of our rendering hard
ware. These simplifications may be automatically generated or created by an artist. In both 
cases it is advantageous to know what artefacts introduced by these simplifications are the most 
salient.

Our second set of experiments was designed to discover the factors most important when 
simplifying a crowd. We have used perceptual experimentation to investigate the relative 
saliency of artefacts introduced during the simplification process. A novel method for in
dividually rendering these artefacts has been developed and a series of perceptual exper
iments employing this method have been performed. The knowledge gained from these 
experiments allow us to assist the artist or a simplification method in creating these sim
plified versions without major artefacts. It also provides the basis for a method to assist

'Clone Attack! Perception of Crowd Variety 
^Eye-catching Crowds: Saliency based Selective Variation
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programmers in determining what distance these simplified models could be impercep
tibly placed in a scene. In a large crowd for either games or movies, this would save time 
on what would be a tedious, time consuming process.

Typically, the most basic method of choosing whether to render a simplified version of a char
acter is determined based on the distance of that character from the camera. This leaves huge 
scope for optimisation, such as character occlusion.

• We have created a selection method that may be used to very quickly return a level of 
detail evaluation based on a number of factors, such as distance from the camera, and 
occlusion data, irrespective of field of view. This unified level of detail value can be re
ported for any of the Metropolis sub-systems, allowing us to vary behaviour, animation 
and rendering detail at a very high granularity. We have also developed a method to aug
ment our rendering level of detail choice based on the crowd density in the area around 
each agent. This allows us to tailor the detail used to display each character not only by 
the distance from the camera but also by the level of occlusion provided by the crowd in its 
proximity. ^ ■*

Our level of detail selection system can tell us the distance at which we should display our 
realistically behaving, animated, and varied characters. Our final requirement is a rendering 
system capable of displaying this level of variety and handling this level of detail granularity 
while rendering a crowd of characters to a massive scale. This is achieved with the development 
of a rendering system optimising the lower levels of detail, using traditional mesh rendering 
methods for the higher levels of detail. We have investigated the applicability of the use of 
points as a fast rendering primitive, and outlined the development of a point based progressive 
mesh that can be rendered very quickly and be easily altered by our density evaluation. 5

• We describe a new mesh based rendering method that implements all the factors desir
able for a large crowd rendering system. The “Meshacre” rendering method has been 
developed to provide effective animation compression, layering and reuse, allowing a 
crowd to be rendered at high speed with a high level of behaviour and animation vari
ety. This method provides a high level of detail granularity, allowing us to take advantage 
of our level of detail selection method and our crowd density calculations to alter levels of 
detail down to individual parts of a single character, making efficient use of our rendering 
hardware. We use graphics hardware acceleration to perform highly parallel search tasks 
integral to our rendering method on the GPU, freeing the CPU for tasks like crowd be
haviour and animation. Our rendering system is also capable of displaying the high level

’Topological Culling and Unified Levels-Of-Detail for Highly Varied Controllable Crowds
“'Perception of Simplification Artifacts for Animated Characters
’Every last detail: density based level of detail control for crowd rendering



Chapter 1. Introduction

of appearance variation that our perceptual experiments have determined to he neces
sary.

1.4 Summary of Chapters

The remainder of this thesis is structured as follows:

• Chapter 2 provides a detailed overview of the existing work related to what we have de
veloped. It is split into three sections, dealing with perception, variation and level of 
detail rendering methods.

• Chapter 3 describes our perceptual experiments developed to determine the level of va
riety necessary to create the impression of a hetrogeneous crowd. It also details the ex
periments used to determine the relative effectiveness of alternative types of variation.

• Chapter 4 details our unified level of detail selection method, along with our method for 
adjusting the level of detail at which a character is displayed based on the crowd density 
around that character. We also describe our perceptual experiments used to influence the 
level of detail generation and selection based on the perceptibility of artefacts introduced 
during simplification.

• Chapter 5 describes the results of our investigation into point based rendering. We also 
detail our preferred rendering method; Meshacre, from model generation and animation 
compression to our optimisations used to render a massive crowd in real time.

• We conclude in Chapter 6 with a discussion on what future developments we plan to 
implement to develop our work and further improve our crowd rendering system.

* Meshacre: Rendering an animated crowd part by part





Chapter 2

Background and Related Work

An original idea. That can’t be too hard. The library must be full of them.

-Stephen Fry, Writer and Comedian (1957 -)

P
HOTOREALISTIC computcr generated crowds are a common occurrence in movies, 
whereas their presence in real time computer games is less common, due to the 
increase in both processing power necessary to render such large crowds and the 
time taken to generate the assets needed to create such a large varied crowd. In 
this chapter we present a review of the research and techniques that have been used to develop 

more realistic crowds at a larger scale.

• We first introduce the basic techniques used to draw, light, shade and deform a character, 
as it is these techniques that we must build on to draw a larger crowd. We then discuss 
techniques used to increase the speed at which a character may be drawn and so increase 
the number of characters that we can draw per frame. These include alternative character 
representations, level of detail techniques, and methods for removing unnecessary detail 
from the rendering of the scene.

• Next, we discuss methods by which repetition, introduced by the reuse of art assets in 
a crowd may be hidden. This is of major importance to the scaling up of crowd sizes. 
This includes alteration of colour, texture detail, variance in motion and the addition of 
accessories to alter the appearance of a character.

• Finally, the influence of perceptual experimentation and perceptually based metrics on 
the rendering and variation of crowd scenes is addressed. This includes perceptually 
aided simplification of models, experimentation on the perception of motion and a dis
cussion on perceptual metrics that may be used to predict the visibility of differences
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in rendered scenes. Understanding the effects of level of detail simplifications or varia
tion alterations will allow us to better design a rendering system influenced by human 
perception.

2.1 Character Rendering

The presence of realistic crowds in computer games and applications requiring real-time up
dates is rare. When such scenes are rendered for movies, hours can be spent rendering each 
and every frame of the scene, using techniques such as photon mapping, radiosity, subsurface 
scattering and ray tracing as in Dutre et al. [DBB03]. However not only realistic light rendering 
is needed, dynamic effects such as hair and cloth movement are also an important considera
tion. In real time applications, a frame rate of at least 24 frames per second must be maintained 
to achieve any sense of fluidity. Ideally, even higher frame rates must be achieved, as a higher 
refresh rate reduces latency and increases the sense of “presence” for the viewer [MRWBJ03]. 
This limits the amount of computation that can be done per frame. The rendering of crowds of 
animated characters is computationally expensive; maintaining this real time frame rate means 
that the development of optimisations is of particular importance in this field. Many advances 
have taken place since the development of 3d graphics but despite the continuing increase in 
computing power available, the demand for ever more realistic scenes ensures that these re
sources are quickly exhausted. The global illumination techniques available for use in the film 
industry remain too computationally intensive for real time applications, so developers have 
come up with a number of approximations of these physically based methods, making them 
candidates for use in real time applications.

2.1.1 Character Mesh

In 3D rendering, the most commonly used representation for geometry, be it humans or other
wise, is a polygonal mesh. A polygonal mesh consists of a large number of vertices and indices 
defining the points of a set of polygons. When drawn together, these polygons form a mesh rep
resenting the objects surface, such as a characters skin. The number of polygons that can be 
drawn on screen in real time is limited by the graphics hardware, so the number of objects that 
can be drawn on screen is limited by how detailed they are. As the desire for realism increases, 
so too must the visual complexity of the scene. Current graphics cards can handle scenes with 
over one billion triangles at real time rates (data for an Nvidia GeForce GTX 480), but with 
very detailed characters requiring several hundred thousand triangles, rendering a large crowd 
of characters at this level of complexity is unfeasible.
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Figure 2.1: A: Character represented by mesh of polygons. B: Texture mapped polygonal mesh. 
C: Textured and shaded character. D: Character with skin shader [dLoy].

2.1.2 Texture mapping

Texture mapping, introduced by Catmull [Cat74] is a method for adding detail to a surface, 
which in our case is a polygonal mesh representing a character. In the case of human characters, 
these textures are generally photographs of the character that has been modelled, or designer 
drawn textures in the case of less realistic characters. The texture is loaded into memory as an 
image, with each vertex in the mesh having a texture coordinate corresponding to a part of the 
image in two or three dimensions, thus allowing the image to be applied to the appropriate part 
of the mesh. See Figure 2.1.

2.1.3 Shading

Lighting these characters in real time provides depth cues and adds realism to an otherwise flat, 
two-dimensional scene. The most basic lighting calculation that can be performed is Gouraud 
[G0U71] shading. Lighting calculations based on the Phong [Pho75] reflectance model are per
formed at every vertex of the mesh and the result interpolated across the triangle, resulting in 
a gradient of light across every polygon. For a more expensive but smoother looking result, 
Phong lighting can be calculated per-pixel. There are many different reflection models appro
priate to various surfaces. A detailed breakdown of how these models can be implemented and 
rendered on programmable graphics hardware is offered by Engel [Engo4].
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2.1.4 Skinning

Skin deformation based on an underlying skeleton is a common method used to animate polyg
onal meshes. Linear blend skinning (LBS) is the most common algorithm used to deform the 
mesh, because of its simplicity and speed. LBS suffers from a number of artefacts, such as col
lapsing joints, sometimes called the “candy wrapper” effect. A number of methods have been 
developed to address this problem, such as spherical blend skinning [KZ05], which addresses 
the collapsing effects by interpolating transformations instead of transformed vertex positions. 
Interpolating transformations results in vertices being translated along a curve rather than a 
straight line, thus creating a more plausible deformation. Kavan’s work on skinning using dual 
quaternions [KCZO07] eliminates skinning artefacts by retaining volume during transforma
tions and eliminating the candy wrapper effect. Basic cloth deformation may be achieved by 
the use of skeletal deformation, more complex methods are out of the scope of this work.

2.1.5 Photorealistic Skin Rendering

As a character takes up more space on the screen, we need an enhanced, physically based ren
dering technique to ensure that the character’s appearance is as realistic as possible. Lighting 
models such as Phong and Cook-Torrance [CT81] perform well, but at short distances other 
properties of light’s interaction become prevalent. Skin consists of multiple layers and the inter
action with light and these layers give skin its soft appearance. Light reflecting off a non-opaque 
material may enter the material, reflect multiple times underneath the surface of that material, 
thus causing the material to affect the colour of the light. Some of this light will eventually 
escape the material at a different spot than where it entered.

This was approximated by Beeson and Bjorke [BB04]. Their method involves rendering the 
lighting of the model in texture space, i.e., directly onto the texture, but using the physical data 
of the mesh to calculate the lighting. This texture is then Gaussian blurred a number of times 
to mimic the light scattering softly under the surface. These blurs are added back together in 
different ratios based on the work of [AP81], who measured the scattering of light under the 
skin. Light of different wavelengths scatters differently under different surfaces, so each of red, 
green and blue are added back in certain proportions, thus mimicking the scattering of light in 
layers of skin in real-time.

d’Eon and Luebke [dLoy] developed a shader method for realistic skin rendering by creat
ing the appearance of light scattering in different layers of human skin. They create the sub
surface scattering effect by modelling light diffusion profiles using a combination of gaussian 
blurs with different strengths per wavelength of light. Realistic specular lighting effects and 
light transmission through surfaces is also modelled. Conner et al. [DWd^o8] model the phys
ical properties of various layers of human skin to enhance the calculation of how light interacts
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with each layer and create a more realistic representation of the underlying details in human 
skin. These images are not rendered in real time, but the results may be used to alter scatter
ing profiles in other real-time solutions. Jimenez et al. [JWSGio] model subsurface scattering 
effects and the passing of light through thin areas of the skin such as the ear achieving a real
istic rendering for one face model in real time. Jiminez et al. [JSB+10] adjust facial colour in 
real time based on skin deformation and emotion. These methods are computationally expen
sive, so may only be applied to a small number of characters. They are therefore not usable for 
crowds as a whole, but apply only to foreground characters, where the subtle effects may be 
noticed.

2.2 Rendering Acceleration

As previously stated, polygonal meshes are the most commonly used representation for objects 
in a scene. The requirement for interactivity in applications such as games imposes a limit on 
the number of polygons that may be rendered by the graphics hardware, in order to achieve 
real-time frame rates. As more characters are rendered in a crowd scene, the polygon count 
increases rapidly. A number of approaches may be taken to decrease the number of polygons 
that are rendered per frame, without detracting from the required level of visual complexity 
and realism in the scene.

2.2.1 Culling

Visibility determination remains a difficult problem in computer graphics. Visibility culling is 
the process of removing extraneous detail from a scene as early as possible in the rendering 
pipeline. View frustum culling discards geometry that are outside the camera viewing frus
tum, the region of space in the modelled world in the camera field of view. In view frustum 
culling, if objects do not occupy this space, they are not considered as candidates for render
ing. Occlusion culling is another rendering optimisation method that discards polygons. The 
aim of occlusion culling is to discard any part of the scene that is occluded by geometry closer 
to the camera, as the occluded geometry will not contribute to the final render. Cohen-Or et 
al. [COCSD03] provide a survey of these visibility techniques including occlusion culling and 
back-face culling, where geometry not facing the camera is not rendered. Occlusion Culling is 
the most complex visibility determination to perform, but provides much scope for acceleration 
in high depth complexity scenes. In a city scene buildings provide a high level of occlusion, of 
both static buildings and dynamic characters, offering a large speed up when occlusion culling 
is employed. Teller and Sequin [TS91] divide an indoor scene into rectangular cells, connecting 
these cells through non-occluding portals to build an adjacency graph, used to determine cell
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to cell visibility. The visibility result obtained by this From-Region method remains valid while 
the camera moves inside the current cell, but its computation is only efficient for axis aligned 
architectural models, and hardly applicable for large scale outdoor environments.

Bittner et al. [BHS98] propose a From-Point model, whose results are valid only for a given 
viewpoint. This approach proves to be more accurate than the From-Region method, but at 
the expense of the computational cost. Zhang et al. [ZMHHI97] present hierarchical occlu
sion maps, a From-Point method for visibility culling based on rendering a set of occluders 
to a texture from which lower detail occlusion maps are created. This approach improves the 
performance, but is prone to errors due to the texture discretisation. Andiijar et al. [ASVNoo] 
introduce a method for generation of LOD occluders, which are a series of automatically gen
erated, simplified versions of a mesh that can be used for occlusion tests. More aggressive levels 
of simplification are likely to introduce errors to the rendered image.

Most techniques are conservative, i.e., they overestimate the set of visible candidates to 
ensure a correctly rendered image. The Prioritised-Layer Projection (PLP) algorithm [KSoo] 
is an approximate rendering technique that computes a partially correct image. Klosowski 
and Silva [KSoi] improve upon this method by using image space techniques in order to find 
the remaining visible primitives. Bittner and Havran [BHoi] make use of the temporal and 
spatial coherence of visibility results. This allows them to avoid visibility tests on regions that 
are expected to remain visible, reducing the number of necessary tests per frame. Nirenstein 
et al. [NBG02] present an exact method, where 3D polygons and lines connecting them are 
represented in a 5D space, resulting in a structure that can then be queried from a region in 
space to determine what polygons are visible. Since the algorithm returns an exact solution, it 
is slower than conservative algorithms.

Bittner et al. [BHS98] describe a From-Point visibility determination method. This method 
is based on a binary space partition that generates occlusion volumes with temporal coherence. 
This conservative method has been shown to on average halve the rendering times on tested 
scenes. Wonka and Schmalstieg [WS99] detail a 2.5D method, where visibilty and height values 
are stored in a bitmap. These bitmaps are generated by casting shadow frusta from the camera 
viewpoint. Visibility at points in the environment can then be determined by querying this 
bitmap.

Many of these methods are applicable only to static scenes, providing no visibility determi
nation for scenes of a dynamic nature, such as crowd scenes. Dynamic visibilty determination is 
now becoming more relevant with the development of games with deformable environments, 
where walls or entire buildings may be destructed at any time. Luebke and Georges [LG95] 
subdivide a model into a graph of cells and portals, dynamically determining a visible frustum 
from a cell through a set of connected portals. This allows for fast visibility determination in a 
model that may not be static. This method was improved upon by Lerner et al. [LCCO06] with
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an extension to outdoor scenes in 3D. The partitioning tree for the cells and portals method is 
automatically generated and designed to deal with walls of an arbitrary orientation. Recalcula
tion of visibilty due to alterations in the environment may be done quickly, as the recalculation 
is dependent only on cells in the vicinity of the alteration.

Hillesland et al. [HSLM02] present an implementation of an algorithm using Hardware 
Occlusion Queries which determine the number of pixels rendered to by an object. This model 
is improved upon by Sekulic [Seko4]. Inaccurate query results based on bounding boxes are 
avoided by performing the Hardware Occlusion Query at object level and delaying checking 
the result until the following frame. This is an aggressive culling method that cannot guarantee 
a hole free rendering. The visible errors associated with aggressive methods often increase with 
decreasing frame rate. The use of the Hardware Occlusion Query was optimised by Bittner et al. 
[BWPP04]. Their method approximately subdivides the scene and reuses query results over as 
many frames as possible so as to minimize the number of queries issued. This offers a practical 
approach to the use of Occlusion Queries on arbitrary scenes. A major drawback of these Hard
ware Occlusion Query methods is that they are hardly scalable as their complexity depends on 
the entire rendered environment. Batching and minimising state changes and draw calls, as in 
[MBW08] increases the scalability of Hardware Occlusion Querys dramatically. Guthe et al. 
[GBK06] further optimise the use of the Hardware Occlusion Query by employing a statistical 
model to control the issuing of queries. Staneker et al. [SBW06] reduce the number of redun
dant Hardware Occlusion Queries issued by discovering areas in the scene that are unlikely to 
be occluded and neglecting to test these areas. Hardware Occlusion Queries are less effective 
for crowd scenes, due to the cost of maintaining spatial heirarchies and the large number of 
occlusion tests needed for smaller dynamic objects.

2.2.2 Geometric Level of Detail

Polygonal models offer great scope for optimisation through the use of various LOD tech
niques. The basic aim of level of detail is to make more efficient use of the resources available 
to render an object while maintaining that objects fidelity to the highest possible degree. This 
is achieved by decreasing its complexity as it takes up relatively less screen space. A concise 
overview of level of detail techniques may be found in [LWC^02].

The most basic concept in level of detail is to represent objects at different distances to 
the viewer by polygonal meshes of different resolutions. These can be created by an artist, 
but this can be a time consuming and expensive process, so a number of algorithms have been 
developed that generate a lower level of detail while maintaining an approximation of the object 
that appears as close to the original as possible (see Figure 2.2). Applying level of detail concepts 
to a crowd of characters results in large gains in speed with minimal visual degradation, due
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Figure 2.2: Top row: Mesh representations with high and low levels of detail. Bottom row: 
Same meshes with texture applied.

to the rapid decrease in complexity necessary to represent realistic characters with increasing 
distance from the camera.

Such lower level of detail representations are generated by altering the mesh topology to 
achieve a lower number of triangles. In the context of polygonal simplification, mesh topology 
means the polygonal mesh’s structure. The genus of a mesh is the number of holes described 
by a mesh’s surface. For example, a sphere has a genus of zero and a doughnut has a genus of 
one. The local topology of a face describes how that face is connected to its neighbours. If the 
topology of a mesh is everywhere equivalent to a disc, the mesh forms a 2D manifold.

Algorithms mainly differ in how they handle different manifold or non-manifold meshes. 
Topology preserving algorithms must begin with and preserve a manifold mesh as input, whereas 
topology tolerant algorithms ignore non-manifold sections of a mesh. Topology modifying al
gorithms can close holes in the model and aggregate separate parts of a mesh. More drastic 
modifications can result in huge increases in speed, but often at the cost of severely reduced 
fidelity.

Static simplification algorithms

The traditional approach to mesh simplification involves creating discrete versions of an object 
at different resolutions during a pre-processing phase, as in Funkhouser and Sequin [FS93a]. 
At runtime, an appropriate level of detail is chosen to represent the object.
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One of the first algorithms to simplify general polygonal meshes was developed by Schroeder 
et al. [SZL+92]. A pass is made over a mesh and each vertex is tested as a candidate for a re
moval operation. If a vertex can be deleted without altering the mesh topology, and the newly 
generated surface would lie within a user specified distance of the original vertex, the vertex is 
deleted and the resulting hole re-triangulated. The algorithm continues to operate on the mesh 
until it can remove no more vertices. This algorithm is both fast and topology tolerant.

Rossignac and Borrel [RB93] introduced vertex clustering to robustly handle mesh simpli
fication without requiring a valid mesh topology. The algorithm begins by assigning an impor
tance value to each vertex based on its probability of lying on the object’s silhouette. A uniform 
grid of cells is then imposed on the mesh and each vertex in each cell is collapsed to the most 
important vertex in that cell. The resolution of the grid determines the resolution of the re
sulting mesh. This was enhanced by Low and Tan [LT97] who used a different approach called 
floating cell clustering. This replaces the uniform grid by grading the different cells in the mesh 
with respect to their importance to the overall representation of the mesh, by weighting factors 
such as edge length and local curvature. The vertices in each cube are then collapsed as in the 
original algorithm.

Topology preserving algorithms must preserve an object’s genus, which in some situations 
can drastically limit the level of simplification that can be performed on an object. Topology 
insensitive approaches can alter the genus, but suffer from reduced fidelity as a result of hap
hazardly simplifying the mesh. He et al. [HHK^95] introduce voxel based simplification as 
an attempt to simplify topology regardless of whether it is manifold, in a controlled manner. 
The algorithm samples a volumetric representation of an object with a 3d grid of voxels. It as
signs each voxel a value according to whether or not it is inside the object. A low-pass filter 
is applied to the volume, resulting in another volumetric representation with a lower resolu
tion. Sampling theory guarantees that small, high-frequency features will be eliminated by the 
low-pass filter, therefore gradually removing small holes.

Applying simplification in this manner can result in the loss of detail important to the per
ception of an object. Cohen et al. [CVM+96] introduced simplification envelopes as a means 
to guarantee fidelity while enforcing the topology of the mesh. The simplification method con
structs outer and inner simplification envelopes that enclose the original surface. The envelopes 
are created by displacing the original vertices by a small predefined distance along their normal 
vectors. The algorithm takes a manifold mesh as input and places all the vertices in a queue for 
removal. A vertex is removed if the resulting re-triangulation will not intersect either of the 
simplification envelopes. The algorithm repeats until there are no remaining valid candidate 
vertices. The predefined distance may be specified per vertex to retain certain more salient 
parts of the object.

Cohen et al. [CMO97] extended simplification envelopes by decoupling surface colour and
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normal information from the simplification process. As the object is simplified, the deviation 
of the texture coordinates and normals of the vertex caused by the simplification operation are 
encoded as a deviation metric. This deviation metric is used to update the texture and nor
mal map to represent the correct coordinates. By ensuring that the simplified surface deviates 
from its original texture coordinates and normals by no more than a specified amount, they 
guarantee the fidelity of the simplified object.

The quadric error metric was introduced as a vertex-merging algorithm by Garland and 
Heckbert [GH97]. It uses a vertex-pair operation, which collapses two connected or uncon
nected vertices to a single vertex. In the case of the unconnected vertex there is no removed 
edge, but the surrounding triangles are treated as if an edge collapse had taken place and may 
be merged. The algorithm’s major contribution was the error measurement by which the ver
tices can be ordered for collapsing. A quadric error metric is a 4*4 matrix that encodes the 
sum of squared distances between each vertex and the planes of the neighbouring triangles. 
The error introduced by a vertex-merge operation can be calculated quickly by summing the 
error matrices for each corresponding plane. The algorithm iteratively removes the vertex that 
causes the least error until a specified number of vertices has been reached. Because discon
nected vertices may merge, the algorithm does not require a manifold topology. This enables 
more drastic simplification than topology preserving schemes. An extension to the algorithm 
to handle colour, normal and texture coordinates was presented in [GH98]. These methods 
are not appropriate to animated meshes without further development, as no guarantee can be 
made as to the simplification quality when an object is animated.

Dynamic simplification algorithms

Dynamic simplification algorithms create a data structure encoding a continuous level of detail 
from which a desired level can be extracted at runtime. This approach leads to better control of 
the number of polygons in a scene, resulting in better use of resources. View dependent LOD 
extends this method by selecting the most appropriate level of detail for the current view.

Progressive meshes are a dynamic simplification method, introduced by Hoppe et al. [HDD+93]. 
A progressive mesh is created from an input mesh decimated by a series of edge collapse oper
ations. The result is a base mesh that can be restored into the original mesh by a series of vertex 
split operations,which are the inverse of the edge-collapse operations. Applying a subset of the 
vertex split operations will capture the mesh in an intermediate level of detail. Hoppe uses an 
original metric to maintain fidelity, where the mesh topology is encoded as an energy function 
to be minimised. The algorithm tests all the edge collapses and sorts them into an energy queue 
according to their effect on the energy function. The edge with the smallest effect is collapsed 
and the edges re-sorted. Hoppe also described how to model various vertex attributes such 
as texture coordinates and normals in the energy function, thereby guiding the simplification
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process. Progressive meshes were extended to incorporate view dependency in [Hop97]. An 
efficient implementation method for progressive meshes was provided in [Hop98]. While an 
energy function was used to control the simplification of a mesh, any metric could be used in 
its place, such as the quadric error metric which was extended to handle attributes in [H0P99]. 
Dynamic simplification may be less suitable for rendering of large numbers of objects, such as 
crowds, due to the overhead associated with altering levels of detail.

Image driven simplification algorithms

Image driven simplification by Lindstrom and Turk [LToo] introduces a new metric for sim
plification. It uses edge collapse operations, where two connected vertices collapse to become 
one. The main contribution of the algorithm is the metric used to order the edge collapses. It 
is based on an image-difference calculation. The error introduced by each edge collapse opera
tion is measured by performing a collapse and then rendering the object from 20 viewpoints at 
the imaginary vertices of a dodecahedron. The difference between the renderings is calculated 
as a summed root-mean-square error between the pixels. The approach naturally takes into 
account the difference between silhouette, lighting and texture deviation. The main disadvan
tage of the method is the long execution time due to the render of the object from a number 
of viewpoints. To reduce the cost of this render, Lindstrom and Turk exploited the fact that an 
edge collapse affects only a small area in the rendered image and re-rendered only the part of 
the image affected by the edge collapse. This metric is best applied in cases where the visual 
fidelity achieved by the simplification process is worth the extensive wait. These metrics can 
be useful for animated characters, where a simplified model may be tested over a number of 
frames of animation, preventing the collapse of deformable parts of the object.

Animation driven mesh simplification

The algorithms described thus far are general algorithms that may be applied to any static mesh. 
These algorithms may prove less robust when applied to an object that deforms, such as a char
acter with motion. In the case of humans, if a mesh is simplified in a rest pose, the limbs are 
generally extended straight out from the torso. A simplification algorithm may simplify a limb 
down to a cylinder, as it has no knowledge of how the limb needs to deform. When this limb 
deforms, severe artefacts will degrade the image as the character s skeleton deforms the vertices. 
Therefore, a number of these algorithms have been extended to apply to polygonal meshes that 
deform.

Houle and Poulin [HPoi] extended progressive meshes [HDD^93] to handle skeletally ar
ticulated meshes. However, the algorithm is not specifically tied to any single metric. The 
simplification technique places the mesh in a pose where the limbs are bent to half their maxi-
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mum angle, causing deformation in the mesh. This mesh is converted to a static mesh and the 
simplification algorithm is run. The decimation calculated by the algorithms is applied to the 
original mesh and these levels of detail are animated and displayed at runtime.

Mohr and Gleicher [MG03] introduce Deformation Sensitive Decimation, a mesh simpli
fication technique that is an extension of QSlim by Garland and Heckbert [GH97]. A set of 
samples of the mesh to be decimated is created by sampling the mesh in various poses. The er
ror quadric calculated per vertex by the QSlim algorithm is calculated for every sample in the 
set. When the algorithm is run, the edge collapsed is the one which causes the least error across 
the entire set of samples. The effectiveness of the algorithm relies on having a good sampling 
of character deformations as input. This may be less applicable to more modern approaches, 
where animations may be procedural, or generated at runtime.

A more thorough approach was taken by DeCoro and Rusinkiewicz [DR05]. They intro
duce an algorithm extending QSlim specifically for skeletally animated characters by taking 
into account skeleton structure and vertex weight. DeCoros algorithm incorporates knowledge 
of the mesh’s possible poses into a probability function, calculated from bone positions and the 
weights of those bone influences upon each vertex. The QSlim algorithm is then extended to 
minimise the error introduced into the mesh over all possible configurations, by weighting it 
with the probability function. They achieve this by computing the quadrics for deformations 
and then transforming the quadrics from each configuration into a common coordinate sys
tem. The error metric is then the summation of quadrics over all poses of the mesh.

Huang et al. [HCC06J apply the progressive mesh system to deforming meshes with dy
namic connectivity. Where the original algorithm is applied to a mesh with constant appear
ance, in this paper the algorithm is extended to handle meshes that may deform to new shapes. 
They introduce a new metric. Deformation Oriented Decimation which extends Deformation 
Sensitive Decimation by Mohr and Gleicher [MG03] by adding an additional term to model the 
distortion introduced by morphing the mesh. They call their algorithm Dynamic Connectivity 
Updating, which aims to minimise distortion introduced by the simplification, measured by 
the Deformation Oriented Decimation metric, while maintaining coherency between different 
frames of the morph. The overall idea is to sum QSlim’s quadric error metrics across all frames 
of the morph and coUapse the edges based on this summed quadric.

2.2.3 Sample Based Rendering

By detaching the rendering of the scene from the complexity of the model, detail can be in
creased without the expense of increased processing time. This can be achieved by represent
ing the model with samples of its appearance. This can be especially useful when applied to 
complex crowd scenes of many detailed characters. During rendering, the object is replaced
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f

Figure 2.3: Left: An impostor as seen from the camera and as seen from an alternative view
point. Right: A point based representation at various distances.

by this sampled representation. Sample based representations may be broadly classified into 
image based and point based representations (See Figure 2.3). Image based rendering has been 
extensively applied to the rendering of large crowds of animated characters, due to the savings 
in computational power provided.

Image Based Rendering

Image based rendering methods were developed to replace complex geometry with an image 
representing the geometry at an appropriate point in the scene. Textured Clusters were pro
posed by Maciel et al. [MS95]. A cluster of objects is rendered offline from a number of different 
viewing angles as a pre-process and these renders are stored in a texture. At the lowest level 
of detail representation of the object, the texture can be applied to a plane that is rendered in 
place of the geometry, termed an Impostor. This approach was applied to the rendering of vir
tual human characters by Aubel et al. [ABT98]. They render a human character in their scene 
to a texture and apply that texture to a billboard; i.e. a quad that is constantly rotated to face 
the viewer. That image may be displayed as long as it is still a valid representation.

The impostor must be checked per frame to ensure that it is still valid; i.e. that the image 
being displayed is correct with respect to the viewing angle and the frame of animation. As 
the character’s animation is updated, the distance between the limb positions used to generate 
the impostor and those of the current frame are calculated. If this distance is above a certain 
threshold, the impostor is re generated. The distance threshold can be increased relative to 
the distance between the impostor and the camera, so that an impostor is updated at a lower 
frequency as it is displayed further away from the viewer. As the character rotates relative to 
the viewpoint, the impostor can also become invalid. To solve this the character is updated 
relative to changes in a “view” matrix, corresponding to the transformation under which the 
impostor is seen by the viewer. This saves a vast amount of rendering cost, at the expense of 
update frequency and smoothness.
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This method involves the dynamic regeneration of the impostor image. Large numbers of 
dynamic objects, or rapidly changing viewing angle reduce the effectiveness of this technique. 
Tecchia and Chrysanthou [TCoo] approached the technique by pre-computing the texture in 
a way that shows a good approximation from a given viewpoint. They store pre-processed 
renders from 16 different view points, for 8 frames of a walking animation. By mirroring these 
textures they obtain a total of 32 views of a character for this walk cycle. More viewpoints 
are needed to cater for changes in camera elevation. Loscos et al. [LTCoi] expand upon this 
method by adding dynamic shadows and lighting. The main disadvantage with this method is 
the high memory consumption of the pre-rendered images. Animation variety suffers with the 
pre-processing and memory limitations associated with this method.

Impostors cannot be used at higher levels of detail due to insufficient resolution when they 
are projected to a large screen space. This was addressed by Dobbyn et al. [DHOOosaj. With 
the Geopostor system, previous methods are improved upon by solving the issue of degrading 
image quality at shorter distances to the viewer by building their impostor system on top of 
a geometry based rendering system. The switch between the two representations is based on 
a pixel to texel ratio, where an impostor whose texture is being displayed at full resolution is 
then represented by its original geometry mesh. This allows the user to view the objects at a 
short distance, but allows aggressive use of impostors as a representation with an imperceptible 
switch between the two, by matching the lighting calculations for both geometry and impostor. 
They also enable dynamic colouring and relighting of each impostor in a single pass with the use 
of programmable hardware. Their impostor consists of two impostor textures; a normal map 
and impostor detail image, for each frame of animation. The normal map is used to support 
dynamic relighting, and the detail map is varied by a number of pre-determined colours to 
provide variety in the crowd.

Coic et al. [CLM05] improved upon Tecchia’s method by using different representations for 
the various distances. By using a geometry representation for the highest LOD and switching 
to a layered impostor representation at the second, the speed up offered by impostors could be 
harnessed, while the polygonal representation provided increased fidelity when necessary. At 
the lowest LOD, a single quad impostor was rendered to maximise the speed increase.

Animation imposes many constraints on impostor representations. McDonnell et al. [MNO07] 
have shown that a minimum update rate must be maintained to create the illusion of smooth 
motion. Adding to this the number of viewpoints that must be rendered means that a single 
animated impostor rendered from all the necessary viewpoints takes up a large amount of tex
ture memory, and provides no possibility for varying the animation, as every frame must be 
pre-computed. It was also shown that for walking impostor animations, fewer than 16 views 
were needed to represent a smooth animation. This number increases if the width to depth 
ratio of the impostor is higher.



23 Chapter 2. Background and Related Work

An approach to relieving the texture memory consumption was presented by Kavan et al. 
[KDC^oS] called Polypostors. They split a 3D mesh of a character into separate body parts. For 
the first frame of the character’s animation, each body part is rendered and converted into a 2D 
mesh of polygons, representing an impostor per body part. For subsequent frames, the vertices 
of the 3D polygons are shifted to match the rendered image as closely as possible. At run-time, 
the deformed polygons are composited, creating the illusion of an animated 3D character. The 
advantage of this method is that less memory is needed to store a character representation and 
smooth animation may be provided by interpolation between vertices, though artefacts may 
be introduced for more extreme viewing angles.

Point Based Rendering

Point primitives are another sample based representation that may be used as an alternative 
to polygonal meshes. Point sample rendering can be applied to animated crowds of characters 
as it is a viable method to simplify the rendering of complex models that may take up little 
screen space. Collections of points representing an object may be stored without connectivity, 
allowing them to be rendered in any order, making them more versatile as a rendering prim
itive. 'Ihis gives points potential as a primitive for dynamic simplification of large numbers of 
animated characters, as the overhead of calculating a level of detail is very low. Points become 
a more effective primitive than triangles as the screen space occupied by a triangle decreases. 
In a complex scene, when a polygonal mesh is further from the viewer, triangles begin to rep
resent less than a single pixel when projected to screen space. This leads to a situation where 
the expensive triangle setup and rasterisation becomes inefficient. In this situation, represent
ing objects in the scene with points becomes more appropriate, as points may be rendered as a 
single pixel.

Points were originally proposed as a display primitive by Levoy and Whitted [LW85]. They 
propose to use only points to render geometry, regardless of the primitive used to model the 
geometry. Objects are converted to a point sample representation, and these samples are dis
played using an optimised algorithm. The primitive they introduce is a zero-dimensional point 
with a position, colour and alpha value.

Since the representation of a continuous surface is generated by a discrete set of surface 
samples, methods to close the holes that appear due to the sampling limits have been found. 
The problem was first addressed by Grossman and Dally [GD98]. Their algorithm eliminates 
holes in the rendering by ensuring that the surface is adequately sampled for the current point 
of view. By assuming that the object is to be viewed orthographically, and the target resolution 
is known in advance, a set of samples can be chosen at a density sufficient to represent the 
object.

Pfister et al. [PZvBGoo] represent the object as a set of point samples called surfels. Their
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goal during sampling is to find an optimal surfel representation of the geometry with minimum 
redundancy. They align the sampling to image space and assume an expected output resolu
tion. If this resolution increases during rendering, the resulting holes are filled by applying a 
Gaussian filter to the surfels in image space, covering the resulting holes. In contrast to this, 
surface splatting by Zwicker et al. [ZPvBGoi] renders splats, which are object space ellipses, 
as opposed to only points. In this case, overlapping splats guarantee to provide a continuous, 
hole-free surface. This is in the case of static meshes. Animated meshes would stretch and 
distort the splat topology, increasing the possibility of rendering artefacts.

Animation of point based characters is dealt with by Wand and Strasser [ WSo2a]. A keyframe 
system is chosen to animate the point/polygon hierarchy presented as a rendering solution. A 
separate point/polygon structure is kept for each keyframe of the animation, and this structure 
is interpolated between keyframes to generate a smooth motion.

Point based meshes do not have any explicit connectivity so they are excellent candidates for 
progressive rendering, as points may easily be added to or removed from a mesh representation 
with little overhead, as shown by Wu et al. [WZK05]. Pauly et al. [PGK02] present a method 
to simplify point based meshes. This method applies only to point splat rendering methods, as 
areas that may use larger splats are simplified more aggressively than complex areas.

One important factor in a hybrid point/polygon rendering system is the distance at which 
to switch between a geometric and point based representation. Cohen et al. [CAZoi] provide a 
parameter that may be adjusted to tailor the switching distance to a particular system, whereas 
Dey and Hudson [DH02] simply observe that point beised rendering is faster than geometrical 
rendering and so tend to favour points when possible.

2.2.4 Perceptually Based Simplification

A number of algorithms have taken into account human perception to influence the generation 
of level of detail meshes. Luebke et al. [LHNWoo] use gaze data to simplify textured meshes, 
while Luebke and Hallen [LHoi] order simplifications according to their perceptual impact 
on a mesh to create a best-effort simplification. Williams et al. [WLC+03] employ a contrast 
sensitivity function to simplify meshes based on sensitivity to changes in contrast, thereby re
taining important details. An algorithm inspired by human perception was developed by Lee 
et al. [LVJ05], which strives to capture and retain detail in areas of a mesh determined as visu
ally important. The Root Mean Squared (RMS) error has been used to measure the difference 
between rendered images [LToo]. By determining the RMS distance between images rendered 
from a selection of viewpoints sampled before and after a simplification operation, they can 
order the simplification operations so that the minimum error is introduced to the mesh. It 
is suggested that exploration of other image metrics may lead to better results. Watson et al.
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[WFMoi] perform an analysis of the effectiveness of a number of measures of object fidelity in 
predicting the recognisability of a number of simplified objects. They use both organic models 
such as animals, and man made objects such as planes. This analysis influences our develop
ment of an artefact saliency predictor as detailed in Chapter 4.

One of the more perceptible artefacts, the popping artefact introduced by switching be
tween discrete levels of detail may be disguised in both image space and object space. Switches 
may be disguised in image space by using alpha blending [Lueo3], by rendering both levels of 
detail simultaneously, and blending between them as the distance changes. Giegl and Wim- 
mer [GW07] improve on the errors visible when alpha blending is employed with minimal 
overhead, while the blending method can be further improved by rendering objects of dif
ferent resolutions in separate passes and interpolating between the renderings using visibility 
textures [SW08].

Lee et al. [LVJ05] inspired by human perception, used the idea of mesh saliency in object 
space as a means of measuring feature importance to guide mesh simplification algorithms. A 
saliency map is created representing mean surface curvature. The saliency calculation is based 
on local and large-scale curvatures. This map is then used to weight the importance of vertices 
in a simplification calculation. This resulted in more visually pleasing results in the processing 
and viewing of meshes, compared with using geometric measures of shape.

Eye tracking data was used by Howlett et al. [HHO04] to determine if salient features exist 
in 3D objects and whether or not they can be predicted in advance. An eye-tracker was used to 
capture gaze data. This gaze data was used to maintain areas of an object marked as salient while 
simplifying other areas more aggressively. It was found that the perceptually weighted metric 
led to an increase in visual fidelity of natural objects, but for man made artefacts the opposite 
was true. Confirmation experiments were carried out in [HHO05] demonstrating that with 
natural objects such as cows and birds, the head received a significant amount of attention. 
Schwarz and Stamminger [SS09] model the predictability of popping artefacts visible during a 
level of detail switch with a model of human vision based on image luminance.

2.2.5 Level of Detail Selection

King [Kinoo] suggests that screen space may be a better selection metric than distance, as the 
final size of an object shown to the viewer can be affected by field of view and resolution. It 
has been noted that the resolution of level of detail meshes in real time applications is affected 
by a triangle budget, i.e., the number of triangles that the graphics hardware has the ability to 
display [Lueo3]. To guarantee interactive framerates, speedups may be obtained by balancing 
the rendering effort of the scene as a whole. Funkhouser and Sequin [FS93b] adjust render
ing quality at runtime to maintain an interactive framerate. The cost of rendering each object
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in the scene is balanced against the benefit of rendering that object at a high quality. Costs 
and benefits are precomputed, chosen at runtime, while temporal coherence is exploited to 
amortise the calculation across frames. O’Sullivan et al. [OCV^02] present an integrated LOD 
framework with LOD controllers for Geometry and Motion along with levels of complexity for 
conversational and social behaviour. Characters in the system have a gesture repertoire that 
allows interaction with other characters in the scene. Behaviour LOD allows degradation of 
the generation of these gestures in order to save computational effort for less salient characters.

2.2.6 Exploiting Graphics Hardware

Instancing is a method developed to maximise the use of the GPU and allow the CPU to do 
more work in parallel to the graphics hardware [Caros] ■ There are two forms of instancing, true 
hardware instancing and pseudo instancing. In hardware instancing, an object represented by 
a set of vertices is sent to the GPU along with a list of positions at which this object should 
be drawn. The CPU issues this data once per frame, reducing the number of state changes and 
draw calls that must be made to draw the scene. Issuing draw calls carries a certain overhead, so 
batching objects together offers an increase in parallellism between the CPU and GPU, resulting 
in a potential increase in rendering speed. The second type of instancing is known as pseudo- 
instancing. By aggregating all instances of an object into a single vertex buffer to be drawn 
together, the draw calls are reduced. This still offers a speed-up that competes with hardware 
instancing. Instancing may be applied to any of the representations described so far.

Animations can be catered for in instancing implementations by using skinned instanc
ing as in [Dudoyj. Traditionally, bone transformation data is sent to the graphics hardware in 
floating point registers. To do this for many instanced characters would require more regis
ters than are available, severely limiting the usefulness of instancing when applied to animated 
meshes, especially in the case of large crowds. Skinned instancing involves sending bone trans
formation data in a texture to the graphics hardware, and vertices can be assigned to different 
areas of the texture representing their parent bones. In this way, the register limitation can be 
overcome and animations can be easily re-used across a number of characters. The drawback 
with this method is that it requires a large number of vertex texture lookups for each vertex to 
be skinned. These skinning lookups will also take place for approximately 50% more vertices 
than are finally rendered, as the hardware culling step may only take place after the skinning 
calculation has been performed.
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2.3 Crowd Variety

The ability to render a realistically sized crowd of characters is inconsequential if that crowd 
is not populated by realistic, unique characters. It is not feasible to have a complete crowd 
of individuals modelled by hand for many reasons. Time constraints and the cost of having 
a large number characters along with their textures and motions created, as well as limited 
memory resources make this implausible. As the crowd grows in size, we must re-use as much 
of our library of assets as possible. Reusing the characters as-is results in a repetitive, unrealistic 
looking scene. To mask this, we must create a high level of realistic variation while maintaining 
the number of characters in the scene, thus tricking the viewer into thinking that he is seeing 
something heterogeneous and believable.

In the context of a crowd of characters, there are three main identifiable characteristics that 
may be varied to add realism. The first is the geometry of a character that gives a person in 
a scene his shape. Next is the texture applied to that character, i.e. the image of the skin and 
clothing applied to the character and it’s pattern and design can also be altered. Finally, varying 
the colour of the skin, hair and clothing textures is the easiest and most common approach to 
creating variation in a scene. In this thesis we focus on texture and colour variation as a means 
to disguise asset reuse in our environment.

Figure 2.4: A sample of colour modulation applied to a cloned model.

2.3.1 Geometry

An approach to geometry variation was taken by Dudash [Dudo7], whereby a crowd of char
acters was created by taking advantage of instancing. When a character to be instanced is 
modelled, it is split into a number of body parts by the artist. All the characters share the same 
skeleton but have different body characteristics. At render time, characters are generated by 
being assigned varying body parts, creating the appearance of a varied crowd.
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Allen et al. [ACP03] developed a method that fits a high resolution mesh to a range of 
body scans, and allows morphing of that high resolution mesh between various humans. This 
may be used as an offline pre-process to generate new characters from the existing database of 
characters created by an artist, thus producing more variation in a crowd.

Hernandez and Rudomin [HR06] developed a method for varying the geometry of faces 
on a crowd of characters. Through the use of geometry images, where displacement of a char
acters facial vertices are encoded in a texture, a character s face can be modified to take on the 
appearance of a blend of various faces in the database.

A further element is added to crowd scenes by Thalmann and Musse [TM07] in the form 
of accessories for the characters. Accessories are defined as hats, phones, glasses, bags, i.e. 
anything that is not generally part of a characters mesh, but may be associated with a human. 
These accessories are attached to an appropriate part of the characters skeleton. For example, 
a hat is attached to the head bone of a character, but translated slightly to rest on top of the 
head. Accessories are divided into two groups, accessories that may simply be applied to the 
character, such as glasses, and accessories that require some variation in the animation to look 
natural, such as shopping bags and mobile phones. To alter the animations, the affected limbs 
have new animations applied, such as holding the hand to the ear in the case of a mobile phone 
accessory.

2.3.2 Colour

Colour variation is the most common approach to disguising clones in a crowd, as it is both 
the simplest, and the most efficient method to implement. Colour variation may be imple
mented without much expense in terms of resources required for rendering. Representing body 
parts using the alpha channel of a texture is a common method to enable variation as used by 
[DHOOosb], [GSM05], [TLCo2a] and [dHCSM+05]. This method assigns each body part of a 
texture a different alpha value and converts the texture to grayscale. Generally, grayscale values 
closer to white are used because when a darker colour is modulated, the resulting colour can 
only be dark, whereas a light colour may result in both light and dark colours [TM07]. Colours 
must be modulated within a certain colour space, otherwise the modulation results in colours 
outside of the range of plausibility, such as blue skin or pink eyes.

The standard RGB model for representing colours cannot be effectively modulated, as it is 
difficult to constrain colours in this space. Instead, the HSV (Hue, Saturation, Value) colour 
space is used, which more closely represents natural colour perception. These values can be 
constrained to particular ranges to achieve natural results. The colours that the texture parts 
are to be modulated with are stored in a texture and looked up in the pixel shader, where the 
modulation takes place [DMDK^o6]. Using programmable hardware to perform this modu-
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lation improves upon the multi-pass system of Tecchia and Chrysanthou [TCoo].

2.3.3 Texture

Texture variation can be approached using a number of methods. Dobbyn et al. [DMDK+06], 
add texture variation to an impostor system. The idea of a UV map was introduced, where 
instead of applying details directly to an impostor, a normal map and a UV map were applied, 
where the UV map was a texture consisting of coordinates that could be used to look up a 
diffuse map. This diffuse map was a texture that contained clothing patterns while clever use 
of the UV map for various parts of the impostor meant that impostors could be drawn with 
varying clothing textures.

A similar method to texture modulation is to add a decal to the characters’ clothing as de
scribed by Gosselin [GSM05]. In this paper, a textured and colour varied character has an extra 
image applied as some form of “logo” on the clothing, in this case, a crowd of army characters. 
A decal map and an alpha map for those decals are created, with the alpha map marking the 
position of the decal image. The decal image contains a number of decals side by side, of the 
same shape. When the decal is to be applied an offset may be applied to the lookup to select 
any one of the corresponding decals, further adding to the variation in the scene.

2.4 Perception

Testing human perception with respect to mesh simplification and alternate representations is 
still a surprisingly uncommon approach, considering that every approach directly affects how 
a human perceives a scene.

2.4.1 Low Level Perception

Perception researchers have analyzed motion independent of appearance. Johansson [Johys] 
was the first to introduce a stimulus called a “point light walker” to the community, where 
lights were attached to the joints of humans and their motion was analyzed with only the light 
sources visible. Furthering Johanssons work. Cutting [CK77] found that by using motion cues 
alone, people are able to recognize individuals based only on their walks. Beardsworth [BB81] 
found that even one’s own walking pattern could be identified using this method. This shows 
that different individuals can have perceptibly different gaits, which implies that unique walks 
may be needed in order to create a realistic and varied pedestrian crowd.

Research on the perception of human faces suggests that faces are processed in a different 
cognitive manner than other objects. Studies have indicated that humans possess a face-specific 
recognition system [Far92]. Furthermore, Hochstein et al. [HBHS04] found that faces popped
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out from a background of varied photograph distractors. However, other evidence suggests 
that faces do not “pop-out” during visual search and are not accessed pre-attentively in paral
lel [Not93]. Sinha et al. [SBOR06] investigated factors that influence facial recognition. They 
found that colour, pigmentation and shape were important cues for identifying individuals. 
Wolfe and Horowitz [WH04] state that though faces are a special stimuli, evidence suggests that 
task guidance by faces tends to show that another feature is at work. Galasca et al. [GTE05] 
recognise the importance of skin colour as a top down identification factor. They provide a 
saliency detection algorithm using a skin detector influenced by their examination of colour 
saliency. Cerf et al. [CHEK08] show a high level of predictability of scan paths when viewing 
images containing faces. Participants have a strong tendency towards fixating on faces upon 
the first viewing of an image. This ties in closely with our results in Chapter 3 indicating that 
facial variation is an effective method by which to disguise cloned models.

2.4.2 Rendering Acceleration

Yarbus [Yar67] showed that, even under static viewing conditions, not every object in the field 
of view will capture visual attention. It has been shown that visual attention is largely controlled 
by task [Yar67]. In a series of experiments. Cater et al. [CCW03] proved that it is possible to 
render scene objects not related to the task at a lower resolution, without the viewer noticing 
a reduction in quality. Researchers have tried to exploit this fact, by predicting the focus of 
attention and decreasing the rendering quality or level of detail in the less important areas. Itti 
et al. [IKN98] provided a computational model of visual attention that identifies the possible 
areas of visual attention. Yee et al. [YPGoi] created a hybrid vision model, based on Itti et al. 
combined with spatiotemporal sensitivity [Dal98], in order to significantly accelerate global 
illumination calculations in pre-rendered animations. More recendy, Peters and Itti [PI06] 
developed simple neurally-inspired algorithmic methods to predict where humans look while 
playing video games.

Teo and Heeger [TH94] note that Mean Squared Error (MSE) calculations are inaccurate 
at predicting perceptual distortion. They present a perceptutd distortion error that is more ac
curate than MSE. The Visible Differences Predictor has been proposed to determine the prob
ability that the difference between two images will be detected [Dal93]. Comparisons between 
different image metrics have demonstrated that VDP performed well [RWP+95]. Ramasub- 
ramanian et al. [RPG99] decoupled the computationally expensive spatially-dependent com
ponent of the VDP calculation to increase speed. They developed an error metric based on 
physical data that predicts the perceptual threshold at which artefacts may be detected. This 
led to the development of PerceptualDiff by Yee and Newman [YN04]. PerceptualDiff gives 
a probability for each pixel whether it will be seen as different or not, using models based on
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human perception. It is based on the Visual Differences Predictor and takes into account three 
factors of the human visual system. The first factor describes how sensitivity of the human eye 
to variation in a scene changes with respect to luminance. It also takes into account sensitiv
ity changes changes due to spatial frequency, using the contrast sensitivity function. The final 
component is the detection process which models the masking effects, describing variations in 
sensitivity relative to the signal content of the image. We exploit the Perceptual Diff algorithm 
in Chapter 4 to develop a predictor describing the saliency of artefacts on a simplified animated 
model.

2.4.3 Rendering and Animation Quality

In [HOT98] the effect of model representation on the perception of human motion was evalu
ated. The models tested were a geometric model and a stick figure, with a number of variations 
in motion applied. Users were asked to say whether or not motion, applied to these two dif
ferent representations were “The same or different”. It was shown that the subjects were more 
sensitive to differences in motion when a high detailed character was used for rendering. This 
may impact on the level of detail representations used to render a crowd scene.

Hamill et al. [HMDO05] perform two groups of experiments related to human perception, 
the first evaluates impostor validity for replacing human models, with the results establishing 
thresholds for the distance at which an impostor representation can be a replacement for a 
geometric model of a building. The second group of experiments established the effect of the 
impostor representation on the perception of human motion.

McDonnell et al. [MDCOo6a] perform a perceptual evaluation of level of detail on char
acters with deformable clothing. Six psychophysical experiments were performed, measuring 
the effect of cloth characteristics and update frequency on human perception. The sampling 
density for impostor representations was examined, and the results indicated that the character 
aspect ratio had an effect on the amount of viewpoints necessary to recreate a smooth motion.
It was also found that an impostor based representation was better at depicting deformation 
than a low resolution mesh representation.

The effect of animation was perceptually evaluated in [MNO07], specifically the effect of 
update rate in the perception of smooth motion. Thresholds were determined to produce ac
ceptable smooth motion in the context of human characters. Character velocity and group 
size and motion complexity had a significant impact on the update rate necessary to produce 
smooth motion. Lower pose update rates could be used for characters displayed in the back
ground.

Computer animation researchers have investigated the perception of animated human mo
tion and have developed perceptual metrics for improving the quality of the animations (e.g., [RP03,
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HRvdPo4, WB04]). More specifically, perceptual metrics have also been used for designing 
crowds, with the focus on different level of detail representations and how effective they are at 
replicating the appearance and motion of crowd characters [HMDO05, MDDO^os, MDCOo6b].

2.4.4 Statistical Models

All evaluation of perceptual data in this thesis is performed using ANOVA. The purpose of this 
test is to determine the existence of a statistically significant difference among group means. 
Post-hoc analysis is performed using Newman-Keuls. This test is used for comparisons after 
the ANOVA is found to be significant. We chose to use the Newman-Keuls test as it is generally 
considered more powerful than Tukey’s.

Three basic hypotheses are required to perform an ANOVA [BBii]:

• It is assumed that each group of measurements is obtained from a population with a 
normal distribution.

• Each group is randomly selected and is independent of all other groups. This means 
that the same subjects were not used in more than one group and that the scores of one 
subject will not have an effect on the scores of another subject.

• It is assumed that the variables from each group come from distributions with approxi
mately the same standard deviation.

These hypotheses are assumed to be true in all experiments presented in this thesis.

2.5 Conclusion

We have presented an overview of the related work in the field of computer graphics; level of 
detail generation and selection, the introduction of variety to a rendered crowd in both anima
tion and appearance, and topics on perception that directly relate to crowd rendering. Level of 
detail generation has been discussed in great detail as this topic is a pre-requisite to the creation 
of a large crowd, including geometric level of detail and image based rendering. Our rendering 
system that includes ideas from both methods is detailed in Chapter 5. We have discussed the 
introduction of variety which is most relevant to Chapter 3. This chapter on variation, along 
with Chapter 4 on the topic of level of detail selection uses perception methods that relate to 
the work on perception discussed here.



Chapter 3

Creating Variation

Be yourself; everyone else is already taken.

-Oscar Wilde, Playwright and Poet (1854 -1900)

3.1 Introduction

T
here are a number of limiting factors involved in the development of a real time 
crowd rendering system. Creating a fully varied crowd would require each and 
every character in the system to be individually modelled to achieve the level of 
heterogenity seen in a real life scene. This is not plausible for a large scale render
ing system as we are limited by artist time, costs, and the computational power and storage that 

would be required to implement such a system.
Rendering a crowd must therefore be achieved with limited artist resources, which requires 

model and animation repetition. To convincingly render a large crowd within these limits, we 
must determine how much repetition we can apply before the crowd begins to look unnatural. 
We must also examine what methods we can use to disguise this repetition, and their relative 
effectiveness versus their computational cost. An example of a model with three accessory and 
texture variations is shown in Figure 3.1.

We begin by quantifying the amount of appearance and motion variation necessary to cre
ate the impression of a crowd with no repetition. To do this we perform a series of perceptual 
experiments designed to investigate participants’ ability to spot repetition in appearance and 
motion, testing colour variation as a simple means for disguising appearance variation. We also 
test the effects of motion reuse across characters of various shapes, sizes and genders. This is 
followed by an examination of the relative effectiveness of a number of methods with which to 
disguise repetition versus their computational expense; testing texture, colour, geometry and 
accessory variation.
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Figure 3.1: Texture and accessory variation.

The experiments detailed in the following chapter were carried out in collaboration with 
Rachel McDonnell and Carol O’Sullivan. Together we designed and carried out the experi
ments. I created the experimental framework and rendering and eye-tracking setup, and we all 
jointly wrote the papers.

3.2 Appearance and Motion Variation

In real time environments, a fixed number of template characters are usually deployed to gen
erate large crowds, thus producing Appearance Clones (Ac) that can be easily noticed. As with 
the character models, the same set of animations is typically used multiple times, resulting in 
Motion Clones (Me) that can give the disturbing impression of a crowd of people all moving 
identically.

For these reasons, some researchers have developed approaches aimed at increasing the 
visual variety of humans in a simulated crowd (e.g., [TLCoib, UT02]). While compelling re
sults have been achieved, we must investigate the factors that affect the perception of variety 
in crowds. Such information is essential to allow for effective trade-offs between realism and 
resource wage, by ensuring optimal variety.

We begin with an investigation of the factors affecting people’s ability to identify a single 
pair of clones amongst a number of characters or motions. We then examine the perception of 
variety when the number of a character’s appearance or motion clones (i.e., its multiplicity) is 
increased. The results from these experiments have been used to inform the development of the
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Metropolis rendering system, which is capable of demonstrating the level of variety necessary.
We have also derived some useful thresholds that could be used to balance the variety/re

source trade-off mentioned above, in order to optimise the rendering of our crowds. While we 
concentrate in particular on pedestrian-like crowds, our results should also provide insights 
for many other types of crowds (e.g., stadium crowds or armies).

3.2.1 Assets and Framework

In order to analyse variety in the motion and appearance of crowds, a set of individual motions 
and a set of template models were required. In realtime crowd applications, typically between 
3 and 10 templates are used. For example, the systems in [DMK+06] and [MHY+07] use 4 
and 7 templates respectively. Furthermore, it is within the foreground characters of a crowd 
that lack of appearance variety is most noticeable. Depending on viewpoint and crowd density, 
occlusions and perspective foreshortening mean that only a few characters are close enough for 
their details to be clearly visible. This is especially true for systems that show the environment 
from a first person perspective. Therefore, we chose twenty models as a reasonably conservative 
estimate of the number of foreground characters clearly visible.

Models

We acquired a set of 20 commercially available models that represent a variety of pedestrian 
types: six female and fourteen males; aged young, middle-aged or elderly; wearing both for
mal and casual attire. The diffuse texture maps for these models were photographed from real 
people, so their appearance is very natural. Each model had a single texture map which incor
porated all of the textures for their clothing, skin and hair (See Figure 3.2(a)). Similar to the 
technique used by De Heras Ciechomski et al. [DHCSMT05], we created an alpha map, which 
encoded each region with a unique greyscale value. At run-time, these values were then used 
to index an outfit map, that stored the amount of HSV color modulation necessary for each 
region. A 3D Studio Max plugin was written to assist in the creation of 32 unique outfits for 
each model with varying hair, skin, clothing, and shoe colors (Figure 3.2(b)). HLSL shaders 
were used to generate this variation at run time in pixel shaders, a technique applicable to both 
geometry, point and image based rendering methods.

In [MNO07], it was shown that the sex of a walker could be identified even when using a 
mannequin model, which was itself judged by all participants to be androgynous. We chose to 
use this representation in cases where we wished to analyze motion alone without a distract
ing appearance. This choice was made over point light walkers [Joh73], since spatial cues are 
relevant to the development of a rendering system.

In the real-time system, we used linear filtering on the RGB texture maps, which greatly
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Figure 3.2: (a) Texture map and Alpha map images, (b) Example of the HSV shader being used 
to create 12 outfits.

improves aliasing artefacts. However, when the image was merged with the alpha map, this 
type of filtering resulted in blended alpha values between the seams which caused an incorrect 
modulation value to be indexed. Therefore, we decided to store the RGB image and Alpha 
channel separately as we wished to filter the RGB but not the alpha image. This greatly improved 
the visual appearance of textures with lines close together, such as our model with a checked 
shirt, and eliminated incorrect colors between the seams of the texture map.

Figure 3.3: Examples of crowds where the foreground characters are most visible [Thao6].
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Motions

Since people have unique walks in reality, we motion captured twenty different walks in order 
to have sufficient motion variety. We captured the motions of 14 male and 6 female volunteers 
of varying ages and body types - one for each of the models described above - using a 10 camera 
optical tracking system. Volunteers were not informed as to the purpose of the motion capture 
session. A straight line path was drawn on the floor in the capture area and they were asked 
to walk along this path up to 25 times. We captured a number of walks, but did not tell the 
volunteers when we were capturing them, since we wanted them to walk as naturally as possible. 
Three cycles of the walk were selected and extended to a longer motion clip by repeating the 
walk a number of times and blending between the transitions without artefacts.

Framework

In the Baseline Experiments, characters were displayed in an orthographic matrix format - see 
Figures 3.5 and 3.7. In the Multiple Clone Experiments, all 20 characters were displayed without 
shadows on a grey ground plane in such as way as to optimize their visibility and facilitate 
picking, as can be seen in Image 3.4. The experimental crowd system was developed using the 
OGRE3D open source rendering system'. HSV color modulation was implemented as a HLSL 
program. The experiments were run on a workstation with 2GB of RAM, an 8-series GeForce 
graphics card on a wide-screen LCD monitor. Participants sat at a distance of 57cm from the 
display and they were instructed to maintain this throughout the experiment.

Figure 3.4: Example scene from the multiple clone experiments.

’www.0gre3d.org
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A mouse was used to control an onscreen cursor and participants clicked to select charac
ters, whereupon arrows appeared above the characters’ heads. If an incorrect pair was chosen, 
the arrows remained above their heads for a second and then disappeared, the scene did not 
change and this event was recorded as a false positive. If a correct pair was chosen, the scene 
changed and the reaction time was recorded as the time from the start of the trial until clicking 
on the first of the correct pair. If the participant failed to complete the task within the allotted 
time, the full time was recorded as their reaction time. Between trials a fixation cross appeared 
in the center of the screen, upon which participants fixated until the next crowd scene was 
loaded, thus ensuring that they fixated on the same screen position for every new presentation.

Figure 3.5: Example of the exact clone condition in the Appearance Baseline Experiment.

3.2.2 Baseline Experiments

To ensure we would extract the most relevant data from our appearance and motion experi
ments, we provided a baseline analysis of the factors affecting people’s ability to identify a single 
pair of clones amongst our library of appearances and motions. In particular, we wanted to gain 
insights into whether certain models or motions had characteristics that made it particularly 
easy to detect their clones. This was to allow us to more effectively examine the important 
factors in our remaining experiments.
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Appearance Baseline

Does color variation help in disguising an appearance clone? Are some model types more 
distinctive than others? To find answers to these questions, 15 naive participants from different 
educational backgrounds (11M-4F) took part in an experiment. They were first informed what 
an appearance clone was (using an example of a model not used in the experiment). Then, three 
rows of four models were shown onscreen (Figure 3.5). Two of the twelve slots contained the 
same character and participants were asked to click on them as quickly as possible. A maximum 
of 30 seconds was allowed for participants to make their choice.

To analyse our results, we used a two-way, repeated measures design where the conditions 
were model type (20) and clone type (2). We separated the clone type condition into two separate 
blocks: block one showed a single clone with no color modulation, while block two showed a 
single clone with color modulation. Three repetitions of each condition were shown resulting 
in a total of 120 trials: 20 model types 2 clone types * 3 repetitions. The 120 trials were viewed 
in random order by each participant.

Results
We averaged participants’ reaction times over the three repetitions for each of the mod

els, for the two clone types (exact or color modulated). A two-factor ANalysis Of VAriance 
(ANOVA) showed that there was a main effect of clone type (Ti,,! = 103, p < 0.0001). The mean 
reaction time for identification of exact clones was 5.7 seconds, whereas for color modulated 
clones it was 12.3 seconds. This answers our first question, in that the addition of color modu
lation significantly masked the appearance of cloned models. We therefore decided to use color 
modulated clones in the Multiple Clone Experiments.

A main effect of model type was also found (^19.2x8 = 1.9, p < 0.02) along with an inter
action between model and clone type (^,9,228 = 2-4>p < 0.002). Post-hoc analysis was then 
performed using a standard Newman-Keuls test to further investigate the differences in reac
tion times between the models. It was found that, for the exact clone condition, there was no 
significant difference between reaction times for any of the models. However, in the color clone 
condition, one model was detected significantly less often than some others, which was prob
ably due to the outfits of that model being particularly different from each other. This implies 
that, notwithstanding the main effect of model type detected, this was not due to differences in 
model shapes. As a result, we improved some of the remaining outfit maps manually in order 
to ensure that they were sufficiently different for the following experiments.

Because of the matrix configuration, we were also able to analyze the effect of position of 
the clone pair. For each participant, we split their reaction times for distances along three axes: 
horizontal, vertical and diagonal. Each of these had a value for near and far; near being the av
erage of all combinations that were one space away and far being the average of all combinations 
that were more than one model away from each other. A two factor ANOVA was conducted
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on this data where the conditions were Axis (3) and Distance (2). We found a main effect of 
axis (^2,24 = 5-597 p < 0.02), where horizontal pairs were identified most quickly. Vertical pairs 
were identified second quickest and diagonal pairs took the longest to identify. A main effect of 
distance was also found = 54.13, p < 0.0001), where near models were spotted on average 
in 7 seconds and far in 10 seconds. There was also an interaction between distance and axis 
(P1.14 = 5-597 p < 0.02). Here we can see that once models are far away, the axis has no effect, 
but the near models are seen more quickly when located horizontally and vertically than on 
a diagonal (Figure 3.6). In this graph, error bars are calculated as the square root of variance 
/ count. This remains consistent for all remaining graphs in this thesis. Although we did not 
further investigate this factor during our experiments, we felt that this may be of interest to 
developers of alternative types of crowds, such as in a stadium.

Figure 3.6: Interaction between Axis and Distance. Graph shows average reaction time taken 
to identify a pair of clones in different positions. Standard error calculated as square root of 
variance / count.

Motion Baseline

Are similar motions harder to identify than similar appearances? Are certain gaits more indi
vidual than others? Answering these questions informed the creation of an animation system 
for Metropolis with a necessary level of complexity. It also allows the rendering system to strike 
a balance between displaying unique animations and reusing precomputed animations while 
guaranteeing a certain level of variation. In this experiment, appearance was kept constant 
while gait was varied. As in the Appearance Baseline Experiment, initially three rows of four 
characters were shown onscreen - one of the gaits was cloned and participants were asked to 
click on both as quickly as possible. All other gaits displayed were unique and chosen randomly
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from the 20 motion captured walks. The cloned gaits were displayed in-step and all other mo
tions were randomly out-of-step. However, the first two participants failed to find almost all 
pairs in the time allocated (60 seconds), leading to a duration of almost one hour each. Rather 
than increasing the exposure time, which would make the experiment unacceptably long and 
also change the nature of the task to one of an exhaustive search, we decreased the number of 
models onscreen to three rows of three characters. This proved to be equally difficult so we 
finally decreased the number to just six onscreen (Figure 3.7). Even with this simplification, 
participants stUl found the task of finding cloned motions out of six characters difficult, but the 
reaction times were within the time allotted of 60 seconds. Nine naive participants (7M-2F) 
performed this version of the experiment.

A single factor (i.e., gait) design was used and each of the 20 gaits was cloned for 3 repeti
tions, resulting in a total of 60 trials. The clones were randomly placed in the scene for each 
repetition and the 60 trials were viewed in random order by each participant.

Figure 3.7: Example of final positioning in the Motion Baseline Experiment.

Results
Reaction times for each gait were recorded and we averaged the results over the 3 repe

titions. Average reaction time for this task was 18 seconds. We found a main effect of gait 
(F,5_,33 = 3.6, p < 0.0001) where it was found that three particular walkers were spotted more 
easily than others. On examining these, we found that one was very characteristically male, 
with the palms of the hands facing inwards, which seemed to act as a discriminating visual 
cue. The other two had a distinctive head sway or ladylike steps. The most important result 
here is that motion clones are detected with far more difficulty than appearance clones, suggest-
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ing that appearance may be the dominating factor in our follow-on experiment using multiple 
clones.

3.2.3 Multiple Clone Experiments

In the Baseline Experiments, we examined participants’ performance at detecting single clones 
in a simple orthographic matrix configuration. However, in most implementations of virtual 
crowds, several clones of the same template character will be visible. Therefore, we now describe 
two experiments that investigate the ability of participants to notice such multiple clones in a 
more realistic perspective configuration.

Throughout the experiments, all appearance clones had different outfits chosen from their 
set of 36. Participants were first instructed as to what an appearance or motion clone was, and 
then asked to click on the first two clones that they spotted, as quickly as possible. The trial was 
displayed onscreen until the correct pair was chosen, or 60 seconds had passed.

Our main hypothesis is that increasing the number of clones of a single model or motion 
will make clone pairs easier to find, and our results do in fact illustrate this, with an accompa
nying decrease in reaction times. A summary of the different conditions being tested in each 
of the experiments can be seen in Table 3.1.

Appearance (A) Motion (M)
Ac

AcMc
AcM«

varied, some cloned (C) 
varied, some cloned (C) 
varied, some cloned (C)

no motion 
varied, some cloned (C) 
random, all different (R)

Me
McAr

all same
random, all different (R)

varied, some cloned (C) 
varied, some cloned (C)

Table 3.1: A list of the different Multiple Clone experimental conditions.

Appearance Clone Detection

Will combining appearance clones with motion clones (AcMc), so that each appearance clone 
has the same motion each time, hinder or aid recognition over the case where no motion is 
present (Ac)? Will random motions applied to appearance clones (AcMr) make this harder or 
easier? To explore these issues, twenty-eight participants were asked to match clones based on 
their appearance. Fifteen participants (11M-4F) viewed conditions Ac and AqMc in counter
balanced order, while thirteen others (10M-3F) viewed condition AqMr. All participants were 
naive to the purpose of the experiment and from different educational backgrounds.

For the Ac: Appearance Clones condition, the factors were: number of appearance clones 
(10) and orientation (2). A crowd of 20 models was used throughout the experiment and we 
chose just one model to multiply clone each time. The minimum number of appearance clones
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dispersed among the crowd was 1 and the maximum was 10. Models were oriented either facing 
forward or facing in random directions.

Since we were evaluating appearance only and not motion, we used static meshes in a neu
tral pose. One of the 20 template models was randomly chosen at each trial to be cloned, since 
we were not interested in the differences between models in this experiment. All other tem
plate models in the scene were different. At each trial, the 20 models being used were placed 
randomly into the 20 locations we had allocated for them in a scene where occlusion was min
imized. Three repetitions of each trial were conducted, resulting in a total of 60 trials: 10 num
bers of clones 2 orientations * 3 repetitions. Repetitions were not exact copies of each other, 
as models, outfits and positions of the models onscreen were randomized each time.

For the AcMc: Appearance Clones with Cloned Motion condition, the factors were: num
ber of appearance clones (10) and synchronization (2). The two levels of synchronization meant 
that characters were animated with their characteristic motions either in-step or randomly out- 
of-step. Clones walking out-of-step is typical in many real-time systems, so we wished to know 
how effective a method this is in disguising the clones.

In order to create appearance clones with cloned motion, we applied characteristic gaits to 
the 20 template models from the set of 20 motions captured. One motion was always associ
ated with the same model, and was chosen as a congruent match. This meant that we matched 
the model’s sex with the sex of the actor that performed the motion and we also chose the 
motion based on similarity in size and age between the model and the actor that performed 
the motion. Adding characteristic motions to models is common practice in real-time crowd 
simulations. This is due to the fact that lower level representations often need to contain pre
baked animations so that they can be cloned very often. This is particularly true for impostors 
[TLCozb, DMDK+06, PCM^o6], since images from multiple viewpoints are pre-computed in 
advance for each frame of animation. Three repetitions of each trial were conducted, resulting 
in a total of 60 trials: 10 numbers of clones * 2 synchronization levels * 3 repetitions. Establish
ing how obvious this pre-baked animation is to a participant is valuable to provide an insight 
into how important it is to develop a rendering system that can handle animation variety at low 
levels of detail.

For the AcM^: Appearance Clones with Random Motion condition, the factor being 
tested was number of appearance clones (10), and three randomized repetitions of each con
dition were shown. We chose a model to be cloned and each clone of this model had a random 
different motion applied to it (from the 20 captured gaits). We used 3D Studio Max to retar
get motions from one character to another. Using this technique, foot-plants are maintained 
and gravitational acceleration is altered based on the height of the character. Some artefacts oc
curred when female motions were applied to male characters, which could have been perceived 
as unnatural. However, since this was only particularly noticeable for one of the female walks.
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due to the randomization of trials we are confident that the results were not affected. Further
more, no participant commented on unnatural postures when interviewed post-experiment.

Every model in the scene (including the clones) had a different random motion. The reason 
for testing this factor was that we felt that it might be usable as a strategy for increasing vari
ety. This would not be possible to reproduce for a crowd of pre-generated impostors, where 
multiple viewpoint textures are stored for each frame of animation, since texture memory con
sumption would be too high. However, it would place importance on the development of a 
rendering system capable of handling this animation variety at low levels of detail, an impor
tant consideration for the Metropolis project. Three repetitions of each trial were conducted 
resulting in a total of 30 trials: 10 numbers of clones * 3 repetitions.
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Number of appearance clones

Figure 3.8: Reaction times for static appearance clones Ac (forward facing). Average response 
time to identify clones shown for increasing numbers of clones.

Results
Two-factor ANOVAs were conducted, where number of appearance clones was a factor in 

all conditions. A main effect (p < 0.0001) was found in all cases, with an overall decreasing 
trend in reaction times with increasing numbers of clones. Figure 3.8 shows an example of this 
effect on Ac. A summary of the other conditions, averaged over the number of clones can be 
seen in Figure 3.9.

For Ac, there was a within-group main effect of orientation (Fi,,4 = 18.4, p < 0.0001). This 
implies that models facing in random directions made clones more difficult to spot. For AcMc 
there was a within-group main effect of synchronization (F, ,^ = 5.6, p < 0.04), which showed 
that playing motions out-of-step made clones more difficult to spot than when they were played
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applied applied applied

Figure 3.9: Average reaction time taken to identify cloned models in five different orientations. 
Reaction times averaged over the 10 number of clone levels.

instep.

Comparing Ac with AcMc, we tested reaction times for identifying appearance clones. 
Firstly, we looked at the case where characters were static compared to the case where in-step 
characteristic motion was applied (all facing forward). Surprisingly, we found that the presence 
or absence of in-step motion did not have an effect. However, there was an interaction - 
6, p < 0.0001). Post hoc analysis using Neuman Keuls comparisons showed us that this effect 
was due to the fact that with the minimum number of clones onscreen (1), motion made it much 
more difficult to identify the clone than when no motion was present (p < 0.0001). The average 
reaction time for identification of 1 clone was 13 seconds when the characters were static, and 
27 seconds when the characters were moving (Figure 3.10).

We then tested reaction times for identifying clones in the case where characters were static 
compared to when they had out-of-step characteristic motion applied (all facing forward). We 
found that there was a main effect of out-of-step motion (Pi ^^ = 10.6, p < 0.006), where the 
addition of out-of-step motion made it more difficult to identify appearance clones. There was 
also an interaction (Fj.iie = 6.3, p < 0.0001), which was again due to a single clone making it 
much more difficult to identify^ appearance clones.

Comparing Ac and AcMr we found a between-groups main motion effect (Fi ifi = 19.68, p < 
0.0002), where random motions made it more difficult to identify clones than when the clones 
had no motion applied.

Comparing AcMc with AcM^ we found a between-groups main effect of motion type 
iPi.26 = 8.82, p < 0.008), where random motions disguised appearance clones more than in-
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□ Appearance with no motion

I Appearance with 
in-step motion
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Number of appearance clones
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Figure 3.10: Average reaction time taken to identify increasing numbers of cloned models, with 
the presence or absence of motion.

step characteristic motion. The same test was performed to compare out-of-step characteristic 
motion to random motion and we found no effect. This shows that out-of-step characteristic 
motion is equally effective at helping to disguise appearance clones. This is a useful result for 
crowd systems that use pre-baked animations, such as systems using impostors, where repe
tition may still be disguised with out of step animation. The provision of animation variety 
remains desirable to allow layering of animations, or the creating of a truly varied animation 
system.

Figure 3.11: Models that were most often misclassified as clones.

False Positives
We counted the number of false positives for all pairs, to investigate if certain models were 

confused more often than others. We found that confusion occurred mainly due to clothing. 
For example, we found that our two executive models wearing suits were confused with each 
other often, even though their faces and bodies were very different (Figure 3.11). Similar con-
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fusion occurred for our two models with checked shirts, and for three of the female models 
wearing jeans. We then counted the number of false positives for each participant for each 
number of clones onscreen, and performed an ANOVA on the data. We found a main effect of 
number of clones - 18, p < 0.0001). Post-hoc analysis showed that the number of false 
positives decreased with increasing numbers of clones (ranging from an average of 1.3 false 
positives when one clone was onscreen to 0.1 when 10 were onscreen). We also looked at the 
number of failed attempts that occurred, and found only 2 failures out of all responses. These 
failures occurred when just one clone was onscreen.

Motion Clone Detection

Will motion clone matching at different levels of multiplicity be a much harder task than ap
pearance clone matching? Will motion clones be disguised when appearance is varied? To 
answer these questions, 15 naive participants (9M-6F) from different educational backgrounds 
were asked to match clones based on their motion. The order in which they viewed conditions 
Me and McAn was counterbalanced.

For the Me: Motion Clones condition, the factor being tested was: number of motion clones 
(10). As for appearance, we tested a minimum of one motion cloned once and a maximum of 
one motion cloned ten times. Three randomized repetitions were shown of each condition. 
Motion clones were randomly dispersed among the crowd. All motions were played in-step 
and the participants were asked to use the mouse to click on the first pair of motion clones that 
they spotted, as quickly as possible.

Here we wished to analyze the effect of motion variety independently of appearance, as we 
wanted to see how many motion clones could be placed on the screen before the user noticed 
them. The 20 captured walk motions discussed in Section 3.2.1 were used. We applied these 
motions to the mannequin as we did not want appearance to be an influencing factor. The 
20 animated mannequins were then placed in a scene, facing forward (Figure 3.12). We did 
not wish to test the random orientation condition in this case since we found the task too 
difficult in pilot runs and due to the fact that reaction times were so long for the Motion Baseline 
Experiment.

For the McA^: Motion Clones with Random Appearance condition, the factor being 
tested was number of motion clones (10). This time we wished to test motion clones in a more 
realistic scenario than with the mannequins, so we used our set of 20 models (discussed in 
Section 3.2.1). Three randomized repetitions were shown of each condition. For every trial, 
a motion to be cloned was randomly chosen. The twenty template models were displayed for 
each trial, some with the cloned motion applied and the others with different random motions. 
As before, motions were played in-step, and participants were asked to click on the first pair of 
motion clones they spotted as quickly as possible.
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Figure 3.12: Example of a crowd from Me-

Results
Comparing Me and McAr, we found a main effect of number of clones = 107, p < 

0.0001), see Figure 3.13. The average reaction time for motion clones was far slower than for 
appearance clones (28 seconds). Surprisingly, motion clones were not disguised when appearance 
varied, as reaction times for the blocks with neutral and varied appearance were the same. We 
felt that adding variety in appearance would increase overall variety, as the same motion could 
look different when applied to a different body shape. However, this was not the case since there 
was no difference in reaction times for Me and McAr, so the level of motion variety required in 
a crowd seems to be generalizable and independent of the appearance of the models to which 
it is being applied.

3.2.4 Conclusions

Our main finding is that appearance clones can be spotted much quicker than motion clones. 
This implies that we should focus our efforts more on ensuring appearance variety. It is there
fore worth investigating the relative effectiveness of various methods of disguising repetition 
among a crowd of animated characters. Perhaps the addition of accessories, texture variation, 
or decals would aid in disguising clones [Thao6, DMDK^o6, GSM05]. The implementation 
of each these methods in a real time system would require different levels of computational 
power and storage. Our final rendering system should implement the most effective and prac
tical variation methods, so discovering the effectiveness versus the resources required for each 
will affect the design of that rendering system.

We have also provided insights useful to developers, these results have been used to influ
ence the creation of a set of high quality models for the Metropolis system. Based on the average 
reaction times of participants in the different experiments, we summarized the thresholds for 
motion and appearance clones that would be imperceptible at 5,10,15 and 20 seconds in Ta-
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Figure 3.13: Average reaction time taken to identify cloned motion on models. X axis shows 
increasing numbers of clones in the Motion Clone Detection Experiment.

ble 3.2. These numbers are for a crowd of 20 characters in the foreground of a scene, so while 
they may be used as a baseline, a more detailed analysis, taking into account crowd density 
and level of familiarity attained with the models would be needed to further generalise these 
numbers.

From our Baseline Experiments, we found that all of the models in our set were spotted as 
quickly as each other and therefore it would appear that the model being cloned does not affect 
perceptibility of clones. However, in our Multiple Clone Experiments, we did find more false 
positives between models with similar clothing, so this may be a factor that could be taken into 
consideration when choosing template models. In all cases tested, we found that increasing 
the number of clones of a single model or motion will make clone pairs easier to find, with a 
decrease in reaction times.

Exposure # Appearance clones # Motion Clones
5 seconds 8 10

10 seconds 4 10
15 seconds 2 9
20 seconds none 7

Table 3.2: Summary of thresholds.

Interestingly, we found that the presence of in-step motion did not make the task of finding 
appearance clones easier. Also, having appearance clones with their characteristic motion out- 
of-step is as effective a strategy for increasing variety as applying many different motions to the
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cloned models. This is a useful result, since adding random motion would not be possible to 
reproduce in a crowd created using pre-baked animations. The ability to add random motions 
remains desirable in a rendering, so that animations can be layered, or so that characters may 
take on entirely different behaviours from the surrounding crowd.

3.3 Variation Methods and Optimisations

Figure 3.14: Example scene from front orientation condition.

We have discovered that the effect of appearance repetition dominates over motion, at least 
at higher levels of detail near to the viewer. There are various methods by which we may disguise 
this appearance repetition, the effectivness of which must be examined in order to develop a 
rendering system that will deliver the required level of variation in real time. By identifying the 
most salient parts of the scene and characters, available resources can be concentrated where 
they are needed most.

In our body-part saliency experiments, we investigate whether people focus visual attention 
on certain parts of virtual characters more than others, when asked to assess the variety of a 
crowd. Using an eye-tracking device, we recorded fixations on body parts while participants 
were asked to indicate whether clones were present or not. We tested a range of different human 
characters and found that attention is focused almost exclusively on the head and upper body, 
regardless of the character.

Based on this information, we developed a selective variation method exploiting this knowl
edge and perceptually validated our method. We found that selective colour variation is as 
effective at generating the illusion of variety as full colour variation. We then evaluated the 
effectiveness of four variation methods that varied only salient parts of the characters; facial 
geometry variation, facial texture variation, garment texture variation, and accessories. We 
found that head accessories, top texture and face texture variation are all equally effective at 
creating variety, whereas facial geometry alterations are less so.
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Our results are used to develop the Metropolis rendering system to render real-time highly 
varied crowds, but our results should also be useful in all scenarios where varied crowds are 
needed and resources need to be optimised. A performance evaluation is provided, indicating 
the amount of texture memory, artist time and computational resources that could be saved 
with each method.

3.3.1 Assets and Framework

Figure 3.15: Mesh split into 14 different regions.

A set of 5 female and 5 male models was used in this set of experiments, representing typical 
pedestrian types as in our set of variation experiments; young and middle-aged and wearing 
mainly casual attire. Each model had a single texture map which included all of the textures 
for their skin, hair and clothing (photographed from real people). Since we wished to examine 
characters with all regions varied in this experiment, we manually created 32 unique outfits for 
each model with varying hair, skin, clothing and shoe colour. For the experiment with motion 
alone, we used a neutral mannequin model.

Since we wished to compare fixations on body parts across all of the models, we chose 14 
common areas for each character mesh, rather than using the same regions as encoded in the 
alpha map. Figure 3.15 illustrates the 14 body parts that were used: head, upper and lower torso, 
upper and lower left and right arm, pelvis, upper and lower left and right leg and left and right 
foot.

Eight characters were displayed on a grey ground plane with no shadows. They were ar
ranged so that they appeared as large as possible on-screen, with no occlusions (Figure 3.14).
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Figure 3.16: Participant in the motion saliency experiment.

Figure 3.17: Example scene from side orientation condition.

We used an SMI Eyelinkll eye-tracking device to record fixations in our experimental 
crowd system. The eye-tracker is accurate to within 0.5 degrees of visual angle. The eyes were 
both tracked at soohz and we recorded the xy screen coordinates of fixations. A ray was then 
cast from the fixation point into the scene to determine the exact body part of the character 
that was being attended to. To account for slight inaccuracies in the fixation point, we did a 
nearest-neighbour search on the 100 pixels surrounding the fixation point, to determine the 
closest body part.

Participants sat at a constant distance of 60cm from the display. This distance was main
tained by instructing them to place their head on a chin-rest for the entire experiment (Fig
ure 3.16). The chin-rest was also useful for minimising head drift, which increased the accu
racy of the eye-tracking. When a participant fixated on one of the 14 body regions of one of



53 Chapter 3. Creating Variation

Figure 3.18: Example scene from back orientation condition.

the character meshes, the duration of the fixation was recorded and stored for that region. We 
also recorded the number of individual fixations on each region. Characters were displayed 
on-screen such that the visual angle subtending the smallest body region was within the range 
of accuracy for the eye-tracking device used.

3.3.2 Appearance Experiment

Fourteen volunteers (8M-6F) participated in this experiment. All were naive as to the pur
pose of the experiment and from different educational backgrounds. During the experiment, 
participants wore an eye-tracking device in order to record the necessary data.

They were first informed as to what a colour modulated clone was (using an example of a 
model not used in the experiment). Then, two rows of four models were shown on-screen. The 
minimum number of colour clones dispersed among the crowd was zero (i.e., all different) and 
the maximiun was 5. Models were static and oriented forwards in a neutral pose that allowed 
all body parts to be fixated on. For each trial, participants were asked to answer the question: 
“Does this scene contain clones? Yes or No”. We chose the task of identifying clones as it is the 
areas that are focused upon when a clone is spotted that we are most interested in disguising.

Participants indicated their decision by clicking the left or right mouse button, whereupon 
the screen automatically changed to perform head drift correction between each trial. We dis
played 15 trials where clones were present (5 number of clones * 3 repetitions). Since the task 
was to indicate the presence or absence of clones, we added a further 15 trials where no clones 
were present (all 8 characters were different) in order to ensure that a bias towards answering 
“yes” did not occur. The 30 trials were viewed in random order by each participant. All clones 
were colour modulated, and the cloned character was chosen randomly at each trial. All other 
non-cloned characters in the scene were different from each other.

In order to test the effect of orientation, three blocks of conditions were tested. In the first 
block, all characters were oriented facing forwards (Figure 3.14). In the second block, they
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were orientated facing to the right, and in the third block they faced backwards (Figures 3.17 
and 3.18). Participants viewed the blocks in random order, to avoid ordering effects.

As previously discussed, we hypothesised that people would focus on the heads of charac
ters when the their faces were visible (orientated facing forward). When oriented away from 
the camera, it seemed likely that the head would not be focused on as much. Furthermore, we 
predicted that the torsos of the characters with logos on their shirts and the legs of characters 
wearing shorts or skirts would also be salient.

Results
Unless otherwise stated, for all of our experiments we performed a two-way repeated mea

sures ANalysis Of VAriance (ANOVA) for main effects with post-hoc analysis using Newman- 
Keuls comparisons of means.

Participant Accuracy
First, we analysed participant performance in the task of detecting the presence or absence 

of clones. We averaged participants’ results over the number of repetitions, for every number 
of clones. We then performed a two factor ANOVA on the data, where the conditions tested 
were orientation (3) and number of clones (5). We found no effect of orientation, which implies 
that participants were equally accurate regardless of the orientation of the character. We found 
a main effect of the number of clones == 23.96, p < 0.00001) (Figure 3.19). This effect was 
due to the fact that for the case where one clone was present, participants answered incorrectly 
significantly more often than for all other numbers of clones (p <0.0005 in all cases). Further
more, in the control case (where there were no clones on-screen) there was a false positive rate 
of 10%. False positives probably occurred due to participants mistaking similar characters for 
clones.

One metric that can be used to analyse eye-fixation data is the average duration of all fixa
tions on a region [HH98]. We first looked at the average fixation duration on each of the body 
parts for each orientation, averaged over the number of clones on-screen. A two factor ANOVA 
was performed, where the factors were orientation (3) and body part (14). A main effect of body 
part was found (Fi3.i69 = 30.26, p < 0.000001) (Figure 3.20). Post-hoc analysis showed that the 
head was fixated on significantly more often than any other body part. The upper torso was the 
next most significantly fixated on. All other body parts were fixated on equally often, except 
for the lower torso which was fixated on more often than the right foot (p <0.05 in all the above 
cases).

There was no main effect of orientation. However, a body part-orientation interaction did 
occur (F26,338 = 9-oi> P < 0.000001). Post-hoc analysis showed that this effect was due to differ
ences in the length of time spent fixating on the head and upper torso for the three orientations 
(Figure 3.21). We also found that: the head was fixated on more often in the Side than in the
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Figure 3.19: Y axis shows Percentage of “clones present” responses. X axis shows number of 
clones present on screen.

Front or Back orientations; the Upper Torso was fixated on more often in the Front and Back 
than in the Side orientation; and the head was fixated on more often in the Front than the Back 
orientation (p <0.00005 in all cases).

We also performed a two factor ANOVA on the fixation duration data, where the factors 
were number of clones (6) and body part (14). We found that fixation patterns on body parts 
did not change with the number of clones. However, as expected, the length of time they were 
focused on decreased with increasing numbers of clones.

We also recorded the number of times that participants fixated on different body parts [LRTS03]. 
Based on this data and inspection of the eye-movements recordings, we found that the total du
ration times discussed above were made up of multiple fixations. This implies that participants 
did not stare at the salient parts for long periods of time. Rather, they fixated for short periods 
and performed saccades regularly between characters to scan the crowd for clones.

Percentage fixations
Before testing whether different body-parts were focused on for different characters, we 

first normalised duration values (because some characters may have been displayed more often 
than others due to random selection). We thus calculated percentage fixation durations for each 
body part for each character.

We first collapsed the values over orientation and then performed a two factor ANOVA 
where the conditions were body part (14) and character (10). As before, the same main effect 
of body part was found (fy.ieg = 23.36, p < 0.00001). There was also an interaction between 
character and body part (F,,7.1521 = 2-i3) p < 0.00001). From observing the graphs it was found
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Figure 3.20: Fixation duration main effect of body part over all orientations. Y axis shows 
average fixation duration in milliseconds. Labels: L, R, 1 and 2 represent Left, Right, Upper and 
Lower respectively.

that the interaction was mainly due to either the head or the torso being viewed more often 
than the other, but no particular reason for this difference was obvious. No other body part 
was focused on significantly more than the head or the upper torso. This result implies that 
the bottom half of the body is almost never focused on, regardless of whether the character is 
male/female or wearing trousers, skirts or shorts.

First Fixation Point
The first fixation point in a scene can be a good metric for attention capture [Hen92]. We 

performed a two factor ANOVA on this data where the conditions were orientation (3) and 
body part (14). A main effect of body part was found (^,3,169 = 28.36, p < 0.000001). Post-hoc 
analysis showed that the first fixation was most often on the head (Figure 3.22), followed by the 
upper torso, then the lower torso (p < 0.0005 in all cases). The head, upper torso and lower 
torso were fixated on first an average of 36%, 25% and 10% of the time. For all other body parts, 
the percentage of first fixations was between 0% and 6%.

A main effect of orientation was not found, but an interaction between body part and ori
entation was (Fi6,337 = 7-3»P < 0.000001). Post-hoc analysis showed that this interaction was 
due to the same differences in Head and Upper Torso as above (p < 0.05 in all cases). Addi
tionally, it was found that the lower torso captured fixations more often for the Back view than 
for the Side or Front views (p < 0.05 in both cases).



57 Chapter 3. Creating Variation

Head Torsol

Figure 3.21: Interaction between orientation and body part showing the change in fixation du
ration for the head and torso depending on character orientation.

Appearance and Motion Experiment

Characters in crowd simulations often have cloned motions as well as cloned appearances. The 
most common approach is to assign each template character its own characteristic motion. 
In this experiment, we wished to determine if the salient regions of characters with cloned 
appearance were affected hy their cloned motions.

We know from previous point light experiments that motion is a strong cue for individuality 
[CK77, BB81]. It is possible to identify an individual based on their walking motion alone. 
Therefore, we hypothesised that adding a characteristic motion to our characters could possibly 
change the fixation patterns of participants.

Fifteen new participants (10M-5F) took part in this experiment. All participants were naive 
to the purpose of the experiment and from different educational backgrounds. Each of the ten 
character models was matched with one of the ten walk motions captured. A clone in this ex
periment had cloned motion and appearance. All characters faced forward and cloned motions 
were played in-step. All other experiment conditions were as in the previous experiment.

A single factor ANOVA was performed on the results which showed a main effect of body 
part (F,3, 182 = 33-59> P < 0.000001). Post hoc analysis showed that this was due to the head 
being fixated on significantly more often than any other body part, followed by the upper torso 
ip <0.00005 in both cases).

In order to gain insight into whether or not motion had an effect on what was being fixated
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Figure 3.22: First fixation main effect of body part over all orientations. Y axis shows the average 
number of first fixations when a scene is displayed. X axis corresponds to each body part tested.

on, a between-groups two factor ANOVA was performed comparing this data to that of the 
front orientated static condition. The factors were body part (14) and motion (2). We found no 
significant effect of the presence or absence of motion and no interaction (Figure 3.23). This 
implies that the characters visual appearance completely dominated, and cloned motion had no 
effect on where participants fixated.

Motion Experiment

In our next experiment, we isolated the effect of cloned motion in order to determine whether 
the same body parts were fixated upon as in the previous cases.

Fifteen new naive participants (9M-6F), from different educational backgrounds, wore an 
eye-tracking device in order to record their fixations. A neutral mannequin model was used in 
this experiment so that participants could focus on the motion alone. Two rows of four man
nequins were displayed on-screen (Figure 3.24). The experiment procedure was identical to 
that of the previous experiments, except that motions were cloned rather than models. We did 
not test orientation in this experiment as preliminary trials with the mannequins facing to the 
side or backwards proved too difficult. Therefore, the mannequins always faced forwards, and 
clones were displayed while walking in-step. Participants were informed as to what a motion 
clone was, using an example of a walk motion not present in the experiment.
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Figure 3.23: No main effect of the presence or absence of motion. Y axis shows the average 
fixation duration per body part during the “clones present” task. X axis shows each body part, 
with and without motion.

Results

Fixation Duration

A two factor ANOVA was performed on average fixation duration data, where the con
ditions were body part (14) and number of clones (5). A main effect of body part was found 
(^13.195 ~ io-44> P < 0.000001). This effect was due to the pelvis and lower torso being fixated 
on equally often and significantly more than on any other body part {p <0.0005) (Figure 3.25). 
A main effect of clone number was also found = 13.55, p < 0.000001). As before, this was 
due to an increase in time spent fixating on a scene, the fewer clones there were on-screen. An 
interaction also occurred (^65,975 = 2.62, p < 0.000001). The number of clones shown had more 
of an effect on fixation duration for the body parts that had most fixations overall (pelvis and 
lower torso).

These results indicate that when the appearance of the characters is the same, but their 
motions are cloned, the head and upper torso are not fixated on at all, but rather the middle 
region of the body. This is interesting considering recent research that indicates that hip sway 
is an important factor for detecting the differences between male and female gaits [JT05]. With 
this in mind, we averaged the fixation duration values over the sex of the walker, in order to 
determine if participants fixated on different areas for male and female walkers. A two factor 
ANOVA was performed on the data where the conditions were body part (14) and sex of walker
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Figure 3.24: Example scene from the Motion Experiment.

(2). As before, a main effect of body part was found. However, we found no effect of the sex of 
the walker and no interaction, meaning that the pelvis and lower torso were fixated on equally 
often, regardless of the sex of the walker. This indicates that the sway of the character could be 
an important factor to vary in order to create variety in walking motions, particularly for scenes 
where appearance variation is necessarily low (e.g., a crowd of business people wearing suits).

Validation

The results of this set of Saliency experiments showed that the head and torso are the most 
salient features of virtual character models. Using this fixation information, we propose a 
method for selective body-part variation, where only the colour of salient body parts are varied. 
To test the feasibility of this approach, we compared clone detection performance on crowds 
exhibiting different types of colour variation.

Experiment Procedure

Ten naive volunteers (8M-2F) from different educational backgrounds, of whom none had par
ticipated in the previous studies, took part in this experiment. A full set of twenty different 
template models (including the ten from the previous experiment) was used. Exacdy 20 char
acters, some of whom were clones, were displayed in four rows of five characters, each placed 
so that they were optimally visible. In [MLD^oS], reaction times for clicking on pairs of clones 
were used as a measure of how effectively clones were disguised. We use this same metric in 
order to determine the effectiveness of varying only certain body parts. Participants were asked 
to click on the first pair of clones they saw in the scene, as quickly as possible. Reaction times 
were recorded for each trial.

Randomly dispersed amongst the twenty characters in the crowd were 2, 4, 6 or 8 clones. 
The model chosen to be cloned was random for every trial, and all other characters in the scene
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Figure 3.25: Main effect of body part in Motion Experiment. Y axis shows fixation duration 
during the “clones present” task. Labels: L, R, 1 and 2 represent Left, Right, Upper and Lower 
respectively.

were unique, with randomly chosen outfits. The condition that we wished to examine in this ex
periment was variation type (4). The four variation types that we used were: no variation (which 
meant that clones were identical),/«// colour variation, selective salient body-part colour vari
ation and inverse-selective body-part colour variation (which meant that salient parts were not 
varied, but all other parts were). In order to maintain the natural appearance of each character, 
variation was based on the alpha regions that incorporated the head and upper torso areas.

Four repetitions of each condition were displayed, resulting in a total of 64 randomly viewed 
trials: 4 numbers of clones * 4 variation types * 4 repetitions. We hypothesised that the exact 
clones and inverse-selective clones would be spotted the quickest, with selective salient and full 
variation clones being more difficult to detect.

The average reaction times for each of the variation types were found for each participant 
(averaged over the number of clones). A single factor ANOVA showed a main effect of vari
ation type (^3,27 = 29-65,p < 0.00001) (Figure 3.26). Post-hoc analysis showed that there was 
no significant difference between exact and inverse-selective variations, which took on aver
age 3 and 3.9 seconds for participants to detect clones. Furthermore, there was no significant 
difference between selective and full variations, which took on average 7.7 and 8.8 seconds for 
participants to identify clones.

Significant differences were found between selective and both inversive-selective and exact.
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and between full and both inversive-selective and exact (p < 0.0005 in all cases). This implies 
that, even though the small difference between full and selective variation may become signifi
cant with more participants, it is clear that only varying the colour of salient body parts is almost 
as effective at disguising clones as using full colour variation. Also interesting to note is how the 
inverse-selective method was no more effective than exact. This implies that varying the lower 
half of the body does not produce additional variety.
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Figure 3.26: Main effect of variation type. Y axis shows average reaction time, measured in 
seconds for the clone identification task with different variation schemes employed.

3.3.3 Selective Variation Experiments

With our eye tracking experiments we have shown that some body parts attract more attention 
than others. Varying the colour of these parts alone is as effective as varying the full body. 
Colour variation is very easily achieved in a pixel shader with very little memory or processing 
overhead. There are alternative methods of creating variation that require more resources, but 
must be tested to determine their effectiveness. We now evaluate several popular methods 
for disguising the salient regions of virtual humans. In order to provide useful guidelines for 
the development of a rendering system, we analyse the effectiveness and practicality of these 
techniques in terms of user perception and rendering costs.

Selective Variation Techniques

In order to disguise the salient regions of the characters, we use several different variation tech
niques. The torso was disguised using top garment texture variation. This involved storing three 
different top textures for each character, created from photographs of real clothing. In order
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Figure 3.27: Facial texture variation.

to disguise the face, we tested three different techniques. The first was facial texture variation, 
which involved converting each model’s face textures into a generic texture space, where all 
facial features of each model were in full correspondence. Then, a number of images that could 
be blended in realtime with these base textures were created, with beards for the males and 
make-up for the females (Figure 3.27).

Ihe second technique was facial geometry variation. Two displacement maps were gener
ated for each character. Different values were used to alter the characters’ cheekbones, eye
brows, nose, mouth and chin. We hand-picked the maps in order that the face appeared as 
different as possible to the original, whilst retaining a natural appearance. The final technique 
tested was accessories, which have been used in the past to vary the appearance of charac
ters [Thao6]. Two different pairs of glasses were stored for each character, along with a hat 
and hairstyle. In order to maintain the natural appearance of our characters, we chose acces
sories that would look plausible on pedestrians.

We hypothesised that accessories would be most effective at disguising clones, in particular 
the hats and hairstyles since they change the silhouette of the characters’ heads. We also ex
pected that the top garment texture variation would be more effective than the face texture or 
geometry variation since the garment occupied a much larger area than the face.

Testing Variation Methods

Twenty naive participants volunteered for this experiment (12M-8F). Ten characters were dis
played on the screen in perspective. A single randomly chosen character in the crowd was 
cloned, and participants were asked to find them as quickly as possible. We recorded the re
action time from the start of the trial until the first character of the correct pair was clicked. 
False positives were also recorded. We ensured that there were always five male and five female 
characters on-screen so that a larger number present of one sex could not be used as an indica-
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tor of the sex of the cloned character. The randomly chosen character was always displayed as 
the original and its clone was disguised using the condition being tested. All other characters 
were given a 50% chance of being displayed in their original state or of being varied using the 
condition being tested.

This experiment was split into 6 blocks, each consisting of 15 repetitions of the condition 
being tested. Block 1 tested the exact clone condition, where the cloned character was identi
cal to the original. This condition was included to allow participants to become familiar with 
the characters and the experiment setup. This block was always shown to participants first as 
a training block, and all other blocks were shown in random order, to avoid ordering effects. 
Block 2 tested the colour clone condition, where all characters were colour modulated, includ
ing the chosen character and its clone. We included this condition as the baseline or control 
case.

All characters in blocks 3 to 5 used colour modulation, since this technique is the simplest 
to implement and commonly used in crowd systems. Block 3 tested facial texture variation, 
where the cloned character was disguised using a blended beard or make-up. Facial geometry 
variation was used to disguise the clones in block 4, while top garment texture variation was 
used in block 5. In block 6 we tested 3 repetitions of 5 accessory types: glasses, hat, hairstyle, 
glasses and a hat, and glasses and a hairstyle.

Exact Colour FaceGeom Access. Top Tex Face Tex

Figure 3.28: Main effect of variation type. Y axis shows average reaction time taken to identify 
a pair of clones. Different variation types are displayed along the X axis.

Results: We gathered the reaction times from each of the participants for each of the vari
ation types, and averaged over the 15 repetitions. A two factor ANOVA was performed on 
the results where the conditions were body part (14) and variation type (6). A main effect of 
variation type was found = 17.49, p < 0.000001), as shown in Figure 3.28. As expected.
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the exact clones were easier to spot than any other variation type, followed by colour variation 
clones (p <0.005 in all cases). Facial geometry was the next easiest to detect (p <0.01 w.r.t. 
facial texture and top texture). Finally, accessories, facial texture and top texture variation were 
found to be equally effective at disguising clones.

In order to determine if the different accessory types had an effect, we ran the accessories 
block on a further 9 participants so that this condition was viewed by 29 participants in total 
(19M-10F). We averaged over the 3 repetitions and performed a single factor ANOVA on the 
results, shown in Figure 3.29. A main effect of accessory type was found (^4,1,2 = 3 69, p < 0.01). 
Post hoc analysis showed that the addition of glasses along with a change of hairstyle was more 
effective at disguising clones than any other accessory type (p <0.05 in all cases).

Figure 3.29: Main effect of accessory type. Y axis shows average reaction time taken to identify 
a pair of clones. Different accessory types are displayed along the X axis.

We summed the number of false positives that occurred for each experiment block, for each 
participant. A single factor ANOVA showed a main effect of variation type (F,,,, = 5.64, p < 
0.0005), where exact, colour, and facial geometry clones had fewer false positives than all other 
variation types (p <0.05 in all cases). Figure 3.30 shows that female characters were rarely 
confused with male characters, and vice versa. Furthermore, some male characters were more 
often confused than others (Figure 3.31).

Testing Orientation

Face texture variation proved as effective as top garment variation and accessories from the 
front viewpoint. However, from certain orientations (such as the back) this type of variation 
would not be effective at all since it would not be seen. Since orientation affected the dura-
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Figure 3.30: False positive confusion matrix. Fi - F5 are female models and Mi - M5 are male 
models. The blank areas of the graph show that males were never confused with females and 
vice versa. The data was accumulated from all trials for all participants (1500 trials in total).

tion of fixations on head and torso differently in the Saliency experiments, we ran a further 5 
experiment blocks to test this effect. Fourteen naive volunteers (5F-9M) viewed the 5 blocks 
in random order to avoid ordering effects. Blocks 1 and 2 tested accessories from the side and 
back respectively, blocks 3 and 4 tested top garment texture variation, while block 5 tested facieil 
texture variation from the side only.

Results
For the back orientation, we found a main effect of variation type = 14.65, p < 0.005),

due to the fact that top garment variation made clone detection significantly more difficult than 
variation using head accessories (Figure 3.32). This is consistent with the results of the Body- 
Part Saliency experiments, where it was found that the torso was focused on more often than 
the head for the back orientation. There were no interesting effects for the side orientation.

3.3.4 Testing Crowd Variation

In this experiment, we tested the effectiveness of selective variation techniques on a large crowd, 
using a more general task involving the perception of variety.

Twenty-five naive participants volunteered for this experiment (11M-14F), and viewed a 
series of lo-second movies depicting large crowds. They were informed that a set of character
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Figure 3.31: The character on the left was most often confused with the two characters to his 
right.

models had been cloned to create a crowd of 360 characters, and that different techniques had 
been used to disguise these clones. However, they were not shown examples as we wanted their 
unbiased reaction to the level of variety present. The task was to indicate on a 5-point scale the 
level of clones that they thought were present, ranging from hardly any to lots of clones. We 
tested whether adding selective texture variation, head accessories, and increasing numbers of 
template models enhanced variety. Twenty-seven movies were shown to each participant in 
random order: 3 variation types (colour, colour -1- selective texture, colour + selective texture + 
accessories) * 3 templates numbers (2, 4, 6) * 3 repetitions.

Results: We gathered the results from each of the participants and averaged over the 3 rep
etitions. A two factor ANOVA was performed on the results where the conditions were varia
tion type (3) and number of templates (3). A main effect of the number of templates was found 
(^2,46 = 3i-57> p < 0.00001). As expected, crowds using increasing numbers of template models 
were judged as having fewer clones (p <0.0001). There was also a main effect of variation type 
(F2.46 = 35-67, p < 0.00001). Post hoc analysis showed that incrementally adding selective varia
tion results in fewer clones being detected in a large crowd. Post hoc analysis showed that crowds 
using only 2 templates with colour, texture and accessory variety were considered to be equally 
heterogeneous to those using 6 templates with colour variety only (Figures 3.33 and 3.34). This 
shows that using selective variation techniques can significantly reduce the number of template 
models required to create a varied crowd.
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Figure 3.32: Back and front orientation reaction times. Y axis shows average reaction time 
taken to identify a pair of clones. Different variation/orientation combinations are displayed 
along the X axis.

3.3.5 Performance and Conclusions

For cloned characters using colour modulation alone, the advantage of using selective variation 
is that it takes less time to create the HSV outfit maps and the encoding of the alpha channel 
regions. Per model, it takes on average 30 minutes to outline the alpha channel regions of the 
image. This time would be reduced significantly if only the top half of the character needed 
colour modulation. Furthermore, it takes up to 5 minutes per outfit map to create natural 
looking HSV offsets, which could also be reduced.

Selective body texture variation proved effective at disguising clones. The advantage over

Figure 3.33: (left) crowd using 6 template models with colour variation only, (right) crowd using 
2 template models with colour, texture and accessory variation. Y axis shows user responses, X 
axis shows variation combinations.



69 Chapter 3. Creating Variation

Figure 3.34: Results from Crowd Experiment. C = colour variety alone, C+T = colour + texture 
variety, C+T+A = colour + texture + accessories.

using full texture variety is the reduction in texture memory and the cost of commissioning 
textures. Currently, 3MB of memory is needed to store a 1024 * 1024 RGB image. A single 
512 1024 RGB image could be stored for the lower half of the character, per template model. 
Multiple 512 * 1024 RGB images could then be stored to create a range of different textures for 
the top half of the character. Figure 3.35 shows the amount of texture memory saved by using 
selective texture modulation rather than full texture modulation. For large crowds with many 
cloned templates, this represents a significant saving.

Facial texture variation proved as effective at disguising clones as body texture or head ac
cessories. It is also the least resource intensive and the least computationally expensive of the 
three methods. If the texture coordinates of all faces are in the same texture space (as with our 
models), only a single set of facial textures is needed, which can be blended with the original 
textures at runtime with minimal computation. Alternatively, the facial textures could be pre
blended into the original texture with an extra face texture stored for each variation required. 
This method is applicable to both polygonal and image based methods.

Head accessories proved as effective at disguising clones as the face and top texture varia
tions. Although accessories add to the realism of the crowd, there is a computational overhead 
due to the additional polygon count and animation updates. We have developed our render
ing system with this in mind, that accessories be used sparingly for added realism, but that 
face and body texture variation be used more extensively to create the impression of a varied, 
heterogeneous crowd.

Interesting to note is how facial geometry alterations were not found to be very effective 
at disguising clones in our experiments. However, Sinha et al. [SBOR06] did find that shape
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Figure 3.35: Texture memory consumption reduction for selective texture variation based on 
one character cloned.

alterations hindered face recognition. It is possible that either the distance at which the charac
ters were displayed had an effect, or perhaps changing the overall shape of the head may have 
been more effective than altering the proportions of the facial features alone.

3.4 Discussion

From our series of perceptual experiments we have gained a number of useful insights that have 
been used to inform the development of a rendering system capable of a high level of variety. 

Summary of effects:

• Appearance clones were easier to detect than motion clones

• Increasing clone multiplicity reduced variety significantly

• No appearance model was more easily detected than others

• Certain gaits were more distinctive than others

• Color modulation and spatial separation effectively masked appearance clones

• Combined appearance/motion clones were only harder to find than static appearance 
clones when their cloned motions were out-of-step

Appearance clones were also harder to find when combined with random motions
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Motion clone identification was not affected at all by appearance, even with random ap
pearances

Selectively varied clones were as difficult to spot as their fully varied counterparts

Facial texture variation proved as effective at disguising clones as body texture or head 
accessories

Head accessories proved as effective at disguising clones as the face and top texture vari
ations

We have discovered that it is more important to vary appearance than motion. Our render
ing system must place more importance on appearance variation, including methods to vary 
colour, along with clothing and facial textures. We have used our guidelines to optimise the 
variation generated, concentrating solely on the upper torso and head of the characters. An ac
cessory system has also been developed based on the results, allowing the sharing of a database 
of accessories among the characters. The rendering system is also capable of a high level of 
animation variation, as though out of step animation is sufficient to aid in the disguising of ap
pearance clones, a level of animation variety has been shown to aid in creating the appearance 
of a truly varied crowd. Also, the addition of accessories such as mobile phones necessitates 
the alteration of animations.



Chapter 4

Level of Detail

Everything should be made as simple as possible, but not simpler.

-Albert Einstein, Physicist (1879 -1955)

4.1 Introduction

F
rom our variation experiments we have gained information on how to effec
tively render a highly varied crowd. The ability to render this varied crowd at a 
massive scale is constrained by the triangle throughput of a graphics card, i.e. the 
speed at which a card can process triangles to draw a frame. Though processing 
power is increasing, the demand for this power is also rising as developers discover ways to use 

it to render increasingly realistic scenes. Development has reached the stage where photoreal
istic images may be rendered in real time on commodity hardware [JSG09] [dLoy]. Rendering 
techniques such as these must be restricted for use at only the highest levels of detail to achieve 
a sense of realism without using all of the available rendering resources.

To increase the scale of our crowds to massive sizes, we must concentrate on optimisiation 
of lower levels of detail, as in large scale scenes lower detail characters are more numerous. Here 
we can make optimisations such as reducing the complexity of polygonal meshes, therby con
serving the triangle budget, animation optimisation to reduce CPU processing time, simplified 
shaders to optimise the vertex processing pipeline, or image based methods to completely re
place a polygonal mesh with a temporal and spatial representation of that mesh. We can make 
the biggest saving by neglecting to process characters that will have no effect on the final image, 
e.g., those that are outside of the cameras field of view or those that cU'e occluded by other parts 
of the scene.

These simplifications must look perceptually close to the high quality meshes from which 
they are derived. This can be achieved by placing the simplified representation at a position in
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the scene where the simplifications will go unnoticed. This position is usually chosen based on 
distance from the camera, thus neglecting factors such as occlusion provided by other parts of 
the scene. We begin by developing a level of detail selection method, used by all Metropolis 
subsystems that benefit from level of detail employment. This selection method is much faster 
than the traditional method of lookup by distance from the camera, and takes scene culling 
and clipping information into account, returning a very accurate level of detail value for every 
character in the scene.

We enhance this level of detail assessment with a density calculation, which allows us to 
determine the level of occlusion provided by a group of characters, providing an opportunity 
to reduce the detail with which a character is rendered in an area occluded by a crowd. This 
density calculation can be quickly and accurately calculated from the same structure used for 
the level of detail calculation, and provides a unique density value for every character in the 
scene.

These level of detail selection methods return a range of values with a very high granularity. 
To properly utilise this granularity we need a rendering method that is capable of displaying 
a high range of levels of detail, in triangle budget and rendering quality. Associating these 
level of detail values with a position on screen at which these simplifications will go unnoticed 
is a laborious task, one which would benefit greatly from an investigation into the saliency 
of the artefacts introduced by these simplifications. This information would also allow us to 
commision a more appropriate set of models appropriate to this level of simplification.

We have performed a series of perceptual experiments designed to investigate the factors 
that make simplifications perceptible by dividing a simplification error into its constituent fea
tures, lighting, texture and silhouette. This will assist us in more accurately placing meshes 
in a scene. The results from these experiments have also been used to tailor the design of our 
rendering system, designed to hide the most salient artefacts down to the lowest levels of detail.

This work was carried out in collaboration with Sebastien Paris, who was the research fellow 
working on the behaviour system for Metropolis at the time. Sebastien designed the unified 
LOD method and I developed the density evaluation system. I implemented the alternative 
methods for occlusion culling. We jointly carried out the evaluation of the methods and wrote 
the publications.
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4.2 Level of Detail Selection

Metropolis is intended to provide a realistic simulation of very large crowds, requiring the de
velopment of multiple subsystems including behavioural simulation, animation and rendering. 
Each of these subsystems require a certain level of processing power to achieve a realistic simu
lation. The computational bottlenecks in each require optimisation in order to achieve accept
able performance levels. The most well-known solutions are geometric culling, which disables 
the rendering and animation of non-visible objects; and graphical level-of-detail (LOD). Cur
rent methods for LOD selection and occlusion culling are discussed in Chapter 2.

Our aggressive environment culling algorithm allows for precise visibility tests. The envi
ronment culling algorithm is based on a two dimensional representation of the environment. 
Our Unified Level-Of-Detail (ULOD) model also takes visibility into account, while adding a 
negligible computation cost to the simulation.

4.2.1 Topological environment culling

Our environment culling technique uses the same environment representation as is used for 
our virtual human behaviour simulation [PGO09]. This representation produces a set of cells 
that exactly map the Metropolis city environment. The amount of cells generated is propor
tional only to the environment’s geometrical complexity, and not to the culling precision re
quired. The algorithm used to generate this cell representation is similar to constrained Delau
nay triangulation, which provides an environment description as a graph whose nodes are the 
triangles and edges are the borders connecting two triangles. The data from the environment 
used to populate the graph representation is limited to buildings with a height not less than 
the maximum height of the camera, as this is a 2D culling solution. This is 25 metres in our 
environment.

An additional property of our input environment representation is that both its edges and 
nodes may be tagged with semantics (See Figure 4.1). These tags define edges and nodes as rep
resenting real areas or boundaries such as building and park, or utility labels such as camera 
boundary, which can be queried to prevent the movement of the camera through a building, or 
outside of the bounds of the environment. The same input environment can then be exploited 
in different ways by various algorithms thanks to semantic filters: a virtual human path plan
ning algorithm considers a building to be uncrossable and prefers not to go through a park; a 
camera movement cannot traverse either a building or a camera stop edge and our culling algo
rithm will only consider building edges as visibility constraints. Pseudocode of the algorithm 
may be found in Appendix B.



Figure 4.1: Input triangulated environment with edge semantics: “building” in red, “park” in 
green.

Culled environment representation

We organise the culling information in a specialised structure, storing the minimum distance 
to visibility obstacles per angle intervals around the camera position Cpos (See Figure 4.2).

This representation allows us to perform culling requests with a complexity of 0(log^ i), 
where i is the number of stored angle intervals. The computation and data access of this struc
ture can be further optimised by rounding the managed angles. We round the angles with a 
one degree precision (n^/180) in Metropolis, resulting in a maximum of 360 angle intervals, and 
therefore a maximum of 9 tests per visibility evaluation. As the culling frustum used is wider 
than the camera field of view, this rounding does not introduce occlusion errors.
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Figure 4.2: Graphical culled representation: only green areas are visible. CPos is Camera Posi
tion.

Topological culling algorithm

The culling algorithm is based on a traversal of the input graph. We begin by defining a set 
of edge semantics in order to distinguish the edges that occlude visibility or not. If an edge 
defines one of the specified semantics, it is considered to be occluding. Then, a depth first 
search is performed on the topological graph, starting with the cell containing the camera. For 
each encountered edge, the visible environment is deduced by intersecting the input visibility 
arc and the frustum produced by the edge’s segment, with two possible results:

• The intersection is null, meaning that the edge is not visible and therefore the algorithm 
recursion ends (purple edges in Figure 4.3);

• An intersected frustum is found which is used for the remainder of the search (green 
triangles in Figure 4.3) and the edge’s semantic is tested:

- The edge is non-occluding, so it is traversed by the algorithm (steps 1,4,6 in Figure 
4-4):

- The edge is an obstacle so the visible part of the edge (red in Figure 4.4) is processed 
to fill the culled environment representation.

To complete the culled representation, the visible part of any encountered obstacle edge is 
subdivided to a level dependent on the desired precision. For each subdivided part, a quadrant 
is created whose occlusion distance is the maximal distance between the camera’s position and 
the obtained segment part. This quadrant is merged into the culled environment representation 
by always keeping the smaller occlusion distance (as shown in Figure 4.2).
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Figure 4.3: Culling example. Solid edges are occluding, dotted are not; purple edges are not 
processed; green areas are visible. C is Camera Position.

4.2.2 Unified Levels-Of-Detail

We manage LODs for all simulation sub-systems: rendering, animation and behaviour, central
ising their description and speeding up their computation and retrieval. In this model, each 
sub-system LOD is defined relative to the visibility of an area, distinguishing clipped and culled 
information.

Three sets of distance intervals are used:

• Visible set describes the LOD’s absolute variation in the visible part of the environment, 
i.e., the areas within the occlusion distance and inside the cameras FOV (green in Figure
4.5);

Clipped set describes the LOD’s absolute variation in the areas which are within the oc-
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Figure 4.5: Culling example in our test environment (102 angle quadrants). Only red edges 
are considered occluding, other ones being simply traversed by the algorithm. The green areas 
cover visible parts inside the camera FOV, the red areas being for the clipped parts.

elusion distance but outside the cameras FOV (red in Figure 4.5);

• Occluded set describes the LOD's relative variation with respect to either the visible or 
clipped LOD after the occlusion distance.

ULOD computation

The Unified-LOD (ULOD) computation is done in three successive steps, with a final fourth 
step being the LOD retrieval by an agent.

Dist. LOD A

<10

<20 1

<40 2

< 00 3

Dist. LODB

<20

<25 1

< 00 2

Dist. LODC 1

<5

< 00

Figure 4.6: Input LODs unification. On the left, 3 input LODs (A, B, C); on the right, the corre
sponding unified LOD.



79 Chapter 4. Level of Detail

Dist.

Visible

SIO m■ clipped

S20 ■ Dist. A B

S40 2 1 SIO 3 1

< 00 3 2 <cx> 3 2

Occluded

Dist. A B

<5 +1 1^'

SIO +2 +1

< 00 .3 "2

(a) Source ULOD arbitrary example.

Culled a Culled b

Dist. A 1 B Dist. A B
<10 Copied LODs SIO 3 1
S14 1 ■ -ji

Occlusion distance S27 3 2
S19 2 0 Relative LODs £32 4 2
S24 3 1 £37 i 3

< 00 4 2 < 00 4

(b) Culled results. Used culling parameters: (a)
14m in FOV (using visible input set); (b) 27m out 
FOV (using dipped input set).

Figure 4.7: Per quadrant culled LOD computation.

The first step is the only non-automated one, where each sub-system’s LODs are specified. 
Step two consists of merging all the LODs into a unique ULOD (see Figure 4.6). Step three 
updates the quarters obtained by the environment culling by computing local culled LODs (see 
Figure 4.7). A culled LOD is a unique set of distance intervals extracted from the ULOD sets as 
follows:

• determine the quadrant visibility, then copy either the visible or clipped intervals from 
the ULOD-,

• add an interval Ig marking the quadrant’s occlusion distance;

• add the relative intervals from the ULOD’s occluded set. Each interval distance and LOD 
value is added to the value stored in Ig.

The results of this process may be seen in Figure 4.7.

ULOD extraction

Now that local LODs have been computed for the entire surrounding environment, the final 
step consists of retrieving the LOD values for each of the simulated agents. We have imple
mented three successively slower and more accurate extraction methods (see Figure 4.8): direct 
access, smoothed, and anticipated. The occlusion data is retrieved as part of the unified level of 
detail. Because of this, a radius representing the bounding radius of the character being tested 
is tested against during the extraction.
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The direct access method is the fastest as it directly retrieves the LOD values based on a 
given position Pa around the camera Pq. First, the distance between the characters position 
and the camera is computed: Da = ||f’c^yi||- The angle Oa between PqPa and the X axis is then 
computed. This angle is used to select the appropriate quadrant in the culled environment 
representation. Then, Da is used to retrieve the LOD values in the quadrants local culled LOD. 
Both searching operations, for the quadrant and the distance interval, are logarithmic with 
respect to the number of stored elements.

Figure 4.8: Three methods to retrieve a ULOD: direct, smoothed, anticipated. The covered an
gles and corresponding distances are shown in green for each method.

The smoothed method allows extraction of the best LOD covering a localised area in the 
environment. The typical usage of this method is to avoid LOD oscillations for static or slow 
agents as well as for far dynamic agents that may be on the border of two LOD values. The 
selection takes into account two configurable radii: for the angular smoothing, R2 for the 
distance smoothing. First, the smoothed distance is computed as D\ = Da - Ri- Then, the 
smoothing angle ds = arcsin(l?i/D^) is computed as the tangent from Pc to the circle of centre 
Pa and radius R,. All the quadrants covered [0,4 - 0s; + 0s] are tested, selecting the best
LOD value retrieved. This method’s computational complexity is 0{q),q being the number of 
tested quadrants.

The anticipated method extracts the best LOD covering a small time displacement of a dy
namic agent. The typical usage of this method is to avoid LOD oscillations for nearby dynamic 
agents who may be entering and leaving the camera’s field of view. The computation is done 
in a similar way to the smoothed method, by projecting the agent’s position through time us
ing his velocity vector V^: all the quadrants covered by the agent’s movement are tested, for a
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configurable duration of dt (we use 2s in our simulations). The LOD values are extracted for 
each tested quadrant and the best value is kept on a per sub-system basis. This methods com
putational complexity is O(q.s) with q the number of tested quadrants, and s the number of 
managed sub-systems’ LODs.

4.2.3 Complexity and Scalability

Num Agents
------ 2000

—1000

— 500

Elapsed Seconds

Figure 4.9: ULOD calculation times for a 30 second walkthrough. X axis shows timesteps, Y axis shows 
time taken in milliseconds to calculate ULOD sets for the currently visible environment.

This representation allows us to perform culling requests with a complexity of ©(log^ i), 
where i is the number of stored angle intervals. The computation and data access of this struc
ture can be further optimised by rounding the managed angles. We round the angles with a 
one degree precision (rr/180) in Metropolis, resulting in a maximum of 360 angle intervals, 
and therefore a maximum of 9 tests per visibility evaluation. Figure 4.9 shows the time taken 
to perform this evaluation for increasing crowd sizes. To extract the occlusion and level of de
tail values we use three methods of decreasing complexity with increasing distance from the 
camera. Direct access is logarithmic on the number of stored angles. Smoothed access is of the 
order 0{q), q being the number of tested quadrants. The anticipated method, for locomoting 
agents close to the camera is of the order 0{q.s) with q the number of tested quadrants, and 
s the number of managed sub-systems’ LODs. Figure 4.10 shows time taken to evaluate and 
extract LOD and Occlusion data for increasing numbers of agents during a 30 second walk
through.

As crowds scale up, the majority of the crowd is in the distance, using the direct access
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Num Agents 
—2000

— 100c
^—500

Figure 4.10: ULOD extraction times for a 30 second walkthrough. X axis shows timesteps, Y axis shows 
time taken in milliseconds to extract LOD and occlusion data for all agents.

visibility extraction method. Therefore the complexity remains close to 0(log(M)) where n 
is the number of agents in the scene. With a per agent evaluation time of 1.5 microseconds, 
our method has the capacity to evaluate occlusion and level of detail values for huge numbers 
of agents. We were able to increase the overall performance of each of our real-time subsys
tems by an average factor of 5.8, thereby allowing real-time fully controllable crowds of 8,000 
individuals in large environments (See Figure 4.11).

Figure 4.11: Real-time crowds examples.
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4.2.4 Conclusion

We have developed an aggressive crowd culling system that is based on a two dimensional en
vironment description. We have also implemented a unified level of detail model that returns 
level of detail values of a very high granularity. The culled environment representation de
scribed helps to make our ULOD model both computationally efficient and accurate. Another 
novelty is the scalability of the algorithm, whose complexity only depends on the visible sur
rounding environment, and not on the entire environments size. The algorithm also handles 
environmental semantics in order to deduce the occluding geometry, thus allowing specific 
environment items (such as window transparency) to be dealt with efficiently.

We are limited to two dimensions, so our culling method works only when the camera is 
limited to the height of the smallest building in the vicinity. To allow the use of an unrestricted 
camera, our method must be extended to work in three dimensions. Currently, occlusion data 
is ignored when the camera is above the height of buildings in its vicinity.

4.3 Density based LOD control

The rendering of crowds of characters is constrained by a triangle budget, limiting the number 
of characters that may be drawn while maintaining a real time frame rate. Instead of achieving 
real time frame rates by managing the level of detail of each character individually, high fram- 
erates may be guaranteed if detail is balanced over the crowd as a whole. Hess et al. [HDKoo] 
have shown that visual acquity decreases with foveal crowding, that detail percieved decreases 
as spatial proximity of objects reduces. We have presented a method that returns a very fine 
grained level of detail value for any character in the scene, based on distance from the camera, 
along with clipping and culling information.

We exploit this method by altering the rendering quality of objects in relation to the density 
of the surrounding crowd. By performing a fast Delaunay triangulation of the positions of all 
agents to be rendered, we are able to quickly extract a density value for the area surrounding 
each character. The reason for using Delaunay triangulation is that with this method we can 
obtain very precise values for each character in the scene, as opposed to another deploying 
scene subdivision method, such as quadtrees, which would mean grouping not necessarily re
lated characters together with less accuracy. For the lowest level of detail, this density value can 
be used to individually tailor the level of detail at which each character is rendered. The system 
allows us to place a limit on the number of primitives used to render our characters, regardless 
of crowd size. Limiting the number of rendering primitives allows us to achieve a consistent 
rendering framerate.
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4.3.1 Resource Distribution

Instead of considering a single character as one element of the set of rendering resources, we 
consider each character to be part of a group sharing a pool of rendering resources of a fixed 
size. Then, the problem becomes how to share the resources used to render each agent, replac
ing the constraint on the total number of manageable agents with a constraint on the available 
rendering resources. We have found it possible to automatically distribute resources over all 
the agents to display given an initial pool of resources, thereby facilitating real time rendering 
of crowds of very large sizes.

Distribution

Instead of naively distributing the resources over all the agents in a scene, we achieve an opti
mised rendering based on the following observations:

• Areas of high character density will have pixel overdraw, where numerous samples project 
to the same pixel;

• Areas of low character density will have less overdraw, so will need more rendering prim
itives per character to create a higher quality rendering;

• Characters closer to the camera will need a larger number of rendering primitives, to 
achieve realistic details;

• Characters further in the distance will need fewer rendering primitives.

These observations can be capitalized upon by distributing the initial pool of rendering 
primitives relative to each agent’s level of detail, accounting for the camera distance, and by 
taking into account local crowd densities. This is only possible with a rendering system capable 
of a very high level of detail granularity. The method we propose is computed in four successive 
steps, allowing a fast and accurate distribution of an initial pool of P primitives:

• the agents’ positions are triangulated, obtaining a spatial subdivision which will be used 
to compute the size of a local group around each agent;

• the vertices of the triangulation are ordered by increasing camera distance;

• the obtained set of vertices is subdivided in G groups with increasing numbers of agents, 
each group being allowed to use P/G points;

• the rendering primitives are then distributed over the vertices of each group, according 
to the group’s pool of primitives and to the size of the groups associated with each vertex.
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Triangulating the agent positions

Triangulating the positions of all agents allows us to characterise the amount of personal free 
space around each agent. This free space will be used directly to characterise the agents’ density 
property; the more free space around agents in the area, the lower the density of the crowds in 
that area.

As in our unified level of detail calculation, we use Delaunay triangulation [Yvio9, She96] 
(Figure 4.12), where each vertex represents at least one agent. Multiple agents are grouped 
together into one vertex when the distance between them is lower than a parameter D (we use 
D = 1.5m in the Metropolis system). The triangles surrounding each vertex then represent the 
available free space shared by the agents of all connected vertices. A density value f can then 
be extracted for each triangle T, see (Figure 4.12) using Formula 4.1.

f{T) =
AgentCount (Vertex (T, v)) 

Surface (r) (4.1)

Figure 4.12: Characterisation of the density in each triangle after triangulation, white for near 
null density; gradient from green to red for low to high densities. The high per-character ac
curacy achieved by the Delaunay trianguation is clear.

This density value can be used to determine the free space around each vertex, which will 
be used to distribute the rendering primitives. A triangle’s surface is considered to be equally
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shared between all the agents of its three vertices. A vertex free space a is then computed using 
Formula 4.2.

Y, Agg"tCount(V) 
feTrianglesC V)

(4-2)

Extracting groups of agents

In order to optimise the primitive distribution based on the distance to the camera, we create 
groups of agents with decreasing levels of detail. To do so, we first order the triangulations 
vertices by increasing distance from the camera. We order the vertices instead of the individual 
agents for two reasons: first, the number of vertices is lower than the number of agents because 
of the grouping performed by the triangulation, thus reducing the computation time of the 
ordering operation; second, all the agents of a vertex share the same free space value and are 
almost equally distant from the camera, allowing the same point distribution to be used for all 
of them.

Once the vertices are ordered, we subdivide them into G successive groups containing an 
increasing number of agents N{g): we use in our simulations G = 10 groups with N{g) fol
lowing a geometric progression ( such as N{g) = 2^. ). Each obtained group is
assigned a local pool of the total primitives P, i.e., L = P/G to distribute across its agents. Con
current to the groups’ creation, the total free space F of all the vertices composing the group g 
is computed, which will be used for the final distribution: F{g) = SveVertices(^)

Final primitive distribution

Once each group of agents is determined, the final primitive distribution can be performed. The 
algorithm iteratively analyses each vertex of the group, with the same number of primitives p 
assigned to all the agents grouped in the vertex with Formula 4.3.

piV) =
L.crjV)

Pig)
(4-3)

Figure 4.13 illustrates this distribution with circles using a variable radius proportional to p( V).

4.3.2 Complexity and Conclusions

To maintain framerates at higher crowd sizes we must place a limit on the number of primitives 
rendered and resources used per frame. We tested our primitive distribution method with a 
point based rendering system as detailed in Section 5.2. Denser crowds cause the level of detail 
to drop off sharply when close to the camera, but for less dense crowds we can maintain both a
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Figure 4.13: Resource distribution according to density: the bigger the radius of an agent, the 
larger the number of used primitives.
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Group
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Figure 4.14: Timings for Delaunay Triangulation. Y axis shows time taken to perform calcula
tion. X axis shows increasing number of agents.

high level of detail and a high framerate, as the lower density results in a more efficient use of 
our level of detail representations.

The complexity of the triangulation algorithm is 0(n) where n is the number of charac
ters in the scene. This complexity may be decreased by grouping larger numbers of characters 
together with increasing distance from the camera. The current implementation is of benefit 
only for smaller numbers of agents, below 10,000, as above this the triangulation cost is higher 
than allowable to maintain a consistent framerate. The time taken to triangulate character po
sitions increases linearly with respect to the number of characters in the world, but as density 
changes slowly it needs to be calculated at a low HZ. Also, the triangulation need only be per
formed on visible agents, alter occlusion culling, as opposed to all the agents in the world. For a 
client-server style architecture, density calculations would be performed for an entire world on 
the server side and be valid for every connected client. For numbers as large as 10,000 visible 
agents, the update time remains as low as 90 milliseconds (see Figure 4.14). Density calculation 
and group extraction is a negligible calculation, with no dependency on the number of agents 
in the triangulation (see Figure 4.14). The effectiveness of this primitive distribution method 
depends entirely on the rendering system to which it is applied, as that rendering system must 
be capable of a high number of levels of detail. The cost of a level of detail switch must also be 
taken into account. Progressive mesh representations would benefit from a high level of detail 
granularity selection method such as this, but the cost of calculating intermediate detail levels 
would need to be low to benefit from the implementation of such a method. One obvious op
timisation to be made is to adjust the parameter D that is used to group agents into vertices so 
that D increases with distance from the camera. This would make the triangulation time more 
efficient than linear with the number of visible agents in the scene.
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4.4 Simplification Artefacts

Development of a system capable of a high number of levels of detail necessitates the creation 
or generation of a number of level of detail representations for each and every character asset. 
Generating these assets will take an artist a certain amount of time, and determining the posi
tion at which they should be placed in a scene also involves a certain amount of labour. Some 
knowledge of the perceptibility of the artefacts introduced by a simplification would assist an 
artist in creating the level of detail representations, and could be used to inform a metric to 
assist the placement of these meshes in a scene.

In order to aid the development of such a tool, we have performed a comprehensive study 
of the artefacts that are produced as an inevitable effect of LOD simplification of characters, 
focussing on the most common types: texture, silhouette and lighting anomalies. We also tested 
the effect that animation has on accentuating or masking simplifications. It is difficult to quan
tify the relative and cumulative effects of different errors, so the novelty of our study lies in the 
fact that we propose methods to simulate each artefact separately, and test their effects both in 
isolation and cumulatively.

In addition to providing useful guidelines for developers of games and other interactive 
applications, we test a popular perceptual metric to assess its suitability as the basis of an au
tomated metric to estimate the screen space at which a LOD simplification will go unnoticed 
when applied to a human character mesh. Development of such a metric would be of particular 
use for automatic model placement and LOD generation.

4.4.1 Artefact Separation

To correctly examine the effects of a level of detail simplification, we must determine the levels 
of perceptibility of the different artefacts introduced by that simplification. We define the three 
major rendering artefacts introduced by mesh simplification to be texture, silhouette and light
ing. For animated meshes, other artefacts may be introduced if detail is not maintained around 
areas of high deformation, but this may be avoided by careful simplification.

To independently assess the effect of each artefact type; texture, silhouette and lighting, we 
have developed a method to generate meshes displaying only one of each of these artefacts. 
To ensure that we are not creating arbitrary simplifications, we base our introduced artefacts 
on data from artist simplified and automatically simplified meshes. By isolating each of the 
artefacts, we can test what individual effect they have on the perceptibility of a Level Of De
tail (LOD) simplification. Texture artefacts are caused by stretching the texture applied to the 
mesh, due to fewer UV texture coordinates. Lighting artefacts are introduced by the reduction 
in the number of surface normals available for lighting calculations. Silhouette artefacts are 
introduced by the physical alteration of the surface of the mesh.
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Figure 4.15: Texture, Silhouette and Lighting Simplifications

To recreate the texture errors on a high resolution mesh, we take samples of the UV coordi
nates from the low-res mesh and apply them to each vertex of the high-res mesh. The high-res 
mesh and its low resolution alternative are placed in the same object space. The space con
taining the low-res mesh is then voxelised. For each vertex on the high-res mesh we find the 
closest point on the low-res mesh by searching the voxelised space to find the closest trian
gle and then searching for the closest point on that triangle. Barycentric coordinates are then 
used to retrieve the exact UV coordinates on the low resolution mesh at that point. The UV 
coordinates on the high-res mesh are then replaced with the coordinates of the closest point 
on the surface of the low-res mesh. This results in a high-res mesh containing only the texture 
artefacts resulting from a LOD simplification (see Figure 4.15). To create a mesh containing 
only lighting artefacts, we sample the normals from the low-res mesh and apply those normals 
to the high-res mesh (see Figure 4.15).

To recreate the effects of a silhouette simplification, we must alter the high-res mesh to
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match the surface of the low-res mesh. Adjusting all vertices to match the low-res mesh may 
introduce texture and lighting artefacts as the surface changes. To eliminate these extraneous 
effects, we must only adjust the silhouette of the high-res mesh. As a preprocess, we calculate 
the “simplified” positions of all the vertices on the high-res mesh. These new vertex positions 
are stored in the characters vertex buffer. At runtime, we can determine the vertices that are 
on the silhouette of the character for the current frame of animation. Vertices near the sil
houette have their position adjusted towards the simplified vertex position. As vertices reach 
the silhouette, their position will be as in the simplified mesh (see Figure 4.15). This ensures 
that only the artefacts under scrutiny are introduced. A small amount of distortion between 
the original and simplified mesh is inevitable at the areas where the silhouette is altered, but in 
practice this distortion is outweighed by the distortion introduced to the silhouette. We used 
two types of meshes: artist simplified and meshes simplified with an automatic mesh decimi- 
mation algorithm; to ensure that our results are as generalizable as possible. We have generated 
artefacts for a range of levels of detail. The set of artefacts for each level of detail may be said 
to be equivalent, as each set is generated from the same level of detail mesh. This allows us to 
test their relative saliency when displayed at the same screen space.

4.4.2 Framework

The experimental system was developed using Ogre3D and was displayed on a workstation 
with 4GB of RAM and an 8-series NVidia card. The characters were rendered using the Blinn- 
Phong model implemented as a HLSL program and the scene was rendered with 8x full-scene 
anti-aliasing (FSAA). A narrow camera field of view was used (i.e., 10 degrees) so that the 
participants could compare models easily without being affected by perspective distortion. All 
of the experiments were run at a maximum resolution of 1900x1200 pixels on a widescreen 24 
flat screen LCD monitor with a dot pitch value of 0.27mm. Participants had a range of different 
educational backgrounds, had normal or corrected to normal vision and were naive as to the 
purpose of each experiment.

4.4.3 Artefact Experiment

The first experiment was designed to provide an analysis of the factors that affected participants’ 
ability to discrimininate between a typical high resolution game character mesh and a lower 
resolution LOD version of that mesh. We first hypothesized that distance will have an effect on 
the perception of our four chosen artefacts. Our second hypothesis was that animation would 
distract from artefact detection.

It is intended that the results of this experiment will inform the basis of a perceptual metric 
to estimate the screen space size at which a LOD mesh is considered equivalent to its original.
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Figure 4.16: Screen Spaces

This metric could then be used by artists/programmers to assist the process of setting the dis
play parameters for a LOD mesh, thereby making it perceptually indistinguishable from the 
original.

Experiment Design

We used a 2-Alternative Forced Choice (2AFC) experiment design, where the participants were 
asked to choose whether the character on the left or the right was the simplified one. We 
recorded both the accuracy of their responses and their reaction times. The first condition 
we tested was screen space (large, medium, small). The gold standard mesh was always dis
played at the large screen space, while the other two were displayed simultaneously at one of 
the other three screen spaces. Examples of the screen spaces may be seen in Figure 4.16.

The screen spaces were chosen by hand to give a reasonable range of perceptibility of arti
facts, from obvious to subtle. We use screen space as a measurement, as distance in a 3D world 
is dependent on too many factors, such as resolution and render camera field of view.

The artefact (texture, silhouette, lighting, all three combined (TSL)) condition displayed 
the separated errors as described in Section 4.4.1. We included TSL as a control in order to 
determine if the combination of all artefacts was worse than each one in isolation. The screen 
spaces were chosen based on pilot tests to ensure that the perceptibility of the artefact condi
tions ranged from obvious to subtle.

We also varied the simplification method (artist simplified, automatically simplified). The 
artefact being tested was applied to the simplified character only. We randomised whether 
the simplified character was displayed on the left or the right. The final condition was motion 
intensity (low, high), for which we used motion captured data. The low intensity motion was 
a simple idle animation, while the high intensity motion was a fast walking animation, which 
was displayed on the spot.

We separated the experiment into two randomly presented blocks, so that the animations 
would be consistent in each. In the first block, the participants viewed the characters with the 
low intensity animation, with high intensity in the second block. Ninety-six trials were shown 
in each block: 4 artefact types * 2 simplification methods * 3 screen spaces * 2 template models



93 Chapter 4. Level of Detail

100 n

Texture Lighting Silhouette TLS

Figure 4.17: Main effect of Artefact. Y axis shows average percentage of correct responses for 
the “choose the simplified mesh” task. X axis shows artefacts displayed. TLS is texure, lighting 
and silhouette together.

2 repetitions. Trials were shown randomly to each participant to avoid ordering effects. Before 
running the experiment, participants were shown examples to familiarise them with the four 
artefact types, using a different template model.

Results

Thirteen volunteers (7M,6F) took part in the experiment. We averaged their responses over 
repetitions and template models. A three way repeated measures ANalysis Of VAriance (ANOVA) 
was conducted on the data. All post-hoc analysis was performed using Newman-Keuls com
parisons of means, which is a conservative test for significance.

Participant Accuracy First, we considered the results for participant accuracy. A main 
effect of artefact was found = 22.686, p < 0.00001), see Figure 4.17. Overall, participants 
were significantly less accurate at detecting texture artefacts than silhouette, lighting, or TSL. 
There was no significant difference between participants ability to detect any of the others.

A main effect of screen space was also found, (^2.24 = 67.95, p < 0.00001). As expected, 
participants were significantly less accurate as screen space decreased (p < 0.0005 in all cases). 
At the largest screen space, participants were 95% accurate, which dropped to 68% at the small
est screen space. This shows that overall the artefacts were still quite perceptible at the smallest 
screen space (as 50% would be chance level). We found no main effect of simplification method, 
implying that there was no overall difference between the perception of the artefacts introduced 
regardless of whether the mesh was simplified by an artist or automatically.
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There was also no effect of animation intensity, meaning that the animations applied to the 
characters had neither an accentuating nor masking effect on the detection of any of the arte
facts. We also found no interaction between simplification method or animation intensity and 
any of the other conditions. However, there was an interaction between artefact and distance 
(^6.27 = 6.657, p < 0.00002), see Figure 4.18. All artefacts were detected with equal accuracy at 
the closest distance, but as screen space decreased, detection of texture artefacts became sig- 
nifcantly more difficult than the other three, (p < 0.0005 at distance 2 in all cases), (p < 0.005 
at dist 3 in all cases). Notably, there was no significant difference in accuracy between TSL and 
silhouette or lighting alone at all three screen spaces.

—Texture 

—Lighting 

—Silhouette 

—TSL

Screen Space

Figure 4.18: Interaction between artefact and screen space. Y axis shows percentage of correct 
responses when tasked with identifying simplified meshes. X axis shows decreasing screen 
space.

Response Time Response time was also analyzed in order to determine if the time taken 
by participants to identify different artefacts varied. Analysis of response time showed a main 
effect of artefact = 14.08, p < 0.00005). Overall reaction times for silhouette and TSL 
combined were significantly faster than for texture and lighting (p < 0.0005). Participants took 
4.1 seconds on average to identify silhouette or TSL artefacts, whereas they took 6.8 seconds on 
average to identify texture or lighting artefacts.

A main effect of screen space on response time was also found, = 12.299, P < 0.00021),
where participants were faster at answering for the largest screen space, as expected. Response 
time was also measured and analysed for motion intensity. Again, there was no effect of motion, 
or interaction between motion and other factors.

Discussion
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We found that participants’ ability to detect texture artefacts decreases very quickly with 
screen space. Participants were as good at detecting lighting artefacts as silhouette artefacts, 
but were faster at detecting silhouette artefacts. There was no significant difference between 
participants’ ability to detect silhouette, lighting and TSL. Lighting is important, but it has no 
cumulative effect when combined with silhouette. These lighting errors can be masked with 
normal mapping to eliminate them completely. This provides support for our first hypothe
sis, that distance has a different effect on different artefacts, in that silhouette is the dominant 
artefact for simplification identification, especially at larger distances.

Not only did animation have no effect on artefact detection accuracy, it did not delay arte
fact detection by any significant amount. This contradicts our second hypothesis, as applying 
animations of different intensities had no effect on the perceptibility of any artefacts. For this rea
son we did not conduct any further experiments testing a range of motion intensities. Motion 
across the screen has been shown to have an effect on sensitivity to update rate [MNO07], but 
our metric will run as a preprocess and cannot be expected to have any prior knowledge of 
lateral movement.

The remainder of our experiments concentrate on silhouette errors and their detection 
rates. As the usage of normal mapping for human characters is commonplace, lighting artefacts 
are not an issue. The use of normal mapping means that lower polygon counts can be used for 
meshes at larger screen spaces. This pinpoints silhouette errors as the most common artefact 
in current generation character rendering.

4.4.4 Silhouette Detection

To assist in the development of a metric to position LOD human character meshes in a scene, we 
must determine the perceptibility of differences between the LOD mesh and its full resolution 
counterpart. This data will allow us to inform or test our developed metric. We have shown 
that silhouette is the most salient artifact for distinguishing simplification, so we use meshes 
with silhouette simplification alone in this experiment. Our hypothesis is that there will be a 
correlation between the difference in the silhouette of two meshes and the screen space at which 
that difference will be noticeable. The results from our experiments in Section 4.4.3 allow us to 
concentrate on silhouette artifacts alone. We are searching for the Point of Subjective Equality 
(PSE), i.e, the position at which a user cannot select between two meshes of differing quality, 
or simply, chance level.

Experiment Design

A 2AFC experiment task was again used, where participants were asked to choose whether the 
character on the left or the right had been simplified. We recorded both participant responses
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and reaction times. As in the artefact experiment, a gold standard mesh was displayed in the 
centre with one mesh to the left and one to the right, either of which was simplified. Participants 
were asked to select the simplified character, indicating their choice with a mouse click, (left or 
right). The trial advanced after the participant made their selection.

The first condition tested was screen space (6), which were chosen to represent a full range 
of silhouette perceptibilities, from very obvious to extremly difficult to detect. At the lowest 
screen spaces, the participant should be guessing. We also tested a greater number of models 
(3), in order to capture as much data for a range of silhouette artefacts as possible. One female 
and two male character models were used.

The final condition tested was simplification method (artist simplified and automatically 
simplified). Both simplification methods were used in order to generalise the results as much 
as possible over simplification types. These simplification methods were not intended to be 
equivalent, as we wanted to collect data for a large range of silhouette differences, so they are 
not compared in our analysis.

Each model had a simple idle animation applied, as we wanted to avoid using static models 
and we know from the initial experiment that animation has no effect on the perceptibility of 
silhouette artefacts. Participants viewed 144 trials, 3 models * 2 simplification types * 6 distances 
* 4 repetitions, in a randomised order to avoid ordering effects.

Results

Seventeen volunteers (ioM,7F) took part in the experiment. We averaged all the participants’ 
data over repetitions. A three way repeated measures ANOVA was conducted on the data set. 
All post-hoc analysis was performed using Newman-Keuls comparisons of means.

Accuracy
First we examined the results for participant accuracy. A main effect of screen space was 

found, as expected = 46.326, p < o.ooooi), see Figure 4.19. Participant accuracy de
creased proportionately with screen space, with average accuracy as high as 96% at the largest 
screen space, dropping to 50% (i.e., chance) at the smaUest screen space. This confirms that we 
chose a good range of screen spaces.

Overall, participants’ average accuracy with different models varied from 65% to 75%. This 
confirms that we chose a good range of different LOD simplifications for our character models.

4.4.5 LOD Saliency Prediction

The data obtained in Section 4.4.4 has been used to evaluate the image comparison utility Per- 
ceptualDiff [YPGoi] as a basis for a predictor of simplification saliency. PerceptualDiff is an 
image comparison utility that provides saliency evaluations of two dimensional images based
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Figure 4.19: Main effect of screen space. Y axis shows average percentage of correct responses 
for the “identify the simplified mesh” task. X axis shows decreasing screen space.

on a model of the human visual system. It takes into account how the sensitivity of the human 
visual system changes with increasing or decreasing light levels. It also takes into account spa
tial sensitivity, or how sensitivity to detail decreases with increasing frequency content. Finally, 
it models the masking effects introduced by the signal content of the background. Originally 
developed to detect differences in rendered images by testing if the number of pixels detected 
to be different are under a certain threshold, to make it suitable for use as a metric in three di
mensions some alteration is required. Applying this method in three dimensions could provide 
us with a general metric with no need for experimental data as a seed.

Metric

To test the saliency of the differences between two meshes, we must use a non-view depen
dent method. Rendering a mesh from a number of angles and using PerceptualDiff to test the 
saliency of the differences would simply inform us of the number of pixel differences found 
between the renders. This is a method used in [LToo], which will tell the relative severity of 
a simplfication operation. However, to determine the distance at which this operation will go 
unnoticed we need a more accurate predictor.

A problem with using a view dependent metric to test a 3D model is that renders must 
be created from multiple angles, as in [LToo]. In this case, more rendered angles mean more 
accurate results. This can be very time consuming. Out method is to create a larger number 
of renders, but at a much smaller size, concentrating on the differences in small sections of the 
model.
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We place two meshes, the original high resolution mesh and a simplified version, at the 
same position in our 3d scene, at a short distance from the camera without intersecting the 
clipping plane. The meshes are placed in the scene so that the scene details are available for the 
perceptibility calculation. Simply testing the meshes without the context of the surroundings 
would provide a less accurate measurement, as the masking effects of the background could 
not be taken into account.

The space occupied by the tested mesh is voxelised, with the voxel size covering one degree 
of visual angle. We choose this measurement as this is the unit used by PerceptualDiff in its 
calculations. For each voxel that lies on the silhouette of the mesh, we create a render targeted 
at that voxel. To perform our PerceptualDiff test, the camera is rotated to look along the sil
houette at that voxel and the area rendered, first with the high resolution mesh, then with the 
low resolution mesh. The surrounding voxels are included in the render, as the PerceptualDiff 
calculation is based not on a single pixel, but includes data within one degree of each tested 
pixel.

For example, we use a display with a resolution width of 1920 pixels, covering a field of view 
of approximately 75 degrees, depending on the user’s distance from the screen. Therefore, one 
degree of visual angle is covered by 25.6 pixels.

We then perform the PerceptualDiff calculation on the two rendered voxel areas. This cal
culation returns the number of pixels that would be perceived as different. The test is then 
repeated with increasing camera distance until the point is reached where no pixels are identi
fied as perceptibly different.

We perform this test for each of the voxels lying on the mesh silhouette. From this we obtain 
a list of distances at which each tested part of the meshes will appear equivalent. To determine 
our final distance of imperceptibility, we have found that the average distance of all the voxels 
works well to determine the optimal placement of a mesh in the scene.

Usage

The number of renders and calculations performed by our method means that it takes a long 
time to run, so it is intended to run as a preprocess when used to compare a high resolution 
and low resolution version of a model in its entirety. Alternate uses for our method, such as 
a metric to drive a simplification method, would be localised to more specific areas of a mesh 
and therefore run at a much faster rate.

Results

We have tested the models used in Section 4.4.4 with our metric. Our metric was initialised 
with the same viewing conditions as our perceptual experiments, a 1920 resolution width, a
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Figure 4.20: Plot of observed PSE distances with standard error bars and distances computed 
by our metric. Y axis shows distance in world units (we use meters) at which differences in 
models were judged to be imperceptible. Lo = Artist simplified. Li = Automatically simplified.

render camera field of view of 45 degrees, and a user field of view of 70 degrees. In each case, 
the models were placed within 3 world units (we use metres) of the PSE, showing that our 
method is a good indicator of the saliency of a simplified model.

In Figure 4.20 we can see that the results from our metric closely correlate with the observed 
PSE s for each comparison. These are the data points for our 6 mesh comparisons, between the 
high resolution mesh and its artist- and automatically-simplified counterparts. M corresponds 
to the model being tested, and Lo and Li to artist- and automatically-simplified models. The 
metric calculation was performed under the same conditions as the perceptual experiment. The 
metric is based only on the human visual system and has no prior knowledge of the quality or 
detail of the meshes used in the perceptual experimentation. This data is used only to validate 
the results of our metric.

The data obtained from our participants was limited to a single point of view, whereas the 
data obtained from our perceptual metric is data averaged over all points of view. It is therefore 
a conservative estimate of the point at which a mesh should be placed. As with PerceptualDiff, 
parameters such as a users field of view, or the signal content of the scene, can be adjusted to 
create a more aggressive or conservative distance calculation.
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4.4.6 Conclusions

One of our most significant findings is that silhouette is the dominant artefact in mesh simpli
fication, as it can be spotted more quickly and accurately than texture and lighting errors. This 
implies that the use of view dependent simplification to retain silhouette edges would allow 
developers to make the most efficient use of their available polygon budget. Furthermore, we 
show that the Metro tool is a good indicator of the perceptibility of differences between sim
plified meshes. We also found that texture artefacts can be spotted easily at large screen spaces, 
but the ability to spot these texture differences reduces dramatically with decreasing size on 
screen.

We found that applying an animation to a character did not have an effect on the perception 
of simplification errors. We know from [MNO07] that movement across the display has an 
effect on the perception of update rate, but as we intend our results and metric to be used as a 
pre-process, this factor would need to be exploited as a run-time process.

4.5 Discussion

We have described our method by which we can very quickly perform a level of detail selection 
for every character in the world, returning a customised level of detail value for each subsystem 
implementing level of detail methods. This method allows us to make very precise level of 
detail adjustments to rendering, behaviour and animation. To make the most efficient use of 
the method, a rendering system must be implemented that can handle fine grained level of 
detail adjustments.

We have also described a novel approach to level of detail rendering that allows a high fram- 
erate to be maintained. By distributing the available rendering resources among the scene to be 
rendered, we can achieve a balance between framerate and quality, guaranteeing an interactive 
scene.

To assist with the creation of this large number of level of detail assets and determining 
the point at which they may be placed in a scene, we have performed a series of perceptual 
experiments designed to give an insight into the perceptibility of various artefacts that may be 
introduced by a simplification operation.

We found that:

• Silhouette is the dominant artefact for simplification identification, especially at smaller 
screen spaces

Applying animations of different intensities has no effect on the perceptibility of any 
errors



lOl Chapter 4. Level of Detail

We have also evaluated the suitability of a number of metrics, image and object space based 
as the basis of a metric to assist with the generation and placement of these assets. A limitation 
of the tested methods is that they are sensitive to the detail of the meshes used to tune the data. 
The curves that were derived to fit the different data sets were similar but not interchangable. 
Therefore, while the technique works well for groups of meshes of roughly similar detail, further 
investigation and development is needed if a broader range of model detail levels and types are 
to be handled.
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Level Of Detail Crowd Rendering

I may not have gone where I intended to go, but I think I have ended up where I 

needed to be.
-Douglas Adams, Writer (1952 - 2001)

5.1 Introduction

W
E HAVE INVESTIGATED the level of rendering and animation variety neces
sary to create the illusion of a varied crowd and tested the effectiveness of 
a number of methods designed to create this amount of variety. We have 
also developed a level of detail selection method capable of very quickly 
returning a high granularity, highly accurate level of detail selection. We have determined the 

most salient artefacts that must be avoided while rendering a level of detail mesh.
To properly utilise all our results we must implement them in a rendering system that has 

the following attributes:

• High level of appearance variation: The rendering system must be capable of colour vari
ation, texture variation, and of handling accessories applied to any character in the scene. 
This variation must be created with as little computational overhead as possible and also 
minimise the amount of artist input.

• High level of detail granularity: We must be able to make a very fine grained level of 
detail selection, in order to accurately balance our rendering resources. Extracting a 
model of a certain level of detail must be done with the minimum possible computation 
time as the method is to be applied to crowds with thousands of entities. Creating a 
mesh with a high granularity of simplification level of detail will allow us to effectively 
distribute a triangle budget across an entire scene. Low numbers of LOD meshes require



103 Chapter 5. Level Of Detail Crowd Rendering

less storage and computation power, whereas high granularity LOD methods require 
increased resources. Therefore, an LOD method that allows many levels of simplification 
at a low computational cost is a top priority.

High level of animation variation: Our animation system must be capable of a high 
level of animation variety, providing facilities to layer more complex animation on top 
of preprocessed animation, and optimise the calculation of an animation to minimize 
the amount of time spent computing the animation hierarchy. Animation variety and 
smoothness is important in the creation of a realistic crowd, but this often comes at the 
cost of increased memory or computation resources. A mesh representation that can be 
animated in a unique way at a low computation cost is therefore desirable, in particular if 
it can also reuse precomputed common animations. The animation must also be smooth 
to create a high quality real time simulation. Excessive memory consumption is to be 
avoided for the method to remain practical.

High quality rendering: In our Simplification Artefact experiments detailed in Section 
4.4, we detail the importance of retaining the silhouette of an object to maintain fidelity. 
A view dependent level of detail method is desirable to create a high quality rendering at 
low levels of detail.

Low memory overhead: This must all be done with as small a memory footprint as possi
ble, shifting resource use to vertex processing rather than memory consumption, thereby 
reducing the applicability of image based rendering methods and shifting focus towards 
polygonal rendering.

5.2 Point Based Rendering

A major advantage of using points as a rendering primitive is that they may be rendered in any 
order, without any specific connectivity, whereas progressive meshes using triangles employ 
a specific connectivity to obtain a mesh of any granularity. A cluster of points will create a 
hole free rendering as long as the distance between each is of a sufficiently small size. The 
observation that points may be rendered without any connectivity means that the detail in a 
mesh may be altered simply by rendering a lower number of points, providing the points are 
appropriately grouped together. For this reason we have investigated the applicability of points 
for use in a rendering system with a high level of variety and detail.
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5.2.1 Point Based Progressive Mesh

Points were tested for applicability as our rendering primitive as they have been shown to be 
more efficient at representing complex geometry at small screen spaces than triangles [WSo2b]. 
There are many techniques applied for sampling geometric meshes to generate a point cloud. 
We extend and use Stratified Sampling by Nehab and Shilane [NS04]. This method involves 
voxelising a mesh and choosing a sample within each voxel that intersects the mesh. This 
method is extended to sample texture coordinates, along with skeletal blending weights and 
indices. To choose the density of our sampling, we must first choose the minimum distance 
from the camera at which we want a mesh to be displayed. This ensures a hole free rendering 
even at small distances from the camera. We refine our mesh at a later stage so that we can 
extract any level of detail we choose.

The .stratified sampling method is appropriate for our purposes as it creates an evenly dis
tributed sampling. When a point is sampled from each voxel, that point is chosen with an offset 
from the centre of the voxel. This is to avoid the Moire effect: a pattern of interference that ap
pears when straight lines are undersampled and rendered. The parameterisable offset allows us 
to choose points in a fairly scattered fashion, to avoid an overly structured sampling.

Rendering too many points in a small area results in overdraw and artefacts, as points com
pete to render to the same pixel. Using too few points, however, results in an incomplete repre
sentation of the mesh. Rendering the minimum number of points without introducing errors 
to the rendering is therefore desirable in order to avoid expensive point blending or image space 
reconstruction techniques.

Previous progressive point based meshes have been based on splat rendering, and are not 
applicable to our method for a number of reasons. For example, Wu et al [WZK05] aim to 
reduce the number of points in areas of low curvature, which would leave holes in our rendering 
as we are not using a point splatting method. Our method is based on an even distribution of 
point samples. To create a progressive point based mesh we must order the points by some 
prioritisation scheme. As a point based mesh moves away from the camera, its points will 
begin to project to the same pixel. We prioritise groups of neighbouring points by the order in 
which they collapse to a single pixel as they project to a smaller screen space.

To place these neighbouring points in an order, we use a kd-tree structure to efficiently 
perform a k-Nearest neighbour search on our sampled mesh. We find the k nearest neighbours 
for each point in the mesh. These sets of points have the average distance between all points in 
each set measured. After finding the set with the smallest distance between points, we can create 
a representative point that averages the attributes of the set, averaging position, colour and the 
appropriate bone blend weights and blend indices. This representative point is then input into 
the kd-tree so it will be a candidate for later searches, and the k replaced points are pushed 
onto the progressive mesh. This process is repeated until the kd-tree is empty, resulting in an
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ordered progressive mesh containing more points than the original mesh. The
resulting mesh has points ordered from most to least important. When the mesh is rendered 
at a distance, less important points may be left out as an average representative point will be 
rendered in their place.

The reason points are a good candidate for progressive mesh generation is that they require 
next to no runtime cost to retrieve a level of detail. Where triangle based progressive meshes 
must perform a calculation for each change in level of detail, this point based progressive mesh 
may be smoothly decimated simply by limiting the number of rendered primitives. The fact 
that the point cloud now contains more points than necessary to create a hole-free rendering is 
outweighed by the ease at which a level of detail may be extracted. This fills our most important 
requirement, that the level of detail extraction may be done with a very low computational over
head. This point based progressive mesh is used to populate our lowest LOD representation, 
the Point Cloud.

Figure 5.1: Crowd Scene, point cloud for background characters

5.2.2 Point Cloud Generation

We have created a progressive mesh for each character so that we can quickly alter and balance 
the level of detail at which a crowd of characters can be drawn. Our level of detail and density 
evaluation inform us as to the number of points that we must use to render each character. 
To render a character, we copy the determined number of points from the point mesh vertex 
buffer into the GPU. All possible combinations of character colours have been precomputed. 
The maximum number of points in our meshes is in practice less than 512. We have 9 characters 
with 32 different outfit variations. This means that we need to store 288 vertex buffers containing 
colour data for each point in our mesh. This works out at just over i2kb of colour data for
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our characters. When a character is added to the point cloud, the appropriate colour buffer is 
chosen based on the characters attributes. This buffer data is then copied into the GPU along 
with the position data. The entire point cloud may then be drawn in one draw call.

These characters can be animated with the use of skinned instancing, but to efficiently an
imate the characters in the point cloud, we can precompute steps in a walk loop animation 
and store these animations in a vertex buffer. The number of precomputed animation steps de
pends on the frequency that the point cloud is updated. When a character s position is updated, 
the appropriate vertex buffer is chosen depending on the characters animation time position. 
However, even this level of animation may not be necessary for characters at greater distances. 
Points have therefore proved problematic, either requiring precomputed animation, or provid
ing animation variety at the cost of texture lookups and skinning computations.

This method provides us with a very high level of detail granularity, but requires precom
puted animation or hardware skinning, both of which we wish to avoid to maintain the size of 
our crowd. Achieving a high quality rendering with point based methods increases the compu
tational power necessary for a rendered scene. When rendering a group of points close together 
at a far distance from the camera, z-fighting is likely to occur at higher densities of points. Far 
away points become visible as the camera rises from the ground plane. As the camera rises, 
we increase the near clipping plane distance to increase the accuracy of the z-buffer at greater 
distances. This solves some of the image quality problems introduced by the use of points, but 
rendering quality and animation variety problems render points unsuitable as the primitive for 
use in our system.

5.3 The Meshacre Rendering system

Though points provided a high level of detail granularity, the difficulties with animation and 
rendering quality means they are less suitable as our rendering primitive than triangle or im
age based methods. We have chosen triangles as our rendering primitive as this allows us to 
avoid the memory consumption problems associated with image based rendering methods. 
We have developed a method that provides aggressive level of detail simplification and ani
mation compression, while allowing full appearance and animation variation. Our rendering 
method is based on a collection of body part meshes, avoiding the memory consumption issues 
associated with impostor based rendering while providing full animation variety. We replace 
the yaw/pitch lookup method associated with impostors with a method we call roll invariant 
quaternion lookup, which allows us to select the appropriate geometry to render with negligible 
computation cost.

We have defined the attributes that a representation needs for real time crowd rendering as:

• Multiple simplification levels of detail (LOD)
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• High animation quality

• High rendering quality

• Low memory requirements

• Low computation cost

We take the following approach to animate a crowd of characters in real time: To begin, we 
split the mesh at the major joints into body parts that may be animated separately. The body 
parts are transformed into a range of evenly distributed orientations. LOD simplifications are 
then calculated for each body part in each orientation. At runtime, we can use a fast nearest 
neighbour search to determine which body parts to render to form a complete representation 
of our crowd.

This mesh representation allows us to balance the triangle budget across the crowd very ef
fectively, as each mesh has a large number of LODs that we can select with very little computa
tional overhead. Our method allows full animation variation and effective animation compres
sion and reuse, along with the ability to layer more complex animations on top of precomputed 
animation. Pseudocode for mesh generation and mesh rendering may be found in Appendix 
B.

5.4 Overview

We begin by splitting a character mesh in its binding pose into a number of body parts (B). See 
Figure 5.2.

We take each body part (B) and transform it through a number of orientations (O) (see 
Figure 5.3) in front of our camera. Each of these Body Part / Orientation combinations (B*0) 
are sent to the next step in the pipeline. Each of the quaternions used to orient the body parts 
is stored to be used in the lookup stage.

A number of LOD (L) versions are generated for each of the B*0 combinations. See Figure 
5.4. The vertices for each of these B*0*L combinations are stored. This combination of separate 
body parts with LODs gives us a high granularity of LOD for each character.

At render time we must decide which pregenerated B’^O’^^L combination should be displayed 
as our mesh representation. To do this we need to know what orientation the parent bone of the 
body part is in. We take the quaternion orientation of the parent bone from the skeleton and use 
it to determine the closest orientation O used to generate the B’^O combinations. This allows 
us to quickly animate a character using a fast nearest neighbour search, which also provides an 
opportunity for animation compression as discussed in Section 5.6.
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Figure 5.2: Mesh split into chosen (B)ody parts

Figure 5.3: Head body part in a number of (O)rientations.
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Figure 5.4: (L)evels Of Detail for a Body Part * Orientation combination.

An LOD is chosen and this B’^0*L combination is then displayed at the correct position as 
a representation of that part of a character at that point in the scene (see Figure 5.5).

Figure 5.5: An entire character as represented by a number of B'*0*L combinations.

5.4.1 Motivation

Creating a character split into ten body parts, each with three levels of detail gives us a granu
larity of 30 levels of detail for each character. We can vary the level of detail on any part of the 
character without affecting the rest of the character, so in a dense crowd we may maintain the 
more visible parts of the character such as the head while decimating the lower body parts. An
other advantage to splitting the character and precomputing orientations is that we are capable 
of rendering any animation at no extra cost, and creating precomputed animations involves 
very little memory overhead. Conversely, to create a new smooth animation for an impostor
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requires a new set of textures for each animation frame for each render angle, whereas all we 
have to store is a 4 float quaternion for each body part for each frame.

With our lookup method we are able to take advantage of a fast nearest neighbour search 
to keep animation overhead to a minimum. This gives us a good combination of the speed of 
impostor based rendering, the memory consumption of Polypostor based rendering and the 
animation variety achievable with geometry based methods. We also achieve a higher LOD 
granularity than possible with discrete mesh based methods, along with animation compres
sion seen only in image based methods.

5.5 Mesh Generation

We begin by identifying the important sections into which a character should be separated for 
rendering, (see Figure 5.6). At animation time, these body parts are controlled by a single ori
entation and position, so with that in mind we split the body into ten distinct units, head, torso, 
and left and right upper and lower legs and arms. This process can be easily done by selecting 
bones in the skeleton and grouping them together, or selecting edges in the mesh denoting 
boundaries between each body part. For increased quality at render time, the gaps between 
body parts that remain after seperation may then be capped, automatically or manually. All 
the remaining steps in the algorithm take place automatically.

We must then decide a range for which we will pre-generate body parts in particular orien
tations. One of the issues with the yaw and pitch orientation method used for impostors is that 
at higher elevations, there are a cluster of representations that are very close together, causing 
an unnecessary increase in memory consumption due to oversampling at the poles. To opti
mise this, we orient our body parts so that they face a number of points placed equidistantly 
on the surface of a sphere. This results in an even distribution of orientations in yaw and pitch. 
See Figure 5.7. We generate 20 orientations in total for our purposes.

After the set of orientations has been decided, each body part is translated from its original 
binding pose position to the origin. It is then rotated into each orientation that we have cho
sen, where the vertex positions are baked. The silhouette of the mesh in this position is then 
calculated. As the mesh has been pitched and yawed into this orientation, the only remaining 
rotation of this body part that we need to provide to be able to represent any orientation is roll. 
This affords us one further optimisation, where we detect the silhouette edges of the mesh in 
this orientation, and backface cull the mesh. The reason for this is, as the mesh can only roll 
around the cameras direction vector, the silhouette cannot change. The mesh data is saved and 
the silhouette data retained for the next step in the algorithm.

The altering of silhouette edges has been shown to have an impact on the detectability of 
level of detail simplifications [WLC+03]. We know the silhouette edges for each of our body
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Figure 5.6: Ten separate body parts used to create our renderable mesh.

parts in each orientation so we may maintain these through the next step, which is level of 
detail simplification. Each of our parts has a number of level of detail simplifications generated 
and stored, each preserving silhouette edges to the lowest levels of detail. This fills our view 
dependency requirement, as these silhouette edges will be retained through the simplification 
process for each view of the body part.

The result of all these steps is a number of body parts, in a number of orientations, at a 
number of levels of detail, (see Figure 5.8). A number of these instances may be chosen to be 
displayed at render time to represent a complete character.
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Figure 5.7: Evenly distributed points on the surface of a sphere: 20 on the left, 40 on the right.
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Figure 5.8: A series of angles for the head body part baked into position at two levels of detail.
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5.6 Roll Invariant Quaternion Lookup

The impostor lookup method works while the character is restricted to yaw around the vertical 
axis, and the camera to yaw and pitch around the vertical and horizontal. This does allow for a 
low complexity lookup to choose the appropriate impostor representation, but is not applicable 
to our method. As we are allowing full animation variation we cannot restrict the axes around 
which a body part may rotate, meaning we must be able to lookup and display a representation 
of a body part rotated around all three axes. This introduces the element of roll and at this 
point, the traditional impostor lookup method breaks down due to singularities at the poles.

To select the body part correctly, we need to know exactly what orientation the body part 
is in. Traditionally, yaw and pitch are used to determine what impostor should be used, as yaw 
and pitch orientations were used to generate the impostors initially. This is not possible in our 
case, as the introduction of roll makes the lookup method break down due to gimbal locL A 
new method is therefore needed to determine what orientation the body part is in and what 
body part instance should be used to represent it.

There are a number of yaw-pitch-roll combinations that may be used to position a body 
part to one particular orientation. Unlike these Euler angles, unit quaternions are unique for 
every set of orientations regardless of the yaw, pitch and roll combination used to transform 
the object to that orientation. Creating a quaternion lookup method solves all the problems 
associated with determining what representation to use.

We have chosen 20 yaw and pitch rotations used to pre-generate body parts that can be 
displayed at runtime. These body parts can then simply be rolled on the GPU to represent any 
possible orientation. To choose the correct representation and extract the correct roll, we need 
to determine what orientation the skeleton bone is in around the axes of the camera.

A quaternion is a 4-tuple, x, y, z, w defining an axis angle rotation, xyz describing the axis 
of rotation, and w describing the amount of rotation around this axis. We multiply the axis by 
the angle of rotation to obtain a unique description of a rotation in three dimensions.

We look up a body part as follows:

• For each quaternion used to rotate the body parts:

- Add a number of rolls to each of these quaternions

- Store the XYZ values for each in a list

• With these XYZ values, store the index of the body part

• Store the roll used to generate each quaternion

We begin with 20 quaternions that were used to orient the body part as described in Section 
5.5. We associate with each of the quaternions a pointer to the body part that was generated
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from this orientation. To each quaternion we add a roll value, equally spaced between zero and 
360 degrees. We use 24 in our case, in steps of 15. This generates a large number of quaternions, 
which represent each of our 20 pitch and yaw combinations, with a number of rolls added to 
cover all possible orientations of a body part. This is visualised in Figure 5.9. With each of these 
XYZ values we store the index to the body part in that particular yaw and pitch, and the roll 
used to generate the quaternion XYZ values. Quaternions can describe the same orientation 
in two ways depending on their sign, so we duplicate and invert every XYZ value that we have 
to provide a complete distribution of all orientations.

To select the correct body part to display at runtime, we take the orientation of the skeleton 
bone and transform it into camera space. This gives us the orientation of the body part relative 
to the camera. We multiply the axis (XYZ) by the rotation (W) to transform the quaternion 
into the correct space for lookup and perform a nearest neighbour search on the generated 
XYZ values to extract the closest generated orientation. This generates the particular index to 
use and the amount of roll that we can use to rotate the body part to the correct orientation. 
This body part can then be displayed as part of a representation of the original character.



115 Chapter 5. Level Of Detail Crowd Rendering

Along X Axis Along Z Axis

Zero Roll 
Values

• •

12 Roll ^ ■ ^'**'^** v* '
Values .......... '"J

•* % tm •• ,. •y *,.• *•» • .

• I < 

%,•*% .'V'i*'
*•# •

• •• V
* , •• l»» ^ •
. • •• • -.v«

24 Roll 
Values

\ r-

' -w*' *:

• -AU-..

nmB
• ' /.ffj,,1.V .s'

■■’ •''

Here we show the quaternion lookup space at three stages of generation. 
The top row shows the XYZ values of the 20 quaternions used initially 
to orient the body parts, along with their negative counterparts. The 
second row shows the same quaternions with 12 roll values added and 
the third row contains 24 rolls. The colours correspond to the XYZ 
values for visualisation purposes.

Figure 5.9: Quaternion Space Visualisation
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5.7 Crowd Rendering

To correctly render a character, body parts are chosen by transforming the bone orientation 
quaternion by the characters world orientation, and then by the inverse of the camera orien
tation to transform it into camera space. The nearest neighbour lookup is then performed and 
the correct body part representation and the chosen roll value extracted. The position of the 
bone in camera space is also calculated. This information can then be used to render a charac
ter in any pose. The vertices of the body part are sent to the GPU along with the position and 
roll data, taking up 4 float values. This roll value is used in the vertex shader to create a two 
dimensional rotation matrix. We use the HLSL sincos() function to determine the values for 
the rotation matrix. This matrix can then be used to rotate the body part around the camera’s 
direction vector, which is possible as the body part has been transformed into camera space 
at loading time. The position data is then used to place the body part at the appropriate point 
where it should appear in the world.

To scale up the rendering method to the size of a large crowd, we must employ the following 
optimisations, in order of effectiveness:

• Animation Compression

• Instancing

• Nearest Neighbour Search Parallellisation

As we scale up the size of our crowd, computing animations for all characters becomes a 
bottleneck. We precompute the positions and orientations for a 30Hz animation walk loop. 
The positions and orientations are computed for an on the spot walk loop at the origin. As a 
character moves through the world we measure the distance that is covered. From this distance 
value we can calculate the position at which they should be in the walk loop.

The positions and orientations corresponding to this animation time are transformed by 
the characters world orientation and into camera space, then the nearest neighbour search is 
used to select the appropriate body part. This saves on animation calculation while allowing 
us to add animation variation to specific limbs such as the head, thereby allowing characters to 
respond to other characters in the world.

To maximise the efficiency of the rendering system, we employ a pseudo instancing method 
to group similar body parts together in a single rendering call. Multiple copies of a body part 
are added to a vertex buffer, with an index value incrementing with each body part. This index 
value is used in the vertex shader to look up the position and roll value which is added as an 
array at runtime. Pseudo instancing adds a small memory overhead which can be eliminated 
with the use of true hardware instancing.
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The nearest neighbour search became a bottleneck in our code when our previous opti
misations allowed us to scale up the size of the crowd. The Approximate Nearest Neighbour 
(ANN) library [MA97] was used to determine the nearest neighbours, but this proved too com
plicated and costly for our purposes. The nearest neighbour search is done for every body part 
at each frame, which is highly parallellisable, allowing us to implement a simple CUDA nearest 
neighbour search, leading to negligible computation cost.

5.8 Evaluation

We have compared our meshacre method with an impostor rendering approach, using only 
the lowest LOD. This is a valid comparison as both LOD meshes and impostors are intended 
to be used for background characters. Our test scenario is a 1.5 minute walkthrough of our city 
rendering system populated with realistically behaving, animated crowds of various sizes. Our 
variation and lighting pixel shaders are of a similar complexity to impostors, and both methods 
use a low complexity vertex shader, thus eliminating the cost of hardware skinning compared 
to a normal mesh based method, and the expensive texture lookups of a skinned instancing 
method.

We report frames per second of a real time walkthrough through our city scene with various 
levels of characters populating the world. These results can be seen in Figures 5.10,5.11 and 5.12.

------ EmptyScene ------ ImpostorsBOO -------MeshacreSOO

Figure 5.10: FPS values of our test case walkthrough with 500 characters.
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.......Empty Scene ------ Impostors 2000 -------Meshacre2000

Figure 5.11: FPS values of our test case walkthrough with 2000 characters.
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Figure 5.12: FPS values of our test case walkthrough with 8000 characters.
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Figure 5.13: Number of entities visible during our test walkthrough.

Our results show that our method is faster than Impostors for increasing crowd sizes, though 
this is mainly due to our quaternion lookup method which outperforms the original impostor 
selection method. GPU draw times for impostors are also slower than for our method, due to 
the batching method we employ to render large numbers of characters in a small number of 
draw calls. An impostor method using instancing would outperform our method in rendering 
time. Our advantage lies in the animation variation that we achieve at no cost compared to 
the massive memory consumption of impostors necessary to create an equivalent amount of 
animation variation.

We have shown that our method compares well with impostors in terms of rendering speed, 
but also has a number of other advantages. Our rendering method is based on a mesh topology, 
decoupling memory consumption from final display resolution. Impostor memory require
ments increase not only depending on the number of viewpoints needed and the animation 
variety required, but also with the final rendering resolution required by the display. Lower res
olution impostors must be shown at greater distances as screen resolution increases, decreasing 
their effectiveness or increasing their memory consumption. Polypostors suffer from this same 
increasing memory consumption disadvantage, though to a lesser extent, as the textures used 
for polypostors are smaller. As our method is based on polygonal meshes we do not suffer from 
this problem, though the rendering distance must still be chosen carefully to avoid artefacts ap
pearing as gaps between mesh parts. Polypostors must also be generated based on a known set
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of animations to ensure their final quality is high. Our method has no such prerequisites. We 
retain the smooth animation of Polypostors without the vertex blending computation or the 
increase in memory consumption necessary for an impostor rendering, as shown in Figure 5.14 

The advantage of our method over full body linear blend skinning methods is the saving in 
the skinning calculations for vertices on the GPU, and texture lookups in the case of skinned 
instancing. Our method also allows animation compression and reuse with very little memory 
overhead. It is also possible to control the orientation of each part individually, allowing us 
to layer more complex animations on top of pre-computed animations, as seen in Lerner et al 
[LFCCO09].
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Figure 5.14: Comparison of memory consumption between three representations. DXT texture 
compression used in the case of Impostors and Polypostors.

5.9 Conclusion

Our method will allow rendering of large numbers of individuals that may be fully indepen
dently articulated, or use precomputed animation at very little computational cost. An screen 
capture is shown in Figure 5.15. We have also provided a quaternion lookup method that wiU be 
useful in any situation where sets of rotations must be discretised and matched. The process
ing power of graphics hardware is increasing at a greater speed than the memory capabilities 
of that same hardware, making geometry based methods more appropriate than image based 
rendering techniques for the current generation.
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Figure 5.15: Crowd of 3000 animated characters.

We can also achieve a speedup by creating a vertex shader lookup table to retrieve sin and 
cos values in a shader as opposed to using the HLSL sincosQ function. Without a parallel imple
mentation, the nearest neighbour lookup becomes a bottleneck, especially for increasing crowd 
sizes. Providing a fast implementation of the single nearest neighbour search will be necessary 
if the method is to be used on alternate platforms.

Our method will also naturally allow us to piece different body parts together to generate 
characters of various shapes and sizes to add another level of variation to a scene, an area we 
intend exploring in future work. Our method should be applicable to sports games also, as 
the lower part of the body may be rendered at a lower level of detail, due to the fact that extra 
occlusion provided by a dense crowd will allow more aggressive level of detail simplification.

5.9.1 Discussion

One artefact introduced by this rendering method is the disconnection of seperate body parts. 
Small gaps may appear for more extreme animations. This may be avoided in two ways. Cap
ping the ends of each body part with a half sphere covers the gap that would otherwise be left 
when a limb moves to a more extreme angle. To further disguise this artefact, the switching 
distance may be pushed back further from the camera. This means we must use a larger switch
ing distance than employed by the 1:1 pixel to texel ratio used by geopostors. In practice, a large 
gap between body parts is in the order of 10cm, we find that gap to be projected to a sufficiently 
small size at 30m.
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Conclusions and Future Work

Begin at the beginning and go on till you come to the end; then stop.

-Lewis Carroll, Author (1832 -1898)

Investigation into the level of variety necessary to create the illusion of a heterogeneous 
crowd raised many questions, such as: How much appearance variation is necessary? How 
much animation variation is necessary? Are they related in any way? How can we effectively 
achieve this variation at a low artist and computational cost?

Scaling up the size of a crowd introduces more complications. Determining an accurate 
and appropriate level of detail for every character in a scene could not be done solely based 
on distance from the camera, for both speed and accuracy reasons. A naive camera distance 
implementation was not appropriate for large crowds as crowd size is still limited by the number 
of agents that can be rendered. Balancing the primitives used to render characters across the 
crowd as a whole would allow a further increase in the scale of the rendered crowd.

To implement this level of appearance variety while also providing animation variety and 
a high level of detail granularity involved investigation into a number of rendering primitives. 
Elimination of the unsuitable methods led to the development of a rendering system dedicated 
to the rendering of lower level of detail characters in order to provide a crowd with a high level 
of variety and of a high rendering quality at a large scale.

6.1 Summary of Contributions

We can summarise the contributions of the work described in this thesis as follows.

1. Perceptual Experimentation on Variety
The aim of the original set of perceptual experiments was to determine the level of va
riety necessary to create the illusion of a heterogeneous crowd. Models were obtained
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and variations in appearance and motion generated. A series of perceptual experiments 
investigating the thresholds of what is needed to create the appearance of variety have 
been performed. We have also performed experiments investigating the effectiveness of 
methods to create variation. This process has led to the following insights:

• Clone identification experiments: Necessary levels of variation in appearance and 
motion were determined, along with guidelines for developers regarding the detec
tion times of different types of clones.

• Selective Variation: Varying only the most salient body parts was shown to be as 
effective as full body variation. The effectiveness of alternative methods for creat
ing this variation was tested, including geometry, texture and accessory variation. 
The cost of implementing these methods versus their effectiveness in creating the 
impression of a unique crowd is also evaluated. We found that it is more important 
to create appearance variation than motion variation. This is best achieved with 
a combination of texture and accessory varation. Selective variation allows us to 
optimise the creation of this variation by neglecting to vary less salient parts of a 
human character. These insights have allowed us to create a perceptually varied 
crowd, with an acceptable level of appearance and motion variation.

2. Level of Detail Selection
To most effectively create and display a large crowd, a more precise level of detail selec
tion must be assessed, at a very high speed. More complex level of detail calculations 
must be made, taking into account the level of occlusion provided by the rendering of a 
crowd. The requirement to generate the large number of level of detail assets to be used 
by this rendering system necessitated a series of perceptual experiments into the saliency 
of artefacts introduced by the simplification process. These experiments were designed 
to assist in the generation of these models and to inform a metric that could assist in the 
process of determining where these simplified models could be placed in order for their 
artefacts to be imperceptible.

• Unified Levels of Detail for all subsystems: Our unified level of detail method 
provides a level of detail selection for each and every character in the scene, with 
a selection tailored for each subsystem that implements level of detail methods. 
This allows the animation, behaviour and rendering subsystems to make very pre
cise detail adjustments, which is important in a system requiring such a high level 
of optimisation. This level of detail assessment could be further used to optimise 
physics and audio calculations, such as including audio from characters who are 
outside of the cameras field of view but in close proximity.
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Density adjustment: This level of detail selection is further refined by sorting char
acters based on the density of their surroundings. This is achieved with great preci
sion at high speed by a method based on Delaunay triangulation. This data is used 
to refine the rendering detail applied to characters by balancing the resource bud
get across the crowd as a whole, increasing the rendering quality of lone characters 
while reducing the quality used to render characters who are part of a group.

Salient artefacts: We have developed a novel method to separate artefacts and ren
der characters that display individual artefacts introduced by a simplification oper
ation. Experiments on these separated artefacts have demonstrated that silhouette 
is indeed the most salient simplification artefact, as a combination of silhouette with 
other artefacts does not increase significantly increase the perceptibility of a sim
plification. We have also evaluated image and object based quality metrics to form 
the basis of a metric that could be used to assist object simplification and placement 
in a scene.

3. LOD Representations
The process of running experiments and the creation of the level of detail selection method 
resulted in the development of a rendering system capable of handling this variety and 
level of detail granularity. Because of the restrictive memory requirements of impos
tor based methods we concentrate on evaluating points and triangles as our rendering 
primitives. Our chosen rendering method uses traditional polygonal levels of detail for 
foreground meshes, while drawing the remainder of our crowd with a rendering system 
we have dubbed Meshacre.

• Point based rendering evaluation: We have evaluated the applicability of points as 
a potential rendering primitive for our crowd simulation. A progressive mesh based 
on points was created and though a high level of detail granularity can be achieved, 
the rendering quality did not compare well with polygonal meshes. We have de
termined points to be unsuitable for use in our crowd scenes due to the difficulty 
introduced with animation. The use of keyframed points reduces the level of vari
ety attainable, and the use of hardware skinning dramatically increases the number 
of texture lookup and skinning operations in comparison to polygonal meshes.

• Meshacre Rendering System: Our low level of detail rendering system separates 
meshes into a number of constituent parts and pre-generates polygonal represen
tations across a range of orientations. This allows us to select these parts in order 
to reconstruct a representation of a mesh at any point in the rendered scene. We 
use a novel quaternion nearest neighbour search to determine the appropriate body 
parts to render. This method allows animation variety, compression, layering and
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reuse, along with a high granularity of levels of detail, therby providing the flexi
bility of polygonal rendering methods with the animation compression and speed 
properties of image based methods.

6.2 Limitations

Our variation methods work well with the scaling up of a crowd as the most salient characters 
are in the foreground. Testing the perceptibility of more distinctive animations than a walk 
loop would be appropriate, as the repetition of distinctive animations is often visible in crowd 
scenes such as in sports games or war games with large armies. In games where the user must 
interact with the crowd, such as Red Dead Redemption the user may achieve a certain level 
of familiarity with the characters. The effect of this familarity on the perception of the hetero
geneity of a crowd has not yet been tested. Our level of detail selection method works on a two 
dimensional plane. The next generation of the Metropolis system has elevation data. Our se
lection method must be extended to incorporate elevation data and allow complete freedom of 
movement of the camera. Our density evaluation requires a complete recalculation due to the 
nature of Delaunay triangulation. A better method would be to subdivide the crowd into sec
tions and perform our density calculation at different update frequencies based on the distance 
from the camera.

6.3 Future Work

The games industry is going from strength to strength. As the development of these games 
progresses, so too will the expectations of the end user. The requirement for increased detail 
and fidelity will continue to drive research into real time techniques to remain noticeable in an 
increasingly competitive market. Massively Multiplayer online games (MMOG) bring commu
nities together in their millions. Huge numbers of these avatars must be rendered in real time 
to provide a convincing environment in which the user will be immersed. As the proliferation 
of console gaming brings this technology into more and more homes, crowd rendering meth
ods that are appropriate to consoles will be of increasing importance for future generations of 
games. Further development of the methods and results described in this thesis will contribute 
to this trend.

6.3.1 Enhancement of the Meshacre rendering system

We are limited by the distance at which we can use the Meshacre rendering method due to 
the inconsistencies that may appear between body parts when the meshes are in more extreme
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animation poses. Closing of these gaps is only necessary for models at the front of the low 
level of detail crowd as they are not visible at smaller screen spaces. To reduce the visibilty of 
the gaps between body parts we plan to generate caps for each of the limbs based not simply 
on spherical caps, but on more complex geometry that covers the gap over a larger range of 
motions. Adjoining body parts will have the gaps analysed while moving through the extent 
of the body part’s possible motion. A polygonal mesh that best covers this gap will be created 
to enhance the quality of the final rendered image. More optimisations will also be made, the 
provision of a true hardware instancing method as opposed to the currently employed pseudo 
instancing method will be developed.

6.3.2 LOD Metric

Our experiments into the saliency of artefacts introduced during simplification has led to some 
interesting insights that warrant further development. As PDiff works in image space it is view 
dependent. Using PDiff from a number of angles goes some way to removing this view depen
dency but requires increased processing time. We plan to take the best characteristics of the 
PDiff method and the Metro object space method and from this develop a metric that will accu
rately place simplified meshes in a scene at a point where they will not be noticed. This metric 
will use elements from PDiff to determine the perceptibility of lighting and texture errors in 
two dimensions to eliminate the view dependency, and elements from Metro in object space 
to infer a view independent error measurement of the silhouette of a mesh. The applicability 
of the metric to alternate representations such as image based rendering methods or Meshacre 
will be evaluated. To tune this metric and avoid problems with generalisability, a reinforced 
learning method will be implemented, where our metric will be used to quickly estimate the 
distance at which a simplified mesh will become perceptually equivalent to the original, and 
in the event of a correction by the user a more complete but view dependent algorithm will 
test the mesh at this distance and adjust the parameters of our fast metric. This metric could be 
used to aid mesh placement in a scene, suggest simplifications as an artist tool, or automatically 
generate meshes to be perceptually indistinguishable from the original at a defined distance in 
the scene.





Appendix A

A.i Experiment Details

The experimental system was developed using an open-source renderer that used DirectX 9.0 
and was displayed on a workstation with 4GB of RAM and an 8-series NVidia card and a wide
screen LCD monitor. The characters were rendered using the Blinn-Phong model implemented 
as a HLSL program and the scene was rendered with 8x full-scene anti-aliasing (FSAA). In the 
Baseline Experiments, characters were displayed in an orthographic matrix format - see Fig
ures 3.5 and 3.7. In the Multiple Clone Experiments, all 20 characters were displayed without 
shadows on a grey ground plane in such a way as to optimize their visibility and facilitate pick
ing, as can be seen in Image 3.4. Color modulation and character skinning were implemented as 
Higher Level Shading Language (HLSL) programs. Participants sat at a distance of 57cm from 
the display and they were instructed to maintain this throughout the experiment. Participants 
had a range of different educational backgrounds, inside and outside of computer science, had 
normal or corrected to normal vision and were naive as to the purpose of each experiment.

A.2 Experiment Data

The following data was collected and used for perceptual analysis in experiments detailed in 
Chapter 3 and Chapter 4 Section 4.4.

A.2.1 Clone Attacks Experiment Tables
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Model Type Clone Type Mean
1 Exact 4.76

Colour 9.21
2 Exact 5.82

Colour 17.92
3 Exact 6.34

Colour 13-92
4 Exact 6.38

Colour 11.66
5 Exact 5-34

Colour 12.81
6 Exact 6.00

Colour 11.57
7 Exact 5-25

Colour 13-03
8 Exact 5-59

Colour 11.24
9 Exact 5.84

Colour 10.08
10 Exact 5.62

Colour 9-94
11 Exact 5.28

Colour 11.03
12 Exact 5.00

Colour 11.88
13 Exact 4-52

Colour 14-38
14 Exact 5-39

Colour 11.70
15 Exact 6.75

Colour 12.32
16 Exact 6.85

Colour 10.88
17 Exact 6.21

Colour 13-46
18 Exact 6.13

Colour 12.90
19 Exact 5-51

Colour 11.66
20 Exact 5-42

Colour 14-15

Table A.i: Baseline experiment testing colour variation on 20 character models. Means calcu
lated by averaging response times in seconds. 15 Participants.

Hypothesis Result
Colour variation will help disguise a cloned model True
Some models will be spotted more easily than others False
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Axis Distance Mean
1 Near 5.17

Far 10.03
2 Near 7.42

Far 9-94
3 Near 9.14

Far 10.29

Table A.2: Baseline experiment testing model location in 2D. Means calculated by averaging 
participant response times in seconds. 15 Participants

Hypothesis Result
Larger distances between models will help disguise clones True

Gait Mean
1 38.55
2 42.88
3 30.83
4 49.66
5 42.22
6 53.88
7 56.66
8 38.33
9 48.00

10 52.77
11 49.83
12 48.50
13 31.00
14 49.05
15 37.11
16 32.11
17 55.66
18 37.38
19 55.83
20 48.11

Table A.3: Baseline experiment testing the perceptibility of cloned motion. Means calculated 
by averaging participant response time in seconds. 15 Participants

Hypothesis Result
Particular gaits will be spotted more easily True
Motion clones will be more difficult to detect True
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Num Clones Orientation Mean
1 Forward 12.92

Random 16.72
2 Forward 14.81

Random 16.44
3 Forward 10.00

Random 12.44
4 Forward 9-43

Random 11.86
5 Forward 5.96

Random 11.13
6 Forward 5.00

Random 8.69
7 Forward 4-57

Random 7.22
8 Forward 4-33

Random 5-91
9 Forward 3-34

Random 4.90
10 Forward 3-71

Random 4-44

Table A.4: Experiment testing the perceptibility of models with cloned appearance in a natural 
crowd scene. Means calculated by averaging participant response time in seconds. 15 Partici
pants

Hypothesis Result
Larger number of clones will be more easily spotted True
Clones facing in various directions will be more difficult to spot True
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Num Clones Synchronisation Mean
1 In step 26.45

Out of step 32-44
2 In step 13-07

Out of step 17.04
3 In step 9-99

Out of step 11.78
4 In step 6.19

Out of step 8.86
5 In step 6.04

Out of step 4-94
6 In step 4.56

Out of step 5-31

7 In step 4.27
Out of step 4.76

8 In step 3-28
Out of step 3.66

9 In step 3-54
Out of step 3.88

10 In step 3-22
Out of step 2-97

Table A.5: Experiment testing the effects of cloned motion on the perceptibility of appearance 
clones in a natural crowd scene. Means calculated by averaging participant response time in 
seconds. 13 Participants.

Hypothesis Result
Desynchronised motion will make appearance clones more difficult to spot True
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Num Clones Mean
1 3201
2 17.96
3 13.96
4 10.45
5 8.26
6 6.31
7 5.85
8 6.93
9 4-15

10 4-59

Table A.6: Experiment testing the perceptibility of appearance clones in a natural crowd scene 
with random motion applied. Means calculated by averaging participant response time in sec
onds. 13 Participants.

Hypothesis Result
Random motion will make appearance clones more difficult to spot. False

Num Clones Mean
1 57.68
2 47.96
3 43-74
4 32.94
5 33.88
6 22.74
7 17-54
8 12.02
9 10.53

10 9-31

Table A.7: Experiment testing the perceptibility of motion clones in a crowd scene. Means 
calculated by averaging participant response time in seconds. 13 Participants.

Hypothesis Result
Larger numbers of motion clones will make cloned motion easy to spot True
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Num Clones Appearance Mean
1 Identical 57.68

Unique 52-49
2 Identical 47-96

Unique 50.20
3 Identical 43-74

Unique 43-65
4 Identical 32-94

Unique 39.12
5 Identical 33-88

Unique 24-55
6 Identical 22.74

Unique 24-65
7 Identical 17-54

Unique 21-34
8 Identical 12.02

Unique 16.74
9 Identical 10.53

Unique 14-72
10 Identical 9-31

Unique 10.53

Table A.8: Experiment testing the perceptibility of motion clones with random appearance 
applied as a distractor. Means calculated by averaging participant response time in seconds. 13 
Participants.

Hypothesis Result
The application of varied appearance will disguise motion clones False

A.2.2 Selective Variation Experiment Tables
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Num Clones Orientation Mean
1 Front 69.60

Side 9725

Back 97-25
2 Front 72.62

Side 9702
Back 9702

3 Front 70.13
Side 94-49
Back 96.79

4 Front 67.19
Side 94-99
Back 99.32

5 Front 61.31
Side 92.50

Back 98.87

Table A.9: Eyetracked clone detection experiment. Means calculated by averaging participant 
true/false responses. 14 participants.

Hypothesis Result
Different orientations will make clone detection more difficult False
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Body Part Orientation Mean
Head Front 141.04

Side 17309
Back 81.81

Torsoi Front 119.46
Side 7465

Back 130.80
Torsoi Front 38.47

Side 27.84
Back 44.19

RArmi Front 8.09
Side 0.66

Back 14.49
RArni2 Front 6.56

Side 0.24
Back 9.20

LArmi Front 9.25
Side 3307

Back 1313
LArm2 Front 7.05

Side 20.85
Back 9.19

Pelvis Front 14.16
Side 13.85

Back 28.88
RLegi Front 515

Side 3.12
Back 11.62

RLeg2 Front 3.42
Side 2.36

Back 3-57
RFoot Front 0.91

Side 1-75
Back 0.80

LLegi Front 8.38
Side 20.45

Back 10,11
LLeg2 Front 3-77

Side 9.69
Back 315

LFoot Front 2-37
Side 8.94

Back 0.64

Table A.io: Eyetracked experiment recording average fixation duration per body part on char
acters in a munber of orientations. Means calculated by averaging participant fixation times 
over number of clones, measured in milliseconds. Labels: L, R, 1 and 2 represent Left, Right, 
Upper and Lower respectively. 14 participants.

Hypothesis Result
Different orientations will have an effect on the body part fixated on True
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Body Part Num Clones Mean Body Part Num Clones Mean
Head 0 212.89 Pelvis 0 27.58

1 167.26 1 22.44
2 123.96 2 19.42
3 118.38 3 17.80
4 84.62 4 15.22
5 84.78 5 11.32

Torsoi 0 169.44 RLegi 0 6.68
1 144.56 1 7.24
2 104.07 2 5-49
3 96.99 3 6.82
4 75-35 4 8.68
5 59.40 5 4-87

Torso2 0 56.52 RLeg2 0 3.39
1 49.80 1 3-79
2 32.12 2 4.21
3 27.60 3 2.28
4 30.27 4 2.88
5 24.69 5 2.16

RArmi 0 13.69 RFoot 0 0.77
1 9.85 1 1.86
2 6.86 2 1.13
3 5.56 3 0.50
4 6.86 4 1.04
5 3.66 5 1.62

RArnn2 0 8.01 LLegi 0 15.39
1 6.28 1 14.90
2 5-38 2 17.69
3 3.60 3 10.22
4 6.11 4 11.81
5 2.62 5 7.88

LArmi 0 30.65 LLeg2 0 6.29
1 25.30 1 6.90
2 19.83 2 6.30
3 14.40 3 5-50
4 10.82 4 5-57
5 9-89 5 2.66

LArm2 0 19.25 LFoot 0 4-32
1 15.09 1 4.80
2 15.78 2 4.51
3 9.35 3 3.52
4 8.42 4 3-74
5 6.29 5 3.02

Table A.ii: Eyetracked experiment measuring average fixation duration per body part in scenes 
with different numbers of clones. Means calculated by averaging participant fixation times, 
measured in milliseconds. Labels: L, R, i and 2 represent Left, Right, Upper and Lower respec
tively. 14 participants.

Hypothesis Result
Fixation patterns will change with increasing numbers of clones False
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Part M Mean Part M Mean Part F Mean Part F Mean
Head 1 43-55 Pelvis 1 2.66 Head 1 43-14 Pelvis 1 4.84

2 40.93 2 3-27 2 39-77 2 4.40
3 39-45 3 4.46 3 37-38 3 3-44
4 36.70 4 2.64 4 42.54 4 3.52
5 40.73 5 2.87 5 43-18 5 4-44

Torsoi 1 27-43 RLegi 1 0-59 Torsoi 1 27-38 RLegi 1 2.88
2 29.56 2 0.86 2 27-32 2 1-77
3 31-59 3 1.28 3 34-64 3 0.81
4 30.86 4 0.31 4 29-51 4 2.10
5 29.15 5 1-47 5 24-58 5 1.67

Torsoi 1 12.27 RLeg2 1 0.39 Torso2 1 5-72 RLeg2 1 0.98
2 9-54 2 0.21 2 12.13 2 0.77
3 7-39 3 0.72 3 9.87 3 0.56
4 9.42 4 0.69 4 8.67 4 1.40
5 10.26 5 1.11 5 9.70 5 0.56

RArmi 1 3-49 RFoot 1 0.25 RArmi 1 4-04 RFoot 1 0.05
2 4.78 2 0.29 2 3-34 2 0.16
3 3-89 3 0.23 3 4.05 3 0.35
4 4.07 4 0.08 4 2.01 4 0.72
5 4-45 5 0.21 5 4-34 5 0.16

RArmi 1 2-93 LLegi 1 0.65 RArm2 1 1.92 LLegi 1 2.76
2 3.01 2 1.38 2 2.66 2 1.28
3 2.20 3 1-44 3 2.56 3 1.36
4 4.08 4 0.46 4 2.99 4 1.51
5 1.85 5 1-35 5 2.71 5 1-95

LArmi 1 2.65 LLeg2 1 0.50 LArmi 1 3.97 LLeg2 1 0.79
2 3-70 2 0.64 2 3-30 2 1.07
3 4-79 3 0.79 3 2.75 3 0.43
4 5.68 4 1-13 4 2.12 4 0.29
5 4.19 5 0.26 5 3.61 5 0.37

LArm2 1 2-49 LFoot 1 0.14 LArm2 1 1.16 LFoot 1 0.38
2 1.70 2 0.13 2 1-54 2 0.49
3 1.58 3 0.20 3 1.80 3 0.00
4 3-53 4 0.35 4 2.34 4 0.30
5 1-95 5 0.15 5 2.20 5 0.54

Table A.12: Eyetracked experiment measuring percentage fixation duration on different char
acter models. Split into Male (M) and Female (F) for clarity. Means calculated by averaging 
percentage fixation time per character. Labels; L, R, 1 and 2 represent Left, Right, Upper and 
Lower respectively. 14 participants.

Hypothesis Result
Different body parts will be focused on for different characters False
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Body Part Num Clones Mean Body Part Num Clones Mean
Head 0 18.59 Pelvis 0 154-01

1 12.12 1 154.79
2 9.40 2 117.60
3 17.71 3 99-14
4 5-43 4 84.42
5 5.48 5 55.20

Torsoi 0 77.12 RLegi 0 39.05
1 49.94 1 41.05
2 49.10 2 23-92
3 39.21 3 19.50
4 15.56 4 8.47
5 27.09 5 8.32

Torso 2 0 159.32 RLeg2 0 33.58
1 147.01 1 28.80
2 94.75 2 17.03
3 90.31 3 17.83
4 51.53 4 10.11
5 45.08 5 9.37

RArmi 0 19.70 RFoot 0 16.79
1 18.37 1 13.30
2 23.58 2 9-57
3 9.69 3 9.31
4 4.20 4 9.13
5 7.26 5 6.99

RArm2 0 65.55 LLegi 0 34.95
1 85.86 1 41.87
2 69.11 2 25-25
3 44.10 3 18.43
4 36.36 4 13-54
5 29.54 5 6.65

LArmi 0 15.95 LLeg2 0 36.20
1 7.15 1 34-81
2 16.11 2 17.71
3 5.70 3 13.11
4 5.39 4 15.06
5 7.18 5 8.41

LArm2 0 49.88 LFoot 0 15.40
1 41.01 1 12.36
2 35-94 2 12.67
3 46.96 3 6.54
4 30.23 4 10.05
5 26.82 5 7-52

Table A.13: Eyetracked experiment testing the body part used for the cloned motion identifica
tion task. Means calculated by averaging percentage fixation times of all participants. Labels: 
L, R, 1 and 2 represent Left, Right, Upper and Lower respectively. 14 participants.

Hypothesis Result
Cloned motion will have an effect on the body part used to ID clones False
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Variation Type Mean
Exact 5.00

Colour 8.55
Face Geometry 9.85

Accessories 11.89
Top Texture 13-21
Face Texture 13-77

Table A.14: Experiment measuring perceptibility of clones with variation types applied to dis
guise cloned models. Means calculated by averaging participant clone identification times, 
measured in seconds. 10 participants.

Hypothesis Result
Accessories will be most effective False
Garment texture will be more effective than face texture False

Variation Type Mean
Accessories (side) 14.90
Top Texture (side) 13-35

Face Texture (side) 12.86
Accessories 13-42

Top Texture (back) 16.76

Table A.15: Experiment measuring perceptibility of clones with variation types applied to dis
guise cloned models in various orientations. Means calculated by averaging participant clone 
identification times, measured in seconds. 20 participants.

Hypothesis Result
Accessory variation will be the most effective across orientations True
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Artefact Type Screen Space Simplification Method Mean
Texture Large Artist 0.98

Automatic 0.96
Medium Artist 0.65

Automatic 0.52
Small Artist 0.52

Automatic 0.52
Silhouette Large Artist 0.98

Automatic 0.90
Medium Artist 0.96

Automatic 0.87
Small Artist 0.81

Automatic 0.62
Lighting Large Artist 1.00

Automatic 1.00
Medium Artist 0.87

Automatic 0.92
Small Artist 0.81

Automatic 0.65
TSL Large Artist 0.98

Automatic 0.98
Medium Artist 0.88

Automatic 0.96
Small Artist 0.71

Automatic 0.73

Table A.i6; Experiment testing the perceptibility of common mesh simplification artefacts at 
different screen spaces. Means calculated by averaging participant accuracy, (i = detected, o = 
undetected) i6 participants.

Hypothesis Result
Distance will have an effect on the perceptibility of artefacts True
Animation will distract from artefact detection False

A.2.3 Artefact Experiment Tables
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Artefact Screen Space Mean
Texture Large 97.12

Medium 58.65
Small 51.92

Silhouette Large 100.00
Medium 89.42

Small 73.08
Lighting Large 94-23

Medium 91-35
Small 71.15

TSL Large 98.08
Medium 92.31

Small 72.12

Table A.17: Experiment measuring simplification artefact saliency across three screen spaces. 
Means calculated by averaging participant accuracy. (1 = detected, o = undetected) 16 partici
pants.

Hypothesis Result
Texture, Silhouette and Lighting combined v\fill be more detectable than isolated artefacts False
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Artefact Type Screen Space Simplification Method Mean
Texture Large Artist 4-35

Automatic 2.98
Medium Artist 8.02

Automatic 7.46
Small Artist 9.64

Automatic 8.15
Silhouette Large Artist 7.68

Automatic 5.90
Medium Artist 7.10

Automatic 5-45
Small Artist 7.84

Automatic 4-75
Lighting Large Artist 2-77

Automatic 2.62
Medium Artist 5.22

Automatic 5-17
Small Artist 5.23

Automatic 4.64
TSL Large Artist 2.19

Automatic 2.29
Medium Artist 4.11

Automatic 5.19
Small Artist 563

Automatic 4.83

Table A.i8: Experiment measuring simplification artefact saliency across three screen spaces. 
Means calculated by averaging participant response times. i6 participants.

Hypothesis Result
Silhouette will be the dominant artefact introduced during simplification True
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A.3 Information Sheet Template

Information for participants and consent to your involvement

Please read this document carefully before you decide to participate in this study

Background of Research/Aim: The aim of the study is to investigate the perceptibility of char
acter model simplification for crowds.

Procedures of this study: You will be asked to remain in an office room. While there, you 
will be asked to watch a series of clips while making some selections regarding these video 
clips. Before the experiment we will ask you to provide your gender and age, details about your 
vision, if you suffer from epilepsy, and if you have any expertise in computer graphics.

Description: You will be asked to watch a series of short clips (max 140) while making some 
selections regarding these clips. If anything is unclear please ask any questions you might have 
before the study starts.

Time required: It is expected that the total time required will be around 30 minutes.

Benefits/Compensation: Financied compensation will be a 5 Euro book token.

Confidentiality: You identity will be kept confidential. This consent form, if signed by you, will 
be kept locked separately from the data we collect during the experiment. It will not be possible 
to link the data we collect to your name. Individual results will be aggregated anonymously and 
research reported on aggregate results. Your name will not be used in any report or article.

Voluntary participation: Your participation in this study is voluntary. There is no penalty for 
not participating.

Right to withdraw from the study: You have the right to withdraw from the study at any time 
without consequence.
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Lead Researchers - Whom to contact if you have questions about the study:

Researcher Details

I am i8 years or older and am competent to provide consent.

I have read, or had read to me, this consent form. I have had the opportunity to ask 
questions and all my questions have been answered to my satisfaction and understand 
the description of the research that is being provided to me.

I agree that my data is used for scientific purposes and I have no objection that my data 
is published in scientific publications in a way that does not reveal my identity.

I freely and voluntarily agree to be part of this research study, though without prejudice 
to my legal and ethical rights.

I understand that I may refuse to answer any question and that I may withdraw at any 
time.

I understand that my participation is fully anonymous and that no personal details about 
me will be recorded.

I understand that if I or anyone in my family has a history of epilepsy then I am proceed
ing at my own risk.

I have received a copy of this agreement.

Participant’s Name: 
Participant’s Signature: 
Date:

Statement of investigator’s responsibility: I have explained the nature and purpose of this 
research study, the procedures to be undertaken and any risks that may be involved. I have 
offered to answer any questions and fully answered such questions. I believe that the participant 
understands my explanation and has freely given informed consent.

Investigator’s Signature: 
Date:
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Questionnaire

Gender: Female I Male

Age:

How proficient would you rate yourself concerning your expertise in computer graphics?

• Expert

• Amateur

• Novice

• None

Vision:

Normal

Corrected-to-normal 

Contact lenses 

Glasses

Have you or anyone in your family suffer from epilepsy? Yes | No
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This section contains pseudocode to further explain the algorithms seen in Section 4.2 and 
Section 5.3.

B.i Occulsion Determination Pseudocode

//Outline of the algorithm used to compute the visible portion of the 
environment.

CullEnvironment(){

//Get the cell currently occupied by the camera 
Cell c = Camera.GetCell0;
//Get the current camera frustum 
Frustum f = Camera.GetFrustum();
//Define the list of semantics we're currently testing against 
Semantics sem = "building";
TestCell (c, f, sem);

TestCell(Cell c. Frustum f, Semantics sem){

//Test each edge of the cell
for(unsigned int edgeldx = 0; edgeldx < c.numEdges(); edgeldx++){ 

Edge e = c.getEdge(edgeldx);
//Checlc if this edge defines one of our semantics 
if (e.defines(sem))
{

//Checic if this edge intersects the frustum 
if (f.intersects(e)) {
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//Add to the shape of the frustum by storing the distance to 
this edge.

CloseFrustum(f);
}

}

else
{
TestCell(e.GetNextCell(), f, sem);

}

B.2 Mesh Generation Pseudocode

//Outline of the Meshacre mesh generation algorithm 
GenerateMeshRepresentation(){

//Set the number of orientations 
unsigned int numPoints = 42;

//Distibute these points on the surface of 
//a sphere, store the coordinates
Vectors *pointList = GetPointsOnSphere(numPoints);

//For each of the points in pointList,
//get the quaternion that will rotate a unit
//vector to that coordinate, storing the returned xyz values 
Vectors *quaternionList = GetQuaternionCoordinates(pointList, 

numPoints);

//Split the mesh, inputMesh is the original mesh,
//the return value is a number of seperated mesh parts 
unsigned int numParts = 10;
Mesh *meshParts = SplitMesh(inputMesh, numParts);

//Create storage for the list of generated meshes,
//which will store all mesh parts in all orientations 
std::vector<Mesh*> meshList;

//For each mesh part
for(int partidx = 0; partidx < numParts; partldx++){
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bodyPart = meshParts[partidx] ;

//Transform the body part to the origin, by transforming 
//by the inverse of the skeleton bone 
TransformToOrigin(bodyPart) ;

//For each orientation
for(int orildx = 0; orildx < numPoints; oriIdx++){

//Rotate the mesh by that orientation 
Rotate(bodyPart, quaternionList[orildx]) ;
//Find the silhouette and backface cull 
MarkSilhouetteEdges(bodyPart);
RemoveBackfacingTriangles(bodyPart);

//Store this transformed and culled body part in the list 
meshList.push_back(bodyPart) ;

//Outline of the Meshacre mesh rendering algorithm 
RenderMeshRepresentation() {

//For each part of the mesh to be rendered 
for(int partidx = 0; partidx < numParts; partldx++){

//Get the bone associated with each mesh part 
Bone *parentBone = GetParentBone(partidx);

//Transform that bone into camera view space 
parentBone.Rotate(Camera.GetView() .Getinverse());

//Get the quaternion xyz values of the bone orientation 
//in camera space
Vector! coordinate = parentBone.GetOrientation().xyz();

//Find the nearest neighbour to this coordinate in the list of 
//quaternions used to generate the body parts
int partidx = FindNearestNeighbour(quaternionList, coordinate);

//Get the body part associated with this orientation 
Mesh *bodyPart = meshList[partidx];
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//Transform the body part to world space 
bodyPart.Transform(parentBone.GetPosition());

//Render that body part 
Render(bodyPart);
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