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Summary

In recent years, the complexity that arises out of collective social and economic 
behaviour has become a popular research subject for physicists. In particular, the 
fields of complex network science and econophysics have emerged as a result of 
the efforts to apply tools and concepts from statistical physics to the areas of social 
science and economics considered to be outside the conventional remit of classical 
physics.

Physicists have shown that many real-world networks in nature and society ex
hibit non-trivial topological features that are neither purely ordered nor random. 
Statistical characterisations of these networks have given new insight into their 
dynamics and formation. In the area of finance, the theory of stochastic processes 
and diffusion have proved useful in modelling the random behaviour of price for
mation. By analogy with critical phenomena, physicists have brought new insight 
into explaining the complexity of the market place. This thesis builds on these 
two comparatively new fields with the theme of exploring complex social and 
economic phenomena that emerge out of human interaction over the Internet.

In the first part of the thesis, I perform an empirical study of a large on-line 
social network, Bebo. Lacking full access to the complete network data set, the 
research called for the development of a number of mathematical methods with 
which to measure network properties from data accessible by sampling the Web. 
I show how the degree distribution, clustering coefficient, assortative coefficient 
and network size can be estimated by blindly exploring web-based networks using 
a random walk.

By applying the random walk sampling procedure to the Bebo network I show 
that it shares many features with other complex networks that have been investi
gated in the literature. In particular, the network exhibits a multi-scaling power-
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law degree distribution, clustering and positive assortativity. By investigating the 
frequency with which we observe cycles in the random walk, I also show how the 
network size can be estimated.

In the second part of the thesis, I perform a statistical study of Betfair market 
dynamics. Betfair.com is a large on-line gambling exchange in which users can 
trade bets on sporting outcomes. The markets operate in a manner similar to a 
regular financial market, however it is not the market price that is the variable of 
interest, but the market odds. These odds fluctuate in response to real world events 
and the complex interactions of traders.

I investigate the changes in the market odds for sporting events and iden
tify statistical differences between market behaviour that occurs in-play and at 
half-time. I identify the presence of long-range dependence in the time signal 
of Betfair odds changes and observe heavy-tailed returns distributions, phenom
ena previously observed in the case of financial markets. I put forward a simple 
mechanism of price formation which reproduces some of the empirical findings.
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Preface

The Internet used to be boring. Websites in the 90s were primarily written in 
a language known as HTML (HyperText Markup Language). The web would 
read like a book and the author or web designer had total control over and was 
responsible for the media that were present on the website. The content presented 
was static.

However, the turn of the millennium saw the emergence of a concept known as 
Web 2.0. This term is given to a type of web authoring that incorporates user inter
activity. A Web 2.0 website allows users to share information and collaborate and 
often fosters the creation of virtual communities. Content in such websites is often 
almost entirely user-generated. Examples of Web 2.0 include social networking 
websites such as Facebook, blogging services such as LiveJoumal, information 
sharing platforms such as Wikipedia and video sharing websites such as YouTube 
and Vimeo.

Furthermore, in recent years we have seen an explosion in the number of con
sumer services available through the internet. Numerous stores now provide In
ternet shopping and websites such as eBay allow users to interact and trade on 
auctioned goods. Furthermore, there are numerous interactive on-line games and 
many websites offer the possibility of gambling on-line. It is even possible to bank 
over the Internet.

Nowadays, we carry out so much of our day to day activities on the Internet 
that a vast storehouse of information is available on these websites which can 
offer valuable insights into how people interact, communicate and trade. The 
motivation for the work presented in this thesis is to take advantage of on-line 
data that are now available in two particular on-line arenas.

In the first half of my work, I present a quantitative study of a large complex
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network formed through the ties of millions of users created through the on-line 
social networking service Bebo.com. In recent years, complex networks have be
come an important research topic amongst physicists as an example of a complex 
system which tools and concepts of statistical physics have been applied. These 
networks can exhibit phase transitions and non-trivial statistical properties that 
are not immediately apparent from the microscopic mechanisms of the network 
formation.

Not having access to complete network data sets of the website’s social ties, 
the data were freely collected from the website by crawling the hyperlinks on 
the pages of the website. Such a hyper-link crawling procedure is commonly 
employed by Web search engines to collect data. This requirement of crawling the 
websites due to lacking complete network information, called for the development 
of a random walk methodology to calculate unbiased quantitative measurements 
of social network properties from the data collected in this way. Sufficient data 
were collected to reveal non-trivial topological properties in the Bebo network 
that mirrored similar results to previous studies on large on-line social networks 
and other complex networks.

In the second part of this work, I turn my attention to an on-line betting ex
change, Betfair.com. In this case the Internet provides a medium over which large 
numbers of users can interact with each other for the purposes of gambling. Bet- 
fair is a popular website on which visitors to the website can make bets with real 
money on the outcomes on real world (mostly sporting) events.

Econophysics is an inter-disciplinary research field which has emerged in re
cent years that applies tools and concepts of statistical physics to the understand
ing of financial markets and economic interaction. Financial markets are consid
ered to be complex dynamical systems in which the market price emerges from 
the interactions of many interacting traders as well as external influences.

The ‘trading’ of bets on the Betfair website takes place in a manner similar to 
that in which financial assets are traded on a regular financial market. The market 
odds for an outcome, quoted on the website, fluctuate in response to market forces 
and events occurring in the real world. Using data collected from the Betfair 
website by a third party, I investigate dynamics of the Betfair market odds with an 
aim to compare the behaviour with known observations in Econophysics literature



such as fattailed price changes and long-range dependence. What we learn about 
the dynamics of a betting market may provide insight into financial markets and 
vice versa.

The two systems that I look at, an on-line social network and an on-line betting 
exchange are different systems in many ways, but share underlying commonali
ties. The most obvious commonality is that these two systems could not have 
existed ten years ago and are very much a product of the current paradigm of Web 
2.0. The content of these websites are user driven.

On an on-line social networking website, it is human communication that pro
vides the content. When a user logs onto their profile, they receive private mes
sages, see photographs and receive updates on the activities of their friends and 
work colleagues. They can interact with each other, post messages to their friends’ 
profiles and form new friendships with other members of the website.

Likewise, Betfair has a large user base of subscribers. Although they don’t 
communicate and share photos or build friendships, they nonetheless interact with 
other users of the website over the medium of the betting exchange. Many of the 
orders placed on the market will be performed by users directly interacting with 
the website’s interface. The complex dynamics of the Betfair market place arise 
out of this web interaction.

Furthermore, the property shared by these two websites that makes them use
ful targets for scientific study is the accessibility of data available on the websites. 
An independent researcher can easily write software to collect large quantities of 
data that are freely available for study on these websites. Because of the phe
nomenon of Web 2.0, the Internet is rapidly becoming a vast storehouse of high- 
quality freely available socio-economic data for complex systems research.
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Complex Networks



Chapter 1

What are Complex Networks?

1.1 Graph Theory

A graph or network is an abstract representation of a set of objects where a relation 
can be identified between certain pairs of objects in the set. The interconnected 
objects are represented by mathematical abstractions called vertices (or nodes), 
and the links that connect pairs of related vertices are called edges. We can build a 
graph representation of any set of objects from which we can identify the existence 
or non-existence of a specific relation connecting all pairs of objects in the set. 
Graphs can be undirected, meaning that there is no distinction between the two 
vertices associated with each edge, or its edges may be directed from one vertex' 
to another.

The paper written by Leonhard Euler on the Seven Bridges of K’onigsberg 
[1] in 1736 is regarded as the first paper in the history of graph theory. The 
problem investigates the possibility of taking a walk through the city crossing 
each of it’s seven bridges only once. Euler proved it to be impossible. Since 
then, graph theory has generally been a broadly mathematical pursuit which in
vestigated properties and proofs of graphs as mathematical abstractions. A large 
amount of mathematical literature on graph theory relates to graph enumeration; 
counting the number of graphs of a certain type typically as a function of the 
number of vertices in the graph [2].

Vertices are also called nodes, and I will often use these terms interchangeably



One classical problem of graph theory is the Knight’s Problem or trying to 
find a Knight’s route around a chess board such that it visits every square only 
once. Another famous problem in graph theory is the proof of the four-colour 
theorem which states that given any separation of a plane into contiguous regions 
(e.g. a map), no more than four colours are required to completely colour the map 
such that no two adjacent regions have the same colour. This problem remained 
unsolved for more than a century since it was originally posed and was finally 
solved in 1969 with the aid of a computer [3].

1.2 Complex Networks

However, more recently researchers, in particular physicists and complex systems 
scientists have turned their attention to the study of real world networks that arise 
from the links occuring between components of many real-world systems in tech
nology, society and nature.

A real world example of a network is the social network of friendships that 
exist between a collection of people at a party. Some people at the party may 
already know each other, and therefore their vertices would be connected by an 
edge in the graph representation of their relationships. There may be loners at 
the party who know nobody; they will be represented by unconnected vertices. It 
is also likely that new friendships will form during the party, and edges will be 
drawn between previously unconnected vertices in the graph representation.

Other examples of real world networks include those formed from the links 
between web-pages on the Internet [4, 5], flights made between airports [6J, calls 
made between customers on a mobile phone network [7] and from the interactions 
that occur between proteins [8].

Such networks are often called complex networks, since they display non
trivial topological features and statistics which make them distinct from purely 
regular graphs such as lattices or the random graphs of random graph theory. The 
field of complex network science is therefore interdisciplinary as it draws together 
researchers from many areas including mathematics, physics, biology, computer 
science, sociology, epidemiology.

These networks can be directed or weighed or both. An example of a weighted



network would be the graph formed from a data set of telephone communications 
between individuals. The weight of the edge between each pair of vertices could 
be dictated by the number of phone calls they have exchanged. Also, by identify
ing the party who initiated each telephone call, one can also associate a direction 
with each edge to produce a directed graph. By sacrificing information, one can 
reduce any weighted or directed graph to an undirected and unweighted graph. 
The theory presented in this thesis will only concern unweighted and undirected 
networks.

In the following section I discuss many of the interesting properties that have 
been observed in complex networks and introduce the reader to some of the statis
tics and measures that have been used in the literature to characterise their prop
erties. In Section 1.5 I will then introduce the reader to the topic of large on-line 
social networks and the problem of estimating their properties by sampling them. 
We aim to study such a particular class of network in chapter 4.

1.3 Properties of Complex Networks

1.3.1 Small-world property

An oft quoted phrase ’’Six Degrees of Separation” refers to the idea that by fol
lowing links through social ties, everyone is at most six steps away from any other 
person on earth. In the 60s, American psychologist Stanley Milgram conducted 
an experiment to test this hypothesis in which he posted letters to a number of ran
dom individuals in American cities [9]. Inside the letters were some basic details 
about a target contact person in Boston. The recipients were asked if they knew 
this particular target person, that they should forward the letter directly to them 
in Boston, but if not, they were to sign their name on a list and send the letter on 
to a friend or relative who they believed would be more likely to know the target 
individual.

If and when the packet finally reached its destination in Boston, researches 
would count the number of names on the list to see how many times it had been 
forwarded on its journey. Of the letters that made it, the average list length was 
found to be only 5.5 to 6 in length. Although there are a number of methodolog-
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ical critiques and sources of error in this crude experiment, it would appear to 
support the six degrees of separation hypothesis. More recently, a similar experi
ment conducted by Dodds et a/. [10] on e-mail exchanges successfully reproduced 
Milgram’s experiment.

The six degrees hypothesis of social networks that Milgram tested can be char
acterised in terms of the average shortest path length L between N vertices in the 
network

N{N- 1) i<j
(1.1)

where the sum is over all pairs of vertices i and j in the network, N{N - 1) is 
the number of ways of selecting two vertices from the network and dij is the length 
of the shortest path that connects i and j. If the vertices are directly connected, 
then dij = 1. If they are not connected but share a neighbour then dij - 2, and so 
on. In a regular d-dimensional ordered lattice, the mean distance L would scale 
with the lattice size as

However, in many real world networks, despite their large sizes, there can be 
relatively short paths between any two vertices. This phenomenon, often called 
the “small-world property” hints at the existence of shortcuts in the network, i.e. 
bridging links that connect different areas of the network, thus speeding up com
munication among otherwise distant nodes. Networks which exhibit this small- 
world property are characterised by having an average shortest path length L that 
depends logarithmically on the network size [11, 12]

L ~ IniN). (1.2)

This small world property is typical of random graphs (see Section 1.4.1), and 
many complex networks studied in the literature share this property [12]. However 
complex networks exhibit other non-trivial network statistics that set them aside 
from purely random graphs.



1.3.2 Clustering and Community Structure

In many real-world networks, and in particular social networks, nodes tend to 
create tightly knit groups characterised by a relatively high density of ties [13, 
12], In real-world networks, this likelihood tends to be greater than the average 
probability of a tie randomly established between two nodes.

In a social network, for example, if B and C are both friends of A, there is 
a significant probability that B and C are also friends of each other. Network 
theorists call this phenomenon “clustering” and Watts and Strogatz attempted to 
quantify this effect by introducing a statistic called the clustering coefficient [12].

Clustering Coefficient

Let Ni be the set of vertices which connect to a vertex v, with degree^ ki in an 
undirected graph. At most edges can be drawn between the elements of
Ni. Ci, the clustering coefficient of vertex v, is then the fraction of such edges that 
actually exist

C, = 2
kiiki - 1)

where c(Va, Vf,) specifies whether Vq is connected to v^.

(1.3)

c{Va,Vp) =
1 ifva is connected to vp 
0 otherwise

(1.4)

The clustering coefficient for a given vertex is illustrated in Fig. 1.1. The 
global clustering coefficient, C, can then defined as the average of C, over all 
vertices i in the network.

1 ^
(1.5)

Another definition for the global clustering coefficient also exists in the litera
ture, sometimes called transitivity [14] and is based on the following definition

^The number of neighbours a vertex has is called its degree
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a POPO Q, i p
0^0 0

plpo
C:= 0

Figure 1.1: An illustration of the clustering coefficient C, of a vertex (shaded in 
gray) with degree k, - 3 for various possibilities of neighbour connections.

C =
N, (1.6)

where Aa is the number of triangles in the network and A3 is the number of 
connected triples. A triangle is a set of three vertices with edges between all pairs 
of vertices and a connected triple is a set of three vertices in which each vertex is 
either connected to every other vertex (i.e. a triangle), or at least shares a common 
neighbour. The factor three accounts for the fact that each triangle can be seen as 
consisting of three different connected triples, one with each of the vertices as the 
central vertex. Multiplication by 3 also ensures 0 < C < 1. More formally.

Aa = 2] a,-i j^ik^jk
k> j>i

A3 — ^ ^ji^jk ^ki^kj^

(1.7)

(1.8)
k> j>i

where = c(v,, vj) is the adjacency matrix of the network that specifies which 
vertices are connected and the sum is over all triples of vertices i ^ j t k in the 
network. The difference between the two definitions of C is that Eq. 1.6 weights 
all triangles equally in the average, whereas Eq. 1.5 gives equal weight to all
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vertices. This can lead to different results as vertices of higher degree are possibly 
involved in a larger number of triangles than vertices of smaller degree [15],

The clustering coefficient can also be expressed as a function of the degree of 
vertices

Cik)^
Tii

(1.9)
Z/ ^kik

where djj is the Kronecker delta. For many complex networks, this function is 
found to have the form

C{k) ~ k->^ (1.10)

This behaviour has been associated with a hierarchical structure of the network 
and the exponent yS is called its hierarchical exponent [16]. However, Soffer and 
Vazques have found that this dependence of the clustering coefficient with k is to 
some extent a result of vertex degree correlations [17].

Modularity

Many complex networks also possess well defined communities, and a large com
ponent of the literature concerns the problem of identifying them. Communities 
are occurrences of vertices in the network that are more densely connected inter
nally than to the rest of the network. For example, social networks include com
munity groups based on common location, interest or occupation [18]. Metabolic 
networks have communities based on functional groupings [19]. Collaboration 
networks form communities based on research topics [18]. We can gain insight 
into network function and dynamics if we can identify these subgroups.

A variety of algorithms exist for detecting this structure, and many operate on 
the principle of optimising a measure known as the modularity. Consider a par
ticular choice of network division such that we associate a particular community 
to every node i in the network. The community to which a vertex v, is connected 
will be given by c,. The modularity [20] is a benefit function which quantifies the 
quality of that particular choice of network division and is defined by the follow
ing expression

12



2=^1; kjkj
2m

^acj (1.11)

m is the number of edges in the network, and the sum is over all vertices 
Vi + Vj. The Kronecker delta dacj is one if v, and vj belong to the same commu
nity and zero otherwise. Good divisions will have dense internal connections and 
thus have high values of the modularity. Since exhaustive search over all possi
ble divisions is usually computationally infeasible, practical algorithms are based 
on approximate optimization methods such as greedy algorithms [21] and simu
lated annealing [22], with different approaches offering different balances between 
speed and accuracy.

Another method for cluster identification utilises the principle of systemat
ically eliminating important edges that connect otherwise entirely disconnected 
subgraphs^. The Girvan-Newmann [23] algorithm investigates a centrality mea
sure of edges (or vertices) known as the betweenness

B..
cr{i, M, j)

i*j crii, j)
(1.12)

where <T{i, j) is the number of shortest paths from vertex i to j and cr(/, u, j) is 
the number of those shortest paths that pass through edge (or vertex) u.

The algorithm begins by calculating the betweenness of all edges in the graph. 
One then eliminates the edge with the highest betweenness, recalculates the be
tweenness of all edges and repeats the procedure until all edges are eliminated. 
Another approach to community identification uses hierarchical clustering com
bined with a choice of distance measure defined over pairs of vertices[20].

1.3.3 Scale-free Degree Distributions

The degree distribution for a network is defined as a function P(k) that gives the 
probability that a randomly chosen vertex from the network has degree k. For 
a network of N vertices with degree Pik) can be easily calculated with the 
following expression

subgraph of a graph G is a graph whose vertex set is a subset of that of G, and whose 
adjacency relation is a subset of that of G restricted to this subset
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Sk kP(k) = ^ 
^ ’ N (1.13)

It has been observed that many complex networks such as the world wide web 
[4, 5], social [24, 25, 7], biological [26, 8] and ecological [27] networks have a 
degree distribution that decays assymptotically as a power law

P{k) ~ k- (1.14)

with an exponent a typically in the range 2 < a < 3. Such networks are called 
“scale-free”, because power-laws retain the same functional form at all scales 
The title “scale-free” does not necessarily mean that the graphs are scale indepen
dent with respect to other measurable properties [28], Their most notable char
acteristic is their tendency to possess “hubs”, nodes with extremely large degrees 
that greatly exceed the average.

Such networks are also considered to be robust against random ‘attack’ since 
they are likely to retain their connectedness under random edge removal from 
the network [29]. However they are vulnerable to directed attack [30]. Further
more, the power-law degree distribution hints at an underlying hierarchical or 
self-similar structure to the architecture of these networks.

When analysing real networks, it may happen that the data presents a strong 
intrinsic noise as a result of the finite sample size, e.g. vertices with large degree 
will be rare and estimates of the probability distribution for large k will have 
a significant variance. Therefore, when investigating the asymptotic scaling of 
the tails of the distribution it is thus often advisable to study the complementary 
cumulative distribution of the degree Pccdfik > K) given by

Pccdfik >K)^^ P{k) (1.15)

This is just 1 - Pcdf(K), where PcdfiK) is the cumulative distribution of P{k). 
The summing procedure applied in Eq. 1.15 has the elfect of smoothing the sta
tistical fluctuations that may be present in the tail of P{k). Since the integral

‘*In fact power-laws are the only functional form f(x) that remain uunchanged, apart from a 
multiplicative factor, under a rescaling of the independent variable x, i.e. f(,ax) = ftf(x)
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of a power-law with an exponent -a is also a power-law, but with an exponent 
-(a - 1), the exponent can be estimated more reliably from the slope of Pccdfi^) 
when viewed on a double-logarithmic scale.

Generating sufficient data to make reliable power-law fits and hypothesis tests 
typically require a large number of data points to resolve structure in the tails 
of the distribution function. As a result, power-law hypothesis testing and fitting 
presents a considerable statistical challenge. Performing a power-law fit by means 
of a least-squares regression to the cumulative distribution is one method, however 
it lacks a rigorous foundation and can sometimes give spurious results.

1.3.4 Degree Correlations

Correlations between the degrees of vertices are often observed in complex net
works. For example, in social networks, it is typical for an individual with a large 
number of friends to associate with others who also have a large number of friends 
[31]. Popular people associate with popular people, this is called assortative mix
ing. In contrast, for some technological networks such as the internet, the opposite 
is found to be the case and vertices with a small degree tend to be connected to 
vertices with large degree, this is called dissassortative mixing [32].

The magnitude and sign of these degree correlations can be assessed with 
knowledge of the joint probability distribution p^iki, k2), for the probability of 
finding vertices with degree k\ and k2 at the ends of an edge chosen randomly 
from the network.

Pe{ki,k2) =
(>7 ^ij^k I ,ki ^ki ,ky

ji*j ^ij
(1.16)

where the sum is over pairs of vertices i and j in the network such that we 
count each pair twice, and aij can take values 0 or 1 to indicate whether vertex i 
and j are connected.

For the null hypothesis of zero degree correlations, we would expect the joint 
probability distribution for any given pair of degrees k\ and k2 to be just the prod
uct of the probability distribution for finding a vertex with each degree at the end 
of a randomly selected edge.
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where
, j 0.ijSk,ki5k,kj

Peik) =

Peikuk2) = Pe{kx)Pe{k2) (1.17)

(1.18)

However, in a network with assortativity, this is in general not the case and the 
tendency for vertices to connect to other vertices of like degree is often charac
terised by a single scalar constant called the assortative coefficient [32],

1

where

^ ^1^2 [Peiki,k2) - Pe(kl)Peik2)]) 
^ *1M

^ Yu ~ [2

k \ k )

(1.19)

(1.20)

This is the standard Pearson product-moment correlation function for the de
grees found at the end of a randomly chosen edge. The assortativity of a network is 
also commonly assessed in terms of the average degree of the nearest neighbours 
of a vertex with a given degree

(knn)(k) =
Tiitj ^ijkj^ki,k

(1.21)
j ^ij^kj.k

For an assortative network (r > 0), this function is an increasing function of 
vertex degree. For a disassortative network it is a decreasing function. One can 
always calculate the assortative coefficient r given knowledge of but not 
vice-versa. In Appendix A, I show how r and (/:„„) are related to each other.

1.4 Modelling Complex Networks

1.4.1 Random Graphs

The theory of random graphs was introduced by Paul Erd’os and Alfred Reny. In 
their first classic article, they define a random graph as N labelled vertices con
nected by n edges which are chosen randomly from the N{N- l)/2 possible edges
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[33]. In total graphs with N nodes and n edges are possible, forming a
probability space in which every realisation is equally probable

An alternative and equivalent formulation of the random graph is a binomial 
model in which we cycle through every pair of vertices in the network and choose 
to draw an edge between them with a probability p. The expectation value then 
for the total number of connected edges becomes

(n) =
pNiN- 1)

(1.22)

and the probability of the resulting graph having n connected edges can be 
taken from the binomial distribution

P{n) = N(N-\)/2-n (1.23)

Random-graph theory studies the properties of such graphs in the limit of A —> 
oo. Properties under consideration may be, for example, whether the graph is fully 
connected (there are no disconnected subgraphs or lone vertices^) or whether it 
contains a particular subgraph.

The discovery of Erd’os and Renyi was that many important properties of 
random graphs appear quite suddenly. That is, at some particular critical value 
of the connection probability p, either almost every subgraph in the probability 
space has that property or none do. For example, at some critical value of p, 
the probability that the resultant random graph is fully connected suddenly goes 
from zero to one. This is an example of a phase transition and is analogous to 
infinite-dimensional percolation.

Random graphs also provide an important reference point with which to com
pare measurements of complex network statistics. For this reason, I outline some 
of the properties of random graphs in terms of the statistics introduced earlier in 
the chapter.

is the binomial coefficient notation representing the number of ways of choosing k 
elements from a set of n elements

^Vertices that aren’t connected to any other vertex
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Degree distribution

Any vertex chosen from the graph of N vertices can be at most connected to A - 1 
neighbours with a connection probability p for each, so if we select a vertex i, we 
can consider it’s degree to be taken from a binomial distribution

PW-Cf-'/d-p)xW-l-it (1.24)

If we make the approximation that the degree of vertices are statistically inde
pendent, then we can approximate the probability distribution for finding a vertex 
with degree k in the network to Eq. 1.24. In the limit of large N and small p, this 
becomes a Poisson distribution.

P(k) = (1.25)

where A - pN is the average degree of vertices in the network.

Clustering Coefficient

Consider the neighbours of a random vertex selected from the graph. The proba
bility that any two of these neighbours are connected is simply the probability that 
any two vertices from the graph are connected. This is the connection probability, 
p, therefore

C = p =
N

(1.26)

That is, the clustering coefficient of a random graph is inversely proportional to 
N. However, studies of complex networks indicate that the clustering coefficient 
of real world networks does not decrease with N but appears to be independent of 
N [34]. Such behaviour is instead characteristic of an ordered lattice, in which the 
clustering coefficient depends only on the coordination number of the lattice and 
not its size.

18



Degree correlations

For the random graph, since edges are placed at random without regard to vertex 
degree it follows trivially that the assortative coefficient, r is zero in the limit of 
large graph size [32].

Average path length

The average distance between any pair of nodes for a random graph scales loga
rithmically with graph size [34],

^rand
ln{N)
ln{{k))

(1.27)

1.4.2 The Watts-Strogatz model

Although many real world networks share the property of random networks of 
having a low mean shortest path between vertices (illustrated in the concept of 
“six degrees of separation”), we expect to see a significantly larger clustering 
coefficient than that expected for a random graph of similar connection probability 
C^p = {k) IN.

Despite the average degree being significantly smaller than the network size N, 
in real world social networks, the clustering coefficient is found to lie in the range 
0.05 to 0.3. This means we tend to see ties formed between friends of friends, 
and existence of communities of closely connected nodes is likely. This duality of 
clustering as well as low average path length was found to be well modelled by a 
small-world model introduced by Watts and Strogatz in 1998 [12].

In the 1-dimensional model {d = 1) we begin with an ordered ring lattice of 
N vertices. Every node is connected to its first K neighbours {Kjl on either side) 
with N :s> K. One then systematicaly cycles through all the edges in the graph 
and reconnects the end of each edge to another random vertex with a probability p. 
For p = 0, we retain the unaltered ordered graph with a high clustering coefficient, 
and for p = 1 we have a completely random graph with a clustering coefficient 
dictated by Eq. 1.26 (see Fig. 1.2). As one increases the connection probability 
p, the average path length between vertices dramatically decreases, however the
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clustering coefficient decreases slowly.
The value of p can be tuned to provide a network which has a low average 

path length between vertices but that also preserves the high clustering coefficient 
of the ordered lattice. For this reason the model provides a good first approx
imation for modelling social networks and other complex networks that exhibit 
clustering. The model has its roots in social systems in which most people are 
friends with their immediate neighbours. However many people have at least one 
or two friends who are a long way away in other countries, these are the random 
long-range connections introduced by the rewiring of the Watts-Strogatz model.

A much studied variant of the Watts and Strogatz model was proposed by 
Newman and Watts [35], in which edges are added between randomly chosen 
vertices instead of rewired. This model is easier to work with analytically, because 
it can not lead to the formation of isolated clusters.

Average path length

It is widely accepted that the characteristic path length of a Watts and Strogatz 
network obeys the scaling relation

UN,p)
N^d

~Y'fipKN) (1.28)

where f(u) is a universal scaling function that obeys

fiu) =
const

ln{u)lu
if M «: 1 
if M » 1

(1.29)

This scaling relation has been confirmed by extensive numerical simulations 
[36, 37], renormalisation-group techniques [36] and series expansions [38]. Eq. 
1.28 tells us that although the average path length may appear to depend on three 
parameters at first glance, it is actually determined entirely by one parameter 
which is the produet of p, k and N. When pkN is very small, few if any long- 
range links are formed, and the average shortest path length scales linearly with 
the system size. For very large pKN, many long-range links are formed, and L 
behaves like that of a random graph.
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Regular Small-world Random

a)
p = 0

Increasing randomness
-> p= 1

b)

Figure 1.2: a) An illustration of the Watts and Strogatz model of a small-world 
network from [12] for different values values of the rewiring probability p. The 
other parameters of this illustration are d - I, N = 20 and z = 2. As p increases, 
the system tends towards a random graph, b) The average path length between 
vertices drops rapidly; however, the clustering coefficient decreases at a slower 
rate.
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Clustering Coefficient

The dependence of the clustering coefficient on the rewiring probability p can 
be estimated using the definition of the clustering coefficient of Eq. 1.6. This 
clustering coefficient can also be regarded as the ratio of the average number of 
links formed between neighbours of vertices and the average number of links that 
can be formed between neighbours of vertices.

If at p = 0, the ordered lattice has a clustering coefficient C, then with a 
rewiring probability p > 0, each edge that contributes to a triangle that makes 
up C', will be potentially rewired with a probability (1 - p), since there are three 
edges that make up each triangle that need to remain intact.

c(p)^cmi-p? (1.30)

It has been verified [39] that the deviation of C(p) from this expression is small 
and goes to zero as —> oo.

Degree distribution

For p = 0, no vertices are rewired and the order lattice remains unchanged. There
fore all vertices in the network have the same degree and the degree distribution 
is characterised by a spike at K. A nonzero p introduces disorder in the network 
and broadens the degree distribution, while maintaining the average degree K. 
The general form of the degree distribution can be shown [34] to be given by the 
following expression

nk,K)

P(k)^ 2 -pTp^^^
n=0

{k-KI2-n)\^
pKI2 (1.31)

for k > KI2, where f{k, K) = min(k - K/2, K/2). The shape of this degree 
distribution is similar to that of a random graph. It has a peak at < k >= K and 
decays exponentially for large k. This gives the network a relatively homogeneous 
character, with all nodes having approximately the same degree.
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Degree Correlations

As with the random graph, since edges are rewired at random without regard to 
vertex degree, the assortative coefficient r is zero in the limit of large graph size 
[32],

1.4.3 The Barabasi-Albert Model

The origin of power-law degree distributions observed in real world networks was 
first addressed by Barabasi and Albert [24], who argued that they arise from two 
essential ingredients shared by many real world networks: growth and preferen
tial attachment. The scale-free networks generally under consideration are open 
systems that grow over time by the continuous addition of new nodes.

Furthermore, it is hypothesised that many real world networks exhibit prefer
ential attachment such that the likelihood of a new node connecting to a previously 
existing node depends on the existing node’s degree. For example, a web page will 
more likely include hyperlinks to popular documents which already have high de
grees, because such highly connected documents are easy to find and therefore 
well-known.

The model of Barabasi and Albert starts with a small number, mo of nodes. 
With each time step, we introduce a new vertex and attach it to m vertices already 
part of the network. The probability with which a new vertex will attach to a 
previously existing vertex v,- will be proportional to the degree of the existing 
vertex,

Pr(v, 0-0 V,) = ki

ks

I use the notation Va o-o v* to represent that vertex is connected to v^. Over 
time, numerical simulations show that this process generates a network with a 
power-law degree distribution, P{k) ~ k~^, characterised by an exponent y = 3. 
The power-law degree distribution only emerges when the model includes both 
of the two essential ingredients: growth (the introduction of a new vertex at each 
time step) and preferential attachment (a preference to attach to vertices in the 
network with higher degree). An analytical derivation for the power-law exponent

(1.32)
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based on a continuum approach is given in Appendix B.
However, real world complex networks are rarely found to have pure power 

law degree distributions with an exact exponent -3. Exponents obtained for real 
world networks typically lie in the range 1 - 4 [34, 24], However, generalisations 
[34] of the model exist that allow for different scaling exponents. We shall now 
discuss some of the statistical properties of the BA network model.

Average path length

Numerical results indicate that the average path length of a Barabasi-Albert net
work is smaller than that of a similar sized random graph indicating that the topol
ogy of the scale-free network is more efficient in bringing nodes closer together 
than that of the random graph. It is observed that the average path length varies 
approximately logarithmically with network size, with the best fit given by the 
form [34]

L = Aln{N -B) + C (1.33)

However, analytical results indicate that there is a double logarithmic correc
tion to the logarithmic N dependence [40].

ln{N)
In(lniN))

(1.34)

Clustering Coefficient

There is no analytical prediction for the clustering coefficient of a Barabasi-Albert 
model [34]. However numerical studies have indicated that it is significantly 
higher than the random graph estimate of Grand -< k > /N. Furthermore it has 
been observed that the clustering coefficient of the BA-model decays with a form

C~ W -0,75 (1.35)

which is significantly slower than the C ~ result of random graph theory.
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Degree Correlations

Since the procedure for building the Barabasi-Albert network incorporates a ver
tex selection mechanism with a degree dependence, it seems probable that unlike 
a random network, the resulting network will exhibit some degree correlations. 
Indeed this is the case, and it can be shown that when 1 «: /:i «: ki, the joint 
probability distribution for finding a degree and k2 can be represented by the 
following factorisation [41, 34]

Pe{k\,k2) ~ k\^k2^ (1.36)

This differs considerably from the case of zero correlations, given by

3;,-3Pe{ki,k2)^k^ k^ (1.37)

However, due to the diverging variance of the degree distribution for a BA 
Network, the assortative coefficient goes to zero in the limit of large N [32].

1.5 Large On-Line Social Networks

Thanks to the Internet, and in particular, the recent explosion of user generated 
Internet content (Web 2.0), large amounts of data offering insight into the make
up of complex social networks are available. They can be obtained from large user

7
driven interactive websites such as LiveJournal , and in particular, popular social

8 9 10
networking websites such as Facebook , MySpace and Bebo .

A social networking website (a.k.a. SNS : Social Networking Service) is an in
teractive website that allows visitors to set up their own personal web-page which 
serves as a base from which they can communicate and share media with other 
visitors to the website. An important aspect of a social networking website is 
the ability to add friends to one’s profile web-page. This process creates a direct 
HTML hyperlink from the members profile web-page to the profile web-page of

^http://www.livejoumal.com/ 
* http ://www. facebook.com/ 
®http://www.myspace.com/

'°http://www.bebo.com/
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said friend.
These friends are most often real world acquaintances (school friends, college 

friends, workmates etc.) who have also subscribed to the website and established 
their own member page. As a result, networks made through ties on on-line social 
networking websites may provide a good comparison to real world networks of 
acquaintances.

Thanks to the emergence of on-line social networking websites, many studies 
into the topologies and growth of social networks have emerged in recent years. 
Studies into these networks have shown that they exhibit significant positive clus
tering coefficients and show assortative mixing. They also possess a degree distri
bution with a power law tail, an aspect shared with many other complex networks. 
The existence of a power-law degree distribution suggests a hierarchical structure 
to on-line social networks and that growth and preferential attachment may play a 
role in their construction.

Often the researchers have had access to complete network data sets [42, 43, 
44,45]. Other times [46,47], these studies have often been performed on data sets 
that have been collected from the Internet using automated software that crawls 
the links between pages on these websites using a breadth-first search (snowball) 
sampling algorithm [48, 49].

BFS Sampling

In a Breadth-First Search, the algorithm begins with a single randomly chosen 
vertex in the network, vi. One then exhaustively samples all the vertices V2,i in the 
first layer that are locally connected to vi. The algorithm then samples all vertices 
V3 j that are connected to vertices in the set V2,, that have not already been sampled. 
The algorithm continues as such, and the number of sampled vertices explodes 
exponentially with layer number. In the case of an on-line social network, in 
which we can expect the average degree of vertices to be as large as 100, the 
number of vertices sampled can be extremely large after only 3 layers.

If a BFS sampling algorithm does not run long enough to fully explore the 
entire giant component^' of the network, then it is subject to biasing towards ver-

'The giant component is a connected subgraph of a network that typically contains a major-
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1.

•
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3.

Figure 1.3: An illustration of the first four steps of a BFS sampling algorithm 
which explores a sub-graph of a network.

tices local to the initial seed vertex. Averages of vertex properties taken from the 
explored subgraph will be biased and not representative of the uniform average 
over all vertices in full network |48|.

More formally.

- y x(v,) ^ y-x(v,)
m z_j z-j ri

Vies VieN

(1.38)

where n is the number of vertices in the full network N, in is the size of sub
graph S sampled by BFS and X(y,) is a function evaluated on vertex v, whose 
network average we wish to estimate. For example, in an assortative network 
(large degree vertices tend to be connected to other large degree vertices) we will 
likely overestimate the average degree of the network, if we calculate the estimate 
from a BFS sample centred on a vertex with a large degree.

To perform a more uniform sampling, one may choose to take a number of 
BFS samples using different initial seed vertices which are selected uniformly

ity of the entire network’s nodes. Connected means there is a path between every node in the 
subgraph.

27



from the network. However in many cases this strategy may not be possible as 
there may be no unbiased way to choose an initial seed vertex.

In the following chapter, I will show how 1 solve the problem of obtaining 
unbiased measures of an on-line social network’s statistics by probing the network 
by means of a random walk.

28



Chapter 2

Random Walk Analysis of Complex 
Networks

2.1 Introduction

As an alternative to the breadth-first search algorithm described in the previous 
chapter, I aimed to crawl a large on-line social network by means of a random 
walk. Thanks to the low mean path length between vertices that we see in complex 
networks, we expect that after only a very small number of random steps, the 
random walk will have lost all correlation with its initial location in the network. 
Therefore such a sampling procedure will not be affected by the local biasing 
presented in the case of a BPS sample.

A random walk crawling procedure has been used previously to assemble 
graphs of the World Wide Web by crawling web links [50], as well as detect 
communities in large networks [51, 52]. Random walks have also been used to es
timate statistics of numerically simulated complex networks in [53]. In this study 
the authors estimate the average degree and clustering coefficient of Barabasi- 
Albert networks and random graphs by sampling them using random walks. The 
authors conclude that due to the tendency for the walk to visit vertices with large 
degree the procedure produces biased estimates of the desired network statistics.

In the following chapter, I solve this problem by presenting a mathematical 
toolkit with takes account of the degree bias to obtain unbiased measures of the
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network properties discussed previously such as degree distribution, clustering 
coefficient and assortativity coefficient from the data collected in this way. I also 
introduce a method for estimating the social network size from the data collected 
in the random walk.

The random walk is a time series constructed as follows : we begin by select
ing a vertex vi randomly with uniform probability from a fully connected network. 
A subsequent vertex va is chosen randomly with a uniform probability from the 
neighbours of vertex V]. We proceed in this way for T random steps to produce a 
time series of vertices, vi, V2, ...vy- with degrees k\,k2,... ykj.

We only consider undirected and unweighted networks. This means we asso
ciate no direction or strength to the nature of ties between vertices in the network. 
Because the links are undirected, the random walker can move freely back and 
forward between vertices of the network along any single link and because the 
network is unweighted, the random walker can move to any connected vertex with 
equal probability. Note that the random walk procedure does not keep record of 
all neighbours of all vertices visited on the walk. Any network properties must be 
inferred solely from the ordered list of vertices v, with degrees k, that are visited.

In the following, I will show how some important network statistics can be 
calculated from the data collected in such a way. In the subsequent chapters, I 
then verify the accuracy and consistency of the devised methodology on a variety 
of control data sets. Finally, I apply the random walk method to data I collect 
myself, by crawling the large on-line social network, Bebo. In the final chapter of 
this part, I introduce some extensions to the methodology and improvements that 
can be made in the case that the walk records not only the vertices visited in the 
walk, but all vertices connected to those vertices too.

2.2 Estimation of Network Properties

2.2.1 Degree Distribution

From the set of vertex degrees k\,k2,... ,kT, collected during the random walk, 
it is easy to calculate a biased degree distribution for the probability of visiting a 
vertex on the walk with degree k, p*{k).
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p\k) = 1=^6 k,M 

^ r=l
(2.1)

Here 5,, denotes the Kronecker symbol, defined as follows

5,7 -
1 if / = j
0 otherwise

(2.2)

We call this distribution the biased degree distribution because the random 
walk does not sample vertices uniformly from the network. This is because the 
probability of visiting a vertex with degree ki on a random walk is kj/kj times more 
likely than visiting a vertex with degree kj [54], The proof of this result is given 
in Appendix C.

Therefore, if we want to estimate the true degree distribution of vertices in the 
network we roam, we must remove this bias. We compute an unbiased degree 
distribution pik), by performing the following normalisation procedure.

,,, P*ik)/k , , ^ ^ ^
pik) - v^oo -kje 1,2,3,... (2.3)

ZTP'iO/l
Finally, it must be noted, that this procedure will only apply to the giant com

ponent of the network. Assuming the random walk begins at a node that is part of 
the giant component, the walk will only ever explore other nodes contained in the 
giant component in subsequent steps. There may be vertices that form separate 
subnetworks that are disconnected from the main body of the network which will 
never be sampled by the walk. Indeed, when applying this procedure to a real 
world network, for which we assume there exists a fully connected giant compo
nent, we need to be careful that we start the walking procedure from a vertex that 
is connected to this bulk network that we wish to sample. We may suspect this 
to have occurred if our network size estimate based on the collected walk data is 
significantly smaller than our a priori expectations. The networks that we study 
in the following chapters (both the control networks and Bebo) typically have a 
single giant component that constitutes the majority of vertices.
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2.2.2 Clustering Coefficient

We attempt to estimate the clustering coefficient of the giant component of a net
work by counting the number of instances in a random walk where we see a return 
to the same vertex in three steps. Such a 3-step return is unique because it pro
hibits revisiting the same nodes by taking the same route back. In a random walk 
through a network with a high degree of clustering, we should expect to see many 
more such 3-returns than, for example, 100-returns.

Pret(f) is the probability that, if we select a vertex randomly along the length 
of our walk, we will see a return to that vertex in r steps. We can calculate PreM 
by counting the number of observed r-returns we see during a walk of T steps and 
dividing by the number of possible r-retums.

PreM =

r+1
r+l

Y'/+i r

7’+ 1 -r
(2.4)

l<,= j

P = P(Y-%-2|k,.T k,k = j )

Figure 2.1: An illustration of a 3-return that may happen in the course of a random 
walk. The walk returns to the same vertex in 3 steps, i.e. v,_2 = v,+ i with a 
probability given by the probability that the vertices are connected (which is a 
function of vertex degrees k, and k,-\) divided by the degree of vertex v,.

In Fig. 2.2 we have plotted PreM for small-world network generated by the 
model of Watts and Strogatz. The model produces a highly clustered network with 
a low mean path length between vertices (see 1.4.2). By adjusting the rewiring 
probability P, we can tune the network to a desired clustering coefficient. For P = 
0, the network is unchanged and we retain the highly clustered ordered network. 
For P > 0, however, we may introduce long-range connections which drastically
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Figure 2.2: Preiir), the probability that we will see a return in r steps from a ran
domly selected vertex along a random walk through a 10,000 vertex small world 
network with rewiring probability given by P. We calculate Pretir) by counting the 
number of such r-returns we see in a random walk of 1 million steps. We see the 
shape of this function is significantly smoothed by the clustering in the network 
with low rewiring probability. In the odd r case, a return to a vertex by retracing 
steps is impossible and Pret(r) takes on the constant value of -jQ^.
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decrease the mean shortest path length of the network as well as lowering the 
average clustering coefficient of the network. By adjusting P, we can tune our 
network to a desired average clustering coefficient C.

The shape of the function, Pret(r), in Fig. 2.2 can be seen to characterise 
the clustering behaviour of the network. For a random network (corresponding 
to rewiring probability P - 1), we see significant spikes for even values of r, 
corresponding to the potential for a random walk to return by the same route 
that it left a vertex (which is not possible in the odd-r case). In the odd r case, 
Pretif) takes on the constant value PreM = ^ where Nq is the number of nodes 
in the giant component of the network. However, as we see in Fig. 2.2, when 
we introduce clustering by decreasing the rewiring probability to P = 0.1, this 
function is significantly smoothed. Furthermore, at some arbitrarily large number, 
when a random walk would have lost all memory of its initial starting point, Preiif) 
takes on the constant value as the probability of seeing a return in r steps 
becomes equal to that of seeing a return in r+1 steps.

Let us randomly select a vertex v, from the random walk of T steps, vi, V2, ...V7-_|, 
such that V, t v,_2. The probability of seeing a 3-return in the next step, i.e. 
v,+ \ = v,_2, is a product of two factors, the probability that v, and v,_2 are con
nected, and if so, the probability, 1//:,, that the next random step brings the walk 
back to vertex, v,_2. It is important to note, that the probability that the vertex v, 
and v,_2 are connected will generally be correlated with the degree of vertex v,.

I use the notation £>-o to represent that vertex and Vh are connected.
Since v, and v,_2 are neighbours sampled randomly and uniformly from the 

friends of v,_i, and of all connections that can be made between neighbours of 
v,_i, a fraction C,_i exist, where C,_i is the clustering coefficient of vertex v,_i, the 
average probability that a node v, is connected to a node v,_2 visited in the walk, 
where k,-\ - k, will be the average clustering coefficient of vertices with degree k

1
M ~ ^V„v,-2)(5*,it,_,c(v„ v,_2) = P(v, OK5 v,_2|/:,-i -k)^ C{k) (2.5)
^ 1=3
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where c(v,, v,_2) specifies whether v, is connected to v,_2,

c(v„v,_2) ==
1 if V, 0-0 Vt-2 
0 otherwise

(2.6)

and N counts proper triplets of values where vertex t - 1 has degree k.

T-l
N = 20-

r=3
'V/,V,_2 (2.7)

P(v, 0-0 v,_2|A:,-i - k) is a function of k, which we will call the prior probabil
ity. It is the probability that a randomly selected vertex v, and the vertex v,_2, two 
steps behind it, are connected, given only the knowledge that A:,_i = k. This is also 
the average clustering coefficient, Cik), for vertices with degree k.

To calculate the expected number of 3-retums observed where A:,_i - k during 
the walk, we need to know the conditional probability, P{v, o-o v,_2|A:,_i = k,k, = 
j). This is a function of both k and j which gives the probability that vertex v, and 
v,_2 are connected given that we also know that the degree of vertex v, is j. The 
expectation value for 3-returns observed is then.

T-l

{N3)k = 2
/=3

(1 - Sy,^v,^^)6k,k,^,P{v, 0-0 v,-2\k,-i = k,k, - j) 
k,

(2.8)

We can calculate this conditional probability using Bayes’ Theorem.

P(V, 0-0 v,_2|^, = j,k,^i = k)
Pjk, = j\v, 0-0 v,-2,k,-i = k)P{v, o-<3 v,_2lVi = k) 

P(k, = j\k,^^ = k)
(2.9)

The expression above is a function of two parameters, j and k. The application 
of bayes theorem is with respect to the k, - j condition while ^,_i = k remains 
constant. P(v, o-o v,_2|A:,_i = k) = C{k) is the unknown which we wish to calculate 
from experiment. Substituting Eq. 2.9 into Eq. 2.8 and solving for Cik) gives

C{k)^ (A^3V.=*
^T-\ P(k,\v,o-ovi.2,k,-i=k)
2j(=3

(2.10)
k,P(k,=j\k,.i=k)
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What is left, is to calculate is P{k, = j\v, o-o v,_2,^r-i = k) and P{k, = j\k,^\ - 
k). The latter probability is given by

r,,, -I, Zi(=3 (1 ^v,,v,-i)^k,k,-\^k,,jP{k, = j\k,-i = k) = ---- —----------------------- (2.11)

To calculate Pik, - y|v, o-o v,_2,/c,-i = k), we count the number of observa
tions of vertices v,_i or v, with A:, = j or A:,_i = j from instances in the walk where 
/c,_2 = k and a 3-return is observed, i.e. v,_2 = v,+ i. This criterion samples sets 
of v„ v,_i and v,_2 for which v, o-o v,_i o-o v,_2 o-o v,. The factor of k,k,-i and 
normalisation is to account for the fact that the probability of observing a 3-return 
through vertices with degrees k, and A:,_i will be proportional to the product of 
these degrees.

Z(=3 ^^k,jkiki-i{6ki j -l- Sk^ ^ j')
Pik, = j\v, v,^2,k,-i = A:) =

Z/=3 2dy,^| ^v,-2^k,+1, kk,k,-
(2.12)

We can now estimate Cik) using Eq. 2.10 and our experimental value of N-iik) 
found by counting the number of 3 returns observed during the random walk.

Cik)^
N,ik) T-\

r,--T-\ (1 -<^v/.v,-21 =Vl^'Ml-1 =k)
Niik) = j](l-dv„y,.,)d*,,,.,d,

v,+|,v,_2

k,P(,k,=j\k,-,=k) 1=3

(2.13)
By averaging C(Ac) over the unbiased probability distribution p{k) of Eq. 2.3, 

we can estimate the average clustering coefficient for the giant component of the 
network, C.

C = ^ pik)Cik) (2.14)
*=1

2.2.3 Degree Correlations

As discussed in the previous chapter, complex networks often exhibit degree cor
relations. For example, in social networks, people with large numbers of friends
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tend to also have friends with large numbers of friends. As explained in Section 
1.3.4), we can investigate the strength and sign of these correlations by calculating 
the value of the assortative coefficient r.

However, in order to calculate r as defined in Eq. 1.19, one needs to be able to 
sample edges uniformly from the network. We can approximate sampling edges 
uniformly from a network using the sample space of edges visited on a random 
walk, Peik) » p*(k) of Eq. 2.1. We can then write

r = \'^kik2[p\ki,k2)-p*{ki)p*{k2)]

= ^'^k\k2p*{ki,k2)-^'^kip\ki) '^k2p\k2)
\

< ^2

(2.15)

(2.16)

using

P\k2) = 2
r=l
T

P\k2) = -Yj^k,.k2
1=1

1
p\ki,k2) = *1+1.1:2

r=l

equation Eq. 2.16 becomes 

1 1 r-i ( 1 ^

/=i

with

T\ i=i /
(2.17)

(2.18)

The assortativity coefficient is therefore just the standard expression for the 1-
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step auto-correlation function of the time series of degrees visited on the random 
walk.

- (k,)^ ^2 19)r =
(kj) - (k,)^

Also, using the edges that we see during the random walk, we can calculate 
the average neighbour degree of vertices as a function of vertex degree.

(knnik)) =
E,= i' k,+idk,k, + Z/=2 kt-\Sk.k,

(2.20)
Er=l' Sk,k, + Zr=2 ^k,k,

As explained in 1.3.4, {k„n) will be an increasing function of k for a network 
with positive assortativity.

2.2.4 Network Size

The total number of vertices, Ng, in the giant component of a network can be 
inferred by counting the number of visits to a given vertex that we see during 
a random walk. In what follows, we u.se <) to represent a uniform average of a 
function over all vetices in the giant component of the network in which each 
vertex is given equal weight.

</> = i2/= W/(v,)
(2.21)

()* to represent an average over vertices visited in a random walk, which as 
already stated, is biased to visit vertices with large degree.

In Fig. 2.3, we show the cumulative sum, F(r), of PreM for a network, defined
as.

Fir) = YjPre,(t)
l=\

(2.22)

Beyond a certain value, rc, we see linear behaviour in the plot of Fir). This 
corresponds to Preiif) ~ Prei(f + 1) for sufficiently large r, indicating that it is just 
as likely to return to a vertex after 100 steps, as it is after 101 etc. As shown in 
Appendix (C), the probability, P°°(k) that an arbitrarily large number of steps finds 
us at a given vertex with degree k, is given by
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Figure 2.3: Cumulative sum of Preiir) for the condensed matter collaboration net
work [55] as calculated by Eq. 2.22 for a 1,000,000 step random walk. We see 
linear behaviour for r > 400 corresponding to PreM - Pret(f + 1) for large r. This 
shows that it is just as likely to return to a vertex after r steps, as it is after r + 1 
and allows us to compute the value of {P°°y - 0.0000801 as the slope of F{r).

P"{k) =
ki Ncik)

Let us call the average of P°°{k) over all vertices visited in our walk

(2.23)

<P“)* = J]p(k)P-(k)
k=\

Inserting Eq. 2.23 into Eq. 2.24, we obtain

{ky
Ncik)

(ky
(P^y = 

=>Ng = {p-y{k)

(2.24)

(2.25)

(2.26)
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Thus, given {P°°y, the average degree of vertices visited in the walk, (k)*, and 
the average degree of vertices in the giant component, (k) = YjT=\ we can
estimate the number of vertices, Ng, in the giant component of the network. (P“)* 
can be taken from the slope of F(r) for r > Vc.

A comparison can be drawn between this estimator and the mark and recap
ture method used for estimating population sizes in ecology [56], The mark and 
capture procedure works by counting the number of times a particular individual 
is drawn uniformly with replacement from some sample population. The method 
requires uniform sampling. However, as stated earlier, the random walk is a biased 
sampling procedure. The mathematics presented above takes this into account to 
produce an unbiased size estimate.

More recently, other studies have emerged which have aimed to estimate sizes 
of on-line social networks using similar methods to the one I have presented in 
this chapter. In [57], the authors perform a random walk on a network where each 
random step from a vertex v,- to vj is only accepted with a probability max{ki, kj).
This procedure produces an unbiased sample of the network from which its size 
can be estimated.

A similar procedure was used in [58] to generate a uniform sample from a 
biased random walk. In their method, more weight is given to neighbours with 
small degree when choosing the target for the next random step. The difference 
between these methods and the one presented in this chapter, is that they use a 
biased walk to create a uniform sampling. On the other hand, I use an unbiased 
walk to generate a biased sample and then correct for this bias when estimating 
the network statistics..

Another recent work [59] estimates social network sizes using a random walk/back- 
tracing algorithm originally proposed in [60] for estimating the number of vertices 
connected to a given vertex. However they find the backtracing procedure com
putationally expensive and deem the method impractical for large network sizes.
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Chapter 3

Testing the Random Walk Sampling 
Procedure on Control Network Data 
Sets

The aim of this chapter is to verify the procedures introduced in the previous chap
ter by applying them to a number of commonly studied networks. Each network 
data set tested is an undirected and unweighted graph for which I have the full 
description of all edges and vertices contained. I can therefore calculate the statis
tics exactly using the equations presented in Section 1.3 and compare these with 
estimates that I make from random walks.

I have used a collection of physics collaboration networks [55]. These are 
networks that have been constructed by drawing links between research scientists 
who have coauthored a paper together. In a similar manner, I also use an actor 
collaboration network in which links are drawn between actors who have per
formed in the same movie [61]. We also test the network of protein interactions 
in the yeast Saccharomyces cerevisia [8], such networks are important for the un
derstanding of cell dynamics in biology. Another data set used is the network of 
e-mail interactions between people at a university [62].

These network were chosen because they are commonly used data sets in com
plex networks literature which are publicly available. Most of the networks are 
large with vertices numbering in the thousands if not hundreds of thousands. Fur-
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thermore, all these networks exhibit the non-trivial properties described in Section 
1.3 such as assortativity, clustering and power-law scaling which we wish to mea
sure with the random walk methodology.

To test the consistency of the estimators, we use very long walk lengths in 
comparison to the network size. However, we will see that certain properties are 
estimated to reasonable accuracy when the walk length is only a fraction of the 
network size.

3.1 Degree Distribution

In Fig. 3.1 we use Eq. 2.3 to estimate the degree distribution of a selection of 
networks using data collected in random walks for three scientific collaboration 
networks. In each case, the walk lengths used represent only a fraction of the 
number of vertices in the giant component of the networks, yet we find very good 
agreement between our estimates and the degree distributions as calculated di
rectly from the data.

3.2 Clustering Coefficient

In Fig. 3.2 we have plotted the estimate of the average clustering coefficient as a 
function of degree k as estimated using the random walk procedure for a network 
data set. Since 3-returns are rare, we require very long random walks to yield 
enough 3-returns to provide sufficient accuracy. Since our result for the cluster
ing coefficient is calculated from the count of 3-returns observed in our random 
walk, we may expect the error in our result to be at least as large as the statistical 
counting error for a Poisson process, that is

AC^ Wz 
C ~ Ni

(3.1)

This effectively gives us a lower bound for an estimate of the standard devia
tion in the error.

In Fig. 3.2 we use Eq. 2.13 to estimate the average clustering coefficient as a 
function of vertex degree for the condensed matter physics collaboration Network
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Movie Actor Network

Condensed Matter Physics Collaboration Network

Astrophysics Collaboration Network

Figure 3.1: Estimate (circles) of giant component degree distributions for three 
network data sets using Eq. 2.3 compared against the degree distribution as calcu
lated directly from the data (line), a) movie actor network [61] : Nq - 374,550, 
walk length = 40,000, vertices sampled = 31,100. b) condensed matter collab
oration [55]: Ng = 14,845, walk length = 5,000, vertices sampled = 3,228. c) 
astrophysics collaboration [55] : Nq - 36,458, walk length = 2,000, vertices 
sampled = 1,432.
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[55] using a 1 million step long random walk, and compare it to the result as 
calculated directly from the whole data set. To ensure a large number of three 
returns for demonstrating the validity of Eq. 2.13, a walk length, T, was chosen 
such that T ^ Nc - 36,458, the size of the giant component of the network.

Figure 3.2: Average clustering coefficient (circles) as a function of vertex degree 
as estimated using Eq. 2.10 from a one million step long random walk through 
the condensed matter physics collaboration network [55]. This result is compared 
with the exact value for C{k) (line) as calculated using the exact network data.

In Table 3.1, we have used Eq. 2.14 to estimate the clustering coefficient for a 
selection of network data sets. In the case of each network studied the table gives 
details on the size of the network (number of vertices) and the size of the giant 
component which is always equal to or smaller than the network size. Also given, 
is the length of the random walk used and the number or 3-returns observed on the 
walk. From this we can produce an estimate of the average clustering coefficient 
C of the giant component. This value is compared with the exact value for the 
clustering coefficient of the giant component as calculated explicitly from the full 
network data set. We find very good agreement between the exact values, and the 
estimates.

It is clear that if we want to estimate the clustering coefficient accurately by 
counting 3-returns, we require the walk to mn long enough to count enough with 
which to make a reliable average. This method is therefore going to be best suited
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to networks with a low ^ode N^ber protein interaction network in
Table 3.1. Such networks will have a low average degree, making 3-returns more 
likely to occur. In this case, the random walk method will be a suitable choice for 
calculating an unbiased estimate of C in a network for which the full data set is 
unavailable, but for which the network may be too large to be realistically covered 
with a “snowball” sampling approach.
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>% ĉ/5<U (U

o ^
(3J

*3
o W

1) ^ 
-C ‘cj CJcd g: 
O <!>

8
•o -S
Si O
V5 V5

‘I
1) (D
u s:*2 C!D O

° -I
cd

(Ux>
6

^ <u
3 ^ 
4)

O C
Cl «s •-o M 
O O
^ c/5

CJ Cd 
X (U

qj 1)
•C -s

a ^ 
^ "a4)

4)x:
>+-.o

So•o
3ca

ca
Cl
e
o3

3

g
•3 8

4) 
4J 4) 
O T3 O •-
00 O 
3 ^.3 dUi
4) O 
to
3 TS 
3 M
4) ^

■5
CJH 5o ^

CO C4) 3
■3 O2 T3
£ c

C/5
to u

00 P
§ S3

J- ca CJ c ^ > C cd ^ ‘G 'G
[2 «

4) O

4)
^ «

-c h

M
3

£o
T3
33

O -3^ 'S
c o

4) 3:
3:

4) c^ I

3
CO •“

U 4)
-s

<N 0-1 
4) -S
3 ^
e2 I

GO
13D>
D
c/5

X)o

o ^
G "G dj o 
G OJoa, t3
S x)o

tdc/5 4^ ^
G G G
g 2 ^

■5-; ’Sd '3
1) CJ>-(0)
I _c c/5 CO ±3 G

46



3.3 Assortativity

In Fig. 3.3 we show the random walk estimate of for the giant component
of the condensed matter physics collaboration network using Eq. 2.20 with the 
exact function as calculated directly from the data. We find very good agreement. 
This shows that using the sample space of edges visited on the random walk is a 
good approximation to sampling edges uniformly from the network.

Figure 3.3: Average degree of neighbouring vertices as a function of vertex degree 
for the giant component of the condensed matter collaboration network. Estimate 
calculated from 100,000 step random walk shown in circles, exact value as calcu
lated from the full data set shown by the line.

In Table 3.3 we tabulate our estimates for the assortativity coefficient for a 
variety of networks and walk lengths. Also included in the table are the size of the 
giant components of each of the networks studied and the length of the random 
walk that was performed to make the estimates. This value is compared with 
the value of the assortative coefficient of the giant component of each network as 
calculated exactly from the full network data. We find very good agreement, even 
in the cases where the walk lengths are short when compared to the full size of the 
giant components.
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3.4 Size of Giant Component

In Table 3.5 we use the method of Section 2.2.4 to estimate the size of the giant 
components of a variety of network data sets. Included in the table are values for 
the true giant component size and the length of the random walks used to perform 
the estimate.

In each case we have estimated the function F(r) from the random walk using 
Eq. 2.22 and estimated the slope for sufficiently large r as illustrated for the 
case of condensed matter in Fig. 2.3. Also tabulated is the average degree of 
vertices visited on each walk and the estimates of the average degree of the giant 
components of each network as calculated from the unbiased degree distribution 
p{k) (Eq. 2.3). The size estimate then results from the application of Eq. 2.26. 
We see that the method gives good estimates even in the cases when the random 
walks are small compared to the network size.
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3.5 Repeated sampling, sample size and standard 
error

Each numerical result presented in Tables 3.1, 3.3 and 3.5 was calculated from a 
single run of a random walk that began on a randomly chosen initial vertex. The 
fact that the empirical estimates from our single runs match well to true values 
lends credibility to the accuracy and consistency of the method. However, it is 
important also to investigate the error in random walk estimates by performing 
repeated sampling. In this section we investigate the error in the random walk 
estimates of the clustering coefficient, assortative coefficient and network size by 
calculating the standard deviation of the spread of values obtained by performing 
repeated random walks on the condensed matter collaboration networks.

Furthermore, the methods presented and tested in the previous chapters rely 
on the assumption that after a small number of steps, the random walk is sampling 
vertices from the stationary distribution of the graph in question. When this oc
curs, the probability of the random walk being at vertex v, is where the sum 
is over all vertices in the network. For a derivation of this result see Appendix 
C. The number of random walk steps needed for the stationary distribution to be 
reached depends on the mixing rate property of the graph (see [63].)

Fortunately, the literature indicates that social networks are known to have 
good mixing rates [57]. This result seems consistent with the property of six 
degrees of separation typically attributed to social networks. That is to say, that 
after only a short number of steps, we ought to be equally distant from any other 
vertex in the graph. Nonetheless, to ensure our results are not biased by the choice 
of initial seed vertex, we will initiate each random walk with a different seed 
vertex.

The results of this repeated sampling error analysis for the three statistics in 
question are shown in Fig. 3.4. For these plots, we have estimated the standard 
deviation of the random walk estimates of each statistic about their true values (as 
calculated explicitly from the full network data).

O-X(W) = ^{{Xes, - Xf) (3.2)
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where X„r is the random walk estimate of either C, r or Nq, X is the true value, 
and the average is performed over 100 random walks with an initial seed vertex 
that is randomly selected from the giant component. Furthermore, in Fig. 3.4, we 
have rescaled the y-axes by the true value X, so that the reader can interpret the 
y-values as the fractional error in the estimate. The x-values have been rescaled 
by the size of the giant component so the reader can appreciate how long the walk 
length is in comparison to the size of the network available to be crawled.

These plots indicate that regardless of the initial seed vertex chosen, we can 
choose a sufficiently small error tolerance by selecting a sufficiently long walk 
because the error in the result decreases in a predictable way (a power-law) with 
increasing walk length and is based on randomly chosen seed vertices. The ran
dom walk method is thus a consistent estimator of these network statistics.



Assortative Coefficient Error
K Walk lAingth for (he Condensed Mailer Collaboralion NctNvork

Giant Component Size Error
a Walk length for the Condeiued Mailer Collaboration NctMx>rk

Clustering Coefficient Error
va Walk length for the Condensed Matter Collaboralion Network

Figure 3.4: The error in the estimates of clustering coefficient, assortative coef
ficient and giant component size on the condensed matter collaboration network. 
Each point represents the standard deviation of the estimate of the statistic about 
its true value (see Eq. 3.2), rescaled by the true value, for 100 random walks of 
the specified walk length. The error scales as a power law with increasing walk 
length. The exponent of this power la^3is approximately in the case of the 
clustering and assortative coefficent and in the case of the giant component 
size estimate.



Chapter 4

A random walk analysis of the Bebo 
social network

4.1 The Bebo Network

In what follows, we apply the methods described and tested in the previous two 
chapters to a large on-line social network, Bebo, for which the full network data 
set is not available to us.

The Bebo network was chosen for study because we believe it provides a good 
proxy for the study of human social networks. At the time the research was carried 
out, it was the most popular on-line social networking service in use in Ireland 
(the website’s popularity in Ireland has since been surpassed by Facebook.com). 
The website provides a straightforward user interface which is amenable to web
crawling. Bebo’s large size (the website is international and claims ~ 40 million 
users) will allow us to collect a large amount of data to produce accurate statistical 
measurements.

It should be noted that friendship on Bebo is a symmetric relation (if A is a 
friend of B, then B is a friend of A) and since no information exists for the strength 
of the personal ties, the network is undirected and unweighted. We aim to inves
tigate if the properties introduced in Section 1.3 such as assortativity, clustering 
and scale-free degree distribution also apply to the Bebo network and we hope to 
estimate these properties using data we crawl from the web.
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Due to the time-consuming nature of the crawling process, we perform our 
data collection by probing only a small fraction (~ 1%) of its accessible pages. 
However, with the postulate that the Bebo network is homogeneous and well- 
connected (every vertex can be reached from almost every other vertex by a short 
path), we are confident that a freely wandering random walk sampling procedure 
can produce a more uniform and representative data set, than a similar sized, but 
more localised “snowball” sample of the network. Unfortunately, statistics such 
as average path length between vertices and vertex centrality can not be sampled 
using this random walk procedure.

4.2 Data Collection

The data collection was performed as follows: A random member page was se
lected, its unique member number identified and its degree (number of Bebo 
friends as stated on the profile page) recorded. We then visited the Bebo page of 
a randomly selected friend from the initial member page, again recorded member 
number and degree and made another random choice amongst its stated friends. 
This random walk through the Bebo network was continued for over 150,000 
steps. We automated this process by developing software similar to that of web 
crawlers used by search engines to collect data about the World Wide Web. It 
resulted in the recording of a large data set of unique member ID and degree. The 
crawl was performed over 10 days between April 15th 2008 and April 24th 2008, 
during which period we believe the 3 year old network not to have changed sig
nificantly. Details of the software written to perform the web crawling are given 
in Appendix D.

Since some Bebo members, for privacy reasons, choose not to have their pro
file visible to the public, our random walk can only peruse a sub-network of the 
Bebo network composed of accessible profile pages. Moreover, it is not possible 
to tell from the information available on a given Bebo member profile page, how 
many of that user’s friends have private profiles, without performing an exhaustive 
search that attempts to visit the profile page of each and every friend to check if 
access is granted or denied. Therefore a random walk will often hit upon member 
pages which are inaccessible. When this occurs, we randomly select a different
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friend and continue. We count the number of “hits” and “misses” that we see on 
our walk, after leaving a vertex with total degree k, to form an estimate for the 
function the average fraction of friends of a vertex with total degree k who 
have publicly accessible profiles. The form of this function is shown in Fig. 4.1. 
We can only estimate the degree of a given vertex with respect to this accessible 
sub-network using the function jiik). Therefore a distinction must be made be
tween the degree of a vertex as stated on the Bebo user’s profile page, k, and the 
estimated accessible degree of that vertex iu{k)k. Thus, in the application of the 
described methodology to the Bebo network, certain equations, such as Eq. 2.3 
and Eq. 2.8, are modified to use f2(k)k instead of k as an estimate for the accessible 
degree. This is an unaddressed source of error in the analysis below.

Figure 4.1; Accessibility of neighbours in the Bebo network. By counting the 
number of times we are granted or denied access when taking a random hop from 
a vertex of degree k, we estimate the form of the function ia(k), the average frac
tion of a neighbours of a vertex with degree k that have accessible profiles. The 
width of the bins were chosen such that approximately the same number of points 
(hits/misses), 13500, were used in the calculation of the /a{k) for each k range.
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4.3 Random Walk Estimates of Bebo’s Network Statis
tics

4.3.1 Degree Distribution

In Fig. 4.2 we show the normalised biased and unbiased degree distributions, 
p*{k) and p{k) as calculated using Eq. 2.1 and Eq. 2.3 for the Bebo network.

Figure 4.2: p*(A:) is the biased degree distribution for the Bebo network calculated 
by counting the degrees of vertices visited on the random walk. p*{k) is biased to
wards higher k since the probability of visiting a vertex on a random walk through 
a network is proportional to its degree. p{k) is the unbiased estimate of the degree 
distribution for the giant component of the Bebo network calculated using Eq. 2.3 
. Functions shown on a log-log scale with the inset on a linear scale.

Complex networks such as the world wide web [4, 5], biological [26, 8] and 
ecological [27] networks have been shown to exhibit scale-free nature charac
terised by a power law degree distribution. Such power law degree scaling has 
been attributed to models of growth and preferential attachment, as exemplified 
by the Barabsi-Albert model (see Section 1.4.3). Evidence also exists to support
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the view many social networks show power law scaling behaviour such as in the 
movie actor collaboration network [24], in networks of scientific collaboration 
[25] and in mobile communications networks [7].

To investigate power law scaling in the Bebo social network, we have plotted, 
in Fig. 4.3 the cumulative degree distribution p^kiK), given by

P>k{k) = ^ p{l)

l=k
(4.1)

Figure 4.3: The cumulative degree distribution, p>k{k) as defined in Eq. 4.1. We 
see two power law regimes in the tail described by fits with p>k{k) ~ k~^'^ and 
P>k{k) ~ The latter regime is most likely due to “collectors” and not repre
sentative of real social ties. The inset shows the region of this distribution between 
k=0 and k=400 on a log linear scale where the function is well described by an 
exponential decay.

This function, p>kik) gives the probability of having more than k friends. A 
power law decay, p{k) ~ k~'^, in the tail of the degree distribution p{k), with 
exponent y will result in a power law decay in the cumulative, p^k ~ k~^'^K
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We find that neither a log-normal distribution or single power law distribu
tion are adequate to describe our data, and characterise the degree distribution as 
follows:

For k < 500, the cumulative degree distribution, shown in Fig. 4.3, is de
scribed by an exponential decay with decay constant -0.0088. For values of k in 
the region 500 < k < 2500, the exponential decay gives way to a power law decay, 
P>kik) ~ k~'’' with exponent y = 3.3 . For 2500 < k < 30000 we see a second 
power-law region with an exponent y = 1.15.

Such a multi-scaling behaviour with two power-law regions has been observed 
before in the degree distribution of the Cyworld network, a Korean SNS website 
similar to Bebo [45]. In the cumulative degree distribution for the full Cyworld 
SNS network there are rapidly decaying and heavy tailed power-law regions with
power law exponents y---- 4 and y-----1, similar to the value of y-----3.3 and
y---- 1.15 that we find for the Bebo network. This suggests that a multi-scaling
degree distribution may be a universal feature of the complex networks of large 
on-line SNS websites.

Since profile pages with degree k > 2500 are probably, in most cases, too 
large to represent real personal relationships, we suggest that the second power 
law exponent is representative of a different type of Bebo user who’s goal is to 
“collect” on-line friends. These friends are not representative of real social ties, 
as we would expect for small k. Finally, in the region where k > 30000 the 
data are sparse and as such, unreliable. Moreover, in most cases, such data are 
not representative of actual Bebo users, but gimmicks to which Bebo members 
subscribe by adding as a friend.

A more recent study on the Facebook on-line social network [58] did not 
present the double-power law tailed degree distribution exhibited here. It is pos
sible that this feature is absent in on-line social networks with tighter regulations 
regarding account creation and friendship.

4.3.2 Clustering Coefficient

Since the average degree of the Bebo network is quite high, during our walk of 
approximately 150,000 random steps we only observe 193 3-returns. We have
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therefore binned our estimate of C{k) to a very limited resolution, this is shown 
in Fig. 4.4. In many complex networks the clustering coefficient as a function of 
degree is found to behave as C{k) ~ kr^, indicating a hierarchical topology [64]. 
To investigate this phenomenon in the case of the Bebo network, we have plotted 
a dashed line in Fig. 4.4 which varies as ~ k“'.

When we average this function C{k) over the unbiased degree distribution p{k) 
for the Bebo network, we get an estimate for the average clustering coefficient for 
the giant component of the Bebo network to be 0.248. With only 193 3-returns 
and a poor approximation to the function C{k), the error in this estimate is likely 
to be large. However, it is worth noting that if perform the same analysis on an 
ensemble of time series generated by randomly shuffling the empirically collected 
data, we break the correlations present in the time series and count only 0.25 3- 
retums on average, which yields a value C = 0.0001 for the clustering coefficient.

The standard deviation of the count from 200,000 shuffled time series is 0.47 
and the standard deviation of the corresponding clustering coefficient estimate is 
0.00021. The count of 193 and corresponding estimate of C = 0.248 from the 
empirical data set is therefore very statistically significant.

4.3.3 Assortativity

Naively applying Eq. 2.19 to the data collected on the Bebo random walk, gives 
a value for the assortativity coefficient of -0.004243. It should be noted that a 
difficulty arises when applying this measure of assortativity to a network with a 
power law tail since p{k) should have infinite variance. r(k) is therefore an ill- 
defined measure on such a network. We can of course estimate a variance for the 
Bebo network from our finite sample, but due to the power law tail of p*{k), the 
cr^ that we calculate in Eq. 1.20 is heavily dependent on the limit of the sum over 
k. We will get different values of r depending on the value of this limit. This is
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Figure 4.4: Estimate of the average clustering coefficient, C{k), as a function of 
vertex degree for the Bebo network on a log-log scale (with the inset on a linear 
scale.) The dashed line varies as ~ k~'. Since only 193 3-returns were recorded 
during the random walk, this graph is binned to a limited resolution. The bin sizes 
were chosen to reflect the distribution of 3-returns (v, = v,_3) with respect to the 
degree of vertices v,_2 such that 193/5 « 39 3-returns were used in the calculation 
of each bin. As such we can expect a fractional error of at least 1/ V39 » 0.16 for 
each bin.
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illustrated in Fig. 4.5 and Fig. 4.6, where

o-\K) Y^ep^{k)-{Y,kPKi.k)f

*=1 k=\
K

(4.2)

2 k\k2{p*K{kx,k2) - p^(^i)p*(^2))) 
k\,k2

(4.3)

ri{K)
crHK)

(4.4)

ri{K)

r{K)

p\{k) and p*j^{k\,k2) are the normalised degree distribution, and joint degree 
distribution when restricting the sample space to only connected pairs of vertices 
each of which have degree k < K.

Figure 4.5: The numerator (solid) Eq. 4.2 and divisor (broken) Eq. 4.3 of the as- 
sortativity constant are plotted separately, and as a function of the limiting degree 
in their respective summations. The numerator (covariance) settles after K=1000. 
However due to the power law tail of the degree distribution function, the denom
inator (variance) diverges with increasing K, demonstrating that the assortativity 
coefficient is ill-defined on a scale-free network.

In Fig. 4.6, we see that r(k) is roughly constant for 100 < K < 1000, and 
then slowly decays for increasing K due to the influence of the steadily diverging 
variance, cr^(A'), shown in Fig. 4.5. For this reason we believe the best estimate
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Figure 4.6: The assortativity constant, r (solid), as a function of the limiting degree 
in the sum, K, Eq. 4.4. r{K) is roughly constant for 100 < A: < 1000 and then 
decays for k > 1000 due to the diverging variance shown in Fig. 4.5. The dashed 
line shows the fraction of the walk composed of connected vertices each with 
degree k < 1000.

for r{k), the assortative coefficient of the Bebo network, is calculated by ignoring 
neighbours with degree K > 1000 in the sum of Eq. 2.15. We believe 1000 is a 
reasonable cut off point, since pairs of vertices each with degrees < 1000 represent 
86.4% of connected pairs from the walk as illustrated in Fig. 4.6. This gives us 
a value for the assortative coefficient of 0.21. If we perform the same analysis on 
data sets formed by shuffling the order of our random walk, we find an average 
assortativity constant of 0.0 with a standard deviation of 0.007. In Fig. 4.7 we use 
Eq. 2.20 to show the average neighbour degree as a function of vertex degree for 
the Bebo network. Here an upward trend again confirms the assortative nature of 
the Bebo network.

4.3.4 Size of the Giant Component

In Fig. 4.8. We show the function F{r) for the Bebo network as calculated using 
Eq. 2.22. We estimate the slope to be {P°°)* - 1.21 x 10“^. With the average 
accessible degree of vertices visited on the walk, (jj{k)ky = 67.7, and the esti
mated average accessible degree for the giant component, {pt{k)k) = 575.3, we
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can estimate the number Nc of vertices in the accessible sub-network,

575.3
Nr. 7.07 X 10^

61.1{P°°Y
I will briefly comment on this value in the summary which follows.

Figure 4.7; Average neighbour degree {k„„) as a function of vertex degree. Neigh
bours with degree k > 1000 are not included in the average. The increase of (/:„„) 
with k confirms the assortative nature of the accessible Bebo sub-network.
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Figure 4.8: Cumulative sum of PreM as calculated by Eq. 2.22. We see linear 
behaviour for r > 100 corresponding to Pretir) = Pret{r+ 1) for large r. This shows 
that it is just as likely to return to a vertex after r steps, as it is after r+ 1 and allows 
us to compute the value of as the slope of F{r).

4.4 Summary of Complex Networks Research

We have proposed a method for the computation of common statistical measures 
of complex networks by means of performing random walks on the networks. 
To test the methodology we used a variety of control data sets, and find good 
agreement with exact statistics as calculated explicitly from the full network data. 
We then apply the method to a large on-line social network, Bebo.

From the data collected on a random walk through the publicly accessible 
profile web pages of the web-based social network Bebo, we have estimated the 
degree distribution of its giant component. We find that the degree distribution 
exhibits a multi-scaling behaviour that can be characterised by two power-law 
exponents.

This is an unusual result that is not typically reported in complex networks 
research but has been seen before in the study of a Korean social networking web
site, Cyworld [45]. We suspect that this double power-law may be a universal
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of such social-networking websites and may be indicative of two types of users: 
those who’s friends are representative of real social ties, and those who use the 
Bebo network simply to “collect” friends.

We eount a significant number of “3-returns” in the data, far more than what 
would be expected if we were to shuffle the time series of vertices visited. This 
provides strong evidence for clustering, confirming that members of the website 
tend to form communities of closely connected friends. However, with only 193 
returns recorded, we can not produce a function for C{k) with sufficient accuracy 
to reliably estimate a clustering coefficient for the giant component of the network

We also see positive degree correlations, confirming the notion that popular 
people befriend other popular people on Bebo. A value of 0.21 (with cutoff) is 
found for the assortative coefficient which is in line with previous estimates for 
social networks which vary in the range 0.10 - 0.36 [32, 65].

By looking at the frequency of returns to vertiees on the random walk, we 
estimate the size of the Bebo network to be 7.07 x lO^*. Although this figure for 
the size is of the correct order of magnitude, it disagrees with the value published 
in the press and popular media of about 40 x 10^ [66].

It is important to stress, that the random walk is only able to explore the pub
licly accessible portion of the entire Bebo network, and our figure of 7 x 10^ is 
only representative of a fully connected giant component of publiely accessible 
vertices. It is likely that a significant number of the users of Bebo may have in- 
aceessible profiles or exist on small sub-networks disconnected from the giant 
component. This sampling procedure also assumes that the giant component of 
the Bebo network is well connected, but it could be possible that many profiles or 
islands of profiles can only be reached by long chains of connections, which are 
difficult to sample by means of a random walk.

The walk is also by no means extensive; the profile pages visited represent 
only about 1 % of the total Bebo network. Nevertheless we believe that our data 
characterizes this network sufficiently. Furthermore our developed methodology 
should be of benefit to future related studies.

In the following chapter I will introduce some further unpublished analysis to 
complement the random walk procedure described in the previous chapters.
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Chapter 5

Extensions and Improvements to the 
Random Walk Analysis

5.1 Evaluating a Second order Clustering Coefficient

In the previous chapters, we introduced a method to estimate the clustering coef
ficient given the sequence of vertices V|, V2, ...vt- visited on the random walk. The 
standard clustering coefficient statistic introduced by Watts and Strogatz measures 
the degree of clustering in the network by counting the number of closed triangles 
that can be made between neighbours of vertices in the graph. However, it is 
entirely possible to construct networks which do not include any such closed tri
angles. Furthermore, visual inspection of such graphs often reveal a certain degree 
of clustering which cannot be quantified with the clustering coefficient of Watts 
and Strogatz.

To illustrate this point, consider a bipartite graph. A bipartite graph is a net
work whose vertices can be divided into two disjoint sets U and V, such that every 
edge connects a vertex in U to one in V. If we were to colour all vertices from the 
set U, grey, and all vertices from the set V, white, then edges would only connect 
vertices of different colour. A grey vertex can only be connected to another grey 
vertex through at least one intermediary white vertex, this is illustrated in Fig. 5.1.

Examples of bipartite graphs studied in mathematics include planar graphs, 
cycle graphs and trees. However many real world networks considered by physi-
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Figure 5.1; An example of a bipartite graph; nodes are only connected to other 
nodes of opposite colour. No odd length cycles can exist.

cists are also bipartite graphs. Networks of sexual encounters [67], or networks 
formed between couples on on-line dating websites [68] are bipartite graphs. Fur
thermore, bipartite graphs are frequently collected from Internet data by means 
of making links between users who post comments to the same blog or internet 
forum[69, 70].

A consequence of bipartiteness is that there are no odd length cycles in the 
graph. In each step of a random walk, the walker must change vertex colour and 
it is impossible to start and finish on the same colour vertex after an odd number 
of steps. As a result, there are no 3-cycles in a bipartite graph, and therefore the 
standard clustering coefficient of Watts and Strogatz is always zero for a bipartite 
graph.

In the case of, say, the network of couples for an on-line dating website we 
expect there may be some local clustering, resulting from the fact that people are 
more likely to connect with others who are from their neighbourhood/town/ci
ty/country. However, because the graph will be largely bipartite, the clustering 
coefficient will not reveal this.

It is possible to consider a higher-order generalisation of the clustering coef
ficient that considers 4-cycles that can be constructed between a vertex and its
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nearest and next-nearest neighbours. This second order clustering coefficient, of
ten called the “grid coefficient” has been defined in many different ways in the 
literature [71, 72, 73, 74, 75, 76, 77, 78], For example, in [73], the authors con
sider the second order clustering coefficient of a vertex, ', to be the probability 
that any given two neighbors of v,- are connected by two steps.

In [71], the authors define Cf as G,/Z, where 2, is the number of quadrilat
erals, which pass through vertex v, and neighbours and next nearest neighbours 
of vertex v,. Z, is the number of possible quadrilaterals which can be formed. 
They define Z, as the sum of two components, the number of possible “primary 
quadrilaterals”, Zf which only pass through neighbours of vertex v,, and “sec
ondary quadrilaterals”, Zj, which pass through two neighbours of vertex v, and a 
next-nearest neighbour

zr =
Zf =

where ki_2nd is the number of next-nearest neighbours of vertex v, . In the anal
ysis that follows, I choose to define the second-order clustering coefficient in a 
different way, in line with the original definition of Watts and Strogatz, and in a 
similar vein to [73].

C,, the standard clustering coefficient gives the probability that two vertices, 
Vq and Vfc selected randomly from the neighbours of vertex v,- are connected. An 
alternative way to look at it, is that if we know vertex and Vh are connected 
through some intermediary vertex v,-, C,- gives the probability that and v^, are 
connected directly. I consider the second-order clustering coefficient Cjj, to be 
the probability that Vg and vj, are connected, given the knowledge that they are 
connected through two intermediary vertices v, and vj

This probability, can be calculated by counting the number of possible 
ways one can select a neighbour of and v* from the neighbours of two connected 
vertices v, and vj

'The number 4 is used in the notation because the second order clustering coefficient counts 
4-cycles
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y;'’„en(vi)\|vi,) ^vi,6n(v;)\(v„) '^b)

yki
■^v„6n(v/) •

where c{Va, v*) specifies whether Vq is connected to v*,

ybj j
I ^vi,en(vj)

(5.1)

c{Va,Vb) =
if Va Vb 

Otherwise
(5.2)

and n{Vi) is the set of neighbours of v,. In a similar manner to how one calcu
lates the standard global clustering coefficient of a network, we can calculate the 
global C'* of the network, by averaging C,j over all pairs of connected vertices v, 
and Vj in the network, such that fc,,kj > \,ki + kj.

r =
1 ^4
ji>2J>2,itj k'i j

ji>2J>2,it j,1
(5.3)

If we take two randomly selected vertices Vq and Vb, from the network, such 
that they are connected by two intermediary vertices. then gives the probability, 
that Va and Vb are also neighbours.

Since we find that the clustering coefficient of v, is in general a function of the 
degree of vertex v,, we can expect Cfj to be a function of kj and kj.

By a similar method to that shown in Section 2.2.2 for estimating C{k) based 
on 3-retums, C(k\,k2) can also be estimated by counting the number of 4-returns 
observed.

At any given time t, during the random walk, the probability of seeing a 4- 
retum in the next step, v,+ i = v,_3, willl be a product of two factors. The probabil
ity P(v, 0-0 v,_3), that vertex v, and v,_3 are connected, and if so, the probability 
l/k,, that the next step of the random walk brings the walker to v,_3.

Again, the probability that v, and v,_3 are connected, will be correlated with the 
degree of v,. We need to consider the probability P(v, o-o v,_3), to be a function of 
the degree of k,, k,-i and k,-2- Using Bayes’ theorem we can write the probability 
P(v, 0-0 v,_3|^,_2 = j, kt-i -k,kt = /) as

P{v, ^ v,_3|/:,_2 = j,k,-i ^ k, = l)-
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P{k, = l\v, oo V,3,/:,2 = = k)P{v, 0-0 V,3|/c,2 =
(5.4)

P{k, = /IV2 = j,kt-x =
The term, P{v, 0-0 v,_3|/:,_2 = j,/c,-i = k), in the above expression is sim

ply k), the second order clustering coefficient as a function of the degree of 
intermediary vertices j and k.

The expectation value for the number of 4-returns observed in the walk through 
vertices with degree j and k, will be the sum over all sets of vertices {v,_3, v,_2, v,_i, v,14 < 
t <T,v, t v,_2, t,-i + v,_3, v,_2 = y, v,_i = k] of the product of Eq. 5.4 and 1 /k,.

t=4

^ P(v, v,-3|A:,_2 = j,k,^i =k,k, = l)^ (5.5)

Substituting in Eq. 5.4 for P(v, 0-0 v,_3|/:,_2 = j,k,-i - k,k, - /), and rearrang
ing to solve for CCy, k), gives.

C\j,k)^ N4ak)
iT P(k,-l\v,<^Vi-i,ki-2=j,ki-\ =k)

(5.6)y' _______________
‘^/=4 P(k,=l\k,-2=j.k,-i=k)

The term P{k, - l\k,-2 - j, ^i-i = k), can be calculated by sampling our data as
follows

Pik, = l\k,^2 = j,k,-i = k) =
Yii=4^k,J^ki.2.j^ki-\,ki^ ^v,.v,-2)(l ^v,-i,v,-3)

^l=4^ki-2,j^k,-\,ki^ ~ ^v,,v,_2)(l ~
(5.7)

What’s left is to calculate P{k, - l\v, 0-0 v,_3,k,_2 = j,k,-\ - k), this is the 
probability distribution for the degree of a vertex k,, given that we know that it is 
connected to another vertex v,_3 through two intermediary links of degree j and k.

This degree distribution can be calculated by sampling sets of v,_3, v,_2, v,_i, v,, v,+ i, 
where a 4-return is observed, v,+i = v,_3 and v, t v,_2, v,_i v,_3. Because a 4- 
retum occurred, we know v, 0-0 v,+i, furthermore, due to their proximity in the 
walk, we know v, 0-0 v,_i and v,+i 0-0 v,_2.

P{k, = l\v, 0-0 v,_3,A:,_2 = y,A:,_i = k) = Oi + O2 
P\ + Pi

(5.8)
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where

•'V,+ lV,_3P\ ~ 'y ^ ^V/V,_2)(l (^v,_iv,_3)^i
r=4
T

Pi ~ y ] ~^v,v,_2)(l — ^v,_iv,_3)<^v,+iv’,-3
1=4
T

~ y 'j l^t-\^t-2^k,-\l^ktk^l+\ji^ — (^v,v,_2)(l ~ 
t=4 
T

V,+ \Vi-}

(5.9)

(5.10)

(5.11)

(5.12)
t=4

The factor of k,-.\k,-2 in the sums again takes account of the fact that the proba
bility of seeing a 4-return through vertices with degree k,-\ and k,-2 is proportional 
to the product of these degrees.

In Figure (5.2), I have estimated some values of the C^{k, j) using the above 
random walk procedure as a function of degrees k and j for the High Energy 
Physics collaboration network. We find good agreement between the exact values 
as calculated from the full network information and the random walk estimates.

By averaging C^{j,k) over the joint probability distribution p*{j,k) calculated 
by counting pairs of connected vertices visited in the walk, 1 have estimate the 
global second order clustering coefficient for the network to be C"* = 0.190. This 
compares well the exact value of 0.188 as calculated by averaging over all con
nected pairs in the network.

Note that C(k, k) is always greater or equal to C(k)^, since a 4-return may result 
from the fact that all vertices in the cycle are connected.
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Figure 5.2: Estimates of C^{j, k), the second order clustering coefficient as a func
tion of the intermediate degrees j and k using the above random walk procedure 
for the High Energy Physics collaboration network. The values were estimated us
ing a 1,000,000 step random walk. The function C{j, k) takes two parameters but 
to graph it on a 2D page, we show single parameter cross-sections of the function 
for i = k and j fixed at j = 5. Also included in the graphs are the corresponding 
values of C‘^(j,k) as calculated exactly by averaging C^{j,k), as given by Eq. 5.1 
over all connected pairs of vertices with degree j and k in the network.
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5.2 Improving Estimation of Clustering with More 
Complete Network Information

In the previous sections, the clustering coefficient was calculated by counting the 
number of times we see returns to vertices in the recorded walk. However, if we 
can also collect information about all the neighbours of each vertex visited during 
the walk, then we can make a more accurate estimate of the network properties. In 
the following section, we consider not only the list of vertices, vi, v,,..., vt-, and 
degrees k\,k2,... ,kT visited on the random walk, but also the neighbours of those 
vertices T],j where j is an integer between 1 and k, which identifies a neighbour of 

V,.
One method we may adopt, is to keep note of all vertices and connections 

so far observed. As the random walk progresses, we can then build a more and 
more complete network map. In the limit of very large walk length, we should 
eventually ‘discover’ the entire network structure. There are problems with this 
approach however. [53] shows that such an estimation procedure produces biased 
estimates of the clustering coefficient.

The method I propose is based on the method already described in Section 
2.2.2, however the procedure is greatly simplified due to the increased network 
information. Previously, the only way to know if two vertices v, and v,_2, which 
are connected through an intermediary vertex v,_i, are also connected directly was 
to observe a 3-return.

However, with the added knowledge of r],j, we can fully define the connectivity 
function c{Va, v*) for all intermediate vertices and Vf, observed on the random 
walk. We can then estimate the function C{k) with the following expression.

C(k) = (5.13)
Z/=2

In Fig. 5.3, we estimate the clustering coefficient as a function of vertex de
gree for the high energy physics collaboration network using Eq. 5.13. We find 
excellent agreement with the exact values as calculated directly from all vertices 
in the data set.

We can estimate C^{j,k) from the more complete network information in a
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Figure 5.3; Estimate of C{k) as a function of vertex degree for the High Energy 
Physics collaboration network. The estimates of C{k) were estimated using Eq. 
5.13 from a 1,000,000 step random walk which recorded the full neighbour infor
mation of every vertex visited. The estimate is compared to the exact evaluation 
or C{k) as calculated directly from all vertices of degree k in the full network data 
set. We see very good agreement.

similar way.

Zr=3* c(v,_2, V,+ i)(5<.,<:(l - *,_,)( 1 - Sk,k,_2)
C\j,k)^ (5.14)

E(=3
Furthermore, with knowledge of T],j, we can also fully define a higher-order 

connectivity function, C2iVa,Vb\Vc) for all vertices on the random walk, where 
caCVfl, Vfelvc) evaluates whether two vertices Vq and Vb, which are connected to v,; 
also share another neighbour.

, , , 1 if 3 Vdi^Vc S.t. Va^Vd,Vb<^Vd _
C{Va,Vb\Vc) = < ^ . (5.15)

I 0 otherwise

With knowledge of C(Va, v^lvc), we can easily use a random walk to estimate 
the second-order clustering coefficient of a vertex v, as defined in [73].
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C,(2) 2£,(x) (5.16)
m-i)

where £',(x), counts the pairs of neighbours of vertex v, that have a distance of 
2 steps between them. To estimate this measure as a function of degree from data 
collected in the walk, we can use the following expression

C{2,k) = Z,=2 C2(Vf-l.Vt+l|Vt)^M(l (5.17)

It is obvious, that if we record the list of neighbours of every vertex visited 
on the random walk, we will gather much more information about the network. 
We need not wait for 3-retums to be observed in order to identify 3-cycles in the 
graph. Indeed 3-returns are rare, especially in the cases where the average degree 
of the network is large. Consequently this method of estimating the clustering 
coefficient of the network should produce more reliable estimates than the method 
of counting 3-returns presented in the previous chapters.
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Part II

Econophysics of a Betting market
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Chapter 6

Introduction to Econophysics and 
Prediction Markets

The puzzling behaviour of financial markets must be one of the most vivid exam
ples of the dynamics of a complex system. The process by which the price forms 
for a market asset is the product of many interactions between traders hoping to 
maximise profits and minimise risk. As well as the fundamental properties of 
the company on which the stock is being traded, many other factors such as sup
ply, demand, industry trends, mergers, acquisitions, terrorist attacks and natural 
disasters can have big effects on the fluctuations of the market price.

Econophysics is an inter-disciplinary research field which has emerged in re
cent years that applies tools and concepts of statistical physics to the understand
ing of financial markets and economic interaction. For example, stochastic models 
of diffusion borrowed from physics have been applied to the finance with varying 
degrees of success [79, 80]. I will review some of the current theories in Sec
tion 6.3 after a brief introduction to some important empirical observations that 
motivate the research.

6.1 Financial Market Prices

Financial markets generally operate with a double-auction system [81] for trading 
a particular asset, for example a stock or commodity. An agent can choose to place
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market or limit orders to buy and sell orders on the underlying asset. A limit order 
to buy is a choice to buy a specific volume of that asset at a specific maximum 
price called the bid price. Similarly, an agent can choose to place a limit order to 
sell a volume of the asset at a specific minimum ask price.

The collection of all buy and sell limit orders is called the order book, and it 
will have a maximum ask price, and a minimum bid price. At any time, an agent 
can choose to place an unconditional order to buy or sell a certain volume of that 
asset immediately at the current best ask or bid price. This is called a market order. 
If the volume of a buy market order is larger than the amount of asset currently 
available at the best ask price, then a sequence of trades at increasingly higher 
prices are triggered until the full volume of the trade is executed and likewise for 
a sell market order. The difference between the best ask price and the best bid 
price is called the bid-ask spread.

A number of choices can therefore be made for how one defines the current 
price of the underlying asset. One choice is the price at which the last transaction 
took place. If the last transaction was a buy order, then this price will be the last 
best ask price. Likewise, if the last transaction was a sell order, then the price will 
be considered to be the last best bid price. Another choice used in the literature is 
the average of the bid and ask price. When analysing changes in prices at larger 
time scales the “closing” price is often used, that is the price at which the last 
transaction took place before the close of some time interval, e.g. a minute or 
trading day.

The return of a financial asset, is defined as the fractional change in its price 
S{t). Because of the changing scale of the price of assets (for example the value 
of Dow Jones index has been increasing exponentially over the course of the 20th 
century) it makes sense to speak in terms of this fractional change, instead of the 
absolute increments of price. This allows us to compare price changes in one 
stock at different times, or in many stocks with different prices.

To incorporate the fractional change in the price of assets, the price is typically 
transformed with the logarithm function. The log-return is defined as the change 
in the logarithm of the price S,

Rit, t) = log S(t -t- r) - log S (t) (6.1)
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For S{t + t) - S(t) = AS (t) «: S (t), the log-return, R(t), approximates the 
fractional price change, since

Rit,T) = log(5(0 + A5(0)-logS(0
/5(0 +A5(0jlog

log 11 +

Sit)
ASit)
'm

ASit)
for

A5(r)
Sit)

« 1

(6.2)

(6.3)

(6.4)

(6.5)

For physicists attempting to model market behaviour, the log-return is the pri
mary stochastic variable of interest. Time series for financial log-returns present 
non-trivial statistical properties and many of these anomalous properties seem to 
be universal, whether the asset be stocks, commodities or foreign exchange rates. 
These properties, such as uncorrelated returns, long-memory volatility and fat tails 
are commonly known as the “stylized facts” of financial markets.

In chapter 8 I will present a study of the properties of a market in which bets 
are traded as opposed to financial assets. However, for the purposes of this intro
duction I will, in this chapter, focus on current results in econophysics, where until 
now the primary focus has been on the behaviour of stock prices or stock market 
indices. Chapter 7 is dedicated to a general discussion on long-range dependence 
in time series.

6.2 Stylized Facts

In this section I will introduce a variety of so-called stylized facts commonly ob
served in financial time series.
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6.2.1 Uncorrelated returns

Efficient Market Hypothesis (EMH)

This hypothesis proposed by Eugene Fama [82] states that a market is efficient, 
meaning that all available information about an asset is instantly processed when 
it reaches the market and is immediately reflected in the price. As a result, one 
can not consistently achieve returns in excess of average market returns given the 
information publicly available at the time the investment is made. There are three 
main versions of the hypothesis: weak, semi-strong and strong.

The weak EMH states that future prices cannot be predicted from historical 
prices. This form of the hypothesis rules out the efficacy of technical analysis, 
which attempts to predict future price movements by analysing trends and statis
tics of past prices

The semi-strong form states that prices react to publicly available information 
very rapidly and in an unbiased fashion such that it is impossible to achieve excess 
returns on average if trading the market using publicly available information. This 
form of the EMH also rules out the efficacy of fundamental analysis, a trading 
strategy in which one buys and sells assets based on discrepancy between market 
price and the known true “fundamental” value of the assets.

The strongest form of the EMH claims that market price reflects all known 
information about the underlying asset, whether public or private, and therefore 
excess profits cannot be achieved even if employing a trading strategy that makes 
use of private information.

The weak form of the Efficient Market Hypothesis was formulated explicitly 
in 1965 by Samuelson [83], who showed mathematically that properly anticipated 
prices fluctuate randomly. Assuming perfectly rational investors, he showed that 
the expected value of the price at a time r + 1 is related to the previous values of 
the prices Sq,S i,... ,S, through the relation

^{6'/+i|‘S'o,‘S' 1,..., 5,] — S, (6.6)

where E{A\B) denote the expectation value of A given knowledge of B. Pro
cesses that obey Eq. 6.6 are called martingales. A martingale is a probabilistic
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model of a “fair” game, where “fair” is interpreted as meaning that expected gains 
and losses that a gambler playing the game would make exactly cancel. The gam
bler’s expected future wealth is therefore the gambler’s current wealth. The result 
of Samuelson that stock market prices should be martingales indicates that there 
is no way of making a profit on an asset by simply using the recorded history of 
its price fluctuations

Autocorrelation of returns

To investigate the independence of returns of a financial asset in time one typically 
calculates the autocorrelation function, yir),

7(t) =
mt) - + T) - lu))

cr‘-
where

fi = {R(t)) and cr^ = (^(R{t) - juf)

(6.7)

(6.8)

r is a time lag, and R(t) is assumed covariance stationary '. The mean return 
H is typically close to zero for financial returns. The autocorrelation function 
investigates the statistical dependence of returns that are separated in time. A 
positive, non-zero value for y(T) would indicate that an increase in price (above 
average) at time t is typically followed by another above average increase in price 
at time t + r.

One study of the autocorrelation of the S&P 500 index revealed a positive 
exponential decay of the autocorrelation function with a decay constant of ap
proximately four minutes [84] (see Fig. 6.1), Other studies reveal a small anti
correlation for short time lags that has been attributed to the confining effects of 
orders that have built up above and below the current price [81].

What is universal, however, is that the autocorrelation of financial asset returns 
exhibits a rapid drop to the level of noise within a short period of time. A slowly 
decaying autocorrelation function would allow traders to predict the direction of 
future price movements with confidence and to buy and sell within the time of

’See Appendix E for notes on stationarity
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window of this correlation time to ensure profits. Such a rapid decay in the auto
correlation function to the noise level can be seen to illustrate the weak form of 
the Efficient Market Hypothesis. The non-zero short range correlations are typ
ically too small to allow profit making since the potential return is smaller than 
the transaction costs involved in employing such a high frequency trading strategy 
[81].

6.2.2 Long-memory

However, despite this apparent efficiency in the market, financial price movements 
have been shown to exhibit puzzling long-range temporal correlations [85, 84, 81, 
86]. The autocorrelation function for the square or absolute value of returns is 
shown to decay very slowly with a power-law form y(T) ~ r“ with an exponent 
a « 0.3 (see Fig. 6.1)

Eeonomists call this behaviour volatility clustering and it is clear from a visual 
inspection of a financial time series. Small price ehanges tend to be followed by 
small price changes, and large price changes tend to be followed by large price 
changes—fluctuations in prices appear to cluster into slowly varying envelopes. 
Furthermore, the power-law form of the autocorrelation function indicates a self
similarity in the autocorrelation of the volatility time signal that is detectable over 
many time-scales (for a more detailed discussion of long-memory see Chapter 
7). It has also been observed that the time series of financial trading volume (the 
monetary quantity of trades executed per unit time) is also a long-memory process 
[87, 85].

The order sign of a trade on a financial market indicates whether a trade was 
a buyer or seller initiated trade (or equivalently whether the trade was executed at 
the best bid or best ask price). It has been discovered that the time series of the 
order signs of trades in financial markets is also a long-memory process with a 
positive autocorrelation function decaying asymptotically with an exponent a « 
0.3. This is a puzzling observation since it suggests that a buy order has a high 
chance of being followed by another buy order. Since a buy order tends to drive the 
price up, this result would suggest a strong price return correlation, contradicting 
the efficient market hypothesis.
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Time lagx, min

Figure 6.1: a) Semilog plot of the autocorrelation function for the log-returns of 
the S&P 500 index as sampled at 1-minute intervals. The straight line corresponds 
to an exponential decay y(T) = ^ characterstic decay time of about
Tch = 4mm. b) Log-log plot of the autocorrelation of the absolute value of the 
log-returns. The solid line is fitted to the power law 7(7) ~ 7“ over the entire 
range which gives an estimate for the power-law exponent of 0.29 ± 0.05. These 
images are taken from [86].
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The authors of [85] reconcile this result by suggesting that there is also a long 
range-dependence in the liquidity^ of the market, which has the effect of exactly 
cancelling out the long-range dependent order signs such as to make the market 
efficient. For example, if there is a period in which there is a long run of buy 
market orders, due to the strong correlations in order sign, the next order is likely 
to also be a buy order. However, this would be compensated by the fact that there 
will be a high volume of limit orders available at the current best ask price and a 
given sized market order will have a smaller effect on moving the price. These two 
effects exactly cancel to ensure price increments are uncorrelated. Bouchaud has 
a competing theory which claims that the efficiency arises from the slow, mean- 
reverting influence of “liquidity providers” who compete against “liquidity takers” 
[88, 89],

However the exact causes of the long-memory are not understood. One pos
sible explanation is that it reflects news arrival. Good (or bad) news may be clus
tered in time, driving trading and the sign of order flow. That is, the process driv
ing long-memory may be external to the market, a reflection of the environment 
that humans interact with.

A different explanation is in terms of the execution of large orders, which leads 
to order splitting [88]. If companies wish to carry out large trades they may split 
the order into smaller pieces and spread the execution over periods of time. If such 
orders have a power-law distribution, and the time needed to execute the order is 
proportional to the order size, then the aggregation of such processes give rise to 
long-range correlations [85]. The idea that order size distributions should follow 
a power-law is well founded, since many related quantities such as firm size [90] 
and wealth [91, 92] have power law distributions. This theory is also often used 
to explain the emergence of long-range dependence in network traffic [93].

6.2.3 Heavy Tails

Louis Bachelier made the first groundwork in modelling the behaviour of market 
price returns in his “Theorie de la Speculation” [94], published in 1900. It dealt

^Market liquidity is an asset’s ability to be sold without causing a significant movement in the 
price and with minimum loss of value.
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with the pricing of options in speculative markets and although poorly received 
at the time, he is now credited as being first to model the stochastic process of 
Brownian motion. In Bachelier’s model, the movements of prices are described 
by a random walk with Gaussian distributed price changes.

Brownian motion with Gaussian distributed increments provides a good first 
approximation to real price diffusion. In fact, it is the hypothesis on which the 
Nobel prize winning Black-Scholes option pricing model is based. However, the 
Gaussian probability distribution greatly underestimates the frequency with which 
large price changes may occur in financial markets. The probability distributions 
for the returns of financial observables are generally found to possess ‘heavy tails’: 
the tails of the distributions decay slower than an exponential distribution, and 
often asymptotically as power laws [86].

‘Fat-tailed’ distributions such as the q-Gaussian (see Section 6.3.4) and sta
ble Levy distribution (see Section 6.3.2) have shown to provide good fits to the 
distribution of returns of certain financial assets. The cumulative distributions of 
the PDFs of log-returns are often found to have a power law exponent of -3, often 
termed the“inverse cubic law” [95]. Such power laws are the hallmark of critical
ity (see Section 6.3.1) and may suggest a critical phenomenon is at work in the 
process that dictates market movements [96, 97, 98].

6.2.4 Trading Volume and its Relationship to Volatility

Just like returns distributions, trading volume (the number of trades taking place 
per unit time on a particular asset) also possesses a fat-tailed probability distribu
tion [99]. Empirical studies have indicated a strong statistical relationship between 
this trading volume and the volatility of price fluctuations.

The price impact function is the effect of a single trade of volume V and sign 
e (-1-1 if buyer-initiated, -1 if seller initiated) on the change in market price 5p. 
Empirical evidence shows that this function is in general a concave function of 
volume. In [100] a large number of U.S. stocks were analysed with the model 
of a piece-wise power law dependence, 6p = eV" with an exponent of a ~ 0.5 
for small volumes and a ~ 0.2 for large volumes. Bouchaud has alternatively 
modelled the price impact function as logarithmic [101].
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DJI l-min returns CCDF
Overnight rciutiis iil lowed

Figure 6.2: Log-log plot of the complimentary cumulative distribution function 
that I have compiled for the absolute value of 1-minute changes in the Dow Jones 
index collected between 01/01/1999 and 12/31/2005. The distribution decays 
asymptotically as for large values of the return X. This is known in the econo
physics literature as the “inverse cubic law”.

Gabaix has proposed an elegant unifying model relating trading volume to 
volatility and the shape of the PDF for financial returns [99]. This model draws 
upon two observations to model the inverse cubic law of the distribution of price 
returns: a square root price impact function and a power law distribution for traded 
volumes. They propose the impact function

6p = -t- u (6.9)

where k isa constant and u is an uncorrelated noise term, and give a theoretical 
basis for its form in which traders aim to maximise profits against limited liquid
ity. With the assumption that all the variables are uncorrelated, if the returns are 
aggregated over any given time period the squared return is of the form

E[r^\V] ^a + bV (6.10)
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where r - 2^ H and V = V, and a and b are constants. Gabaix presented 
empirical evidence to support Eq. 6.10. Farmer and Lillo have disputed the theory 
and results of Gabaix. They argue that the variables in Eq. 6.9 are in general not 
uncorrelated, but the e are strongly correlated with long memory and that Eq. 6.10 
is not supported well empirically. Using a completely different form of the price 
impact function, they still manage to reproduce the relation E[r^\V] = a + as 
studied over 15 minute intervals [102] but argue that it results from the nature of 
the correlations in the transaction sign and volume variables.

6.3 Theoretical Frameworks

The dynamical processes at work in markets leading to the emergence of the “styl
ized facts” discussed so far are not fully understood. A number of theoretical 
frameworks exist in the literature offering explanations for some of these features 
observed in empirical market data. In the following pages I review some of the 
most influential current models and approaches.

6.3.1 Universality and Self-Organised Criticality

In statistical mechanics, universality is the observation that there are properties 
for a large class of systems that are independent of the microscopic dynamics of 
the system. The notion of universality originated in the study of phase transitions 
in statistical mechanics. A phase transition occurs in a system when the order 
parameter (a thermodynamic quantity such as the magnetisation or density) which 
varies as a function of some other thermodynamic parameter, say temperature, 
changes abruptly at a critical point. The closer the parameter is to the critical 
point, the more sensitive the order parameter is to changes in the details of the 
system.

If a parameter fi has a critical value then close to /3c, the order parameter a 
will be well approximated by

a - aQ\l3-Pc (6.11)
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where the exponent y is a critical exponent of the system. Near a phase tran
sition or critical point, fluctuations occur at all length scales, and thus one should 
look for an explicitly scale-invariant theory to describe the phenomena.

The discovery in statistical physics, known as universality, is that systems 
which may have very different underlying microscopic dynamics can exhibit the 
same critical exponents [103]. For any one specific physical system, the detailed 
description may have many scale-dependent parameters and aspects. However, as 
the phase transition is approached, the importance of the scale-dependent parame
ters diminishes, and the scale-invariant parts of the physical description dominate. 
Thus, a simplified, and often exactly solvable, model can be used to approximate 
the behaviour of these systems near the critical point.

Since markets are complex systems with many interacting agents, it is perhaps 
not unreasonable to examine economic phenomena within the conceptual frame
work of scaling and universality. Indeed, the stylized facts (such as long-range 
dependence and scale-invariant return distributions) described in the previous sec
tion have proven themselves to be universal properties of finance and have been 
observed in a number of different markets with different underlying assets traded.

Self-organised criticality [104] is a property of many dynamical systems which 
have a critical point as an attractor. The behaviour of the order parameters of the 
system can thus exhibit spatial or temporal invariance characteristic of the critical 
point of a phase transition, without the need to tune the control parameter to a 
precise value.

The concept was put forward by Bak [104] and is typically described with the 
analogy of the sandpile model. New grains of sand are constantly deposited on 
the top of a sandpile, and intermittent avalanches occur when instabilities develop. 
Without the need for tuning any parameters of the system, the slope of the sandpile 
naturally assumes a critical angle at which avalanches of all sizes may occur.

It has been proposed that financial markets are an example of self-organised 
criticality. The market is in a kind of dynamical equilibrium, with the actions of 
traders acting to keep the market tuned to some critical point at which fluctuations 
of all scales can occur. A recent paper purports to provide the first comprehen
sive evidence of the occurrence of a phase transition and critical behavior in the 
dynamics of a financial index [96]. Various models exhibiting long-range depen-
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dence and power-law fluctuating price returns have been put forward to suggest 
how self-organised criticality may emerge in economics and stock market fluctu
ations. For examples, see Bak et al. [105] and Lux and Marches! [106],

6.3.2 Levy Flights

To account for the fat tails in flnancial returns, in 1963 Mandelbrot hypothesised 
that price changes follow a Levy flight. A Levy flight is a random walk jump 
process that obeys a generalisation of the central limit theorem that allows for 
random increments with infinite variance. If the increments of the random walk 
Ax are drawn from a random distribution, such that the cumulative distribution 
function for their magnitude decays asymptotically as a power law FCIAxI > X) ~ 

with exponent 0 < a < 2 then the sum of N such increments will converge 
to a Levy-stable distribution in the limit of large N.

Just like the Gaussian returns of Bachelier, the price changes of the Levy flight 
have a stable distribution, i.e., if xi and X2 are independent random variables taken 
from a Levy-stable distribution charaterised by exponent a then the sum x\ + X2 

is also characterised by a Levy-stable distribution with exponent a.
The exponent can lie in the range (0,2]. For or = 1 we have the Lorentzian 

distribution and for or = 2 we recover the Gaussian distribution. For values of 
O' < 2 the distribution possesses fat tails described asymptotically by a power law, 
P(x) - |xr^''^“\ In general the symmetric Levy-stable distribution can only be 
defined analytically in terms of its Fourier transform, which in the case of zero 
mean and zero skewness has the characteristic function

(pit, a, c) = exp dctl"') (6.12)

Like the Gaussian Brownian motion of Bachelier, the Levy motion is also a 
statistically self-affine process. If price increments Sit + At) - Sit) = are 
taken from a Levy distribution P^iiAS), then the distribution of price changes over 
a larger time horizon, P^Ar(A5), is also a Levy-stable distribution and the PDFs

Pareto distribution is a simple example of a probability distribution that decays asymptoti
cally as a power law. It is defined by the following cumulative distribution function: PriX > x) - 
(/8/x)“ if X > >8 and PriX > x) = I if x < p
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Levy Flight
a= 1.5

Figure 6.3: Numerical simulation of a Levy-flight jump process. Each random 
increment in the random walk is drawn from a Pareto distribution with scaling 
exponent rr = 1.5 and cutoff yS = 1 x 10~''.

are related to each other by the following scale transformation.

Pa,(AS) = d“P,A,(rAS) (6.13)

This scaling is illustrated in Fig. 6.4
Because of the practical problems associated with the infinite variance of Levy 

flight jumps, some authors have proposed the truncated Levy distribution as a 
good model for describing financial price returns [107J. In the truncated Levy 
flight, price increments AS are drawn from a Levy stable distribution, but rejected 
if they exceed some threshold magnitude. This truncation imposes a finite vari
ance on the increments, and as a result, the distribution of price changes when 
sampled over very large time horizons converges to a Gaussian slowly. This be
haviour is consistent with empirical observation [86].

Furthermore, although the Levy distribution and Levy flight scaling has shown 
to be a good fit to certain historical data sets [108], in particular commodities [109] 
and emerging markets [110], it is often found that the tails of the distributions for
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Levy Returns Distribution
a = 1.5

a)

Levy Returns Distribution Rescaled
a= 1.5

b)

Figure 6.4: a) Probability distributions for price changes in the numerically sim
ulated Levy flight of Fig. 6.3 as a function of sampling time horizon. The distri
butions widen with increasing time horizon, b) Probability distributions rescaled 
using Eq. 6.13. A fit is performed to the rescaled price changes using the numeri
cally calculated exact form of the Levy-stable distribution given P(0) and scaling 
exponent a - 1.5.
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financial returns have power-law decays with exponents a well outside the Levy 
domain, 0 < cr < 2.

6.3.3 Multifractality

A multifractal is a generalisation of a monofractal system in which one scaling ex
ponent is insufficient to describe the behaviour of the system. Consider a stochas
tic process S (t) with stationary increments. In general, for a fractal, the absolute 
moments of the probability distribution of increments scales as a power-law of the 
time horizon. This is called the structure function of the stochastic process.

QSit + AO-Sm ~ (6.14)

For a monofractal process, the ({g) spectrum takes on a linear form ({g) = gH. 
In the case of Brownian motion, we find ^{g) = 2, and in the case of a Levy flight,

f"
For a multifractal process, the ((g) spectrum for the scaling of the structure 

functions is generally a non-linear function of g and it can be shown that it must 
necessarily be concave if not linear. The scaling of a multifractal process is there
fore described by a continuous spectrum of exponents. Such a non-linear form 
for ((g) has been observed in the case of foreign exchange returns and fits well 
to the predicted form ((g) — gH - ■^(g°‘ - g) in the framework of continuous 
multiplicative cascades (universal multifractals) [111].

Multifractality is seen commonly in nature, especially in geophysics. It is 
observed in fully developed hydronamic turbulence and even heartbeat dynamics. 
In turbulence, the multifractal scaling is thought to result from a multiplicative 
cascade process in which energy is disippated through a system to smaller and 
smaller scales with a random allocation at each step [112]. Such a multiplicative 
cascade process has been put forward for the development of multifractality in 
finance as a result of a cascade where it is “information” that is being dissipated 
to smaller scales instead of energy [113].

''Note, however, that in the case of a Levy flight, the structure function for ^ « is ill defined
because the absolute moments of the Levy distribution diverge for q > a.
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Using a simple “binomial measure” model for a discrete multiplicative cas
cade, Mandelbrot first formulated a Multifractal Model for Asset Returns (MMAR)
[114] , which reproduces the long-memory observed in financial volatilities and 
also captures the observed multifractality in the structure function scaling expo
nents. I have simulated a time series of the MMAR in Fig. 6.5 in which volatility 
clustering is clearly visible. The multifractality of financial time series has also 
been modelled by another additive process known as a multifractal random walk
[115] .

O'

Figure 6.5: The ({q) spectrum for the daily foreign exchange rate in French Francs 
of the Swiss Franc, British Pound, Japanese Yen, US Dollar and German Mark. 
Their non-linearity indicates multifractality. The continuous straight line corre
sponds to ^(q) = ql2, obtained for Brownian motion. This image is taken from 
[111].

6.3.4 Non-extensive Statistical Physics

The theory of non-extensive statistical mechanics has also been applied to the 
study of financial observables [80]. Tsallis has proposed a generalisation of the 
entropy functional [116], given by

1 - Z,=i pI
l-q

(6.15)
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where p,- is the probability of finding the system in the i‘^ of W possible states. 
For the special value, q=l, the usual Boltzmann-Gibbs entropy is recovered,

w
Sq=\ ^SbG^ -Y^PMPi) (6.16)

i=l
The Boltzmann-Gibbs Entropy is extensive. That is to say, for two independent 

systems A and B, the entropy of the combined system is equal to the sum of the 
entropies of the two separate systems.

“S'Bc(^ + B) - Sbg{^) + S bc(5) (6.17)

However, the Tsallis entropy, Sq, is generally non-extensive. That is to say, 
given two independent systems, A and B,

Sq{A + B) = SqiA) + SqiB) + (1 - q)Sq{A)Sq(B) (6.18)

However, if A and B are not independent, there is no reason why Eq. 6.18 
should hold, and it is conceivable that for a given correlation between A and B, 
there exists a value q* for which Sq,{A + B) - Sq,{A) + Sqt{B).

This entropy functional is thus the basis for a different approach to statisti
cal mechanics in which long-range correlations may pervade, requiring a non- 
extensive entropy functional.

A Gaussian function is the form of the probability distribution with finite mean 
and variance that maximises the standard Boltzmann-Gibbs entropy. However, in 
non-extensive statistics, it is the q-Gaussian which maximises the Tsallis entropy.

Gqix) ^ A J \ +(q- l)Bq(x - flqY2 1-9 (6.19)

where

Aq - <
'/9<1

1/9 >1
(6.20)

and
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[(3-1). (6.21)

with

Bq =
J x\p{x)\‘ dx

= f (^-Mq)
[pix)V -dx (6.22)

j\p{x)\‘’dx J ^ ^flp(x)i‘'dx

This q-Gaussian has been shown to provide good agreement with empirical 
returns distributions for values of q around q - \A (see Fig. 6.6), in support 
of the non-extensive thermodynamics interpretation of financial markets. This is, 
however, only a macroscopic description of the data from thermodynamic princi
ples. A microscopic dynamical mechanism has been proposed, which leads to a 
non-linear Fokker-Planck equation, whose solution is the q-Gaussian [80, 117].

Figure 6.6: The probability distribution function for the 1- minute returns of a 
company constituent of the Dow Jones Industrial Average 30. The continuous 
line is a q-gaussian fit with ^ = 1.31 ± 0.02. This image is adapted from [80]
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6.4 Prediction Markets

Having given a short introduction to some of the key concepts and theories in 
econophysics, I will now briefly introduce the reader to a different area of eco
nomics research: prediction markets. Research into prediction markets has pri
marily been carried out by economists.

6.4.1 Prediction Markets as a Forecasting Tool

Prediction markets are speculative markets where assets traded have a value that 
is tied to a particular event (e.g., will the next US president be a Republican). The 
holder of the asset will typically expect a pay-off or loss in the event of a specific 
outcome. As a result, the true value of the asset will depend on the probability of 
the desired outcome.

Just like any other asset, it can be bought and sold and the price paid may be 
a reflection of the probabilities that the buyer and seller ascribe to the underlying 
outcome. If the asset is traded on an exchange, the efficient market hypothesis 
would suggest that the market price ought to incorporate all known information 
about the potential of the outcome. We may therefore expect that the value of the 
asset will fluctuate in time in response to the market’s perceived changes in the 
probability of the desired outcome.

In the economics literature, a lot of research concerns the accuracy of pre
diction markets as true predictors of outcomes. It has been argued on theoreti
cal grounds that, in the case of risk averse agents with a distribution of beliefs, 
prediction market prices should represent the mean belief of the market agents 
[118, 119]. Furthermore, numerous empirical studies have claimed to verify the 
accuracy of prediction markets as reliable indicators [120, 121, 122]. One of the 
oldest and most famous prediction markets, the Iowa Political Stock Market, has 
been shown to beat opinion polls at forecasting the outcomes of presidential elec
tions [123].

However differing viewpoints do exist in the literature. In [124], the author 
claims that under a wide range of assumptions, the predictions of prediction mar
kets do not closely correspond to the mean market belief unless the predicted
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probability is near zero or one. And in [125], the authors conclude that prediction 
markets are inferior to opinion polling as predictors of election outcomes.

It is also a subject of research whether prediction markets have any predic
tive power when the market agents involved are trading “play-money” with no 
value. Research so far suggests that they do [126, 127]. In [127], the authors 
compare the predictions of two popular sports trading websites, one that operates 
in play-money markets and one that operates as a sophisticated betting operation. 
They find that neither type of market was more accurate than the other across 208 
games. They concluded that the prediction markets based on play-money can be 
Just as accurate as those based on real money and that the essential ingredient is 
that the traders be a motivated and knowledgeable community.

6.4.2 Prediction Market Dynamics

Although much research has been done on the efficacy of prediction markets at 
forecasting outcomes, comparatively little study has been done on the dynamics 
of the price in prediction markets. In [128] the authors performed a quantitative 
analysis on time series of price changes extracted from the binary option markets 
for the outcomes of elections in the Iowa Political Stock Market.

A binary option is a contract which pays out $1 if an event occurs and $0 
otherwise. Assuming an efficient market, the value of the contract should reflect 
the probability that the event will occur. Unlike with stocks or commodities, the 
binary option contract has an expiration. It was found that the volatility of the 
price of the contract increased as the maturity date of the contract approached. 
After performing a detrending procedure to account for this variation of volatility 
with time, the authors analysed the returns distributions and volatility correla
tions. They discovered that, as observed in financial data sets, the changes in the 
log-price of the binary options were uncorrelated but exhibited power-law decay
ing volatility correlations. Furthermore, they also found power-law tails in the 
probability distributions for the returns.

To supplement their empirical findings, they proposed the following theoret
ical model for price dynamics in the binary option prediction market. The evo
lution of the “true” price of the contract is governed by the following dynamical
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equations

, . / P(td +

V Ui/Ta)^

with probability p(ti) 
with probability 1 — p(r,)

(6.23)

where r, is the time at which the last trade takes place, /?(?,) is the price of 

the contract at the i'h last trade, Ta is the average time between consecutive trades 

and y is a free parameter that describes how the magnitude of price changes scales 

with time remaining.
For example, if the current price is high, say 0.9, then the next price change 

is very likely to be positive (with probability 0.9), however the price change will 

be small. With a low probability (0.1), the next price change will be negative, 
however it will be large. One can easily verify that the expectation value for the 

change in the price is zero; the process is therefore a martingale. Furthermore, 
they add an additional noise term to the process which amounts to multiplying the 

random increment at each step by the exponential of a Gaussian random variable. 
As the time remaining approaches zero, the magnitude of price changes can vary 

non-linearly with an exponent y. By fitting the model to their empirical market 
data, they estimate y = 0.49.

In [128], the authors state that their model produces the long range dependence 

and power-law tails observed in their empirical data. It is true that the equations 

of Eq. 6.23 will produce fat tails. However, I argue that it results from the time 
average of distributions with variances that are time dependent. The exact power 

law exponent of the tails can be derived in the limiting case of constant price

PiO = 5
Given At <sc t, returns drawn from the time interval [t, t + At], will have a fixed 

magnitude but random sign.

Ap
with probability ^

2((/r y probability ^
2(r/7'„y

I (6.24)

As a consequence of the central limit theorem, the integral of these random 

increments with finite variance Z = Ap should converge to a Gaussian distri
bution.
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P{Z,t)
yl^cr{t)

(6.25)

where cr(r) The probability distribution function for the price' 2(r/r„))' •
changes observed over the course of the event would then result from the average 
of Gaussian returns with variance cr(f) over all t in the interval [0, T],

P{Z) f 1
2(r(/)2 Z r (6.26)

'>J^cr{t)

Furthermore, I find that the model of Eq. 6.23 does not actually exhibit power- 
law volatility correlations as reported in [128], but a slowly decaying autocorrela
tion in volatility is an artifact of the non-stationarity of the magnitude of returns 
which varies slowly as a function of time and price as the market approaches ex
piration.

The simple model of Eq. 6.23, although being a good first approximation to 
binary option contract dynamics, does not produce these two important statistical 
properties of the price returns: long-memory and fat tails.
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Chapter 7

Long-range Dependence in Time 
Series

Due to the importance of the topic of long-range dependence in the analysis of 
Betfair market data in chapter 8, I devote this chapter to a detailed characterisa
tion of the phenomenon of long-range dependence and its consequences. I also 
introduce and explain some of the tools that I will use to investigate the presence 
of long-range dependence in Betfair time series.

7.1 The Hurst Exponent

Simply speaking, a time series x, exhibits long memory if values from the distant 
past have a significant effect on the present. More formally, long memory can 
be defined in terms of the autocorrelation of x,, but first we must introduce the 
following definition.

A function L{x) is slowly varying (at infinity) if the following criterion holds 
for alia >0 [129],

L{ax)
lim —— = 1 (7.1)
x-^oo L(x)

A covariance stationary process x, with mean /r can then be said to exhibit 
long-memory if in the limit t oo, its autocorrelation function y(T) obeys the 
following scaling relation

102



y(T) T-“L(r) (7.2)

where 0 < a < 1 and L(r) is a slowly varying function at infinity.
A consequence of Eq. 7.2 is (see Appendix F) that the variance (^S of a 

running sum of N mean-subtracted values' of such a process scales non-linearly 
as a function of N with an exponent 2H

where
S N = (xi - lu) + {X2 - lu) + ... + {xn - lu)

(7.3)

(7.4)

H is called the Hurst exponent, and is related to the constant a in the autocor
relation function by the following relation

2-2H^a (7.5)

For 0 < a < 1, H will take on a value 0.5 < H < 1. This is called superdiffu- 
sion. For normal diffusion, as in an uncorrelated random walk, H = 0.5.

The Hurst exponent was originally developed in hydrology for the practi
cal matter of determining optimal dam size for the Nile river’s volatile rain and 
drought conditions. Hurst observed the seasonal flooding of the Nile to be a long- 
memory process and attributed an exponent H = 0.74 to the time series.

Similarly, if a stochastic process exhibits a power-law decaying anti-correlation 
y(T) ~ L(t) |t|“® with an exponent 1 < a < 2 then the standard deviation of the 
sum of N terms of the mean-subtracted random process x,, asymptotically in
creases as with 0 < H < 0.5. Such a process is said to be anti-persistent. 
One of the best known examples of anti-persistence observed in nature is Kol
mogorov’s energy spectrum for turbulence, with H - 1/3.

’ Note that subtracting a process by its mean does not affect its autocorrelation
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Self-similarity

A consequence of long-range dependence is a self-similarity of the autocorrelation 
function when calculated over different time scales. Consider a mean-subtracted 
{{Xi) - 0) covariance stationary process x, with variance - cr^ and autocor
relation function -/(r). We can construct a new time series x\"'^ by averaging the 

values of x, over bins of length m.
It can be shown (see Appendix G), that if the process x, exhibits long-range 

dependence then its autocorrelation y(T) will be self similar when examined over 
a sufficiently large time scale, i.e.

for r > 0 and m, n » 0

where is the autocorrelation function of the time series x*'"\

(7.6)

7.2 Testing for Long-range Dependence

There are a number of methods for testing for long-range dependence, each of 
which has its advantages and disadvantages. I will outline some of these methods 
in the sections below.

7.2.1 Correlogram Analysis

The most obvious way to check if a stochastic process fits the definition of long- 
range dependence given in Eq. 7.2, is to examine the correlogram.

The correlogram is an estimate of the autocorrelation function formed from a 
finite sample of observations Xi, X2,..., x^/ of the stochastic process. The correlo
gram function C(r) is calculated as

N-t

C(r) = —-----y (x, - jj) (x,+^ - /i)
N -r 

t̂=\

(7.7)

where /r is the estimated mean of the stochastic process.
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1 ^
(7.8)

If the stochastic process is indeed a long-range dependent process, then with 
sufficient data, the correlogram C(t), should exhibit an asymptotic power-law de
cay

r-i2-2H)

C(t) ~
if H > 0.5 (persistent)

^ if H < 0.5 (anti-persistent)

However, the correlogram test for long-range dependence is considered an 
unreliable method [130]. If a process has uncorrelated increments, then the values 
V^C(t) are asymptotically independent standard normal random variables. A 
correlation can be considered significant at the 5% level if it exceeds the ±2/ ^/N 
bounds.

However, the above asymptotic confidence bounds do not necessarily apply 
for processes with correlated increments, especially those with long-range depen
dence. Because they are calculated from the same finite sample, adjacent esti
mates of 7(r) will themselves be correlated.

The plot of log |y(r)| against log(T) can be useful for detecting long-range 
dependence if the long-range dependence is strong or the data set is very long. An 
estimate of a can be performed by a linear regression to the data points.

(7.9)

7.2.2 Rescaled Range (R/S) Analysis

Another method of testing for the presence of long-range dependence would be to 
test the hypothesis of Eq. F.9 on the data set in question. This could be done by 
analysing the scaling of the structure function for the time series x, , which for long 
range dependent data should scale asymptotically with an exponent 2H 4- 1.0.

N-2H (7.10)
1=1

However, the oldest and most conventional method in the literature for testing 
for long-range dependence is the original rescaled range analysis of Hurst. Con-
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sider a time series X\,X2,... ,xi^ of measured values of a stochastic process. First 
we calculate the sample mean,

1=1

N

(7.11)

and create a new mean adjusted sequence y, = x, - ji. Next we calculate the 
running sum of t values of the series as a function of t.

z, = 2>'' 
(=1

(7.12)

The range is then the difference between the maximum and minimum values 
of the cumulative sum.

Rn = maxizi, Z2, • • •, Zv) - miniz\, Z2, • • •, Zv) 

We then calculate the standard deviation of the increments y,.

(7.13)

S N —
\ ^ 

1=1
(7.14)

The rescaled range, Q^, is then formed by dividing the maximum range by the 
standard deviation of the increments.

O N
(7.15)

As seen for the standard deviation of running sums in the previous section, 
for a long-range dependent process with Hurst exponent H the rescaled range is 
found to scale as a function of N with the following scaling relation

Qn~NH (7.16)

One can then estimate the Hurst exponent by performing a linear fit to the 
graph of logiQ^) vs N in the limit of large N.

106



7.2.3 Lo’s Modified Rescaled Range Test

In the case of identically distributed independent random variables x,, the rescaled 
range converges to a well defined random variable, V, when properly normalised,

Qn hm ——
yN

V (7.17)

where —> denotes weak convergence and V is drawn from the probability dis-
2

tribution for the range of a Brownian bridge on the unit interval.

Fv{v) = 1 + 22(^ -4k\^)e-
k=l

■2{kvY (7.18)

The value of this statistic provides the basis of a statistical confidence test for 
confirming the null hypothesis of uncorrelated random variables. If the value of 
Qn! for the data set is larger than 95% of random variables drawn from the 
probability distribution for the range of a Brownian bridge, then one can disregard 
the hypothesis of uncorrelated random variables with 95% confidence.

Because the value of Qv/ V^/ does not converge, but increases without bound 
in the limit of large N for a long-memory process, the test statistic yfR pro
vides the basis for a test for long-memory. However, the classical rescaled range 
test has been shown to be too weak, and due to the influence of short-range cor
relation, it can indicate long memory when it does not exist [131]. If the data 
exhibits some short-range correlation, then although Q^/ V^V converges, it will 
converge to some value ^V, where V is a random variable and ^ is some constant 
that depends on the nature of the short-term correlation.

In the study of Betfair in the following chapter we use Lo’s test for long- 
memory [131] which uses Q^, a modified version of the rescaled range statistic 
Qn which takes account of short-term correlation in the calculation of Sn- We re
ject the hypothesis of short-range dependence if Qn/ falls significantly outside
the probability distribution for the range of a Brownian bridge. The full details of 
Lo’s test are given in Appendix H.

^ A Brownian bridge is a continuous-time stochastic process B(t) whose probability distribution 
is the conditional probability distribution of a Wiener process W(t) (a mathematical model of 
Brownian motion) given the condition that B(0) = B(l) = 0.
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7.2.4 Detrended Fluctuation Analysis (DFA)

A problem with the methods presented above for detecting long-range dependence 
is the requirement of stationarity in the time signal. For example, consider a time 
series of random variables xi,X2,..., x^, with x, given by the following expression

X, = 11 +e, (7.19)

where the e, are independent, zero-mean, Gaussian random variables with a 
standard deviation cr. If we calculate the rescaled range of x,, using Eq. 7.15 the 
procedure will correctly subtract the constant mean /j before calculating the range 
of the cumulative sum of random variables. We will indeed find that the rescaled 
range scales as with H = 0.5 as it should for the sum of random uncorrelated 
variables.

However, rescaled range analysis becomes problematic if we impose a deter
ministic systematic trend on the data. For example.

Xi= H, + e, (7.20)

where

lii - A sin {2nt/T) (7.21)

and A » cr. This time series is no longer stationary; the distribution of the 
random variable x, is now time dependent. In a naive implementation of R/S 
analysis we would subtract a constant mean {x,} - 0. The resulting rescaled range 
would only scale as in the regions around t - nT 12 (n integer), where {x,) 
approximates the local mean of /c, around t. In other regions, the rescaled range 
would scale linearly with time due to the influence of a dominant constant term. 
The procedure will no longer probe the correlations of the random increments, but 
will instead be affected by the systematic trends in the signal.

To correct the procedure in the presence of non-stationarity, we can implement 
a detrending procedure by estimating the mean n, of our data as a function of time. 
We may choose to calculate the rescaled range like so
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Qn -
1

cr N
max > (x, - Li,) - mm > (x, - u,)
\<k<N ^ i<*<jvZ_/

/=! r=l

where the mean fi, is calculated over some time window of length L

(7.22)

k+L

1^1
i=k

k = t - t mod L + 1 (7.23)

However, this procedure introduces an arbitrary choice of window length L, 
which may introduce bias into the interpretation of the results. One might then 
choose to perform the analysis over a variety of window lengths. The method 
I choose to solve the problem of probing long-range correlations in noisy data 
subject to trends of unknown origin and shape is called Detrended Fluctuation 
Analysis [132] and it works as follows.

Consider a time series of measurements x,, this is illustrated in Fig. 7.1a. We 
first form the integrated time series X, (Fig. 7.1b).

X,= '^Xi
(7.24)

(=1

X{t), is then divided into A blocks of equal length L and a linear ordinary 
least squares regression is performed to the points in each block to produce the 
piece-wise defined function Xi{t).

Xdt) = hdt) 

A - (t - t mod L)/L

(7.25)

where /i,l(0 is a function defined on the interval [AL + 1, dL + L] which is a 
least-squares linear fit to X, on the interval [AL + \,AL + L\. The function Xi{t) is 
depicted by a dashed line in Fig. 7.1b and Fig. 7.1c for the cases of L = 200 and 
L = 100.

We then detrend the integrated time series X{t), by subtracting the local trend, 
Xi{t), in each block and calculate the root mean square fluctuation.
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F{L) = . 1 2(X(0 - XdtW

\ r=l
(7.26)

This procedure is repeated over a variety of box sizes, L, to construct the 
function F(L). The Hurst exponent, H, of the time series is then obtained by fitting 
the function F{L) to the form F{L) oc . The exponent H can be determined from 
the slope of a linear fit to F{L) on graph with logarithmic axes.

The advantage of Detrended Fluctuation Analysis is that it allows us to inves
tigate the correlations in a time signal over a variety of time scales. To illustrate 
this fact, consider the following integrated process, X\,X2,..., X^, where

X, = + ~ (U,-i - X,_,) (7.27)

L, are long-range dependent Gaussian distributed increments with H = 0.85 
and standard deviation cri = 1.0 generated using the process of [132], f/, is the 
local average of a Brownian walk, defined like so

(+49

*=(-50 <:= 1

where b, a mean zero, uncorrelated Gaussian random variable with a standard 
deviation cr^, = 0.4.

When viewed over short time scales (t < 100), in Fig. 12, the local mean of 
the Brownian motion varies slowly and increments of the process are dominated 
by the long-range correlated L,. When viewed over longer time scales, however, 
the motion of X, is constrained to follow that of the random walk B,.

These two correlation regimes are visible in the DFA plot of Fig. 7.3. Even 
though over large time scales, the motion is constrained to follow that of the ran
dom walk the long-range dependence is detectable due to the scaling F{L) ~ 
with exponent H = 0.85 in the region L < 100.
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Figure 7.1: An illustration of the DFA method for an example time series of ab
solute financial price changes x,. The integrated time series X, is divided into 
boxes of length L and a least squares linear regression is performed to X, in each 
box to produce the piece-wise defined fit Xi{t). This is shown for L - 200 in b) 
and L - 100 in c). One then calculates F{L), the root mean squared fluctuation 
of X, about Xi{t). The data point for F{L) corresponding to L = 100 as in c) is 
highlighted with a square.The image was adapted from [133].
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Figure 12\ a) Over large time-scales, the motion of X, is constrained to follow 
that of the Brownian motion, and thus behaves asymptotically as a short-memory 
process, b) Over short time-scales, the local average of the brownian motion U, 
varies little so the fluctuations of X, are dominated by the long memory process. 
Increments add together in a correlated way to produce F{L) ~ scaling. 
The long-memory process, L, was numerically simulated using the procedure de
scribed in [132]
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Figure 7.3; Detrended Fluctuation Analysis of X,. Over short time scales, F(L) 
this is indicative of long-memory. Over longer time scales, L > 100, F{L) 

This is indicative of a short memory process.

113



Chapter 8

Analysis of Betfair

8.1 Introduction to Betfair

The bulk of econophysics research to date has focused on financial markets. My 
research looks at a new area, the betting exchange, by analysing markets on a 
leading on-line betting website, Betfair.com.

Traditionally, if one wanted to make a bet on a certain outcome (such as the 
outcome of a football game), the bet would be placed with a bookmaker or with a 
parimutuel betting market. The bookmaker is an independent agent who decides 
the odds that he/she feels are appropriate for the expected probability of the out
come and the customer can place bets against those odds. Bookmakers can expect 
to make profits in the long run by providing odds to their customers which slightly 
overestimate the true probability of a specific outcome. A parimutuel betting mar
ket is a system in which all bets on the outcome of a particular event are placed 
together in a pool, and the payoff odds are calculated by sharing the pool among 
all winning bets.

1
A betting exchange, like Betfair , is different to both of these systems and 

operates in a manner more akin to a stock exchange. Here, there is no single agent 
acting as a bookmaker, but agents can play both the roles of the customer and the 
bookmaker by choosing to either place a bet on an outcome ("'back”) or to offer 
a bet ("lay”) that can be backed by another agent. An agent who bets $ 1 on an

' http://www.Betfair.com/
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outcome (a “back’ bet’) at 3:1 odds can expect to get $4 back if they win ($3 
profit), but lose their $1 stake in the event of a loss. The converse of backing is to 
lay a bet. In this case, the agent plays the role of the bookmaker by taking up the 
bet of another agent. In the same example, the layer must pay out $4 dollars to the 
successful bettor in the event of a winning outcome, but retains the $1 stake in the 
event of a loss. Laying is thus equivalent to betting against an outcome.

The match-making is managed with a double auction order book as with a 
regular financial market, except the bid and ask columns are replaced with back 
and lay. It is important to note, however, that unlike a stock market, a betting 
market has a definite conclusion. The odds will inevitably move towards infinity 
or zero as the outcome becomes a certainty.

The data used in our study is extracted from the on-line betting website, Bet- 
fair.com, based in London, England. Since Betfair was launched in June 2000, it 
has become the largest on-line betting company in the UK and the largest betting 
exchange in the world. The website claims over 2 million clients from all over the 
world.

Betfair, therefore, acts as a kind of prediction market. We would expect then, 
that the market odds we see on a Betfair market provide a good approximation 
to the average belief of traders of that event taking place. Some Betfair traders 
may be speculative traders, hoping to back high, and lay low. Some traders may 
be simply backing or laying based on what they believe the true probability of 
the outcome is, “fundamental” traders. Or some traders may simply bet on their 
favourite team, regardless of the quoted odds. Odds fluctuations may or may not 
be a reflection of changing probabilities of the event taking place.

A Betfair market is a complex system, with many heterogeneous interacting 
agents which in many ways operates in a manner akin to a regular stock exchange. 
We may therefore expect to see similar behaviour in the dynamics of its market 
observables. To this end we have aimed to investigate the presence of a number 
of the universal stylized facts commonly observed in financial markets. What we 
can learn about the dynamics of a betting market may provide insight into the 
dynamics of a financial market and vice versa.
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8.2 Description of the Data Set

The data set used in this analysis comprises time resolved snapshots of the order- 
book for the activity of Betfair markets for matches that took place during two 
different sporting competitions. We have analysed 146 soccer matches from the 
2008 Champions League football tournament and 30 tennis matches from Wim
bledon 2008. For each football match, there is a market associated with three 
potential outcomes: win, lose or draw. For each tennis match there is a market 
associated with two possible outcomes, win or lose. We have chosen to look at 
these particular data sets, as they are very popular, televised events which attract 
a high volume of trading activity on the Betfair website.

2
This data was collected using front-end software provided by Fracsoft which 

interfaces with Betfair.com. The snapshots of the orderbook are resolved to one 
second accuracy. Also included with each order-book snapshot, is a value for the 
“odds” at which the last bet was matched during that second and the cumulative 
sum of bets matched to date for that market. It is important to note that the odds 
with which Betfair users choose to back or lay outcomes can only take on values 
from a specified set of numbers between 1.01 and 1000 imposed by the Betfair 
user interface. If a bet is matched at a Betfair ‘odds' of 3.0, the backer will triple 
his/her money in the event of a payout, such a payout would be more traditionally 
represented in gambling parlance as ”2-to-l”.

The market remains open for Betfair users to trade bets up until the very end 
of a match, when the conclusion is known and the market odds naturally move 
towards either 1.01 or 1000. A typical football data set is composed of about 
6500 1-second records representing the state of the betting market at each second 
during the lifetime of the match. This typically includes ninety minutes of play 
time, approximately three minutes of injury time and fifteen minutes of half-time.

Since, unlike in football, the length of a tennis match is not fixed, a typical ten
nis data set varies from 5000-15000 1-second records. For this reason we rescale 
the time in our tennis matches to a dimensionless quantity between zero and one, 
by dividing by the total match time.

^http://www.fracsoft.com/
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8.3 Implied Probability

We define the implied probability as the reciprocal of the current Betfair market 
“odds”. Much like the price of a contract in a binary option market [128], the 
implied probability is bounded between zero and one and reflects the probability 
of that particular outcome. We consider the implied probability to be a stochastic 
variable analogous to price returns in finance.

In Fig. 8.1, we show the evolution of the implied probability for the three 
possible outcomes of an example football match from our data set. The football 
match which took place on the 9th of April during the 2008 Champion’s League 
football tournament and was won by Manchester United. The winning goal was 
scored by Carlos Tevez in the 70th minute. This is reflected in the data, by a 
large change in the implied probability at roughly t = 1400 seconds. The implied 
probability for the football teams Man United and Roma winning (and the draw) 
are seen to move towards approximately 1.0 and 0.0 respectively as the match 
ends and the result becomes known.

We also see in Fig. 8.1 that since no match events are occurring, the implied 
probability remains approximately constant at half-time.
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Figure 8.1: The evolution of the implied probability (reciprocal of match odds) 
for the three possible outcomes of a Champions League football match. As the 
match draws towards its conclusion, the implied probabilities for the outcomes 
tend towards 0 and 1 as the market odds tend towards 1000 and 1.01. We see a 
large probability change for each outcome at the t « 14005 mark corresponding to 
a goal scored. We see little variation in the implied probability during half-time.

8.4 Distributions of Betfair Market Observables

8.4.1 Implied Probability Log-Returns

As discussed in chapter 6, the shape of the probability distribution for financial 
log-returns is of great interest in finance and econophysics. In finance log-returns 
are seen to exhibit fat tails with distributions that decay asymptotically as power- 
laws, this has important consequences for options pricing, risk analysis and mod
eling.

In this chapter, we wish to examine the distribution of the changes in the log
arithm of implied probability observed in our sports market data sets. In finance, 
the log-return is used to account for the changing scale of prices (see Section
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6.1), this is because there is a reasonable expectation that price changes should 
be proportional to the price. However, this is not the case for implied probability 
changes (or indeed binary option prices) as we shall see in Section 8.5. However, 
in order to draw a qualitative comparison to a previous study on the dynamics of 
a political prediction market [128] (as well as studies in finance), in this section, 
we choose to study the change in the logarithm of the implied probability as a 
function of time.

In order to resolve definition in the fat tails of these distributions, previous 
studies performed on financial log-returns in the econophysics literature have 
utilised large numbers of data points (of the order of 10^). In any given foot
ball data set, however, we have approximately 6500 1-second records. In order to 
gather sufficient data to produce a finely resolved probability distribution, we have 
to perform an averaging procedure over log-returns drawn from multiple markets. 
With 438 football markets, this provides approximately three million data points. 
We have approximately 500,000 points in the case of Wimbledon tennis data.

To compare the log-returns of markets with different volatilities, we normalise 
the log-returns, /-(f), in each market, M, by the standard deviation of log-returns 
for that market.

r\t) = — cr\f = {r{tf)r(,)^M -
O' M

(8.1)

Such a normalisation procedure is frequently applied in financial market liter
ature for aggregating data collected from different markets [134, 135]. The scatter 
plot of normalised market log-returns as a function of time as drawn from all foot
ball and tennis matches studied is shown in Fig. 8.2. As was seen in [128], the 
log-returns are non-stationary with a volatility that increases towards the conclu
sion of the market. This is visible in Fig. 8.3, in which we display the standard 
deviation of normalised log-returns, r", as a function of match time remaining for 
the two ensembles. Also clearly visible in Fig. 8.2 and Fig. 8.3 is the half-time 
break in the case of Champions League data.

As in [128] we deal with this non-stationarity by employing a further normal
ising procedure. We divide the normalised log-return at time f, r*{t), by the local 
standard deviation, cr'{t) as calculated over fixed time windows. We call this the
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Figure 8.2: The ensemble of normalised implied probability log-returns, r*, for the 
Champions League (a) and Wimbledon (b) markets. We see that the log-returns 
typically grow larger as a match reaches its conclusion. We see a very different 
behaviour in the football log-returns for the times between 0.45 and 0.55. This 
corresponds approximately to half-time.
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a)

b)

Figure 8.3: The volatility of the normalised implied probability log-returns as a 
function of time remaining till settlement for Champions League (a) and Wim
bledon (b) markets. In these graphs, the volatility is measured as the standard 
deviation of normalised log-returns, cr*(t) = -\J< r*^{t) > - < r*{t) >2, as calcu
lated over 500-second non-overlapping time windows. In both tennis and football, 
the volatility of log-returns is seen to steadily increase as the match reaches its 
conclusion.
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detrended log-return, r.

m- r-{t)
(T*{t)

(8.2)

cr*(t) is calculated by partitioning the time remaining till the end of the match 
into time windows, T.

a^(t) = (r*(t)Xr - (r*(0)ter (8.3)

We use 65 non-overlapping time windows between rescaled time t = 0 and 
t = 1 for Champions League log-returns, and 50 non-overlapping time windows 
between rescaled time t - 0 and t = 1 for Wimbledon log-returns.

We now investigate the stationarity of the detrended log-returns for different 
time windows during the course of the matches using the Kolmogorov-Smirnov 
test on the tails^. The Kolmogorov Smirnov test tests the null hypothesis that 
two empirical samples of values are drawn from the same probability distribu
tion. This is done by calculating a test statistic (the KS-statistic) which quantifies 
the difference between the two empirical distributions. With this, a P-value can 
be calculated which indicates the probability that, under the assumption of the 
null hypothesis, we would expect to observe a KS-statistic at least as large that 
obtained from the empirical data. Low P-Values indicate that the two sets of sam
ple points tested are unlikely to be drawn from the same probability distribution. 
More details on the KS-test and the calculation of P-values are given in Appendix 
I

The P-values for the KS-tests for Wimbledon and Champions League data are 
displayed graphically in Fig. 8.4. The length of the time windows were chosen 
as a compromise between maximising the temporal resolution of Fig. 8.4 and 
maximising the number of samples, v, used in estimating the tails of the proba
bility distributions of detrended log-returns drawn from each time window, v is 
typically 300 for the Champions League data, and 100 for the Wimbledon data.

^We ignore the centres of the distributions when performing the KS-test. Due to the limiting 
resolution of Betfair implied probability changes, the centres of the log-returns distributions are 
spiky (small changes in odds are forced to take on the nearest allowable values.) When the dis
tributions are normalised and detrended, the spikes may not overlap. To avoid this issue, we only 
compare the distributions for magnitudes of detrended returns greater than 1.5
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Figure 8.4; The P-Values for the Kolmogorov test on the tails of the distributions 
of detrended log-returns drawn from different time windows. The time windows 
for the Champions League data (a) represent lengths of 100 seconds. The length 
of the time window for a Wimbledon tennis match (b) is typically approximately 
200 seconds. We find that the market log-returns during half-time in a Champions 
League football match have a very different distribution to those drawn from other 
times during the match.
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For the Champions League log-returns, we can identify two types of behaviour 
corresponding to in-play trading activity and trading activity that occurs during 
half-time. We also find that the distribution of detrended log-returns drawn from 
the end of the football matches {t < 0.06), differs significantly from that of log- 
returns drawn from other times in the matches, so we choose to neglect these data 
points in the analysis which follows. In Fig. 8.5, we have plotted the distribution 
of half-time log-returns along side in-play log-returns. We see a markedly differ
ent functional form for the distributions. In particular the distribution of returns 
which take place while the match is in-play exhibit fatter tails.

We suggest that the distribution of log-returns drawn from half-time is repre
sentative of endogenous market behaviour, whereas the distribution of log-returns 
as sampled during the in-play activity is instead reflective of the changing proba
bility of the outcome of the match which itself is dependent on the game-play and 
scoring of football. This difference cannot be ascribed to a lack of trading volume, 
since as seen in Fig. 8.7, trading volume remains significant during half-time.

If our hypothesis is true that in-play implied probability changes are indeed 
representative of the game-play and scoring of the sport on which the market is 
based, then we may expect two different sports to have a different probability 
distribution for in-play log-retums. The scoring in football is poorly resolved, 
matches will often end nil-nil or with a low number of goals scored. In tennis 
however, a match may be 5-sets long, each of which potentially contain 13 games, 
each of which may involve any number of points scored. Thus, we expect a goal 
scored in football to make a much more dramatic impact on the probability of a 
given side winning than the impact that a single point scored may have in tennis. 
We should then conclude that the distribution of changes in probability of a side 
winning in a football match should exhibit fatter tails than that for tennis. This is 
what is observed in Fig. 8.5.

This reasoning is also supported by the observed difference between the dis
tributions of log-returns taken from the end of a football match and those taken 
from the rest of the match. Due to the relatively low frequency with which goals 
are scored in football, it is likely that by the final minutes of the match (when 
a score-line can be often 2-0) the outcome becomes an almost certainty, and the 
market odds will be typically already at 1000.0 or 1.01 with little probability of
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Figure 8.5: a) The distribution of detrended log-returns, P{r), as drawn from the 
in-play activity of all Champions League market compared with the distribution 
of log-returns which occur during half-time. The complementary cumulative dis- 
tribution function, ccdf{R) - P(±r)dr, for the positive and negative tails of 
both data sets are shown in the inset. We find the in-play activity exhibit fat
ter tails. We suggest that the log-returns distribution which results from returns 
during half-time are representative of endogenous market behaviour, whereas the 
returns we see while the match is underway reflect the game-play and mechanism 
of scoring in football, b) The distributions of the (in-play) detrended implied 
probability log-return for Wimbledon and Champions League markets. We pool 
together the normalised log-returns from in-play (excluding half-time) to generate 
the histograms for Champions League log-returns. We see a different functional 
form for the log-returns distributions for the two sports. The Champions League 
distribution appears to have fatter tails, indicating that large changes in the proba
bility of outcomes may be a more common occurrence in football than in tennis.
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changing. Furthermore, in the case of teams drawing, in the final minutes of the 
match, the implied probabilities can take dramatic changes as depicted in Fig. 8.1.

8.4.2 Half-time Implied Probability Log-Returns

We now turn our attention to the log-returns, r//, drawn from the region identified 
as half-time. We do not normalise and detrend these returns as defined by Eq. 
8.4 and Eq. 8.2 but only normalise by dividing each return, vh, by the standard 
deviation of half-time log-returns from the market, M, that it is drawn from.

rH\t) = rnO)
o-h(M)

O’niM) - ('■//(0^)rH(r)eM - (^w(0)^r„(0€W (8-4)

poo
The complementary cumulative distribution function, /’(irj^|)r/|r^|

fi
for the magnitude of normalised half-time log-returns, |r^|, from all Champions 
League football markets is shown in Fig. 8.6.

Figure 8.6: The tail of the complementary cumulative distribution function for the 
absolute value of normalised half-time log-returns r^. The shape of the tail on the 
Log-Linear inset suggest the tail decays slower than exponential. The dotted line 
is the slope of the power law fit, > x) ~ x~°, for a - 2.82. We conclude
that the power-law is not an adequate fit to the tail.
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To investigate power-law scaling in Betfair returns, as observed in the case 
of returns from the binary option prediction market of [128], we attempt to fit a 
Pareto law, > x) ~ x~" to the tail of the distribution function for half-time
returns.

Using maximum likelihood estimation, we estimate an exponent a - 2.82 ± 
0.022 for normalised returns with > 2.70. Despite a reasonable visual fit to the 
data, for 2.7 < < 10, the tail of the distribution decays more exponentially for

> 10 and using the more rigorous statistical analysis provided by the methods 
of [136] we must reject the null hypothesis of a power-law tail. As suggested 
in [128], this departure from power-law form may be a consequence of partisan 
trading, as follows.

It is unlikely that all traders on Betfair play the market objectively by back
ing and laying outcomes equally, based only on whether they believe the market 
odds of the outcome are undervalued or overvalued. There are likely to be bi
ased traders who truly believe their favourite team is going to win. Since partisan 
traders are unable to or simply choose not to accomodate new information as it 
hits the market, they have a constant willingness to bet on their favourite team (or 
conversely lay the opposing team) which may prevent returns with a large mag
nitude from occurring. In [128], the authors propose the hypothesis that partisan 
trading leads to more exponentially decaying returns. A similar phenomenon may 
be occurring in the case of the Betfair implied probability returns.

8.4.3 Trading Volume

In financial markets it is often found that the tails of the probability distribution 
function for share trading volume (number of shares traded per unit time on a 
particular asset) exhibits a power-law form [137]. In this section we aim to test 
that hypothesis on time series of trading volumes extracted from Betfair markets.

Since certain matches or outcomes are more popular and draw larger trading 
volume than others, we normalise the trading volumes, V, in each market, M, by 
their medians, Vm.

Vm
(8.5)
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where the median is calculated over all 1-second trading volumes, V, recorded 
for a given market M. We choose to normalise by the median to be consistent 
with a previous study on financial trading volumes done in [134] in which trading 
volumes of multiple assets were aggregated. As in the previous section we inves
tigate the stationarity of the trading volume observable in Fig. 8.7 by plotting the 
average trading volume as a function of time remaining till the conclusion of the 
market. We factor out the trend evident in Fig. 8.7, by dividing the normalised 
trading volume V* by the local median, V*(r)

V(t) = V*it)
V*(t)

(8.6)

where V*(t) is calculated for 65 non-overlapping time windows between rescaled 
time t - 0 and t = 1 for Champions League data and 50 non-overlapping time win
dows between rescaled time t = 0 and t = 1 for Wimbledon data. We then pool 
together all the detrended trading volumes V from each market to create one large 
sample from which to calculate a normalised trading volume probability distribu
tion, P{V) for each sport studied.

We find the bulk of the resulting trading volume distributions, P{V}, for both 
sports can be described very well by a log-normal distribution.

P(V) =
1

7^
Vcr V2^

To perform the fits, we calculate the mean.

(8.7)

P-(U)

and standard deviation.

(8.8)

cr = {U^)-{Uf (8.9)

of the logarithms of the detrended 1-second trading volumes, U - InV. Since 
we expect the distribution of logarithms of log-normally distributed variables to be 
normal, we overlay the functional form of a Gaussian with mean, ju, and variance, 
cr
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Champions League

a)

Wimbledon

b)

Figure 8.7: The average 1-second trading volume, V, as a function of time re
maining till settlement for Champions League (a) and Wimbledon (b) markets. 
The average is calculated over all markets for 500-second non-overlapping time 
windows.
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-e 2<r2 (8.10)
cr V2^

on the empirical distribution for the logarithms of the 1-second trading vol
umes, U. As seen in Fig. 8.8, we find very good agreement. A log-normal func
tional form is consistent with some experimental distributions of daily stock mar
ket trading volumes observed in [138]

However, in Fig. 8.9, we see that the log-normal function which fits the bulk 
of the distribution misses the tails. We investigate the presence of a power-law 
tail, P{V > X) ~ in the Champions League and Wimbledon trading volumes, 
using the methods of [136]. In [136], if given a cut-off point where a power- 
law is said to start, the authors use maximum likelihood estimation to estimate 
the exponent of the power law. The authors also describe a method by which 
one can identify the cut-off point. This is done by minimising the value of the 
Kolmogorov-Smirnov statistic for the distance between the tail of the empirical 
distribution and a power law with a given cut-off and corresponding estimate for 
its exponent. (For more on the KS-statistic see Appendix I)

Having determined the cut-off and exponent, the authors test the hypothesis 
of a power-law tail by bootstrapping the original data. They produce an ensemble 
of synthetic data sets formed by randomly selecting values from the empirical 
data for values less than the cut-off and values drawn from the model power law 
distribution for values greater than the cut-off. They then perform the same fitting 
procedure described above on each synthetic data set and investigate the resulting 
spread of KS-statistics. The P-value for the test is the fraction of the KS-statistics 
for the synthetic data whose value exceeds the KS-statistic for the real data. For 
sufficiently small P-values {P < 0.05) we reject the hypothesis of a power-law tail 
in the data.

Using this method, we must reject the hypothesis of a power-law tail for Wim
bledon trading volumes . But for Champions League trading volumes, we estimate 
a tail exponent of a = -2.60 ±0.12 for values of V > 226 and cannot reject the 
hypothesis of a power-law tail for V > 226 with a P-Value of 0.89.

However, since the Betfair market functions via the medium of the Betfair 
website, http;//www.Betfair.com/, we cannot rule out the effect of network traffic
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dynamics in shaping the statistics of trading volumes. In [139], the authors find a 
log-normal fit to the distribution for network traffic. Furthermore, they conclude 
that it is the dynamical process related to the inter-arrival time of network packets 
that plays the key role in the formation of the observed log-normal traffic distri
butions. It may be that the trading volume distributions we observe in Fig. 8.8 are 
influenced by network traffic dynamics.
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Figure 8.8: The probability distribution, P{U), for the logarithm of the normalised 
1-second trading volumes for Champions League (a) and Wimbledon (b) markets. 
The dashed lines represent log-normal fits with mean // = 0.046 and variance 
cr = 1.79 for Champions League data and /r = 0.016 and cr = 1.96 for Wimbledon.
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8.5 Comparison of Betfair Odds Changes to the Ma- 
jumder Model

In this Section we aim to further explore the differences between in-play and half
time odds changes by comparison with the theoretical model of [128] described in 
Section 6.4.2. In the analysis that follows in the rest of this chapter, we no longer 
consider the changes in the logarithm of the implied probability, as studied in the 
previous section and in [128], but we focus on just the changes in the implied 
probability which we call the implied probability change.

Recall, that a binary option is a contract which pays out $1 if an event occurs 
and $0 otherwise. Assuming an efficient market, the value of the contract should 
reflect the probability that the event will occur. The price of a contract in a binary 
option market is thus likely to behave similarly to the implied probability in a 
Betfair market.

In Section 6.4.2 I introduced the model of [128] for the “true” price of a con
tract in a binary option market. The dynamics of the model were governed by 
equations 6.23.

Let us consider a sum of n price changes of the model, A/;(6, n) = p{ti-„)-p(ti). 
For large r,, price changes will be small and we can consider both p(r,) and r, to 
be constant. In this case, each price change will be statistically independent and 
have variance p(\ - p). The sum of n such price changes will converge
in form to a Gaussian distribution with variance n {Taltd^^ p(l - p). The average 
magnitude of this sum is then given by the following expression

(\Apiti, rt)|) = I ^
7T

P(1 -P) (8.11)

For simplicity, we take y = 0.5, which gives

{\Ap{ti, n)\) = ^Jp(l - p)
yti

(8.12)

where a - is a constant.
When we factor out the time dependent component, by multiplying the empiri

cal in-play 100-second Betfair changes by the square root of time remaining in the
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match, the average result is well modeled by the probability dependent component 
of Eq. 8.12. This is shown in Fig. 8.10a. Furthermore, when we factor out the 
probability dependent component, by dividing the changes by yjpimpi^ - Pimp), 
the result is well approximated by the inverse square root law of Eq. 8.12 as seen 
in Fig. 8.11. In-play implied probability changes for Champions League football 
thus exhibit the “conditional diverging volatility” reported in [128].

However, we see a very different result for (^\Api„p(t) Vr|^ in the case the 100- 

second half-time changes (Fig. 8.10a) and the model is also a poor fit in the case 
of the 1-second in-play changes. In particular, the average magnitude of 1-second 
in-play changes is seen to systematically increase with implied probability. This 
is shown in Fig. 8.10b. We propose that while, for low frequencies, the model 
may capture the dynamics of the changing probability of the outcome, at very 
high frequencies, in-play changes are influenced by a trader driven noise.

The authors of [128] do include a noise in their full model which amounts to 
multiplying the price change of Eq. 6.23 by an error term exp e(t,), where e(t,) 
is a Gaussian random variable with a constant variance fit to experiment. Our re
sults suggest that such a noise term for Betfair market implied probability changes 
should have a variance that is a function of implied probability. This assertion is 
supported by the results of Fig. 8.12 in which we see a strong dependence of 
trading volume on implied probability (Fig. 8.12a) and a square root law relating 
half-time trading volume to volatility (Fig. 8.12b).

At half-time, when no match events are occurring, we expect to see little 
change in the “true” probability of the outcome, so both 1-second and 100-second 
half-time changes can be attributed entirely to trader driven noise. We therefore 
separate the analysis in the next section into both in-play and half-time. We ex
pect in-play market observables to be affected by systematic trends related to the 
changing probability of the outcome of the match, but the half-time market ob
servables will result from a more stationary trader driven noise.
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Figure 8.10: a) Vf|) for in-play (circles) and half-time (triangles) im
plied probability changes as calculated for 100-second and 1-second intervals. 
The average is taken over all non-overlapping odds changes in each market of 
the dataset. The broken line is the best fit of the in-play points to the functional 
form fipimp) yjPimpi^ - Pimp) which is the expected result for the binary option 
model of [128]. The model is a poor fit to the average half-time changes which 
are significantly smaller, b) when the in-play implied probability is sampled at 
1-second frequency, the changes are influenced by a trader driven noise which 
increases with implied probability.
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Figure 8.11: ^|Ap,>„p(r)/ yjpimpi^ - Fimp)|) for in-play 100-second implied proba
bility changes. The average is taken over all non-overlapping 100-second changes 
in each market of the dataset. The line is the best fit of the data points to the 
functional form fipimp) oc 1 / Vt which is the expected result for the binary option 
model of [128].
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Figure 8.12: a) Average 1-second trading volume as a function of the implied 
probability for Champions League football markets. The average is calculated 
over all 1-second trading volumes in each market. We see significantly more 
trading on outcomes which are more probable, b) Scatter plot of the average 
magnitude of 1-second implied probability returns as a function of the average 
1-second trading volume at half-time for the 438 markets studied. We find the 
volatility can be fit to a square root law. This result mirrors similar observations 
for financial markets[100, 99, 102].
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8.6 Long-Range Correlations in Betfair Market Ob
servables

In the following section I investigate whether Betfair market observables exhibit 
long-range dependence as has been observed in finance (see Section 6.2.2) and 
in a binary option political prediction market (see Section 6.4.2). To perform the 
analysis, I employ the tools of Detrended Fluctuation Analysis and Lo’s Modified 
Rescaled Range test that are described in chapter 7 on market data extracted from 
Champions League football matches. I separate the analysis into the categories of 
implied probability change, volatility (implied probability magnitude) and trading 
volume. Furthermore, in each case I perform the analysis for data collected when 
the football games were in play and at half-time.

8.6.1 Detrended Fluctuation Analysis

Due to their non-stationary nature, to investigate long-range correlations in Betfair 
market observables, following [128], we employ detrended fluctuation analysis. 
As shown in Chapter 7, DFA allows us to determine the correlation behaviour in 
noisy data in the presence of trends.

Volatility

In Fig. 8.13, we show the results of detrended fluctuation analysis on the magni
tude of implied probability changes as drawn from half-time and from times in the 
match when the game-play is underway. In both cases we see scaling behaviour 
characterised by a straight line on a log-log plot and estimate a Hurst exponent of 
approximately // = 0.61 from a least squares fit to the graph. This value differs 
somewhat from the value H x 0.66 and 0.71 for the volatility in the binary option 
prediction market of [128].

Since, in the case of the in-play implied probability changes, we expect the 
volatility to increase during the match, the scaling breaks down for large box 
length m as we approach the length scale of the football match. This is because 
the long-time behaviour of the volatility becomes dominated by this systematic 
trend. We conclude Betfair volatility is a long-memory process, and since the
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same behaviour is observed also during half-time, when little news is hitting the 
market, the scaling results from the trader driven noise.

Figure 8.13: The results of detrended fluctuation analysis on the magnitude of 
implied probability changes during half-time (circles) and in-play (triangles). We 
see power law-scaling with a Hurst exponent of H ~ 0.61. For the in-play changes 
the scaling breaks down as the bin size approaches the length of the match. The 
dotted line indicates the slope corresponding to H = 0.5.

Trading volume

In Fig. 8.14 we show the results of detrended fluctuation analysis on the 1-second 
trading volumes as drawn from half-time and in-play. In both cases we see power- 
law scaling with an exponent H ^ 0.5 corresponding to short-term memory. 
Again, in the case of the in-play trading volumes, the scaling breaks down for 
large box length. This is because of the tendency for trading volume to increase 
towards the end of the match and the strong dependence of trading volume on the 
implied probability which tends towards zero or one at the end of every match. 
We conclude that unlike what has been observed in the case of financial markets 
[87], Betfair trading volumes are not a long-memory process.
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Figure 8.14: The results of detrended fluctuation analysis on trading volumes for 
Champions League Betfair markets during half-time (circles) and in-play (trian
gles). We see power law-scaling with a Hurst exponent of // « 0.5 corresponding 
to short-term memory. For the in-play changes the scaling breaks down as the bin 
size approaches the length of the match.

Implied probability changes

Finally we use detrended fluctuation analysis to investigate the Hurst exponent 
of the implied probability changes themselves. The results of the analysis for 
half-time and in-play are shown in Fig. 8.15.

For the half-time changes, we observe power-law scaling with exponent H = 
0.21. This suggests that the implied probability at half-time is a mean-reverting 
(anti-persistent) process. Such mean-reverting behaviour is to be expected, since 
if the “true” probability of the outcome remains constant at half-time, then when 
market odds depart from what is believed to be the true probability, the actions of 
traders seeking arbitrage will serve to restore the “true” odds.

The surprising result is the self-affinity of the signal, we observe a power-law 
scaling with H = 0.21, spanning at least one order of magnitude. This anti
correlation is not just an artifact of the bid-ask bounce [81] as the result is also 
reproduced when we choose to study the mid-point of the best-back and lay-odds
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instead of the odds at which the last bet was matched.
For t < 25s, F{m) scales with an exponent H 0.5 indicating that over very 

short time scales the implied probability behaves more randomly. This may be 
due to information delays in the Betfair system or represents the reaction time 
with which traders can respond rationally to changes in the Betfair odds.

The plot of F(m) for the in-play changes exhibits mixed behaviour. Scaling 
with H < 0.5 is still detectable, but over longer time scales the implied probability 
follows the true probability of events which behaves more like a random walk 
{H ^ 0.5). For very long time-scales, the DFA is influenced by the systematic 
trend in the odds to move towards zero or one at the end of every match.

Anti-persistence is atypical of financial markets but have been observed in 
electricity spot prices [140, 141] and recently in gold prices [142]. The presence 
of anti-correlation appears to violate the efficient market hypothesis which dictates 
that price changes should follow an uncorrelated random walk and suggests that 
it may be possible to beat the market with a carefully selected trading strategy.

However, it should be noted that the implied probability is the reciprocal of 
the odds at which the last bet was matched. A change in this value does not 
necessarily mean a change in the market’s best back or lay price. Furthermore, 
any expected change in the price must typically be larger than the bid-ask spread 
to ensure profit. Therefore, the anti-correlation present in the half-time implied 
probability time signal can not necessarily be exploited to guarantee profits.

8.6.2 Lo’s Modified Rescaled Range Test

Since we expect the implied probability to remain constant during half-time, we 
expect implied probably changes and trading volumes occurring during half-time 
to be stationary. We can therefore supplement the detrended fluctuation analysis 
with Lo’s modified rescaled range test for long-memory in the case of the half
time market data. Lo’s test [131] is a modification of the classical rescaled range 
test of Mandelbrot [143] which compares the maximum and minimum values of 
running sums of deviations from the sample mean renormalised by the sample 
standard deviation (see Section 7.2.2 and Appendix H).

The test involves calculating the statistic = -^ (for a definition of see
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Figure 8.15: The results of detrended fluctuation analysis on the implied proba
bility changes during half-time (circles) and in-play (triangles). For half-time, we 
see power law-scaling with a Hurst exponent of H x 0.21 corresponding to anti
correlations at all time scales (except short time scales). For the in-play changes 
F{m) has a very different shape. This is because during game-play the implied 
probability follows the true probability which fluctuates with match events, fur
thermore, the implied probability, always tends towards zero or one at the end of 
each match.

Eq. H.2) for each time series. If falls significantly outside the probability 
distribution for the range of a Brownian bridge, then we reject the null hypothesis 
of short-range dependence. In order to calculate we use a time-lag q estimated 
using Eq. H.6.

In Fig. 8.16, we show the distribution of as calculated for the half-time 
time series of absolute implied probability changes and trading volumes for all 438 
markets studied. In the case of the trading volumes, we reject the null hypothesis 
of short-range dependence with 95% confidence in 7% of the datasets and we find 
that data fits well to the analytical expectation for the probability distribution for 
the range of a Brownian bridge see Eq. 7.18.

However, we find larger values of in the case of the absolute change 
datasets and their distribution differs much from the analytical solution for the
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Brownian bridge. In particular, we find that 14% of the volatility results fall out
side the 95% confidence interval for short-term memory. 14% may seem small, 
but it is important to note, that Lo’s modified rescaled range test is a very strong 
test and is heavily biased to accept the null hypothesis of short-range dependence 
[144].

These results appear to support the hypothesis of long range dependence in 
implied probability volatility (Fig. 8.13) but short range dependence in trading 
volume (Fig. 8.14) as indicated by the DFA analysis in the previous section.

144



Trading Volume

a)
Absolute Implied Probability Changes

b)

Figure 8.16: Frequency distribution for the value of ^ of Eq. H.2 for
the 438 data time series of trading volume (a) and absolute implied probability 
changes (b) extracted from the 146 champions league football matches. The line 
represents the analytical solution for the distribution of V„ in the case of short
term memory. Also shown is the 95% confidence range for rejecting the null- 
hypothesis of short-range correlations. For trading volumes, the distribution of 
points compares well with the expectation of a short-memory model. However, 
in the case of the absolute probability changes, 14% of points lie outside the 95% 
confidence interval, suggesting Betfair volatility is a long-memory process.
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8.7 Summary of Empirical Findings

We have investigated some basic statistical properties of market observables in 
Betfair betting markets with an aim to compare and contrast with known results 
for financial market data. Unlike financial markets, in which traders buy and sell 
financial assets, on Betfair it is bets that are instead ‘backed* or ‘laid*. We draw 
parallels between the Betfair betting market and binary option prediction markets 
and employ a similar method presented in [128] to process the data. Despite this 
significant difference between Betfair and financial markets we find similar long- 
range correlations in the market returns.

For football market returns, we identify a difference in tail behaviour between 
the distribution of log-returns drawn for times when game-play is underway and 
from half-time when match play has ceased. We argue that the odds changes 
we observe during half-time are representative of endogenous market behaviour, 
whereas when the match is underway and news is hitting the market, the odds are 
instead driven by the evolution of changing probabilities in a competitive event. 
To support this hypothesis we further compare the in-play log-returns of football 
with those drawn from tennis match markets. We find much fatter tails in the 
distribution of football match returns than in the distribution of tennis match re
turns, and this agrees qualitatively with expectations considering the differences 
in game-play and scoring of these two sports.

Furthermore, we show that when sampled at low frequencies, the magnitude 
of changes in the implied probability can be qualitatively described by the model 
of [128]. However when the implied probability is sampled at high frequencies, 
we see the influence of a trader driven noise. Furthermore, the magnitude of the 
trader noise is found to be a function of the implied probability.

Following [128], we have investigated power-law scaling in the tails of the dis
tribution of returns that occur at half-time, which we have associated with endoge
nous market behaviour. Fits to the tails yield a power-law exponent of a = 2.8, 
similar to the inverse cubic-law reported in finance (see Fig. 8.6). However, the 
extreme tails are characterised by a more exponential decay and hypothesis test
ing must reject the presense of a power-law. We hypothesise that partisan trading 
may be preventing large magnitude returns from occurring, as suggested by the
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authors of [128],
We have also analysed the distribution of the 1-second trading volumes for 

Betfair market trading volume. We find that this distribution can be fit well to a 
log-normal function in the case of markets for both sports studied. Furthermore, 
we observe power-law scaling in the tails of the trading volume distribution for 
football returns. However, since Betfair market trading occurs over the medium of 
the World Wide Web, via the Betfair website, http://www.Betfair.com/, we must 
concede that the trading volume statistics we observe may be influenced by net
work traffic dynamics.

Having separated the high frequency trader noise which dominates the half
time activity from the mixed market behaviour of the in-play returns, we perform 
standard tests for long-range correlations on the in-play and half-time returns and 
trading volumes. We find that the magnitude of the returns exhibit long-range 
correlations with a Hurst exponent H = 0.61. We find however, that unlike what 
has been observed in the case of financial markets, the Betfair trading volumes 
are a short-memory process with a Hurst exponent H == 0.5. Finally, detrended 
fluctuation analysis of the implied probability return reveals that the trader driven 
noise gives rise to an anti-persistence in the implied probability at half-time.

On the following page I provide a tabulated summary of the empirical findings 
of Betfair markets with a comparison to observations in financial markets and the 
prediction market of [128].
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Chapter 9

Modelling Long-range Dependence 
in Betfair Odds Dynamics

9.1 ARFIMA Processes

The econometrics literature provides a host of stochastic models for modelling 
economic time series. The most widespread of which is the ARMA model (Auto- 
Regressive Moving Average). In an ARMA(p,q) model, the next value, x,, in a 
stochastic time series is the sum of a constant average fu, a random Gaussian error 
or “shock” e and a weighted sum of p previous values x,_i,x,_2,... ,x,_p with 
weights (p\,(p2,... ,<pp, and q previous “shocks”, e,_i, e,_2,..., with weights 
01,02. • • •. 0<7-

X, = p + €, + {(p\X,-\ + .. . <ppX,-p^ + -t- . . . (9.1)

Eq. 9.1 is often written more concisely as

^{L)x, ^p + 0(L)e, (9.2)

where <p{L) and 9{L) are polynomials in L, the Lag operator. For example, 
{\-(p[L-(p2L?-)x, - x,-(pix,-i-(p2Xi-2- After choosing aand g, the ARMA model 
can be fit to a time series of empirical data by least squares regression to find the 
values of the parameters <pi and 0,-, that minimise the error terms e,. Appropriate
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choices for the lags p and q can be estimated by analysis of the autocorrelation 
function and the partial autocorrelation function [145], It is generally considered 
good practice to find the smallest values of p and q which provide an acceptable 
fit to the data.

If, however, a time series is non-stationary, due to a changing mean value p, 
then an ARIlVIA(p,d,q) (Auto-Regressive Integrated Moving Average) model is 
often a better choice of model to fit to the data.

4>{L){\ - LYx, ^p + 9{L)e, (9.3)

This can be considered as a cascade of two models, where it is the derivative 
of the process that is modelled by an ARMA process. The differencing parameter 
d specifies the order of the derivative.

y,^(\-Lrx,

(piL)y, -p + 6{L)£,

(9.4)

(9.5)

For example, Gaussian noise is stationary, with a constant mean zero. How
ever the integrated process (a random walk) is non-stationary with a local average 
that moves in time. It is described by the following ARMA(0,1,0) model.

i\-LYx,^£, (9.6)

When fitting an ARIMA model to data, one typically estimates the differenc
ing parameter by the number of times one needs to “difference” the data (take the 
derivative) until the resulting time series appears stationary. The stationarity of 
the differenced time series is often assessed by a simple visual inspection of the 
differenced time series when graphed.

In [ 146, 147] the ARFIMA model was introduced which generalised the ARIMA 
model to allow for a non-integer differencing parameter. The ARFIMA model 
shares the same form as the ARIMA model, but (1 - LY becomes an expansion 
over an infinite number of past terms.

2! 3!
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An ARFIMA model with differencing parameter d Q exhibits long range 
dependence with a Hurst exponent // = 0.5 + d. ARFIMA models thus prove 
useful in the modelling of time series exhibiting long-memory.

An ARFIMA model can be fit to the Betfair half-time implied probability 
changes by fractional differencing the time series with parameter d = 0.21 - 
0.5, where the Hurst exponent H - Q.2\ is determined by Detrended Fluctuation 
Analysis (see Fig. 8.15). The resulting (short-memory) differenced time series 
was then modelled with an ARMA(1,1) model by least squares regression. The 
full ARFIMA( 1,-0.29,1) model for Betfair half-time returns can be described by 
the following equation

{\+ct>,L){\-LY^p,^^l + {\+G,)e, (9.8)

With d - -0.29, (px = 0.49, d\ = 0.29 and p = 0.00. The autocorrelation 
function ^(t) which results from simulations of this model is shown in Fig. 9.1. 
The model closely matches the autocorrelation from the real Betfair half-time 
implied probability changes.

One could generalise the stochastic model further by allowing the error terms 
to be modelled with a long memory ARFIMA process. Such processes are called 
ARFIMA-FIGARCH, or ARFIMA-FIEGARCH [ 148]. Such a double long-memory 
process may capture both the anti-persistent long-range dependence of the implied 
probability changes and the persistent long-range dependence of the magnitude of 
changes but this purely phenomenological approach gives little insight into how 
the correlations arise.
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Figure 9.1: Autocorrelation function for Betfair Half-time implied probability 
changes shown alongside the autocorrelation function as calculated for the simu
lated ARFIMA process of Eq. 9.8. Also plotted is the asymptotic power-law fit 
expected of an anti-persistent process with Hurst exponent H = 0.21

9.2 A Simple Stochastic Model for Betfair Market 
Dynamics

In this section, as a possible explanation for the long range dependence observed 
in the trader driven noise of the Betfair half-time returns, I suggest a simple dy
namical mechanism for price formation in a market based on a microscopic de
scription of the order book.

A number of models exist in the literature which simulate the microscopic 
dynamics of the double auction system. These models have been successful in 
generating many of the stylised facts described in chapter 6 such as fat-tailed dis
tributions, concave price-impact function and non-trivial correlations [149, 150, 
151, 152].

However, I consider a greatly simplified idealisation of the order book as being 
a sequence of integer prices S each of which have an associated barrier probability
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piS). This probability can be considered to be representative of the resistance of 
the price time signal to movement through this price (low probabilities represent 
large barriers). The choice of integer prices S reflects the discrete nature of the 
Betfair order-book.

Some prices will have a high resistance because of a very large volume of limit 
orders that have built up as a result of traders wishing to buy or sell at that price. 
Correspondingly, it will take a large buy market order in order to push the price up 
through this barrier. The probability that any given order will be large enough to 
break through the barrier, however, will be low. Therefore the barrier probability 
associated with this price, p{S), will be small.

The model assumes that the barrier probability associated with each price in 
the order-book is a random variable drawn from some probability distribution 
'P(p), defined on the unit interval. Initially the barrier probability for every price 
on the integer number line is seeded with this random variable. As each order is 
cleared, it is replaced with another random barrier probability. More formally, the 
update rule for the price at each time step is as follows:

Step 1: Choose a random order sign

+ 1
e -

with probability ^
-1 with probability j 

Step 2: Move to the new price with a given probability

(9.9)

' /+! -
S, + e with probability p(S, + €) (9 10)

S, with probability 1 -/7(5',-i-e)

Step 3: If price change successful, update barrier probability for the old price

piS,) = P' if (9.11)

where P* is a random real number drawn from a weighted version of P(p) 
where

P\p) =
pPip)

^ pP{p)dp
(9.12)
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The weighted replacement distribution is used to keep the barrier probabilities 
in the order-book homogeneously distributed. Barriers with a low probability 
will last a proportionally longer amount of time in the order-book before being 
cleared, so are replaced with a proportionally lower frequency. The choice of the 
distribution !P is a control parameter of the model.

The model is thus a type of Random Walk in a Random Environment [153] and 
is reminiscent of the Sinai model which has been used in physics for describing 
diffusion in disordered systems [154, 155, 156]. In the Sinai model, the random 
walk must move up or down with each time step, but its direction will be governed 
by hopping probabilities assigned between each lattice site in the landscape of the 
walk. The Sinai model is of interest because it produces sub-linear diffusion; 
the standard deviation of the running sum of increments increases as iln{t)f' with 
time. As we shall see, the model I have presented also appears to give rise to a 
sub-linear diffusion.

9.2.1 Numerical Simulations of the Model

In Fig. 9.2 I show results of DFA on a 1-million step long time series of price 
changes generated by the model using a uniform distribution on the unit interval 
for “Pip). For the absolute value of price changes, we see power law-scaling with 
a Hurst exponent H > 0.5 as observed in the case of Betfair implied probability. 
For price changes we see power-law scaling with H < 0.5 as also observed in 
Betfair half-time data.

Such persistent anti-correlation is atypical of financial markets since it violates 
the efficient market hypothesis (see Section 6.2.1), but it has been observed in 
electricity spot prices [140, 141] and in gold prices [142]. It is possible to make 
the model “efficient”, if instead of selecting the order sign, e, with a fair coin flip, 
we bias it towards selecting to move in the direction of the larger barrier.

e =
-t-1 with probability 
-1 with probability

p(S,^\
p(5,_i)+p(S,+i) (9.13)
P(S,-i)+p(Shi)

In Fig. 9.3 I show results of DFA on a 1-million step long time series of price 
changes generated by the model using a uniform distribution on the unit interval
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DFA for Model Price Changes

Figure 9.2: DFA on a 1-million step long time series of price changes generated 
by the model using a uniform distribution on the unit interval for Pip). The price 
changes are anti-persistent with a Hurst exponent H - 0.41, and the magnitude of 
price changes are persistent with an exponent H = 0.63.

for V{p) and selecting order signs using Eq. 9.13. Scaling with a Hurst exponent 
H = 0.5, indicates that the model now performs an uncorrelated random walk, 
however the model still appears to exhibit long-memory volatility. Furthermore, 
we find that the time series of order-signs generated by the model also appears 
to exhibit long-memory, a feature typically observed in financial markets (see 
Section 6.2.2).

The mechanism of the model (using Eq. 9.9) thus naturally gives rise to long- 
range anti-correlations in price changes. However, if the price is to be efficient, 
correlated order signs are required (if the order sign is selected with a random 
coin flip, then the order signs will be uncorrelated and exhibit a Hurst exponent 
// = 0.5).

If this model is a good description of Betfair market behaviour, it may be that 
Betfair half-time order-signs are not sufficiently correlated to combat the market’s 
tendency for anti-persistence. Uncorrelated order signs may arise, perhaps, if
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DFA for Model with Biased Order Signs

Figure 9.3: DFA on a 1-million step long time series of price changes generated 
by the model using a uniform distribution on the unit interval for Vip) but with the 
sign of orders decided by Eq. 9.13. Scaling with Hurst exponent H = 0.5 indicates 
that the price changes are now uncorrelated. The magnitude of price changes is 
still persistent with larger Hurst exponent H = 0.69, and the time series of order 
signs is now also persistent with a similar Hurst exponent H = 0.69.

Betfair traders are choosing to back or sell randomly instead of trying to exploit 
arbitrage opportunities in the market. Indeed we do see in Fig. 9.4a, that the time 
series of order-signs drawn from half-time Champions League football matches, 
exhibit weaker correlations than those observed in play, when the price follows 
the changing probability of the outcome and thus behaves more “efficiently”.

We can produce stronger anti-correlations in the price time series by varying 
the probability distribution 'P from which we draw the random barrier probabil
ities. In Fig. 9.4b, I show that if we let P = then the model appears to 
produce anti-persistent price changes with a smaller Hurst exponent H - 0.23, 
similar to the value of 0.21 observed for Betfair half-time odds changes. In Fig. 
9.5 1 show a comparison between the price time series generated by this model 
and a time series of implied probability as extracted from a Betfair Champions 
League market at half-time. Such a model appears to qualitatively reproduce the
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type of price behaviour observed in the Betfair data.
Although the DFA of the numerical simulations of the model show scaling that 

spans two to three decades, it is possible that it does not exhibit true long-range 
dependence, but gives the appearance of LRD over the time-scales studied'. An 
analytical theory for the model and the dependence of the scaling of the model 
on the probability distribution !P is a topic for further research. In any case, the 
model presented produces realistic price changes and correlations consistent with 
the empirical observation of Section 8.6.

'The same argument can be made against the identification of long-range dependence in Betfair 
data made in Section 8.6. This would therefore not detract from the suitability of such a model for 
describing Betfair implied probability changes
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a)

b)

Figure 9.4: a) DFA on time series of order signs extracted from Champions 
League football markets at half-time and during game-play. The order of each 
individual trade is not known from the data set. However, we can deduce the order- 
sign of the last trade in any given second for which trading volume is recorded by 
comparing the last matched odds to the current best back and lay odds. We see 
that order signs exhibit long-memory in each case, however, in-play order signs 
exhibit stronger correlations with a higher Hurst exponent, b) DFA on a 1-million 
step long time series of price changes generated by the model using 
Price changes are anti-persistent with Hurst exponent H - 0.23. The magnitude 
of price changes are persistent with Hurst exponent H - 0.77.

158



a)

b)

Figure 9.5: a) An 800 time-step long price time series as generated by the model 
of Eq. 9.9,9.10 and 9.11 using !P = This is compared with b), an 800 second 
long time series of implied probability as extracted from the CFR Cluj market for 
a Champions League football match between CFR Cluj and Bordeaux that took 
place on the 4th of November 2008 (Below). We see good qualitative agreement 
between the two price time signals.
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Epilogue and potential for future 
research

In this thesis, I have studied two examples of social interactions which take place 
over the Internet. The two examples, an on-line social network and an on-line 
gambling exchange, provided vast data sets which allowed for accurate estimation 
of the statistical properties of the systems under consideration. The studies have 
resulted in the identification of rich complex behaviour which should prove to 
the reader that the Internet and World-Wide-Web provide enormous potential as a 
source of data for further complex systems research.

The two systems were quite different in many respects. In the case of Bebo, it 
was the mechanism of network creation by means of communication and friend
ship between users on a website. In the case of Betfair, it was the odds dynamics 
in a market where uses traded bets on sporting events over the medium of the 
website. However, they both provided excellent examples of how the age of Web 
2.0 has facilitated the proliferation of sources of high quality socio-economic data 
that are freely available on the Internet to complex systems researchers.

The acquisition of such on-line data may not always be straightforward. In
deed the measurement of these systems may in many cases (as in the case of the 
Bebo network) require a careful mathematical approach. I hope to have proved to 
the reader that data that are freely available to be crawled on the Internet can be 
sufficient to allow for accurate large-scale statistical characterisation of complex 
systems. The random walk sampling approach that I have developed and used in 
part I may have potential to be adapted to estimate other network properties of 
other real world systems (on-line as well as off-line) that we can only navigate 
blindly.
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With respect to Betfair, I have shown that certain stylized facts of financial 
markets still prove to be universal even when the underlying instrument traded is 
a bet as opposed to a financial asset and the trading takes place over the medium 
of the Internet. My study of Betfair markets have provoked a number of further 
avenues for research, some of which arise from fundamental distinctions that can 
be made between betting markets and financial markets.

One significant feature of Betfair markets that is not reproduced in financial 
markets is the requirement that the reciprocal of the market backing odds rjb, for 
all mutually exclusive outcomes must sum to a value less than one. If this were 
not the case, arbitrage opportunities exist, as it becomes possible to place a bet on 
all outcomes in such a way as to guarantee profit.

For example, consider the case of a football match for which the market odds 
to place a bet on the three outcomes (team A wins, team B wins or a draw) are all 
equal at 3.2 or 2.2-to-l. In this case, ^b = 3^ + 3^ + 3^ = 0.937 < I.O. A savvy 
arbitrageur can bet a dollar on all three outcomes and be guaranteed a profit of 
20 cents. Likewise the sum of the reciprocals of the market best lay odds /// must 
always sum to a value greater than 1.0

The closeness of rjb (or rii) to one may be considered to give some indication 
of the market’s efficiency. If rjb rises above one it means the backing odds for at 
least one outcome are under-priced since arbitrage becomes possible. If T]b falls 
below one it means the backing odds for at least one outcome are overpriced. We 
see that for popular and therefore active markets rjb is typically greater than 0.99 
and T]i less than 1.01. Although this measure of market efficiency is not a topic 
that I investigate in this thesis, it provides scope for interesting further research.

Another topic that I touch on briefly is the variation of trading volume as a 
function of implied probability for outcomes (see Fig. 8.12). The variation of 
trading volume as a function of implied probability may give insights into risk 
aversion in gamblers. For example, we may see less trading for very low proba
bility outcomes because although it exposes one party to a large potential profit, 
it exposes the other party to a large potential loss. Such a study could not be per
formed in the case of financial prices as there is no analogue of implied probability 
in financial markets.

Also neglected in my study is the topic of cross-correlation between outcomes
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which may share some inter-dependence. Cross-correlation between price returns 
in financial time series has been studied extensively and is an important topic for 
investment portfolio theory [157, 158], The study of the cross-correlation between 
the fluctuations of the market odds of outcomes for dependent events may give 
insight into price (odds) formation in Betfair markets.

It should be clear that there is much scope for further research in this area. 
However, as with much research in complex systems, the scope and scale of our 
studies are limited by the quantity and quality of data that are available to us as 
researchers. This is however, the age of the Internet. The speed of Internet con
nections in this country, for example, have seen rapid growth over the last ten 
years as broadband services have rolled out. Furthermore, continuous technologi
cal advances in data storage have kept up with the growing Internet industry. The 
quantity and quality of socio-economic data available on the Internet is therefore 
rapidly growing too.

The recent growth of the mobile Internet industry with the introduction of 
the iPhone and mobile broadband services has also give mobile service providers 
and mobile applications developers access to a new wealth of information. For 
example, the inbuilt GPS in many modern mobile devices provide mobile platform 
developers, like Google, access to enormous quantities of data on human mobility 
patterns. Companies are beginning to realise the importance of collecting and 
understanding these vast quantities of socio-economic data that are now available 
so data science is becoming big business.

For these reasons, I suspect there is no better time in history to be studying 
complex systems.
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Appendix A

Assortative coefficient

The definition of assortativity coefficient is usually given as follows:

\ '^kik2{p{ki,k2)- p{k\)p{k2)) (A.l)
kuh

p(k) is the degree distribution and p{k\,k2) is the joint distribution for finding 
a vertex of degree k\ and k2 at the end of a randomly chosen edge. (Choosing an 
edge randomly from the network is equivalent to a sampling procedure in which 
we select any two vertices from the network at random and include the edge which 
connects them in the sample if they are connected)

^p{ki,k2)^\ = l cr^^'^p{k)k^ (A.2)
kiM

r can be rewritten as

r —
<T^

1

Y^p{k\,k2)kxk2 -Y^p{k\)p{k2)kxk2
k\,ki kiM 

\

k\ V k2

EE p{ki,k2)k2\ki -\'^p(ki)ki ^p(/:2)^2
k2 /J

(A.3)

(A.4)

(A.5)
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using

we get

p{k2\kx) = p{h,k2)
p{kx)

and ^ p{k)k - (k) (A.6)

r =
cr^

_1_

cr^

1

^ ^P(^2l^l)p(^l)fc2 Ul -

k\ V k2

f

l:i V *2

p(/:i)A:| - {ky

(A.7)

(A.8)

(A.9)

(A:2|^i), the average of k2, given k\, is the average degree of neighbours of a 
vertex with degree k\. It is what is plotted in the graph of Fig. 4.7, our other 
visual measure of assortativity. So given a knowledge of and the degree
distribution p (k), one should be able to calculate r using Equation A.9.
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Appendix B

Barabasi-Albert Model

The emergence of this power-law scaling of the degree distribution can be under
stood with the following continuum model.

Consider the time dependence of the degree of a chosen vertex i from the 
network. The average rate at which the vertex degree increases with eaeh time 
step will be the product of the number of edges added with each time step, and the 
probability that vertex i is selected for attachment.

dt

= m-

mY\{v, 0-0 Vi) 

ki

I!;' ks
(B.l)

The sum in the denominator 27 ks is the sum of all the degrees in the network 
which for any graph is twice the number of edges. Since no edges exist at time 
t = 0, and at every time step we introduce an edge, the total number of edges in 
the network is m. We can therefore write Eq. B.l as

(B.2)
dki mki 
dt 2t

If a vertex was added at time r,, and we want to estimate it’s degree at a later 
time t, we can integrate Eq. B.2 using the appropriate limits to obtain
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ki(t) = w I -
1/2

(B.3)

Therefore the expected degree of a vertex i in the network at time t depends on 
the time t, that the vertex joined the network. If we want to know the probability 
that the vertex has degree k less than some value K, then we can use the proba
bility that the vertex joined the network at a time t, later than some time T which 
corresponds to degree K.

Pm) <K) = Pin > T)

where

(B.4)

(B.5)

Since vertices are added to the network at equal time intervals, the probability 
that a vertex was added at a time /, > T is simply

Pin>T) = 1 - Pin < T) 
T + mo
mo +1 
timlk)^ + mo

into + t)
= Pm)<K)

(B.6)

because at time t there are mo + t vertices in the network, and T + mo of these 
were added before time T. We now note that Pikiit) < K) is the integral of the 
degree distribution at time t, Pik)

Pik) =
dPikiit) < K) 2mH

dk k^imo -I-1)
In the limit of large t, this expression becomes

(B.7)

Pik) ~ 2
m

(B.8)

The degree distribution is thus a power-law P ~ k with exponent a = 3.
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Appendix C

Random Walk Bias

The random walk sampling procedure is biased to visit high degree vertices. The 
probability distribution for the degrees observed on the random walk is related to 
the true network degree distribution by the following relationship

p^k) ~ kp{k) (C.l)

To see why this is the case, consider the matrix to be the adjacency matrix 
that contains all information about the connections in the network. = 1 im
plies vertex i and vertex j are connected, whereas A/^ = 0 indicates they are not 
connected. The degree of a vertex i can be given in terms of a sum over a row of 

AiJ

ki - ^ A, (C.2)

At any given point in time, the transition probability from a vertex i to j, in 
one step, is given by by the product of two factors: a zero, or one, depending on 
whether i and j are connected or not, and 1 /kj, because the random walk can move 
to any of the k, connected vertices of i with equal probability.

Am
/>,/!) = ^ (C.3)

Consider a walker on vertex i at time t = 0, the probability of being at vertex j 
after t + 1 steps can be written as a sum of the probabilities of taking all possible
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paths through the intermediary vertex s that the walker reaches after a time t

= YjPisity (C.4)

Note that after an arbitrarily large time t oo, the probability of the transition 

Pij{t + 1) = Pij{t) = PJ’, the stationary solution. It is the probability that a random 

walker starting at any vertex will arrive at vertex j after an infinite amount of time. 

Thus

P°° = V p°° 
i Zj ^ yt (C.5)

By iterating Eq. C.4, we can form an explicit expression for the probability of 
the transition from vertex i to j after t steps as a sum over the probabilities of all 
intermediary steps.

^is\ ^ili2

ki /cj| ks2 ^i,-i
(C.6)

By comparing expressions for P,y(/) and Pj,{t), it is easy to see that kjPijit) = 

kjPjiit), this is a consequence of the undirectedness of the graph, thus we can write

k,pj = kjPT

Using Eq. C.7 in Eq. C.5 yields the following expression for PJ’

(C.7)

P°° — 2 (C.8)

Yjs^s, is a sum over all degrees in the network, and is a constant. Therefore, 
the probability of arriving at a vertex Pj on a random walk through a network is 

proportional to it’s degree kj
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Appendix D

Details of the Bebo Web Crawler

To perform the web-crawl over the Bebo network a computer program was writ
ten that emulated the actions of a user accessing the Bebo website. The program 
which ran on Linux was written in the language C and made use of the curl soft
ware library which provides a number of pre-written commands for downloading 
data from web-servers.

As an illustration of the use of the curl library commands, I provide the reader 
the code for the function used in the program to return the number of friends of a 
particular Bebo user.

1
2
3

4
5

6
7

8
9

10

int getFriendNumber (char *MemberId, CURL *easyhandle)
I

char *pstr, * nex tspace , u rl [ 1 024] , se arc h s t r i n g [ 5 1 2 ] , 
numberstring [16] , buffer [1000000];

memset( buffer ,0 ,4) ; // first 4 bytes of the return buffer are 
reserved for the use of getDataCallback

sprintf(url ,”http : I Ivmw. bebo . com/ Profile .jsp ?MemberId=%s” , 
Memberld) ;

curl-easy_setopt(easyhandle ,CURLOPT_URL, ur 1 ) ;
curl_easy_setopt(easyhandle ,CURLOPT.WRl'ILFUNCTION, 

getDataCallback);
curLeasy-setopt (easyhandle ,CURLOPT-PROXY, ’’proxy . tchpc . ted . ie 

:8080”);
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11
12
13
14
15
16
17

18
19
20 
21 
22
23
24
25
26
27
28

curl_easy.setopt(easyhandle ,CURLOPT.WRITEDATA.buffer); 
curl-easy.setopt (easyhandle ,CURLOPT-POST,0) ; 
curl.easy.perform (easyhandle);

pstr = &buffer [4];

s p r i n t f ( searchs tri ng ,”of <a href = \” FriendLis t . j sp ?MemberId=%s’ 
>” , Memberld);

pstr = strstr(&buffer[4],searchstring); 
if(pstr == 0) { 

return 0;
1;

pstr += strlen(searchstring); 
nextspace = strchr(pstr ,’ ’);
memcpy(numberstring ,pstr ,( int)(nextspace-pstr)); 
numberstring [ nextspace-pstr ] = ’\0’;

return atoi ( numberstring ) ;

The function downloads the HTML content of the homepage for that particular 

Bebo user ID and then uses C string commands (strstr) to search through the text 
for the appropriate section of HTML which gives the number of friends. Similar 

functions, based on curl commands and string searches are used to select a random 

friend ID and continue with the walk.
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Appendix E 

Stationarity

A (strictly) stationary process is a stochastic process whose joint probability dis
tribution does not change when shifted in time [159]. As a result, parameters such 
as the mean and variance, if they exist, also do not change over time. A number of 
terms are used in the literature to denote the degree of stationarity of a time series.

First-Order Stationary

A random process is classified as first-order stationary if its first-order probability 
density function is invariant with respect to a translation in time.

P(x,) = P(x,+Ar) (E.l)

The mean (x,) of the process is (and indeed all moments are) therefore constant 
with time.

Second-Order Stationary

A random process is classified as second-order stationary if both its first-order and 
second-order probability density functions are invariant with respect to a transla
tion in time.
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P(x,) - P(x,+A,)

Pix,,,x,^) = P{x,^+a„x,^+a,) (E.2)

For such a process, the autocovariance {{x, - (x,))(x,+a, - (x,))) will be invari
ant with respect to time.

Weak or Wide-Sense Stationary

A less stringent form of stationarity commonly employed is weak or wide-sense 
stationarity. For a process that is weakly stationary, only its moments need be 
invariant with respect to time. Therefore, for a weakly stationary process (up to 
order 2), the mean and autocovariance (and consequently the variance) are con
stant with respect to a translation in time [159]. Such a process is said to be 
covariance stationary.

172



Appendix F

The Relationship Between the Hurst 
Exponent and the Power-Law 
Exponent of the Auto-correlation 
Function

To prove the relation of Eq. 7.5, consider a running sum of N random increments 
of a covariance stationary process jc, with zero mean (x,) = 0 and finite variance 
{x,2) = o-\

Sn - (F.l)
1=1

The square of Sat is given by the following expression

N N N

5 2] XiXj (F.2)
,=1 ,=1 j=]

Noting that x,xy = x^x,-, and performing a little algebraic manipulation, we can 
rewrite Eq. F.2 as

N-\ N-t

Sn^ = X ^ X Xi (F.3)
1=1 T=1 1=1
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Taking the average of both sides of Eq. F.3, and noting that operations of 
summation and averaging commute, yields the following expression,

N-l N-t

Sn^ = 2 + 2 2 ^ (x,x,+,.) (F.4)
(=I T=1 1=1

Because x, is stationary, (x,x,+r) = (^xjxj+r) V/, j, r. This means we can write

N-t

^ (x,x,+^) = (x,-^) {N - T)y(r) (F.5)
i=l

where 7(r) = (x,x,+r) is the sample autocorrelation. Substituting cr^ for
Eq. E.4 then becomes

N-\

(5/) = ex' 7V + 2j](iV-T)r(T)
T=l

(F.6)

If the correlation function yCr) is summable, meaning that the sum Ef=i' 7(t) 
converges to some constant k as N oo then the dominated convergence theorem 
yields

(Sn^)
limV-+00 ^ = cr l+2^y(r)

7-=l

= cr2[l+2/c] 

= constant

(F7)

This means for sufficiently large N, the variance of the sum of N random 
increments of the process will increase linearly with N. If however, the process x, 
is a long memory process, characterised by an autocorrelation of the form given 
in Eq. 7.2, then the sum y(r) does not converge in the limit N ^ oo and we 
find [160]
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(Sn^) 1
il-a)i2-a)

L(N)N'2-n

N2H

(F.8)

(F.9)

where 2H = 2 - a. This means that for a long-memory process, due to the 
non-integrability of the autocorrelation function, the standard deviation 
of sums asymptotically increases non-linearly with an exponent 0.5 < H < 1.
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Appendix G

Self-Similarity of Long-Range 
Dependent Processes

Self-similarity

Consider a mean-subtracted ((jc,) = 0) covariance stationary process x, with vari
ance - cr^ and autocorrelation function j(t). We can construct a new time 
series x\"'^ by averaging the values of x, over bins of length m.

(m) ^tm-m+2 + • • • + -^/m)
C = -------------------------------------

m
(G.l)

Using the covariance stationary property of the process, it can be shown that 
the autocorrelation of x|'"* can be written as the following expression

(t + + (k- 1)^2
(T+l)m km '(T-l)m

2(ri
(G.2)

where cr^ = y. Using this relationship it is straightforward [161] to

verify that the variance cr^ of x^"*^ satisfies

(G.3)
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if and only if the autocorrelation of the process satisfies

rW = 5[(T+ir-2T^" + (/c-i)“ (G.4)

Furthermore, if Eq. G.3 is true, then the autocorrelation function satisfies

y('")(T) = •y(r) for r > 0 (G.5)

The autocorrelation function is therefore invariant with respect to the change 
of scale introduced by averaging the time series over bins of size m. Such a process 
is called exactly second-order self-similar [161], If however, instead of satisfying 
Eq. G.3, the process satisfies the following less strict criterion

lim
cr"

= c (G.6)
k-^oo

for some c > 0, then the process is asymptotically second-order self-similar. 
This means that the autocorrelation function will be self similar when examined 
over a sufficiently large scale. That is to say.

= y"^(T) for T > 0 and m, n » 0 

As seen in the previous section.

(G.7)

lim cr^ ~ ^i ^K—*00
(G.8)

in general, for a long-range dependent process (noting that in the notation 
of Eq. 7.3 cr^ = jm^). Therefore, a long-range dependent process is at
least asymptotically second-order self-similar with a scale invariant autocorrela
tion function.
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Appendix H

Lo’s Modified Rescaled Range Test 
for Long-Memory

Consider the short-range correlated stochastic process

x,+i = px, + r], Tj, ~ WNiO, ajj) (H.l)

where t], is an uncorrelated Gaussian random variable with variance cr^, and 
WN{0, cr^) is a white noise process with variance cr^, then the limiting distribution 
of Qn/ Vn for this process is with ^ [131].

To account for the influence of short-term correlation in the limiting distribu
tion of Qn/ Va for short-memory processes, Lo introduced the modified rescaled 
range test statistic, [131]

QNiq) =
1

^Niq)

k k
max > (Xi - xm) — min > (x, - Jcw)\<k<N^ ^ \<k<N^ ^

j=i 7=1

(H.2)

where

*1
= + ^M)yj = i -

7=1
q+ 1

(H.3)

\ E^i is the sample mean, (tJ is the sample variance, jj is the sample 
autocovariance and q < n. QNiq) differs from the classical rescaled range statistic
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only in the denominator, d-]^{,q), which is the square root of a consistent estimator 
of the partial sum’s variance. Because of the short range correlations, is
not just a sum of the variances of the increments, but also includes autocovariance 
terms.

In the sum for the values of the autocorrelation are weighted with
weights Wj{q) suggested by Newey and West in [162]. With this choice of weights, 
&]^{q) is a consistent' estimator for the variance of the sum of N terms under the 
following conditions

1) sup - ^1^^ < oo for some yS > 2

2) As N increases without bound, q also increases 

without bound such that q ~

(H.4)

By allowing q to increase with (but at a slower rate than) the number of ob
servations N, the denominator a-^(?) adjusts appropriately for general forms of 
short range dependence. However, although the conditions above ensure the con
sistency of &]^{q) , they provide little guidance in selecting a suitable choice of 
truncation lag q for practical applications.

q cannot be chosen too small because the autocorrelations beyond lag q may 
still be significant, q needs to be chosen with some consideration of the data at 
hand. [163] provides a data-dependent rule for choosing q. Following Lo we use

q = [kN] (H.5)

where

2p
(H.6)

2 / \1
with [A:;v] being the greatest integer less than or equal to and p is the sample

'Consistent meaning that in the limit that N and q go to infinity, the function converges on the 
true value of the variance of the sum of N terms
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first-order autocorrelation coefficient. Provided certain criteria are met, it can be 
proven [131] that Vn = ^ tends asymptotically to a random variable distributed 
according to the probability distribution for the range of a Brownian bridge. When 
V„ is outside the interval [0.809,1.862], we can reject the null hypothesis of short- 
range dependence with 95% confidence.
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Appendix I

Kolmogorov-Smirnov Test

The Kolmogorov-Smirnov test is a non-parametric test used to evaluate the like
lihood that a given sample of empirical data is drawn from a given model dis
tribution (or to evaluate the likelihood that two empirical distributions are drawn 
from the same distribution). The Kolmogorov-Smirnov statistic, D„, is defined 
as the maximum difference between the empirical distribution function of a given 
sample of n observations X,,

Fn{x)^-yix> (I.l)

and the cumulative distribution function F{x) of the model distribution (or 
empirical distribution function of the second sample). Here, Ixi<x is the indicator 
function, equal to 1 if X,- < x, and equal to 0 otherwise.

D„ = sup \F„ix) - F(x)| (1.2)

Under the null hypothesis that the sample data are drawn from the model dis
tribution F(x), then

lim = sup \B(F(t))\ (1.3)

where Bit) is a Brownian bridge, a stochastic process whose probability dis
tribution is the conditional probability distribution of a Wiener process, given the
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condition that B(0) = B(l) = 0. 
The P-value for the test is,

P = 1 - T( V^D„) (1.4)

Where V(j:) is the cumulative distribution function for the maximum deviation 
from zero of a Brownian bridge. We reject the null hypothesis at the 5% level, if 
P < 0.05, corresponding to 95% of the maximum deviations from zero, of a 
Brownian bridge being greater than our empirical value of D„. If comparing two 
empirical samples of size n\ and ni, then

p = 1 - V( vh;77d„) (1.5)

where

n,ff - n\n2
(1.6)

n\ + n2

In Section 8.4.1, we use the Kolmogorov-Smimov test to evaluate how similar 
the distributions of normalised implied probability returns taken from different 
time windows in our data sets are. However, because of the limited resolution 
of the recorded Betfair market returns (e.g. the Betfair user interface only allows 
you to back and lay at specified odds: 1.01, 1.02, etc.), small changes in odds are 
forced to take on the nearest allowable values. This leads to a poorly resolved, 
’spiky’ implied probability returns at its centre. To avoid this issue at the centre of 
the distributions, we only compare the distributions for magnitudes of detrended 
returns greater than 1.5.

This restriction may tend to bias the test to to accept the null hypothesis. How
ever, it is worth noting that the stringency of the KS-test in accepting the null 
hypothesis is very much dependent on the number of sample points used in the 
test. As the number of sample points becomes very large, the KS-test will reject 
the null hypothesis with only very small deviations from the model distribution. 
Therefore, the p-values calculated in the KS-test of Fig. 8.4 are dependent on the 
time window size used (since the larger the window size, the larger the number 
of points used in the corresponding KS-test). However, for the purposes of com-
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paring returns distributions from different time periods of football matches in Fig. 
8.4, it is not the exact figures for the p-values that are important but their relative 
differences.
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