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Sum mary

Fourier analysis has long been an indispensable tool for the investigation of signals 

whose frequency content does not change with time. It has likewise been of fundam ental 

im portance in engineering for the study of linear tim e-invariant systems. Clearly, however, 

most natu ral and m an-m ade signals do have a tim e-varying frequency content. Fourier 

analysis is unfortunately inadequate for the analysis of such signals, as it cannot tell us 

how the signal’s frequency content changes with tim e—it can determ ine which frequency 

components are present in the signal, but not when they occur. In order to overcome 

the lim itations of Fourier analysis, therefore, a jo in t time-frequency signal description is 

required.

The most widely adopted time-frequency signal analysis technique is the spectrogram , 

developed over 50 years ago for the analysis of speech. In recent years, however, there 

has been much research into more complex time-frequency analysis techniques for a wide 

variety of applications including acoustics, speech and music analysis, machine monitoring, 

biomedical signal analysis, radar and economic da ta  analysis. The ever increasing com puting 

power of the personal com puter and more widespread time-frequency analysis software have 

also facilitated an increased awareness of the potential advantages of time-frequency analysis 

techniques.

Audio time-frequency analysis has for many years provided researchers with a m athe

m atical approach to gaining a better understanding of the physical characteristics of acoustic 

signals such as speech or music. The field of psychoacoustics on the other hand, is concerned 

w ith understanding the workings of the human auditory system  and how the auditory sen

sations we perceive relate to such acoustic signals. W ith the advent of telecommunications, 

perceptually-based audio compression schemes, hearing-aid technology and digital audio 

and digital signal processing in general, there has been a recent surge of interest in auditory 

modelling. While our knowledge of the human auditory system  is not yet complete, much 

of its behaviour is now well understood.

One of the most im portant features of the auditory system  is th a t of auditory masking, 

which refers to a situation where a relatively weak signal component is rendered inaudi

ble (masked) by a relatively strong signal component if the two are either tem porally or 

spectrally close. Masking is divided into temporal masking and spectral masking; both  are 

related to the ear’s lim ited tem poral and spectral resolutions respectively. A large body of



work in the psychoacoustic literature has been devoted to modelling the auditory resolu

tions of the ear. Despite this work and the fact th a t auditory masking has a crucial effect 

on our perception of sound, there has been relatively little a ttem pt to incorporate auditory 

resolutions in joint time-frequency signal analysis techniques. Some attem pts using linear 

time-frequency techniques such as the spectrogram  or wavelet transform  have been made. 

However, these have generally been designed with perceptual compression schemes in mind 

and do not strive to accurately achieve the auditory resolutions specified in the psychoa

coustic literature. Also, linear time-frequency techniques are inherently lim ited by the fact 

tha t independent control of tim e and frequency resolution is not possible.

This thesis is prim arily concerned with the design and validation of a new bilinear time 

frequency distribution, which simultaneously (and independently) incorporates the tem po

ral and spectral resolutions of the auditory system. The distribution, dubbed the ‘E arW ig’ 

d istribution (EW D), is based on the smoothed W igner d istribution and is a member of 

Cohen’s class of bilinear time-frequency distributions. Cohen class d istributions are well 

suited to the task of modelling auditory tem poral and spectral resolution as they allow 

independent control of distribution tim e and frequency resolutions. To the best of the 

au tho r’s knowledge, however, no previous successful a ttem pt has been made at modelling 

auditory resolution using a member of Cohen’s class. This is perhaps due to the difficulties 

normally associated with this class which include excessive memory requirem ents and high 

com putational complexity. Furtherm ore, the presence of cross-term  interference and clutter 

can confuse the interpretation and limit the useful dynamic range of members of the class. 

This thesis, however, describes how these difficulties may all be overcome to achieve a joint 

time-frequency distribution which very accurately incorporates the tim e and frequency reso

lutions specified in the psychoacoustic literature. The EW D does not suffer from cross-term 

interference and has a very wide dynamic range. This thesis also describes the application 

of the EW D to two im portant areas of audio research, namely 3-D surround sound design 

and artificial reverberation analysis. These application areas not only highlight the benefit 

and u tility  of incorporating auditory resolutions in audio time-frequency analysis but also 

the elegance of the m athem atical signal-analytic framework off'ered by Cohen’s class.
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Chapter 1

Introduction

Arguably one of the most important scientific instruments ever devised is the oscilloscope 

which was invented in 1897 by German physicist Karl Braun. This device remains to this 

day one of the most useful tools available to the electronic engineer and was crucial to 

the development of many technologies, including television. The oscilloscope also revolu

tionised the study of musical sound. Prior to its invention, it was impossible to visualise 

the rapid acoustic vibrations produced l)y musical instruments. However, in combination 

with a microphone, the oscilloscope provided a method of examining the waveforms gener

ated by musical instruments. This allowed musical acousticians to study and compare the 

periodic waveforms produced by the steady state portions of different musical notes. Using 

harmonic analysis it was thus possible to characterise to a certain degree the perception of 

an instrum ent’s timbre by its harmonic spectrum.

Jean-Baptiste Fourier formulated the mathematical theory behind harmonic analysis in 

1807, well before the invention of the oscilloscope. Fourier’s new mathematics was originally 

intended to solve a problem concerning heat flow and tem perature discontinuities. However, 

his work also provided the ground-breaking mathematical tools necessary for the harmonic 

or spectral analysis of signals. Fourier analysis is useful for studying the steady state acoustic 

waveforms produced by the oscilloscope because the frequency content of such signals can 

be assumed to be constant with time. Such signals are termed stationary. It is clear, 

however, that the majority of signals present in nature do change with time and are thus 

non-stationary. For example, musical tones are in fact inherently non-stationary because of 

the transient effects of their onset, decay and also other effects such as vibrato and tremolo. 

Even the execution of a simple melody on any given musical instrument produces a highly 

non-stationary signal. If several musicians perform simultaneously and the complexity of 

the music increases, our hope of gaining any useful understanding of the acoustic properties
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of the  resulting  music using either the ‘scope or sp ec tra l analysis rap id ly  dw indles to  zero.

If we consider only the hum an senses of vision and  hearing , we are continuously  presen ted  

w ith  a  vast array  of colours and sounds which change w ith  tim e in a  highly  unpred ic tab le  

m anner. Fourier analysis is not appropria te  for s tu d y in g  such signals. T h e  sp ec tru m  of a 

speech signal, for example, can tell us w hat frequency com ponen ts are present overall in 

the  signal, b u t not when and for how long they  occurred. D iscounting  th e  phase response, 

Fourier analysis carm ot differentiate betw een the  speech signal ‘upsidedow n’ and  ‘down- 

sideup’. Therefore, if we wish to  gain a  p roper u n d e rstan d in g  of such signals and  determ ine 

their physical properties, som ething b e tte r  th a n  m ere sp ec tra l analysis is necessary. W h a t is 

required  is a th ree  dim ensional representation of how a  s ignal’s energy is d is tr ib u te d  in  tim e 

and  frequency i.e. a. jo in t time-frequency (T F ) signal representation. Such a  represen ta tion , 

or tim e-frequency distribution, is a far m ore satisfacto ry  m eth o d  of analysis th a n  spec tra l 

analysis as it can tell us the signal freciuencies present a t any  given tim e, or conversely, the  

tim e intervals (if any) over which a given frequency is present.

T he practical use of tirne-frequenc.y analysis began  in earnest in th e  1940’s, w ith  the  

developm ent of the short-tim e Fourier transform  or spectrogram  for th e  s tu d y  of speech 

signals. Spectrogram  analysis is a simi)Ie extension of Fourier analysis which seeks to  d e te r

m ine th e  frequency content of a signal a t a  given in s tan t in  tim e by perform ing a  spec tra l 

analysis of a short section of the signal centred  around  th is  tim e. T h is signal section is 

ex tracted  by m eans of a m ultij)lication of th e  signal w ith  a  (m uch sho rter) window function . 

However, the success of such analysis is lim ited  by the  fact th a t  th e  tim e and  frequency res

olutions achieved depend on the characteristics of the  w indow  used. If  th e  window leng th  is 

short, tem poral resolution is improved a t th e  expense of frequency resolution. Conversely, 

if the  window is long, then  frequency resolution is im proved a t th e  expense of tem p o ra l 

resolution. T he spectrogram  therefore suffers from an  inheren t tim e reso lu tion  versus fre

quency resolution tradeoff. The time and  frequency reso lu tions of th e  spec trog ram  cannot 

be independently  set.

T im e-frequency analysis is very useful for visualising an d  s tu d y in g  how th e  physical 

properties of a signal change with time. However, for th e  specific case of audio  signal an a l

ysis, these properties tell us little abou t th e  auditory perception  of a  signal. T he s tu d y  of 

aud ito ry  perception is the dom ain of psychoacoustics, w hich is concerned w ith  th e  workings 

of the  hum an aud ito ry  system  and w ith gaining a b e tte r  u n d e rs tan d in g  of the  link betw een 

the  physical characteristics of acoustic signals and  the sensations w hich th ey  produce. P sy 

choacoustics involves the investigation of th e  ana tom y  an d  physiology of th e  ear and  the  

identification of the  underlying mechanisms leading to  au d ito ry  percep tion . W hile th ere  is
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still considerable uncertainty concerning some of the com ponents of the auditory system, 

much of its behaviour is now well understood. Perhaps the most useful feature of auditory 

processing for psychoacoustics is masking. Masking refers to a situation where a stim ulus 

(sometimes referred to as the signal) becomes inaudible in the presence of another, usually 

stronger, stimulus (sometimes referred to as the masker) if bo th  stim uli are tem porally or 

spectrally close. Masking is inherently related to the lim ited spectral and tem poral reso

lutions of the auditory system—these resolutions have been the subject of much ongoing 

research in the psychoacoustic literature and are now well established. The frequency reso

lution or spectral resolution of the human auditory system is m arkedly frequency dependent, 

broadening with increasing frequency, and also depends on a  num ber of other factors in

cluding stimuli level. The ear’s spectral resolution is caused by the frequency selectivity of 

the basilar membrane and the neurons situated along its length. Two signal components 

close in frequency may not be resolvable by the ear, resulting in (spectral) masking of the 

weaker component. Typically, the spoctral resolution of the ear is modelled by a bank of 

overlapping bandpass filters known as an ariditory filterbank, whose individual filters model 

as closely as possible the spectral resohition of the ear a t each filter centre frequency. The 

overall response to a stimulus for such a filterbank is known as an excitation pattern. Exci

tation patterns are an important indication of the degree to which components of a stim ulus 

are resolved internally by the auditory system. Temporal masking refers to the fact th a t 

a masking signal may produce masking both before and after its onset and decay. The 

causes of tem poral masking are less well understood than  those of spectral masking, bu t it 

is thought that temporal masking may be due to a more central lim itation of the auditory 

system.

A great deal of study of auditory modelling has been carried out in the psychoacoustic 

literature. These models generally consist of combinations of physiologically based models 

of individual components of the overall auditory system. Models of auditory  masking have 

also been employed in subband or transform  coding audio compression schemes. Such cod

ing schemes split a signal into a number of subbands and utilise auditory  masking models 

to estim ate the masking threshold within each subband. From this, the number of bits 

necessary to code each subband without perceptible degradation in audio quality may be 

determined. Despite this research, relatively little use to date has been made of joint time- 

frequency signal analysis in auditory modelling. If both tem poral and spectral masking are 

to be simultaneously modelled using joint time-frequency techniques, independent control 

of the time and frequency resolutions of the distribution is necessary. Because of the Heisen

berg uncertainty principle, which states tha t the time and frequency extent of any given



17

signal cannot be made arbitrarily narrow, such independence is not possible using linear 

time-frequency analysis techniques such as the spectrogram^ or wavelet transform. How

ever, an important bilinear class of time-frequency distributions, known as Cohen’s class, 

does allow the temporal and spectral resolutions to be independently set. Cohen’s class is 

expressed as the convolution of a fundamental distribution known as the Wigner distribution 

with a smoothing kernel. The smoothing kernel is used to control the time and frequency 

resolutions of the class as is also often used to reduce the undesirable cross-term interference 

inherent to bilinear time-frequency techniques. To the best of the author’s knowledge, Co

hen’s class has not previously been used in auditory modelling, despite its many advantages 

which are described later this work. To date, audio signal analysis using Cohen’s class has 

been geared towards finding a compromise between high time and frequency resolution and 

good cross-term suppression, rather than incorporating auditory resolution. Cohen’s class 

distributions have also traditionally been very expensive in terms of computation time and 

memory usage and this has limited their applicability to the analysis of long signals.

The main focus of this thesis is the design and evaluation of a new member of Cohen’s 

class which accurately incorporates the temporal and spectral resolutions of the auditory 

system. This is a departure from the rtormal kernel design approach of simply striving for a 

compromise between high time-frequency resolution and good cross-term suppression. This 

present work is carried out in order to attain a much more accurate reflection of auditory 

perception than achieved using conventional audio time-frequency analysis techniques. The 

approach outlined here also has advantages over typical psychoacoustic models of the au

ditory system because the analytic framework provided by Cohen’s class may be utilised 

in a consistent manner to extract meaningful distribution information. It is thus the in

tention that this new modelling approach form a link or compromise between standard TF 

signal analysis techniques, designed to extract signal properties, and physiologically-based 

auditory modelling, designed to investigate auditory signal perception.

The distribution designed in this work is dubbed the ‘EarW ig’ distribution (EWD) as it 

is a smoothed Wigner distribution [i.e. a member of Cohen’s class) which incorporates the 

resolutions of the human ear. The EWD is designed to generate the temporally evolving 

excitation pattern of a given audio signal and thus to simultaneously reflect both spectral 

and temporal masking. Unlike most Cohen class distributions, the EWD effectively does 

not have a limit on its dynamic range as cross-term suppression is very high ensuring that 

^Strictly speaking, the spectrogram is a member of Cohen’s class and may be expressed as the convolution 

of the Wigner distribution of the signal with the Wigner distribution o f the window function. However, the 

spectrogram nevertheless suffers from the time versus frequency resolution trade-off flaw and is therefore 

often referred to as linear rather than bilinear.
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such interference is virtually non-existent for practically all signals encountered. This is 

im portant as the human auditory system exhibits a dynam ic range in excess of 100 dB 

for most of the audible frequency range. The EW D is shown to very accurately achieve 

the resolutions specified by the models of spectral and tem poral masking adopted in the 

design of its kernel. The EWD is thus a highly useful audio signal analysis tool since by 

incorporating spectral and temporal masking it only registers unmasked i. e. audible signal 

information. As a demonstration of its utility, this work applies the EW D to two m ajor 

areas of audio research, namely 3-D surround-sound system  design and the investigation 

of audible degradation in artificially generated reverberation. For the case of surround- 

sound system design, the EWD is demonstrated to be a very effective m ethod of reducing 

inter-subject variability in head related transfer function m easurem ents (HRTFs). For ar

tificial reverberator design, the EWD is shown to be an excellent tool for the identification 

and characterization of undesirable artifacts of synthetic reverberation. The EW D is thus 

dem onstrated to be a very useful, perceptually m otivated tim e-frequency signal analysis 

tool.

1.1 Thesis Outline

Chapter 2 and Chapter 3 are designed to give the reader a thorough understanding of the 

areas of time-frequency analysis, psychoacoustics and masking. C hapter 2 is concerned 

with time-frequency analysis and initially introduces the spectrogram  and discusses the 

limitations of this distribution. The properties of the W igner d istribu tion  and Cohen’s class 

are then described in considerable detail. As the workings of the hum an auditory system 

will be unfamiliar ground to most readers coming from a non-psychoacoustic background. 

Chapter 3 presents an extensive review of the areas of psychoacoustics relevant to this thesis, 

namely spectral and temporal masking. An overview of the peripheral auditory system  is 

initially presented, to familiarise the reader with the m ost im portan t components of the 

ear. Spectral and temporal masking are then described in detail and a historical review of 

models of these phenomena is given, both for the sake of completeness and also to provide 

the reader with a clear understanding of the nature of m asking and of the psychoacoustic 

issues and terminology relevant to its modelling.

Chapter 4 proceeds with a detailed explanation of the EW D and its design. Initially, 

the implementation of a discrete version of Cohen’s class is explained in detail. Here, it 

is dem onstrated how the psychoacoustic models describing auditory tem poral and spectral 

resolution may be incorporated into the design of a frequency dependent, Cohen’s class
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smoothing kernel. Issues pertaining to efficiency of im plem entation and memory usage are 

also described and the computational cost of the EW D is calculated. C hapter 5 evalu

ates the EWD and demonstrates that the spectral and tem poral resolutions of the EWD 

successfully match those adopted from the psychoacoustic literature. It is shown th a t the 

EW D is effectively a temporally evolving excitation pattern . Furtherm ore, the cross-term 

suppression and dynamic range of the EW D are investigated and discussed.

In order to highlight the utility of the EWD as a  joint tim e-frequency model of both 

tem poral and spectral masking, Chapters 6 and 7 describe the application of the EW D to 

3-D surround-sound system design and artificial reverberation analysis respectively. In a 

real listening environment, sound may approach us from any direction, with the perception 

of each sound being accompanied by a sense of its location. Normal stereo reproduction 

systems, however, can only produce sounds which appear to em anate from a point along the 

arc joining the two loudspeakers. The aim of surround sound technology is to re-create the 

full three-dimensional spatial hearing we experience in real listening. This may be achieved 

by replicating the localisation cues which the auditory system uses to  determ ine the location 

of a sound source. Su(;h localisation cues are summarised by a given listener’s head-related 

transfer functions (HRTFs), which encaj)sulate for each source location the modifications 

sound undergoes as it interacts with the listener’s body. However, since no two people are 

physically identical, there is considerable inter-subject variability in HRTF measurements 

in general. This complicates the task of designing a 3-D surround sound system which is 

effective for all listeners. In this work, the EWD is dem onstrated to  be very well suited to 

the reduction of such inter-subject variability by removing spectrally  masked, and therefore 

redundant, detail from HRTF measurements.

Chapter 7 describes the application of the EWD to the analysis of real and synthetic 

reverberation. Reverberation is im portant as it affects our perception of a sound’s tim bre, 

loudness and provides also the spatial impression of an acoustic space. W hen sound reaches 

our ears in a reverberant environment such as a cathedral, it does so not only via a direct 

path  from the sound source but also via paths involving reflections off the surfaces of the 

space such as the walls, floor and ceiling. The term  reverberation refers to the collection of 

these reflections. The acoustical qualities or ‘sound’ of a performance space, such as a the

atre or concert hall, are characterised by its reverberant response. W ithout reverberation, 

music sounds dry and lifeless. However, an excessive am ount of reverberation can cause it 

to sound ‘washed ou t’. Excessive reverberation can also make speech unintelligible in spaces 

designed for speech such as theatres, lecture halls or churches. A great deal of a tten tion  is 

therefore required in the design of acoustic spaces in order to ensure an appropriate quality
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of reverberation.

For the case of music or speech recorded in a dry studio environment, reverberation is 

provided artificially using electronic reverberators typically implemented using digital filter

ing algorithms on DSPs. Such algorithms aim to generate realistic sounding reverberation 

by re-creating the perceptually relevant characteristics of a real or imagined performance 

space. However, there is still disagreement over which characteristics of reverberation are 

perceptually relevant and which are irrelevant. Therefore, a good deal of the tuning of 

artificial reverberators must be carried out by trial and error before a pleasant and natural 

sounding reverberation effect is arrived at. Since the EWD is a perceptually motivated 

time-frequency signal analysis tool. Chapter 7 explores the use of the EWD in analysing 

both real and synthetic reverberant responses. This is carried out in an attem pt at gaining 

a better indication of the perceptually relevant characteristics of reverberation. Further

more, a close examination of the EWDs of synthetic reverberant responses is conducted in 

order to achieve a better characterization of the unpleasant degradation artifacts sometimes 

present in artificial reverberation.



Chapter 2

Joint Time-Frequency Analysis

This chapter presents a discussion of an im portant group of joint time-frequency d istribu

tions known as Cohen’s class. This class of distribution is very well known and has already 

been applied with great success to an extensive range of time-frequency signal analysis prob

lems including sonar and radar analysis, biological signal analysis, machine m onitoring [11], 

the processing of seismic signals [19], the analysis of loudspeaker impulse responses [80] and 

musical signal analysis [148]. To gain a clear understanding of time-frequency analysis the 

well known short-tim e Fourier transform is initially introduced. The W igner d istribution 

is then described and its mathematical properties are listed and explained. The set of all 

possible linear transform ations of the Wigner d istribution, known as Cohen’s class, is also 

defined and we show how m anipulation of a smoothing kernel is used to control d istribution 

behaviour. An im portant feature of Cohen’s class is th a t it allows independent control of 

both time and frequency resolution. However, a disadvantage of the class is th a t it suffers 

from bilinear cross-terms, which complicate its in terpretation. However, these cross-terms 

may be removed by smoothing as described later in this chapter. C hapter 3 describes spec

tra l and tem poral masking, two auditory phenomena which exist as a consequence of the 

ear’s limited spectral and tem poral resolutions respectively. Independent control of a given 

time-frequency distribution’s time and frequency resolutions is very useful if the spectral 

and tem poral masking inherent to the auditory system are to be sim ultaneously modelled. 

This chapter therefore introduces the concept of the separable smoothing kernel which is 

used to independently control the time and frequency resolutions of a Cohen’s class d istri

bution and also to suppress unwanted cross-term interference. The use of such a separable 

kernel also allows a very computationally efficient Cohen’s class algorithm  to be employed.
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2.1 The Short-Tim e Fourier Transform and Spectrogram

The spectrogram [33] is a popular method of time-frequency analysis, initially developed 

during the 1940’s for the purpose of speech analysis. The concept is simple: to study the 

signal properties at a certain time t, we extract a short section of the signal centred around 

this time and calculate its spectrum. In practice, this is performed by multiplying the signal 

by a window, h{t), centred at time, t, and calculating the Fourier transform of the resulting 

modified signal. This is known as the short-time Fourier transform (STFT)  and may be 

expressed as :

S{t,uj) = j  e~^‘̂ '^s{T)h{T — t)d,T , (2.1)

where S{t ,u)  is the STFT at time t and frequency u,  is the complex exponential of

frequency lo and s{t) and h{t) are the signal and window functions, respectively, at time t.

The energy density spectrum, PsP, at time, t, is the absolute magnitude squared of the 

STFT:

Ps p { Uu)  =  \S{t,Lo)\^ (2 .2 )

Spectrograms are composed of a collection of energy density spectrums taken at regular 

time intervals and plotted together on a three-dimensional time-frequency grid. Figure 2.1 

presents the waveform, energy spectral density and spectrogram of a linear chirp signal. The 

chirp is represented in time-frequency by a broad peak centred on the chirp’s instantaneous 

frequency. The advantages of this type of signal representation are clear; we can tell at any 

particular time the frequency content of the signal.

2.1.1 Spectrogram Time-Frequency R esolution

In order to calculate the temporal resolution of the STFT we let s{t) be a Dirac impulse [9]:

s{t) = S{t -  to) . (2.3)

From Equation 2.1 and the sifting theorem, the resulting STFT S{t,uj) becomes :

S(t ,u)  = e~^'^^°h{to — t) (2.4)

If h{t) is symetric about i =  0, Equation 2.4 may be re-written as :

s{t) = 8{t -  to) => S(t, u>) =  e — to) (2.5)
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Figure 2.1: Waveform, energy spectral density and spectrogram of a chirp signal.
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The spectrogram for this signal is therefore

Psp{t,Lj) = \h { t - to ) \^  . (2.6)

It is clear from Eq. 2.5 that the temporal resolution of the STFT is proportional to the 

effective length of the window function, h{t) and from Eq. 2.4 that the temporal resolution 

of the spectrogram is proportional to the effective length of \h{t)\'^ . We can calculate the 

frequency resolution in a similar manner by letting s{t) be a complex sinusoid:

s{t) = ^  S{t, cj) = e-^‘̂ ^H(co -  w q ) (2.7)

In this case, the spectrogram for this signal is

Psp(t, uj) = lH(uj -  uo)l^ . (2.8)

Thus, the frequency resolutions of the STFT and spectrogram are governed by the ef

fective bandwidth of H(uj) and \H{uj)\'^ respectively, where H{uj) is the Fourier transform 

of window h{t). Because of the uncertainty principle, a window’s duration and bandwidth 

cannot both be made arbitrarily narrow [33]. Therefore, the STFT suffers from an inher

ent temporal resolution versus frequency resolution trade-off. By shortening the window 

length, temporal resolution may be increased; this reduces the frequency resolution and vice 

versa. It is thus impossible to independently set time and frequency resolutions. Effective 

spectrogram analysis requires that the signal be stationary for the duration of the window. 

If this is not the case for a given signal, the window can be shortened. However, sustained 

shortening of the window implies increasingly poor frequency resolution - the signal spectral 

detail becomes more and more blurred until we are effectively using the signal to study the 

window spectrum [31] !

Clearly, it would be useful to identify joint time-frequency representations which would 

not suffer from resolution trade-off limitations. Section 2.3 describes a generalised class of 

bilinear time-frequency representations, known as Cohen’s class [33] which is free from the 

resolution trade off limitations of the spectrogram. The Wigner distribution, described in 

the following section, is the most fundamental member of this class.

2.2 The W igner Distribution

The concept of the Wigner distribution (WD) was introduced by Eugene Wigner [188] in 

1932 in the context of quantum mechanics as a means of representing the joint distribution 

of position and momentum. In 1948 Ville [181] recognised a partial formal mathematical
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correspondence between quantum mechanics and signal analysis and applied the WD to 

communication theory. However, it was not until a set of three papers by Claasen and 

Mecklenbrauker [27], [28], [29] that the WD received serious attention in the field of digital 

signal processing.

From this formulation it can be seen that the WD is the Fourier transform of the 

(deterministic) autocorrelation function, s*{t — s{t + ^), also known as the temporal 

correlation function (TCF). In a dual manner, the WD may also be expressed as the inverse 

Fourier transform of the spectral correlation function (SCF), S*{uj — | )  5(a; +  | ) .  As an 

example. Figure 2.2 portrays the WD of the linear chirp signal analysed earlier using the 

spectrogram in Figure 2.1. From the plot we see that the WD provides superior time and 

frequency resolution to that of the spectrogram—the signal energy is almost completely 

localised along the instantaneous frequency of the chirp.

2.2.1 W igner D istribution Tim e-Frequency R esolution

The superior time and frequency resolution of the WD over the spectrogram is explained 

here as follows. Earlier in Section 2.1.1 we saw that the time and frequency resolution of 

the spectrogram was dependent on the window shape and frequency response, respectively. 

This, however, is not true for the WD. Consider the case where the signal is perfectly 

localised in time i.e. s{t) is a Dirac impulse :

The WD may be expressed in terms of its signal, s{t), or its spectrum, 5(cj), as follows^ :

(2 .10)

(2.9)

This gives

W{t,co) = r  6* { t - ^ -  to) S{t + ^ ~  dr
J  —00

( 2 . 12 )

Therefore,

W{t,  u) = 6{t — to) V cj (2.13)
The integration limits indicate a region from —oo to +oo. For simplicity, these lim its will be om itted in 

future expressions for the W D and are implied unless otherwise stated.
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Figure 2.2: Waveform, spectrum and WD of a chirp signal.
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Here, it is clear that W{t, oj) is perfectly localised in time, being equal to unity at t = 0 

for all u) and zero everywhere else. Therefore, the WD has the same temporal resolution as 

the signal itself and is not compormised by the resolution of an analysis window, as is the 

case for the spectrogram.

In a dual manner, we can examine the WD for a signal which is perfectly localised in 

frequency, i.e. a complex sinusoid. So, for this signal,

/OO _  —

s * { t - - ) s { t  + -)e-^'^‘̂ dT ■ = (2.14)
■OO ^  ^

This gives

/OO
^ ju;o{ t+r/2)

-OO

/ OO

-OO

/OO
^j{u-u>o)r

-OO

Therefore,

w{t,cj) = s{u) — ujq) y t
(2.15)

Again, unlike the spectrogram, whose frequency resolution is limited by the Fourier 

transform of the analysis window, the frequency resolution of the Wigner distribution is 

equal to that of the signal’s spectrum. Here, both signal and WD are perfectly localised in 

frequency.

Time-frequency analysis is useful because it provides us with an intuitive 3-D represen

tation of where a signal’s energy content is concentrated at any given time. It can provide 

us knowledge not apparent from either a signal’s spectrum or time waveform. Further

more, time-frequency analysis may be employed to deduce information about a signal, for 

example its instantaneous frequency or group delay. In order for time-frequency analysis 

to provide us with such information, the particular time-frequency distribution in question 

must satisfy a number of mathematical rules relating it to the signal and/or its properties. 

The Wigner distribution satisfies a number of such useful mathematical properties which 

are summarised in the following section.

2.2.2 W igner D istribution Properties

1. Reality: The WD of any signal s (real or complex) is real :
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W*{t ,u)  = W { t , u )  . (2.16)

2. Evenness: The WD of any signal s (real or complex) is even in frequency :

W { t , - u j )  = W { t , u )  . (2.17)

3. Energy Conservation: The integration of the WD of signal s over the time-frequency 

plane yields the total signal energy E  :

E  = I I  W{t,uj)du;dt = j  \s{t)\^ dt = j  \S{uj)\^du . (2.18)

4. Time Marginal: Integration of the WD of s with respect to  frequency yields the 

instantaneous power |s(i)p  :

I  W(t,uj) d(jj = \ s{ t ) f  . (2.19)

5. Frequency Marginal: Integration of the WD of s with respect to tim e yields the energy 

spectral density |S'(u;)p :

j  W{t,Lj)dt  = \S{ij)\ ‘̂ . (2.20)

Properties 4 and 5 thus state th a t the Wigner d istribution satisfies both  tim e and 

frequency marginals.

6. Time Shift Covariance: The WD preserves time shifts of signal s i.e. the WD is tim e 

shift covariant :

If s{t) s{t — to) then W{t,uj) ^  W { t  — to, ui) . (2.21)

7. Frequency Shift Covariance: The WD preserves m odulations of signal, s, i.e. the WD 

is frequency covariant :

If s{t) =>  then W{t,u)) W{t ,  o j  —  u q )  . (2.22)

8. Finite Time Support: If the signal s{t) is zero outside a finite tim e interval, then its 

WD will be correspondingly time limited :
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If s(i) =  0, \t\ > T  then W{t,ui)  = 0, \t\ > T  . (2.23)

9. Finite Frequency Support: If the signal s is of finite bandw idth, then its WD will be 

bandlimited to exactly the same frequency interval :

if s{t) =  0, |w| > B  then W{t,u})  =  0, \u\ > B  . (2.24)

10. Group Delay. The group delay of a signal s can be obtained by calculating the first 

order moment in time of the WD of the analytic signal [67], Sa, where Sa is the analytic 

signal associated with s :

W..N f t W s J t , u ) d t

11. Instantaneous Frequency. Similarly, calculation of the first order moment in frequency 

of the WD of the analytic signal, yields the instantaneous frequency of signal, s ;

I UJ Wg„ (t, oj) doj ^
^   ̂ =  r w  ' • (2.26J Ws J t , c j ) d u j

12. Convolution Covariance: If y is the convolution of x  and h then the W igner d istribu

tion of y is the convolution in time of the WD of x  with the WD of h :

y { t )  — j  h { t - T ) x { r ) d T  =>  Wy{t,uj) = J Wh{t -  dr  . (2.27)

13. Modulation Covariance: In a similar manner, if y  is the m odulation of x  and h then 

the Wigner distribution of y  is the convolution in frequency of the WD of x  w ith the 

WD of /i :

y{t) = h{t) x{t) => Wy{t,ij)  = jWh{ t ,u j -OWAt ,Od(  . (2.28)

It is thus clear tha t the Wigner distribution neatly encapsulates many useful signal 

measures, including the total energy, energy spectral density, instantaneous power, group 

delay and instantaneous frequency. Furthermore, signal operations such as tim e or frequency 

shifts, convolutions and modulations are mirrored by the WD in an intuitive manner. Over

all it is readily apparent that the WD is a powerful and elegant signal analysis framework. 

However, these advantages do not come without a price. The following section details the
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main disadvantage typically associated with the W D, namely cross-term interference. This 

interference causes non-zero values to appear in the W D of a particular signal at unexpected  

locations in time-frequency. It will be shown, however, that with appropriate smoothing, 

this interference can be suppressed, albeit with some weakening of the properties discussed  

above.

2.2.3 The Cross-W igner D istribution

Any given signal may be arbitrarily broken up into two (or more) com ponents :

s { t )  =  s^{ t )  +  S2{t )  . (2.29)

Because of the bilinear nature of the W D, the resulting W D of s{t)  is

W{t ,Lj )  =  W i i { t , u )  +  W22{t,(^) +  W \ 2 { t , ’̂ )  +  W2l{t,(jj)  , (2.30)

where W\\ { t , oj )  and Ŵ2 2 (^,t^) are the auto Wigner distributions of s i { t )  and S2 {t),  respec

tively and W \ 2 {'t,<̂ ) and W 2 \{t.,uj) are known as the cross-Wigner distributions  of s \ { t )  and 

S2 {t).  These may be expressed as :

W i 2 {t , t j )  =  J  s l i t  -  ^)  S2 {t +  ^)  d r  (2.31)

=  J  S l { u - ^ ) S 2 {uj +  )̂e^*Ue and (2.32)

W2i{t ,u!) =  J  S 2 { t - ^ ) s i { t  +  ^)e~^'^‘̂ dT (2.33)

=  I  S*2{u-^- )S, {u;  +  ^)e^^^de . (2.34)

(2.35)

The cross W D is complex valued. However, it can be shown that W \ 2  =  Ŵ2*i- Therefore, 

W i 2  +  is real. Consequently, from Equation 2.30,

W{ t , i j )  =  +  W22{t,uj) +  2Re{Wi 2{ t ,u j ) }  . (2.36)

From this expression we see that the Wigner distribution of s i ( i )  +  S2 (t) is not just 

the sum of the Wigner distributions of the individual signals s i ( t )  and S2 (t),  but contains 

an additional term 2Re{Wi2( t ,uj ) } .  This term is com m only referred to as an interference 

term or cross-term.  Such interference can often make interpretation of the Wigner distri

butions difficult. As an example, consider the (auto) W igner distribution of the sum of two 

sinusoids :
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s(t) =  Slit) + S2 {t) = . (2.37)

From Equations 2.36 and 2.15 we have

W{t,u>) = (i, cj) +  H^22( )̂ ^ ) +  2i?e{VKi2(i, ci;)}

Vyii =  \Ai\ ‘̂ 6 { u - u J i )  (2.38)

W 22 = \ A i f 6 { u ) - U 2 )  (2.39)

/OO

-00

/OO
j ^ ^ J ^ * ^ j { u J l t + O J l T / 2 - U } 2 t + U 1 2 T / 2 ) ^ - j L U T

•00

/OO ,

-00

(2.40)

This results in the W igner distribution

W{t,u>) =  \Ai\ ‘̂ 6{u}—uJi)-\-\A2\'^S{ij—u)2)-h2\AiA2\S{u}— — {<jJi-\-ui2))cos{(^uji—uj2)t^ ■ (2.41)

The term s at uj\ and U2 are known as the auto-term s. The cross-term at (u i -f- o;2)/2 

oscillates sinusoidally with tim e at rate  (wi — oj2 )- This interference is present despite the 

fact th a t no signal energy whatsoever exists a t (wi -|-a;2)/2. Furtherm ore, the cross-term 

interference introduces both positive and negative values; this is counter-intuitive to the 

notion tha t the WD be interpreted as a  distribution of signal energy is be strictly  positive.

Figure 2.3 portrays the waveform, Fourier transform  m agnitude and W igner distribution 

of a signal comprised of three tim e-shifted and sinusoidally m odulated Gaussian impulses 

(also known as Gaussian atom s [10]). The equation for this signal is :

s{t) = exp -  7T exp(j27r/oi)'?)'■ )
+  exp  exp(j27r/ii)

-f- exp  exp(j27r/2^) (2.42)

The plots were generated using the Time-Frequency Toolbox for M atlab [9] where the

param aters were set as follows :
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Figure 2.3: Waveform, energy spectral density and Wigner distribution of a signal consisting 

of three Gaussian atoms.
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(<o,/o) =  (30,0.125), ( t i , / i )  =  (100,0.125) and («2, / 2) =  (30,0.375)

From the plot we see that the auto terms appear a t time-frequency locations {to,fo}, 

and (^21/ 2) as expected. In addition, however, three cross-terms located midway 

between the auto-term s are also present. The following simple geometric laws govern cross

term  behaviour:

• Any two auto terms which are disjoint (separated) in the time-frequency plane inter

fere to create a cross-term located at their geometrical m idpoint.

• The cross-term oscillates at a frequency proportional to the distance between the two 

auto-terms.

• The direction of oscillation is perpendicular to the line joining the two auto-term s.

• The cross-term magnitude is independent of the degree of separation between the 

auto-terms for the (un-smoothed) Wigner distribution.

• For the smoothed Wigner distribution, to be discussed in Section 2.3, cross-terms 

amplitude may be affected by smoothing. The am plitude of these term s will therefore 

depend on the type of smoothing kernel and the cross-term  oscillation frequency. 

For example, smoothing kernels of a lowpass type are generally employed to reduce 

cross-term interference. Therefore, cross-terms become increasingly suppressed with 

increasing auto-term  separation and cross-term oscillation frequency. However, for 

kernels of a high-pass type, cross-term interference increases w ith increasing au to

term  separation [72].

2.2.4 The Pseudo-W igner Distribution

From Equations 2.9 and 2.10 we see tha t in order to calculate the W igner distribution, we 

need to calculate the temporal correlation function s*{t — ^)  s { t+ ^ ) ,  for r  =  —00 to r  =  -l-oo 

or the spectral correlation function S*{lj — | )  S{lj + | )  from 9 = —00 to 0 =  -foo. This is 

only possible analytically and not numerically. Considering E quation 2.9, we may overcome 

this lim itation by emphasising the TCP around t. This is achieved by m ultiplying the TC F 

by finite length window function /i(r), which is peaked around r  =  0. We thus arrive a t a 

new distribution, with WD-like properties, called the pseudo-W igner distribution (PW D) :

Wps{t ,u ,)  =  I (2.43)
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By emphasising s*{t — ^) s{t + ^) around r  =  0, we alleviate somewhat the highly non

local nature of the WD [33]. Cross-term interference oscillating parallel to the frequency axis 

is also reduced since multiplication of the TCF by /i(r) amounts to a frequency smoothing 

of the WD [28];

Wpsit,  uj) = I  H{uj -  OW {t ,  0  d( (2.44)

Unfortunately, however, some of the useful properties of the WD such as the frequency 

marginal and the instantaneous frequency property are weakened once frequency smoothing 

takes place. As an example. Figure 2.4 presents the PWD of the signal presented earlier 

for the WD in Figure 2.3. Cross term interference oscillating parallel to the frequency axis 

has been reduced at the expense of compromising frequency resolution slightly^.

Signal in time
2

c  1
toa
*t5 0Q) ^CC

•1

Linear scale Pseudo-Wigner distribution

0.45

0.4

(/)
c0)

0.35

5oa>
Q .
CO

S0.25

>.o>0c
LL

0.15H I

0.05

765 383 0 100 120
Time [s]

Figure 2.4: Waveform, energy spectral density and pseudo-Wigner distribution of a signal 

consisting of three Gaussian atoms.

^This slight compromise of frequency resolution may be difficult to see in this instance, because the 

distrubution amplitude is plotted in linear units.
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2.2.5 Inter-relationships of the W igner D istribution, Temporal Correla
tion Function, Complex Am biguity Function and Spectral Correla
tion function

From Equation 2.9, the Wigner distribution may be expressed as the Fourier transform with 

respect to r  of the two variable function

R{t,T) = s * { t - ^ ) s { t  + ^ )  , (2.45)

known as the temporal correlation function (TCF), where t represents time and r  represents 

relative time :

W{t, ^ )  = J  t )  dr . (2.46)

From Equation 2.10, the Wigner distribution may also be arrived at from the inverse 

Fourier transform with respect to relative frequency, 6, of the two variable function

A(uj,0) = S*{u;-^-)S{cj  + ^)  , (2.47)

know as the spectral correlation function (SCF), where u  represents frequency and 6 rep

resents relative frequency :

W{t,u) = I A{u),d)e^^^ de . (2.48)

Thus, the TCF and SCF form a two-dimensional Fourier transform pair since

/ J  + = j  W{t,uj)e-^^Ut =  A{uj,e) . ( 2.49)

Furthermore, the two dimensional Fourier transform of the Wigner distribution yields 

a two dimensional function of relative time, r ,  and relative frequency, 6, known as the 

complex ambiguity function (CAF), F(r, 0). The CAF may also be expressed as the one

dimensional Fourier transform with respect to time, of the TCF, or in a dual manner, 

the one-dimensional Fourier transform with respect to frequency, w, of the SCF as follows :

r{T,e) = I s*{ t - ^) s { t  + ~)e-^^Ut (2.50)

=  [  + du . (2.51)
J z  z

The WDF, W{t,uj),  CAF, F(r, 0), TCF, R{t ,T)  and SCF, A{uj,0),  thus comprise a fam

ily of four two-dimensional functions which are linearly related via one or two-dimensional
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Fourier transform  pairs [155]. A graphical representation of these relationships is presented 

in Figure 2.5. Each arrow represents a (one-dimensional) Fourier transform  pair, the direc

tion of each arrow indicating a forward Fourier transform . It is shown in C hapter 4 th a t 

this interrelationship may be exploited to devise a very efficient algorithm  for calculating 

the WD on a digital computer.

X -> CO W DF: W(t,co)

T  - >  CO

- >  0

- >  CO

t -> 0

Figure 2.5: Inter-relationship between the W DF, CAF, T C F and SCF domains for the WD 

and smoothing kernalEach arrow represents a (forward) Fourier transform .

2.3 Cohen’s Class

Section 2.2 introduced the Wigner distribution and discussed its im portant properties. On 

its own, the Wigner distribution is not necessarily a very useful time-frequency analysis 

tool, since it suffers from serious cross-term interference. It has been shown th a t interference 

oscillating parallel to the frequency axis may be suppressed in the case of the pseudo Wigner 

distribution using a frequency smoothing window. In a dual m anner, cross-term  interference 

oscillating parallel to the time axis may be suppressed using a tim e sm oothing window. Since 

there are an infinite number of smoothing functions available, there are actually an infinite 

number of time frequency distributions in existence, expressed as a combination of the 

smoothing functions and Wigner distribution itself. These tim e and frequency smoothing 

functions are often expressed as a single function of both  tim e and frequency, called a
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smoothing kernel. The combination of this kernel and the Wigner distribution is generally 

termed a Cohen’s class distribution, described below.

Figure 2.5 we can see that in this expression the TCF is transformed into the CAP domain, 

multiplied by the smoothing kernel, 'I'(0, t ), and then transformed into the WDF domain. 

Because all four domains are equivalent, we can also express C{t,oj) as

kernel is denoted 9) in the TCF domain and 6) in the SCF domain, as shown in 

Figure 2.5.

From Equation 2.53 we pee that Cohen’s class is the convolution of the Wigner dis

tribution, W{t,u) ,  and the smoothing kernel, Thus, a member of Cohen’s class

may sometimes be referred to as a .tmoothed pseudo-Wigner distribution (SPWD). The ker

nel determines the properties of C(t,uj) and may depend on frequency, time or even the

Cohen’s class was first proposed in 1966 in [30] and its importance lies in the fact that 

it demonstrates that a variety of different time-frequency distributions proposed since the 

spectrogram and Wigner distribution are in fact related via linear transformation. The 

Page [126], Rihaczek [160] and Margenau-Hill [101] distributions are examples of appar

ently different time-frequency representations subsequently shown to be linearly related 

by Cohen. There are several clear advantages to Cohen’s unified approach. Firstly, the 

properties of a given time-frequency representation, once re-expressed in terms of Cohen’s 

class can readily be determined through simple examination of the kernel. Secondly, the 

unified approach clarifies the relationship between existing time-frequency representations 

such as the spectrogram and Wigner distribution and simplifies the design of new represen

tations employing more advanced kernel functions [21], [11]. Thirdly, if we wish to design 

a time-frequency representation with certain desired properties, we merely convert these 

distribution properties into kernel constraints. For example, if we wish to design a distri

bution which satisfies the time marginal exactly then we may only choose kernels which 
^The kernel is sometimes expressed (in the TCF domain) as to denote this.

An infinite number of time-frequency representations may be generated from Cohen’s 

class of bilinear time-frequency representations [30], [33], expressed as :

C{t,uj)= f j  + , (2.52)

where 'I'(0, r) is known as the smoothing kernel (expressed in the CAF domain). Aided by

W — u,uj — ^) dud^ (2.53)

where is the same smoothing kernel (expressed in the WDF domain). The smoothing

signal .
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satisfy ^'(0, 0) =  1. Table 2.1 presents a list of the kernel constraints that must be satisfied 

to ensure the corresponding distribution properties described earlier in Section 2.2.2. As 

stated at the begining of this chapter, such a unified approach has been very effective in the 

design of a multitude of Cohen’s class members for such diverse applications as loudspeaker 

analysis [80], musical signal analysis [148], audio filter analysis [158], speech recognition, 

sonar and radar echo analysis, the study of muscle and cardiac vibrations and machine 

monitoring [11],

Property Kernel Constraint

Pi : Reality

P2 : Evenness (r, 0) is real

P3 : Energy Conservation ^(0 ,0) =  1

P4 : Time Marginal ^(0 ,0) =  1

P5 : Frequency Marginal ^'(r, 0) =  1

Pg : Time Shift Covariance ^ (r ,  0) is not dependant on time t

P7 : Frequency Shift Covariance is not dependant on frequency /

Pg : F inite T im e Support 0(^,t) =  O, \ t / r \ >  1/2

Pg ; Finite Frequency Support i p { u , e ) = 0 , \ u j / e \ > l / 2

Pio : Group Delay ^(r ,0) = 1 and ^  0 = 0  =  ^
Pii : Instantaneous Frequency ^(0,0) =  1 and ^  =  0

P12 : Convolution Covariance >I'(ti -I- T2,0) = 'P(ti,6>)'I'(t2,6')

Pi3 ; Modulation Covariance -I- 02) = ^(T,6»i)^(r,6»2)

Table 2.1: Cohen’s class properties and corresponding kernel constraints

2.3,1 Separable Smoothing

We have shown above that any member of Cohen’s class is simply a convolution of W{t,  u) 

with a smoothing kernel, The kernel controls the time and frequency resolutions

of the distribution and also determines the degree of cross-term suppression. Interestingly, 

we can re-express as a separable kernel ht{t)H^{u!) where ht{t) is a time smoothing

window and H^{oS) is the Fourier transform of the frequency smoothing window, h^{T). 

This extra degree of freedom allows us to independently control time and frequency res

olution. Previously, we saw that for the spectrogram we were forced to compromise be

tween time and frequency resolution. With a separable kernel, however, the compromise 

is between joint time-frequency resolution and the degree of cross-term suppression. An
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increase in time/frequency smoothing leads to a decrease in cross-term interference paral

lel to the time/frequency axis and a corresponding decrease in time/frequency resolution. 

Furthermore, we have independent control of the type and degree of time and frequency 

smoothing. For example, we may decide to smooth only in frequency, as is the case for the 

pseudo-Wigner distribution. Figure 2.6 portrays the SPWD of the signal Sg{ t )  (Eq. 2.42) 

along with its WDF, PWDF and spectrogram. For comparison purposes, the level of the 

auto-terms has been normalised to unity and the contour lines maintained at the same level 

for each of the four plots. The time-frequency resolution of the SPWDF can be seen to be 

slightly inferior to that of the WDF. However, cross-terms have been reduced and the time 

and frequency resolution of the SPWDF is superior to tha t of the spectrogram.

Wigner distribution Pseudo-W igner distribution

_  0 3_  0 3

120
Time [s]

(a) (b)

Srrxxxhed-Pseudo  W igner distribution

_  0 3

Time [s]

0 45

0 4

035

0 3
I

0 25

0.15

01

0 05

0
20 40 60

Tim e [s]
80 100 120

(c) ( d )

Figure 2.6: WDF (a), PWDF (b), SPWDF (c) and spectrogram (d) of a signal consisting 

of three Gaussian atoms.
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Separable S m ooth in g  in th e  Tem poral C orrela tion  D om ain

We can re-express Cohen’s class to show the operation of the separable sm oothing kernel 

in the tem poral correlation function (TCF) domain as follows :

hujir) j  ht{u — t)s*{u — ^ )  s{u + ^ )  due^^''^'^dT (2.54)

Since, by Fourier’s theory, convolution (smoothing) in the frequency dom ain implies 

multiplication in the time domain, the frequency sm oothing of /icj(r) in Equation 2.54 is 

expressed as a multiplication along the r  axis. This tem poral m ultiplication is converted 

to frequency smoothing once the expression is transform ed into the W igner dom ain via a 

Fourier transform in r . However, the tem poral sm oothing of ht is not affected by a Fourier 

transform  in r . Therefore, the temporal smoothing of ht remains a convolution in the W DF 

domain. As we will show in Chapter 4, significant com putational savings can be achieved if 

the time-frequency smoothing is performed in the TC F dom ain as in Eq. 2.54 above rather 

than in the W DF, SCF or CAF doniiiins. However, we must first deduce what smoothing 

functions are required to accurately model the tem poral and spectral resolutions of the ear. 

This is the subject of the following chapter.



Chapter 3

The Auditory System  and Masking

This chapter presents a summary and explanation of the development of useful yet simple 

models of the spectral and temporal resolutions of the auditory system. The term  resolution 

refers to the ability of the ear to resolve or discrim inate between separate auditory events. 

The resolutions of the auditory system are of great im portance in the psychoacoustic litera

ture as they are fundamentally linked to auditory masking. A uditory masking occurs when 

a relatively weak signal conipolient is rendered inaudible (masked) by a relatively strong 

signal component (masker) if both are either tem porally or spectrally close. The classic 

example of auditory masking often given is tha t of two people having a conversation by the 

side of a road. A truck passes; if they continue to talk a t the same level as previously then 

their speech may be rendered inaudible. In such a circum stance the noise of the truck is said 

to mask the speech signal. Masking is divided into tem poral and spectral (critical-band) 

masking; both are related to the ear’s limited tem poral and spectral resolution respectively.

Much research in psychoacoustics has been concerned w ith achieving accurate models 

of auditory resolution. By allowing us to predict the response of the ear to stimuli, such 

models provide us with a better understanding of the relationship between sound and sen

sation. However, to date, relatively little use has been made of actual jo int time-frequency 

techniques in auditory modelling. No use has been made of the sm oothed W igner d istri

bution, despite the fact that it affords independent control of its tem poral and spectral 

resolutions and thus provides us with a m ethod of simultaneously and independently m od

elling both spectral and temporal masking. This chapter begins w ith a short overview of 

the functioning of the human auditory system and continues w ith a discussion of spectral 

masking and a historical review of the concepts of the auditory  filter and auditory filter 

shape. Popular auditory filter shapes are reviewed. Tem poral resolution is subsequently 

discussed and a review of research investigating the ear’s tem poral acuity or resolution is
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given. A model of temporal resolution known as the ‘temporal window model’ is presented. 

Finally a review of auditory modelling in general is presented, with particular emphasis on 

auditory models incorporating joint time-frequency techniques. The advantages of using 

the smoothed Wigner distribution rather than linear time-frequency analysis techniques for 

auditory modelling are also outlined.
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ossicles
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Figure 3.1: Outer, middle and inner ear structure [108].

3.1 Overview of the Auditory System

There is much similarity in the peripheral auditory system of most mammals. This system 

can be divided into three main sections : the outer ear, the middle ear and the inner 

ear [108]. Figure 3.1 shows the overall structure of the human peripheral auditory system. 

The pinna is the cartilaginous tissue on the outside of the head tha t is usually associated 

with the ear. The pinna and outer ear canal (also known as the auditory canal or meatus) 

compose the outer ear. Sound is reflected and diffracted initially by the pinna causing 

spectral modifications which are important for our ability to localise sound sources. The 

sound then travels down the outer ear canal (meatus) and causes the tympanic membrane or 

eardrum to vibrate. The eardrum forms the boundary between the outer and middle ear. In
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the middle ear, sound is mechanically transmitted by three small bones, the malleus, incus 

and stapes (collectively known as the ossicular chain or ossicles), to a membrane covered 

opening in the inner ear, or cochlea. The opening is called the oval window. Movement 

of the oval window sets up pressure waves in the cochlear fluid which are relieved by a 

sympathetic motion of the round window. The primary function of the middle ear is thus 

the efficient transfer of sound from the air to the fluids of the cochlea.

Stria vascularis
R eissner’s
m em brane
Tectorial m em brane

Spiral prom inence 
Outer hair cell 
Supporting cell
Basilar m em brane 
Corti's arch 
Tunnel of Corti

Figure 3.2: Cross .section of the cochlear duct [176].
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The cochlea is the most important component of the peripheral auditory system. This 

is shown in Figure 3.2, which presents a cross section of the cochlear duct. Reissner’s 

membrane and the basilar membrane (BM) divide the rigid, fluid-filled cochlea along its 

entire length. The base refers to the start of the cochlea, where the oval window occurs, 

whereas the apex refers to its end. The cochlea narrows from base to apex. As stated 

previously, the ossicular chain moves the oval window in response to a sound, which sets up 

a pressure difference across the BM, causing the BM to move. For the case of a sinusoidal 

stimulus, a travelling wave is set up which propagates along the BM from base to apex. 

Figure 3.3 depicts the displacement of the basilar membrane at two particular instants in 

time in response to a 200 Hz sinusoid. The overall envelope of the response is also shown 

and exhibits a gradual increase up to a  peak about 28 mm from the stapes, after which the 

amplitude envelope decays rapidly. Because of the mechanical properties of the BM, the 

position of the peak of the travelling wave depends on the frequency of stimulation. High 

frequencies produce a point of maximum displacement near the oval window, with little 

movement beyond this point. Low frequencies cause movement of the BM along much of its
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length, up to the point of maximum displacement, after which the envelope amplitude falls 

quickly. The response of the BM to two individual sinusoids depends on their frequency 

separation. If they are sufficiently far apart, the envelope of the travelling wave produced will 

exhibit two peaks corresponding to the two stimulus frequencies. For a smaller separation, 

some points on the BM respond to both tones, with a displacement following the complex 

waveform produced by the interference of the two tones. For even smaller separations, there 

are no longer two distinct peaks in the envelope of the BM motion. Instead, there is a single, 

broad peak. In this instance, the BM fails to resolve the two sinusoidal components. This 

has important consequences for the spectral masking properties of the auditory system, to 

be discussed in Section 3.2.
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Figure 3.3: Displacement of the basilar membrane at an instant in time [108].

In order for the motion of the BM to be converted into the neural signals of the auditory 

nervous system, a transduction process must take place. This occurs in the organ of Corti 

as follows. Between the basilar membrane and tectorial membrane are two groups of hair 

cells known as the inner and outer hair cells. The two groups are divided by an arch known 

as the tunnel of Corti, the inner hair cells being on the side closest to the inside of the 

cochlea, and the outer hair cells being on the side closest to the outside of the cochlea. 

When the BM moves in response to a sound, a shearing motion is set up between it and 

the tectorial membrane. This has the effect of causing the hairs at the end of the hair cells 

to move. This causes an ionic exchange in the inner hair cells which ultimately leads to the 

firing of a nerve impulse. The strength of this nerve impulse (or action potential) is constant 

at a few millivolts. Greater stimuli levels cause an increase in the nerve firing rate. The 

nerve fibres themselves also display a marked frequency selectivity, each nerve firing best to 

a limited range of frequencies. A given nerve’s tuning curve plots its firing threshold as a 

function of frecjuency. This threshold reaches a minimum at the nerve fibre’s characteristic
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frequency. Remarkably, the nerve fibres are positioned along the length of the cochlea in 

a very organised fashion so that each fibre’s characteristic frequency matches closely the 

frequency causing maximal displacement of the BM at th a t position. Furtherm ore, tem poral 

information about the signal is also contained in the tem poral pa tte rn  of the nerve firing. 

This is because nerves tend to fire only at particular phases of the stimulus; the firing is 

said to be ‘phase locked’ with the stimulus. The upper frequency limit of this effect is about 

4 kHz. There is general agreement that this phase locking is im portant for our ability to 

localise sounds as localisation depends on our being able to compare tem poral information 

from both ears. However, there is still considerable disagreement over how im portant the 

effect of phase locking is to auditory masking.

While the overview presented above is a greatly simplified one, it serves to give an ade

quate introduction to the overall functioning of the peripheral auditory system. This thesis 

is prim arily concerned with the phenomenon of auditory masking, comprising tem poral and 

spectral masking. The i>henomenon of spectral masking is a result of the lim ited frequency 

resolving capability of the auditory system and is strongly linked to both  the basilar mem

brane motion and the neural activity of the inner ear. Spectral masking is reviewed in 

detail in Section 3.2. The caustss of tem poral masking are less well understood, especially 

backward masking. However, it is thought that a more central lim itation or ‘sluggishness’ of 

the auditory system may be a cause. Temporal masking is reviewed in detail in Section 3.3 

of the thesis.

3.2 Spectral Masking

One of the most fundamental concepts in auditory theory is th a t the ear behaves as a 

frequency analyser [108]. This frequency analysis occurs in the cochlea and is due to the 

motion of the basilar membrane [191]. In 1940, Fletcher [57] proposed th a t the frequency 

analytic behaviour of the ear be likened to a bank of continuously overlapping bandpass 

filters. Fletcher’s filterbank concept is still very much in use today. The filterbank is 

commonly referred to as the auditory filterbank and individual filters are referred to as 

auditory filters. Glasberg and Moore describe the auditory  filter as follows [63] : “The 

shape of the auditory filter at a given centre frequency can be thought of as a weighting 

function which is applied to the power spectrum  of a sound to determ ine the effective 

magnitude of the output of the filter.”

The ability of the ear to resolve, or distinguish between, spectral components is limited. 

A component can be masked (made inaudible) or partially  masked (causing a decrease in
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loudness) by another component which is close in frequency. This is known as simultaneous 

masking or spectral masking when the masking component {masker) and masked component 

{signal) are both present at the same time. Non-simultaneous masking or Temporal masking 

describes masking produced by a masker both before and after its duration  and is discussed 

further in Section 3.3.

Spectral masking reflects the ability or inability of the ear to resolve spectral components. 

In other words, it reflects the ear’s frequency resolution. By studying masking, it is possible 

to characterise the frequency resolution of the auditory system  and to thus determ ine the 

shape and bandwidth of the auditory filter.

3.2.1 The Power Spectrum M odel of Masking

In [57], Fletcher performed an experiment which m easured the threshold of audibility^ of 

a sinusoidal signal in the presence of a bandpass noise masker. The masker was centred 

on the signal frequency. The noise power density was held constant during the experiment 

and its bandwidth was varied. Th(> total power of the noise masker was therefore directly 

proportional to its bandwidth. Fletcher found tha t the signal threshold increased with 

increasing noise bandwidth only up to a certain bandw idth, which he term ed the critical 

bandwidth (CB). He noted that beyond the critical bandw idth, the signal threshold did not 

increase significantly. Several researchers have repeated this experim ent and found similar 

results [65], [70], As an example. Figure 3.4 presents da ta  from a study  conducted by Moore 

et al. [108]. The threshold of the signal increases for increasing masker bandw idth up to 

400Hz, after which it remains constant.

In order to explain these interesting results, Fletcher proposed th a t the frequency se

lectivity of the ear be modelled as a bank of band pass filters called critical-band filters. 

The total noise power passing through a critical-band filter centred on the signal frequency 

therefore increases as the noise bandwidth increases only as long as the noise bandw idth is 

less than the bandwidth of the critical-band filter. The power spectrum model of masking, 

based on Fletcher’s observations, depends on the following assum ptions :

• The frequency selectivity of the ear can be modelled as a bank of linear overlapping 

band pass filters, known as critical-band filters.

• Only one critical-band filter, centred on the signal frequency, is used by the auditory 

system when attem pting to detect a tone in the presence of m asking noise. Thus, the

'in  this work, all references to threshold refer to threshold of audibility.



3.2. SPECTRAL MASKING 47

76

acn

74
■ a

o
S  73 0) c. i:

72
10coi
t/5

50 100 200 400 BOO 1600 3200
Masking n o i s e  bandw idth ,  Hz

Figure 3.4: Tlie threshold of a 2 kHz sinusoidal signal plotted as a function of the bandwidth 

of a noise masker centred at 2 kHz [108],

cffoct of the filtor is to paSK the signal while attenuating noise outside the bandwidth 

of the filter.

• Only noise components passed by the critical-band filter produce masking.

• The signal masking threshold corresponds to a ratio K  between signal power and noise 

power at the output of the critical-band filter. Furthermore, this output is determined 

by the long-term power spectra of signal and noise—short term temporal fluctuations 

of the masker are ignored, as is signal phase.

In order to calculate the bandwidth of the auditory filter, or critical bandwidth, Fletcher 

carried out a second experiment which measured the threshold (of audibility) of a tone as 

a function of frequency in the presence of a white noise masker. Fletcher assumed that 

the filter shape could be approximated by a rectangular shape. All components within the 

passband of such a filter are passed equally, while those outside the passband are completely 

removed. By using the assumptions of the power spectrum model, Fletcher derived the 

following equation which relates critical bandwidth, CB^ to noise power density, N q, and 

signal power, Pg, at threshold :

Ps -  K{CB  X No) (3.1)
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Thus,

CB  =  Ps/{K X No) . (3.2)

Figure 3.5 illustrates the noise, filter and signal power spectra. The total noise power 

passing through the rectangular filter is Ci? x Âo- Thus, the power of the signal at threshold 

depends on the signal-to-noise ratio, K, multiplied by the noise power, C B  x N q. In order 

to determine the value of CB, Fletcher made one final assumption—he assumed the value 

of K to be 1. Thus the value of C B  was easily estimated as Ps/N q. This ratio is now known 

as the critical ratio (CR).

Power

No

Tone
A

CB

White 
✓ Noise

Frequency

Figure 3.5: Power spectra of masking noise, signal and rectangular filter used by Fletcher 

to estimate the critical bandwidth CB

Subsequent studies [166], [177], [134], [114] show that a value of 0.4 for is a better 

estimate, and also that K  varies with centre frequency. Furthermore, none of Fletcher’s 

assumptions for the power spectrum model are completely true. It is now known that 

the auditory filters are non-linear [111], although the frequency selectively of the ear can 

adequately be modelled using filters that are piece-wise linear. Signal detection may also 

be influenced by noise occurring outside the passband of an auditory filter centred on the 

signal frequency [68]. Also, information from several auditory filters may be combined to 

assist in signal detection [174], [25]. The auditory filter may not always be centred on the 

signal frequency—if the signal stimulates a large frequency region a higher signal-to-noise 

ratio may exist in a frequency region offset from that of the signal. This is known as off- 

frequency listening. Finally, the temporal fluctuations inherent to noise maskers (especially 

for narrow-band noise) can influence the masking they produce—subjects can ‘listen to the 

dips’ in the temporal masker to aid signal detection [109].

Despite these deviations, the power spectrum model has proved very useful in deter-
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mining the shape of the auditory filter. This is all the more true if the experiment is 

deliberately designed so as not to strongly violate the assumptions of this model. The next 

section describes such an experiment.

3.2.2 The Notched-Noise M ethod

In order to limit the effect of off-frequency listening on the estimation of the auditory filter 

shape, Patterson [130] proposed a masking experiment known as the notched-noise method. 

This method utilises a noise masker with a spectral notch centred on the signal frequency. 

This effectively removes the advantage of off-frequency listening and the auditory filter 

with the highest signal to noise ratio can be assumed to be centred on the signal frequency. 

Furthermore, there is little advantage in combining the outputs of several auditory filters 

distributed over a range of frequencies [130], [134].

The notched-noise method is useful because it distinguishes between the frequency se

lectivity and detection efficiency of the auditory system [138], thus correcting a flaw in 

Fletcher’s original experiment. Figure 3.6 illustrates the experiment. The signal frequency 

is represented on the graph as the vertical line at frequency / .  The two rectangular areas 

on either side represent the noise. The auditory filter is represented by a triangular shape. 

The notch is placed symmetrically around the signal; each edge is separated by A /  from the 

signal centre frequency. Noise passing through the auditory filter is shown as two shaded 

areas; the total noise power passing through the auditory filter is proportional to this area. 

As the spectral notch widens, less noise passes through the auditory filter, causing a reduc

tion in the signal threshold. This experiment assumes that the shape of the auditory filter 

is symmetric on a linear frequency scale. This is a reasonable assumption at least for the 

peak of the filter shape and for moderate sound levels [108] (asymmetric filter shapes are 

discussed further in Section 3.2.4).

According to the power-spectrum model of masking, the power Pg of the signal at 

threshold may be estimated as :

where No is the power spectral density of the noise in its passbands, K  is the signal-to-noise 

ratio at threshold, /c is the centre frequency of the signal. A /  is the frequency deviation 

and W{ f )  is the auditory filter shape to be derived. This equation gives a relationship 

between the integral of the auditory filter shape, W{ f ) ,  and signal power at threshold, Ps, 

for a notch width of 2A /. Therefore, the shape of the auditory filter at /  + A /  can be 

calculated from the differentiation of the function relating the signal threshold to the notch

r f c - A f f o o

Ps = KNo W{ f ) d f + KNo W{ f ) d f  ,
Jo J f c + A f

(3.3)
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width, 2A /  [107] (see Section 3.2.4, Equation 3.9).

In this particular case, where a symmetric auditory filter is considered, the value of each 

half of the integrand in Equation 3.3 is equal.

TonePower

A f A f Frequency

Band reject noise

Figure 3.6: Illustration of Patterson’s notched-noise experiment. The vertical line at centre 

frequency /  is tlie signal. The notch is placed symmetrically around the signal; the upper 

and lower noise edges are separated from the signal by frequency deviation A f .  The trian

gular region represents the auditory filter shape and the shaded areas represent the noise 

passing through this filter.

In order not to violate the assumptions of the power spectrum model of masking, the 

type of masker used must be carefully considered. There are several reasons for using the 

notched-noise masker described above. As previously stated, placing the notch around the 

signal frequency is an effective way of reducing off-frequency listening. It is reasonable to 

ask, however, whether two sinusoidal maskers placed symmetrically around the signal would 

have served just as well. This is not the case, unfortunately, since in general, sinusoidal 

maskers interact with the signal to produce beats [194], [108], [109]; such beats are much 

less obvious for noise maskers. Beats form an additional cue to the presence of the signal. 

If the (sinusoidal) masker and signal frequencies are close, such beats are perceived as a 

periodic fluctuation in loudness. As the separation between masker and signal increases, 

the beat rate increases, causing a sensation of roughness or dissonance [154]. Therefore, 

these beats provide the listener with a cue to masker-signal separation, and therefore to 

masker frequency in the power spectrum model, for which the signal frequency is fixed. As 

such, the presence of beats violates the assumption of the power spectrum model that the 

threshold corresponds to a constant signal-to-masker ratio at the output of the auditory
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filter [106], [14],

In addition to choosing noise maskers over sinusoidal ma^skers, broadband noise is pre

ferred to narrowband noise. This is because narrowband noise has relatively slow temporal 

fluctuations compared to broadband noise. Such slow temporal fluctuations can interact 

with the sinusoidal signal in much the same was as described above for sinusoidal maskers, 

resulting in audible cues. Therefore, for the reasons outlined above, maskers consisting of 

broadband noise with a spectral notch centred at the signal frequency are used to best 

satisfy the assumptions of the power spectrum model.
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Figure 3.7: Illustration of a typical auditory filter shape derived using Patterson’s notched- 

noise method. The centre frequency of the filter is 1 kHz [108].

Figure 3.7 graphs a typical auditory filter shape derived using the notched-noise method. 

The filter is symmetric and has a rounded top and steep skirts. The roex family of filter 

shapes, to be discussed in Section 3.2.4, are often employed to characterise auditory fil

ter shape using a small number of free parameters. The equivalent rectangular bandwidth 

(ERB) [107] is a useful summary measure of auditory filter shape. Put simply, the equiv

alent rectangular bandwidth is a measure of the bandwidth of an idealised bandpass filter 

with equal peak level and passing equal total power to the auditory filter.

Figure 3.8 presents an estimation of ERB by several researchers, using Patterson’s 

method. There is a good deal of agreement between the different sets of results. The 

solid line plots the following fimction relating ERB to centre frequency, / ,  (in kHz) :



3.2. SPECTRAL MASKING 52

E R B  =  24.7(4.37/ +  1) (3.4)

This equation can be seen to fit the ERB data well. For comparison, an estimation of 

Zwicker’s ‘classical’ critical bandwidth [195] is also plotted. The critical bandwidth can be 

seen to flatten off for frequencies below 500 Hz, unlike the ERB, which continues to decrease 

below this frequency. ERB is currently thought to be a more accurate measure of auditory 

filter bandwidth that the traditional value of critical bandwidth. This is because the effec

tiveness of the detector system following the auditory filter varies with centre frequency; 

therefore indirect measurements of the critical ratio may be in error, leading to an incorrect 

measure of critical bandwidth [110], [108].
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Figure 3.8: A summary of ERB measurements made by several researchers—the solid curve 

plots a fit to this data [108]. The dashed line plots Zwicker’s [193] earlier measurements of 

the critical bandwidth, which is seen to flatten for frequencies below 500 Hz.

The power spectrum model of masking, outlined above, is the most widely used method 

of determining the shape of the auditory filter. Modifications to this procedure allowing 

for non-symmetric filter shape, level dependent filter skirts, off-frequency listening and the 

transmission characteristics of the outer ear, middle ear and transducers are summarised 

in Section 3.2.4. For completeness, we also mention two other methods of determining the 

auditory filter shape: the rippled-noise method [107] and the measurement of psychophysical 

tuning curves (PTCs) [194]. Briefly, the rippled-noise method measures signal threshold
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in the presence of comb-filtered noise. The filter shape can be calculated using the method 

described above for the notched-noise method or by expressing the filter shape in terms of a 

Fourier series. The filter shapes derived are quite similar to those derived using the notched 

method, but have a slightly broader top. The method is however unsuited to measuring the 

auditory filter shape over a wide dynamic range [107]. The measurement of psychophysical 

tuning curves measures the masker level (usually a narrow band noise) necessary to just 

mask a sinusoidal signal of fixed frequency and level. The signal level is typically very low 

(say 10 dB SPL); the method depends on the assumption that only one auditory filter is 

involved in its detection. The method also assumes that at threshold, the masking noise 

produces a constant output from the auditory filter—enough to just mask the signal. Each 

PTC is a plot of this masking threshold versus frequency. Since the method also assumes 

tha t the auditory filter is linear, inverting the PTC yields an estimation of the filter shape. 

Unfortunately, there is strong evidence to show tha t off-frequency listening can result in 

an overestimation of the masking threshold [107], since the masking noise is not centred 

around the signal. Furthermore, the assumption that the auditory filter is linear leads 

to an underestimation and overestirnation of the lower and upper auditory filter skirts, 

respectively. Therefore, in general, the riotched-noise method is generally thought to be the 

most effective method of determining the auditory filter shape.

3.2.3 Critical-Band Rate Scale and Equivalent Rectangular Bandwidth  

Scale

Because auditory filter bandwidth increases with frequency it is sometimes preferable to plot 

psychoacoustic data on a logarithmic rather than linear frequency scale, the logarithmic 

scale being more perceptually relevant. A further improvement on the logarithmic scale 

is the critical-band rate scale which relates critical bandwidth to frequency. The scale is 

constructed by adding one critical-band to the next, letting the upper frequency limit of one 

critical-band equal the lower frequency limit of the next critical band. In such a manner, the 

intersections of adjacent critical bands denotes a point on the critical-band rate scale. The 

unit of the scale is the Bark, named after Heinrich Barkausen [69]. Table 3.1 demonstrates 

the construction of the scale. It takes 24 Barks to cover the frequency range 0 to 16 kHz. 

The relationship between Barks, z and frequency in kHz, / ,  can be approximated by the 

following equation [107] :

2 =  [26.8/(1 + 1 .9 6 //) ] -0 .5 3  . (3.5)

The critical-band rate scale is derived from the value of critical bandwidth. The cor-
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2: f l J u f c z z f l ) f u f c 2 A / g

Bark Hz Hz Bark Hz Bark Hz Hz Bark Hz

0 0 12 1720

50 0.5 100 1850 12.5 280

1 100 13 2000

150 1.5 100 2150 13.5 320

2 200 14 2320

250 2.5 100 2500 14.5 380

3 300 15 2700

350 3.5 100 2900 15.5 450

4 400 16 3150

450 4.5 110 3400 16.5 550

5 510 17 3700

570 5.5 120 4000 17.5 700

6 630 18 4400

700 6.5 140 4800 18.5 900

7 770 19 5300

840 7.5 150 5800 19.5 1100

8 920 20 6400

1000 8.5 160 7000 20.5 1300

9 1080 21 7700

1170 9.5 190 8500 21.5 1800

10 1270 22 9500

1370 10.5 210 10500 22.5 2500

11 1480 23 12000

1600 11.5 240 13500 23.5 3500

12 1720

1850 12.5 280

24 15500

Table 3.1: Construction of the critical-band rate scale with z indicating the critical-band  

rate, fc being centre frequency, and /;, /„  and A f c  being the lower frequency, upper 

frequency and bandwidth of each critical band. Data taken from [194].
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responding rate for the value of ERB is the ERB rate E. A formula relating number of 

ERB’s, E  to frequency /  in kHz, derived from Equation 3.4 is

E  = 21.41ogio(4.37/ +  1) . (3.6)

The ERB scale is often used as a frequency scale for plotting the output of the en

tire auditory filterbank to a given stimulus. Such representations are know?n as excitation 

patterns and are discussed in Section 3.2.5. It is easy to confuse equivalent rectangular 

bandwidth, ERB, at a given frequency, / ,  with the number of ERBs, E, corresponding 

to that frequency. The equivalent rectangular bandwidth refers to the bandwidth of the 

auditory filter at frequency, / ,  whereas the number of ERBs relates frequency, / ,  to its 

corresponding position on the ERB scale.

3.2 .4  A ud itory  F ilter Shape

This section presents a brief historical review of early research into determination of auditory 

filter shape. This is included to highlight several different models of auditory spectral 

resolution and to bring to the attention of readers not familiar with psychoacoustics several 

issues relevant to auditory filter shaj)e including off-frequency listening, filter asymmetry 

and filter level dependency. Four current important filter shapes are then discussed : the 

rounded exponential or roex family, the gammatone filter (GTF), the gammachirp filter 

(GCF) and the all-pole gammatone filter (APGF).

Critical Bandw idth and the R ectangular F ilter

As described in Section 3.2.1, Fletcher’s early work on critical bandwidth and masking led 

to an important theory which persists to this day, known as the power-spectrum model of 

masking. Fletcher proposed that the ear be modelled as a bank of continuously overlapping 

bandpass filters with bandwidth equal to the critical bandwidth^. In order to estimate 

the auditory filter bandwidth using this model (Equation 3.2), Fletcher assumed a simple 

rectangular filter shape^. Fletcher argued that, at threshold, the signal power and noise 

power passing through such a filter were equal; from this he deduced that the signal-to- 

noise ratio Ps/No gave a measure of the critical bandwidth. He concluded that the width
^The idea of using a filterbank to model auditory frequency selectivity was actually suggested as early as 

1863 by Helmholtz [71]
^Fletcher was, of course, well aware that the ‘true’ auditory filter shape was highly unlikely to be rectan

gular, however this shape was a convenient one; at the tim e Fletcher was more interested in basilar membrane 

excitation and was not overly concerned with determining the exact auditory filter shape.
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of the auditory filter (critical bandwidth) increased in proportion to increasing frequency. 

Overall, Fletcher found the above model very useful for accurately predicting the threshold 

of sinusoidal signals masked by noise. Similar experiments to Fletcher’s were conducted by 

a number of researchers at the time [65], [70] and are in good agreement with his results.

The U niversal Resonance and Gaussian Filter

In order to investigate a more plausible filter shape than the rectangular filter, Schafer et 

al. [165] predicted threshold curves using both the rectangular filter shape and the universal- 

resonance filter shape and compared these to threshold data from a masking experiment. 

One of the limitations of the rectangular filter is that is has unity gain within its passband 

and complete attenuation outside its passband. Therefore, threshold curves predicted using 

this model of auditory filtering show discontinuities. As the noise bandwidth inside the 

passband of a rectangular filter increases, predicted threshold increases linearly. Once, the 

noise bandwidth exceeds the filter bandwidth, however, the threshold remains constant. 

There is therefore a discontinuity at the point where the noise bandwidth equals the filter 

bandwidth. Threshold curves predicted using the universal resonance filter, however, do 

not suffer from this discontinuity. Such a breakpoint was not present in the experimental 

data of Schafer et al.; it was therefore concluded that the universal resonance filter was a 

more realistic filter shape than the rectangular shape.

Webster et al. [184] also comjiared the rectangular and universal resonance filter shapes. 

They measured sinusoidal signal threshold in the range 400 to 1400 Hz in the presence of 

bandstop filtered white noise, with the bandstop edges at 600 and 1200 Hz. They found the 

universal resonance filter shape to be superior to the rectangular shape in predicting the 

results of this masking experiment. In order to obtain a more accurate estimation of the 

critical bandwidth, Swets et al. [175] assumed one of three shapes for the auditory filter : 

universal resonance, rectangular and Gaussian. They measured the threshold of a 1000 Hz 

tone in the presence of a broadband noise masker of variable width centred on the tone. 

The noise was generated by passing white noise through a universal resonance filter with 

a 1000 Hz centre frequency and 3 dB bandwidth which varied from 12 to 90 Hz. Critical 

bandwidth estimations were 91, 41 and 95 Hz for the rectangular, Gaussian, and universal 

resonance filter shapes respectively. They concluded that the estimated value of critical 

bandwidth depended strongly on the assumption of a particular auditory shape.
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The Sym m etric Filter

In 1974, Patterson [129] proposed a method of determining not only auditory filter band

width, but auditory filter shape. Unlike earlier researchers, no initial assumptions were 

made about this shape. The experiment Patterson used measured the threshold of a si

nusoid of constant frequency in the presence of lowpass noise^. The cutoff of the noise 

was increased from far below the signal frequency to just above it. Figure 3.9 presents the 

long-term power spectrum of signal and noise and also the hypothetical filter shape. The 

shaded area represents the noise power passed by the auditory filter.

NOISE

Ku
%
2

/  \

/
TONE

Auditory Filter

FREQUENCY

Figure 3.9; Representation of masker, tone and hypothetical auditory filter shape in Pat

terson’s masking experiment [129] to determine auditory filter shape.

Following the power-spectrum model of masking, Patterson assumed that the sinusoid 

reached threshold once the signal power and noise power passed by the auditory filter 

reached some constant proportion K  :

roo
Ps = K  N{ f ) W{ f ) d f  , (3.7)

Jo
where Pg is the signal power, N{f )  is the noise power-spectrum and W{ f ) ^  is the auditory 

filter power-spectrum. As stated earlier, the cutoff of the lowpass noise was very sharp.

‘'As special efforts were made to ensure the noise cutoff was very sharp, the actual noise used in the 

experim ent was bandpass. However, the lower edge of the noise was remote enough from the signal (and the 

auditory filter) to ensure that the masking threshold weis not influenced.
^Originally, Patterson uses the notation instead of W { f )  to describe the am plitude squared of

the auditory filter transfer function. Subsequently, following others, the term W ( f )  is here used to describe 

the auditory filter in terms of a weighting function acting on the energy or power spectrum  of the stimulus. 

For clarity therefore, we use W{ f )  throughout.



3.2. S P E C T R A L  MASKING 58

Therefore Eq. 3.7 reduces to :

Ps =  K N o
rfc 
/ W { f ) d f ,  
Jo

(3.8)

fc being the the cutoff frequency. Patterson pointed out th a t the lower half of the auditory 

filter shape, W{ f ) ,  could be calculated by simply differentiating Eq. 3.8 :

In order to determine the upper half of the auditory filter, the experim ent was repeated 

exactly as described above, but with a highpass noise masker. Patterson found th a t, unex

pectedly, the resulting auditory filter shape was sym m etric on a linear frequency scale—he

where A /  is the frequency deviation from filter centre frequency and a  is a frequency 

dependent param eter which controls the bandwidth of the filter.

Further research into auditory liltcr shape includes the work of Margolis and Small [102] 

who performed a similar experiment to Patterson, m easuring the detectability  of a tone of 

constant power and frequency as a function of the cutoff of digitally generated noise. Their 

results agree closely with those of Patterson, although they are slightly less symmetric. Also, 

Houtgast [75], [76] estimated the shape of the auditory filter by m easuring the threshold of 

a tone of fixed frequency and level in the presence of a continuous, rippled (comb filtered) 

noise masker^. Houtgast varied the delay time and polarity  of the comb filtered noise 

and measured the noise level at which the tone was ju st audible. By representing the 

auditory filter shape as a Fourier series, and using a masker w ith a cosinusoidal or sinusoidal 

spectrum , Houtgast was able to derive the auditory filter shape from the masking data.

OfF-Frequency Listening and Filter A sym m etry

The filter shapes determined by Patterson and by Margolis and Small show a relatively flat 

section about the centre frequency and quite steep skirts. However, one of their assum ptions
®In [98], Lyon points out that this is also the expression for the response of an order 2 gamm atone filter, 

which is discussed shortly.
^Rippled noise is generated by adding delayed copy of a w hite noise signal to itself. W hen the delayed  

noise has the same polarity as the original, the rippled noise spectrum  is cosinusoidal, having first peak at 

0 Hz subsequent peaks every 1 /T  Hz, where T is the delay. This is som etim es referred to as cosine-/-. In a 

dual manner, when the delayed noise has the opposite polarity as the original, the rippled noise spectrum  is 

sinusoidal, having a dip at 0 Hz and first peak at 1 /2T  Hz. This is som etim es referred to as cosine-.

W{ f ) d f (3.9)

referred to the shape as the symmetric filter. This shape has a simple expression® :

1
(3.10)

[ ( A / / a / o ) 2  +  1]2 ’
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is that the auditory filter remains centred on the signal throughout the experiment. In 

other words, off-frequency listening is ruled out. However, for the particular combination of 

lowpass noise masker and signal shown in Figure 3.9, and because the peaks of their derived 

filter shapes are relatively flat, a significant increase in signal-to-noise ratio can be achieved 

by centering the filter somewhat to the upper frequency side of the tone. This meant that 

the bandwidths of the filter shapes they derived were too small.

AUDITORY FILTER

SHIFTtO AUOTORY 
FU EB

TONE

SHFTED AUOTPORY 
FHJER

AUDITORY FITER

Figure 3.10: Tone plus notched-noise masker, (a) Tone plus lowpass noise (b) Use of off- 

frequency listening to improve the signal to noise ratio (c) Upper noise band used to limit 

off-frequency listening [130].

In order to limit the extent of off-frequency listening, Patterson [130] suggested the use 

of a notched-noise masker and assumed that the filter shape was symmetrical. The masker
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and signal power spectrum are portrayed in Figure 3.10 (c); the signal tone is centred at /o 

and placed inside the notch. The cutoffs of the lowpass and highpass sections of the noise are 

placed equidistant from the tone. Figure 3.10 (a) and (b) illustrate off-frequency listening; 

it is clear that utilising a filter placed above the tone results in an improvement in signal-to- 

masker ratio. However, as Figure 3.10 (c) demonstrates, this improvement is effectively lost 

if a notched-noise masker is used and the filter is reasonably symmetric. The advantage of 

this approach is that filter position is restricted to a narrow region about the tone frequency; 

hence the assumption that off-frequency listening does not occur is a reasonable one—the 

filter can be assumed fixed. Patterson noted that this method yielded filters with similar 

skirt slopes to those of [129] and [102]. However, the bandwidths were wider and compared 

well with those of Houtgast. Weber [183] also used the notched-noise masker/symmetric 

filter model to investigate the influence of masker level on filter bandwidth and noted an 

increase in filter bandwidth with level. Patterson and Henning [132] reversed the roles of 

tone and noise—they measured the threshold of a narrowband noise signal centred between 

two tone maskers. The resulting filter shape is very close to that yielded by the notched- 

noise masker of [130].

The assumption that the filter shape is symmetrical is in reality only valid at moderate 

stimulus levels. For increasingly higher levels, the slope of the lower skirt decreases, resulting 

in the well known upward spread of masking. If the auditory filter is asymmetric, then off- 

frequency listening is likely to occur, even for notched-noise maskers placed symmetrically 

about the signal. Thus, there is an important interaction between filter asymmetry and off- 

frequency listening—neither effect can be studied in isolation. To investigate the degree of 

auditory filter asymmetry, Patterson and Nimmo-Smith [136] proposed a new notched-noise 

masker experiment similar to his earlier model discussed above [130]. The experiment was 

designed to promote off-frequency listening; the notched-noise was not placed symmetrically 

about the signal tone; either the lower or upper noise band edge was closer to the signal. 

The signal frequency was fixed at 2 kHz. The effect of the asymmetrical masker in each 

case was to force the auditory filter to move away from the signal tone towards the centre 

of the notch. The filter was assumed to shift to a centre frequency maximising the signal- 

to-noise ratio at its output; this was referred to as the “m ax(S/N)” assumption. This shift 

towards the centre was larger for the former case (signal near lower noise band), because 

the lower skirt of the auditory filter was shallower than the upper skirt. For the duration 

of the experiment, the noise bandwidth and level were fixed and only the location of the 

noise bands was shifted. In a similar manner to previously, Patterson and Nimmo-Smith 

measured the threshold of tone audibility as the noise bands were shifted. To provide a best
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fit to the data, they present strong arguments in favour of using a filter shape produced 

by the product of two back-to-back decaying exponentials and a cubic polynomial. The 

exponentials are responsible for the overall decay of the filter shape, whereas the cubic 

polynomial produces a more rounded filter top and also provides the shallower filter tails 

by temporarily counteracting the exponential decay. The filter shape may be expressed as

W{ f )  =  [1 +  +  a2{X gf  +  a3{Xgf]e-^^ . (3.11)

The filter parameters 0 2 , 0 3  and A are different for the lower and upper halves of the filter 

shape. Parameter g is normalised frequency {g =  \ f  — / c | / /o ) i  the exponential factor A 

controls the slope of the steep filter skirts. The quadratic term is responsible for rounding 

the top of the filter and the cubic term generates the more shallow filter tails. Patterson and 

Nimmo-Smith examined the effect on filter asymmetry of allowing different combinations 

of filter parameters to vary. They concluded that the best and most convenient fit was 

achieved by simply allowing the parameter A to be higher for the upper half of the filter 

shape. The filter is thus X-asymmetric and the upper half can be considered a compressed 

version of the lower half of the filter shape. Patterson and N im m o-Sm ith’s main conclusions 

were that by allowing for off-frequency listening, a much better fit to the masking data was 

achieved. The rounded-exponential shape was also a convenient filter shape analytically  

as it was easy to calculate its integral. The experiment yielded filter shapes having a flat 

top, steep skirts (typically 100 dB/octave) and more shallow tails (30-50 dB/octave) located  

about 30 dB below the filter top. The 3-dB bandwidth of the filter was approximately equal 

to 11% of the centre frequency. Figure 3.11 compares the asymmetric rounded-exponential 

filter shape (bold solid curves) with a rounded-exponential filter shape (faint solid curves) 

derived for the case of symmetric masker and fixed, symmetric filter. The filter shapes are 

plotted on both linear and logarithmic ordinates. The lower skirt and tail of the asymmetric 

filter can be seen to have shallower slopes than those of the fixed, symmetric filter shape. 

In addition, the figure plots average, symmetric filter shapes at 2 kHz derived in [130] for 

the fixed filter, notched-noise experiment (bold dashed curves) and the average, symmetric 

filter shapes derived in [129] for the fixed filter, lowpass noise experim ent (faint dashed 

curves). For the former, the filter bandwidth is slightly less than that of the A-asymmetric 

filter shape, indicating that the fixed filter assumption is reasonable for symmetric, notched- 

noise maskers if the auditory filter can be assumed symmetric. For the latter, however, the 

filter is notably narrower than all others. The fixed filter assum ption in this case is invalid 

and leads to an underestimation of filter bandwidth. Overall the authors conclude that the 

A-asymmetric filter shape provides the best fit to the asymmetric notched noise data.
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Figure 3.11: The bold and faint solid curves plot the the A-asymmetric and symmetric 

rounded-exponential filters, respectively [135]. Also shown are the average, fixed symmetric 

filters from [130] (bold dashed curves) and [129] (faint dashed curves). The filters are plotted 

on both linear and logarithmic ordinates.
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An examination of the evolution of auditory filter shape from Fletcher’s original rect

angular filter and critical bandwidth measure, proposed in 1940, to Patterson and Nimmo- 

Smith’s A-asymmetric filter shape, proposed in 1980, shows a clear pattern of development. 

Over this period, the assumptions of filter symmetry and lack of off-frequency listening 

are dropped as the experiments to determine filter shape become more sophisticated. This 

leads to the development of increasingly realistic and accurate filter models. Since then, 

with the advent of digital signal processing, mobile communications and perceptually based 

audio compression, there there has been a significant increase in the amount of research into 

auditory modelling and perception, and a corresponding increase in the number of auditory 

filter models. It is therefore convenient to present in isolation several current, well known 

filterbank models which are relevant to this work, namely the rounded exponential or roex 

family of filter shapes, the gammatone (GTF) filter, the gammachirp filter (GCF) and the 

all'pole gammatone filter (APGF).

The R oex Fam ily o f Filter Shapes

In [138], Patterson, Nimmo-Smith, Weber and Milroy suggest a family of filter expressions 

approximating the auditory filter shape using a small number of parameters. Each has 

the form of a decaying exponential with a rounded top; the family of expressions is there

fore referred to as the roex family. The simplest member, the roex(p) shape, is a minor 

modification of the rounded-exponential filter of [136] and is expressed as :

roex{p) = {I + pg) exp{-pg)  , (3.12)

where g is normalised frequency (g =  | /  — /c|//o)> and p controls both the filter bandwidth 

and filter skirt slope. The ERB of this filter is 4 /c/p  for the case of a symmetric filter. For 

asymmetric filters, p has values pi and on the lower and upper frequency sides of the 

filter, controlling the slopes of the lower and upper filter skirts respectively. The ERB is 

[2fc/pi + 2fc/pu] for such filters. The indefinite integral of the roex(p) filter can easily be 

derived, hence the filter form is convenient for predicting masking thresholds.

The roex(p,w,t) shape may be expressed as follows :

roex{p,w,t) = {I -  w){l + pg)exp{-pg) + w{l + tg) exp{~tg) . (3.13)

This shape is useful in masking experiments covering a wide range of levels, where auditory 

filter shape with shallow tails are needed to account for masking data. The filter shape is 

the sum of two rounded exponentials, the second term w{l+tg) exp{—tg) gives the shallower
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filter tail; w determines the relative weight of the filter tail and t determines its slope. For 

asymmetric filter shapes, the parameters p and w may vary for the upper and lower halves 

of the filter shape.

As a convenient approximation to the roex{p, w, t) shape, Patterson et al. [138] introduce 

the roex{p,r) shape, which may be expressed as :

roex{p, r) =  (1 — r)( l +  pg) exp{—pg) +  r . (3.14)

The term r introduces a flat tail or dynamic range limit, and is intended to approximate 

the very shallow tail of the auditory filter outside its passband. It is noted by Patterson 

that the parameters of the roex{p,r) shape are more stable than those of the roex{p,w,t)  

shape.

The roex family has been extensively used to model auditory filtering. Moore and Glas- 

berg [111] use the roex model to characterise auditory filter level dependency and present 

a convenient method for calculating the level dependent excitation patterns of arbitrary 

signals. This work is subsequently refined by Glasberg and Moore in [63] and results in 

a better fit to masking data for very low and high frequencies and for hearing-impaired 

subjects. Rosen and Stuart [163] use the roex shape to address the question as to whether 

signal or masker level should be kept constant in notched-noise experiments investigating 

auditory filter level dependency. In contrast to Glasberg and Moore [63], they present con

vincing arguments in favour of keeping the signal tone constant and varying the masker 

level instead. More, recently, the roex filter has been used by Fagelson and Champlin [52] 

to investigate non-linearities in auditory filtering for neighbouring centre frequencies and 

by Rosen, Baker and Darling [164] to derive level-dependent auditory filter shapes using a 

variable level, notched-noise masker.

T h e G am m aton e F ilter

The gammatone filter (GTF) was originally introduced as early as 1960 by Flanagan [56] to 

model the basilar membrane. It was also used by Johannesma [83], de Boer [41], [42] and 

Carney and Yin [26] to characterise “revcor” measurements of auditory nerve fibre impulse 

responses. An excellent discussion of the history of the gammatone filter is presented by 

Lyon [98] and by Cooke [35].

The gammatone filter may be expressed as :

g{t) =  at^  ̂exp{—2'irbt)cos{2'irf(.t + (p) t > 0 (3.15)
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The equation is the product of a “gamma” envelope and a cosine “tone” ; frequency, /c, sets 

the filter centre frequency with the phase term, <p, being usually set to zero for convenience. 

The parameter b controls the bandwidth of the filter as it sets impulse response length, and 

n is the filter order—it determines the slope of the filter skirts. The equivalent rectangular 

bandwidth (ERB) of the gammatone filter is 0.9826. In [69], Hartmann summarises the 

advantages of this filter ;

• Unlike the roex filter shape, which only describes the energy spectral density of the 

auditory filter shape, the gammatone filter is expressed in the form of a causal impulse 

response. The filter is therefore realizable, and is actually minimum phase [137]. 

Furthermore, a highly efficient IIR representation of the filter has been derived by 

Slaney [173].

• Gammatone filters of order 4 have an amplitude response which matches very well 

with that of the symmetric roex(p) filter shape of equal ERB.

• The gammatone filter impulse response corresponds well to “revcor” measurements 

of auditory nerve fibre impulse responses [83], [41], [42], [26]. It therefore provides a 

link between physiological and psychoacoustic data [143].

The gammatone filterbank is an array of gammatone filters designed to simulate the 

spectral processing of the auditory system. Gammatone filterbanks have been extensively 

used in auditory modelling by many researchers including Patterson [137], [133], [167] in the 

‘Auditory Image Model’, Meddis and Hewitt [103] for perceptual modelling and Cooke [35] 

for auditory scene analysis.

The G am m achirp F ilter

The gammachirp filter was introduced recently by Irino [78] as an alternative to the gam

matone filter. The filter is derived as the function satisfying minimum uncertainty in joint 

time-scale representations [32]. A scaled signal is simply a stretched or compressed version 

of an original signal. When the speed of a signal is varied, for example, using a variable 

speed dictaphone, the pitch of the sound source changes but the perceived source does 

not [78]. For example, after a scale change, a voice is generally still recognisable as a voice, 

a violin as violin and so on. In a mathematically analogous manner, the scale transform, 

5(p), of a signal s{t) is invariant to scale changes (such as a compression in time by factor 

a below), apart from a change of magnitude :

If s{t) S{p), then s{at) a ^S{p) (3.16)
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Irino postulates that the role of the cochlea is to produce a time-frequency representation 

of sound suitable for subsequent processing by a scale transform. Scale transforms are useful 

as the scale transform of a signal can be viewed as representing the pitch and timbre of the 

signal [78], with the pitch corresponding to the magnitude, a~P and the timbre corresponding 

to the invariant distribution S{p). He argues that the filtering occurring in the cochlea be 

considered optimal for this scale representation and derives the gammachirp function to 

satisfy this optimality criterion.

The gammachirp response consists of the product of a gamma envelope and a chirp and 

may be expressed as :

gc{t)=at'^~^exTp{-2nbt)cos{27rfct + c l n t  + (j)) t > 0  (3-17)

The expression is almost identical to the expression for the gammatone filter, except for the 

inclusion of the log-time phase term, c ln i. This term controls filter asymmetry. In [78], 

Irino finds that the gammachirp provides an excellent fit to notched-noise masking exper

iments and has the advantage that its impulse response is defined, unlike the roex family 

of filter shapes. An efficient IIR implementation of the gammachirp filter is also developed 

by Irino [79], com{)Osed of an IIR gammatone filterbank followed by an IIR asymmetric 

compensation filterbank. The time-varying asymmetric filterbank is controlled by the over

all filterbank output; this models auditory filter level dependency. Since the inverse IIR 

gammachirp filterbank is stable, the filterbank and its inverse can be configured as an 

analysis/synthesis system.

T he A ll-Pole G am m atone Filter

The all-pole gammatone filter (GTF) was originally introduced by Slaney [173] as an efficient 

approximation of the gammatone filter. The Laplace transform of the gammatone filter may 

be expressed as follows [99], [96] where u  replaces 27t/c :

ê 't’ls + b + iur]^ + + b ~ iur]^

Unfortunately, the roots of the numerator (zeros) fall on the real axis in the s plane; their 

location depends on the parameters of the filter in a complicated way which makes modelling 

of level dependent gain using the filter difficult. The properties of the poles, however are 

much easier to compute as the denominator simply consists of a complex conjugate set of 

order-A^ poles. Lyon therefore proposes the all-pole gammatone filter, not simply as an 

approximation of the gammatone filter, but as a useful filter in its own right. The all-pole
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gammatone filter (APGF) is arrived at by removing the zeros of the gam m atone filter. Its 

Laplace transform  is :

[(s +  6)2 +

The G TF am plitude spectrum  is (almost) symm etric on a linear frequency scale. In contrast, 

the am plitude spectrum of the APGF is flat for low frequencies. The A PG F does not have 

the gam m atone’s simple time-domain description, bu t properties such as gain, delay and 

bandw idth can be analytically determined for the A PG F since it is simply the N th power 

of a simple pole-pair filter [99]. The differentiated all pole gammatone filter (DAPGF) has 

the same poles as the G TF and APGF, but has a single zero a t D.C. :

H d =  77------• (3.20)[ ( s  +  6 )2  +   ̂ '

The properties of the DAPGF thus lie somewhere between those of the G T F and APGF. 

In [98] [100], Lyon also demonstrates how an all-pole filter cascade (APFC) can be used as 

an efficient auditory filterbank.

3.2.5 Excitation Patterns

In the previous section, the shape of the auditory filter was discussed in some depth. The 

response of an auditory filter centred at frequency, /c, or ERB rate, E , to a particular stim 

ulus models the ear’s response to that stimulus a t a  single value of frequency or ERB rate. 

The ear’s overall response to a given stimulus can therefore be modelled as the ou tpu t of a 

continuous bank of auditory filters. The plot of th is filterbank ou tpu t w ith respect to ERB 

rate, frequency or place^ is known as an excitation pattern, and is an indication of the inter

nal auditory representation of this stimulus. This internal representation is im portant as it 

illustrates the degree to which a sound’s spectral components are resolved by the ear. Fur

thermore, excitation patterns can be used to predict spectral masking; masked audiograms 

or masking patterns^ and excitation patterns are closely related [194], [108], [105].

In [110] and [111], Moore and Glasberg present a simple m ethod for calculating exci

tation patterns of signals composed of sinusoidal components; software implem enting this 

code is freely available [8]. The excitation pa tte rn  of each component is calculated and 

these are then summed to give the signal’s overall excitation pattern . This m ethod is ex

plained in more detail in Chapter 4, Section 4.2.2. As an example, Figure 3.12 (a) plots

®Place theory m aps characteristic frequency to d istan ce a long  th e  len gth  o f th e  basilar m em brane.
m asked audiogram  or m asking pattern is a graph o f th e  am oun t o f  m ask ing in dB s produced by a 

m asker, w ith  respect to frequency.
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Figure 3.12: (a) The individual excitation patterns of first 10 harmonics of a 300 Hz fun

damental. (b) The total excitation pattern.



3.3. TE M P O R A L M ASKING 69

the individual excitation patterns of the first 10 harm onics of a 300 Hz fundam ental, each 

at 40 dB SPL. Figure 3.12 (b) plots the overall excitation pattern . The excitation pattern  

is composed of ripples, the peaks of which represent each harmonic. The peak-to-valley 

ratio decreases with increasing frequency. It thus becomes progressively more difficult for 

the ear to resolve harmonics as the harmonic num ber increases. In fact, the ear can rarely 

resolve more than the first 5-7 harmonics of any given musical note [154]; excitation p a t

terns predict this behaviour very accurately. Note th a t the excitation pattern  of a single 

tone graphed on a linear frequency axis is not symm etric, bu t shows a more shallow upper 

slope. This is known as the upward spread o f masking and occurs because the auditory filter 

bandwidth increases with frequency. The upward spread of masking is even more apparent 

for level dependent filters at high levels because the low frequency slope of the auditory 

filter becomes increasingly shallow with increasing level.

3.3 Temporal Masking

Simultaneous masking, or spectral masking refers to a situation where signal threshold is 

increased by a masker which occurs at the same tim e as the signal [194], Section 3.2 has 

attem pted to fully explain this j)henomenon by reviewing the concepts of the auditory fil

ter and excitation pattern. Non-simultaneous masking, or temporal masking, which takes 

place when a masker produces masking outside of its duration, is now considered. W hen 

a masker raises the threshold of a signal preceding the masker in time, backward masking 

or pre-masking is said to occur. Similarly, forward masking or post-masking occurs when 

the masker precedes the signal in time. The effect of forward masking is more dom inant 

than  th a t of backward masking. Forward masking can persist for up to 100-200 ms after 

the cessation of the masker [107]. There is still some doubt concerning the extent of back

wards masking. In [107], Moore describes the m ain properties of forward masking. These 

properties are summarised below :

• The closer the signal is to the masker, the greater the effect of forward masking.

• The rate of recovery from forward masking increases as the masker level increases.

• Unlike simultaneous masking, increments in masker level do not produce correspond

ing increases in forward masking. This effect is known as the non-linear growth of 

forward masking and is signal dependent. For low signal levels (below about 35 dB- 

SPL), signal thresholds increase a t a much slower rate  than  masker level. For signal 

levels greater than this value, the masking function steepens, becoming close to unity
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for high signal levels [152].

•  Forward m asking increases w ith  increasing m asker d u ra tio n , a t least up  to  m asker 

du ra tions of 200 ms.

Backward
masking

Forward
maskingPower

Masking
threshold

Time
Noise

Figure 3.13: N on-sim ultaneous m asking.

F igure 3.13 illustra tes the effect of sim ultaneous an d  non-sim ultaneous m asking on the  

th resho ld  of a signal in the presence of a  masker. T he m asker is lim ited  to  th e  tim e in terval 

to  t 2 - However, the  effects of the masker extend ou tside  th is  interval.

3.3.1 Temporal Resolution

A udito ry  temporal resolution  (also known as temporal acuity)  refers to  th e  ex ten t to  which 

th e  ear is able to  accurately perceive a  sound’s tem p o ra l detail^°. T h e  fine structure  of a 

sound refers to  its rap id  tem poral variations; slower tem p o ra l changes in am p litu d e  give a 

so u n d ’s envelope. As an  exam ple, for an  am plitude m o d u la ted  sinusoid, s{t) = A{t)sin{uit) ,  

fine s tru c tu re  would refer to  the periodic oscillations occurring  a t u  rad ian s per second, 

whereas A{t)  would give th e  signal envelope. As explained  by P lack  [150], tem p o ra l resolu

tion  usually  refers to  the ab ility  of the  ear to  follow changes in  a  so u n d ’s envelope only.

3.3.2 Measuring Temporal Resolution

One of the  m ain problem s encountered in experim ents m easuring  tem p o ra l reso lu tion  is 

th a t  it is often difficult to  design experim ents which elim inate  sp ec tra l cues and  which 

test tem pora l resolution alone. If a detection task  involves d iscrim inating  betw een two 

stim uli w ith  different tem poral shape, for exam ple a  single click versus two closely spaced 

clicks, differences in the spec tra  of the stim uli can provide strong  detec tion  cues. T hus, 

‘“These terms should not be confused with temporal integration  or sum m ation, which refer to the ability 

of the ear to combine information over a period of time in order to improve signal detection [107].
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such experiments do not measure tem poral resolution alone [150], [108]. However, by using 

stimuli whose spectra do not change, for example the discrim ination of tim e reversed signals, 

or by masking any spectral differences that do occur, a more accurate m easure of tem poral 

resolution can be arrived at.

Gap D etection  Experim ents

The discrim ination of two stimuli, one of which is in terrupted  by a short gap, is often used 

as a detection task in gap detection studies. An example would be the detection of a gap 

in broadband noise. If a broadband noise source is in terrupted  by a short gap, its spectrum  

is hardly distinguishable from that of an uninterrupted broadband noise. Therefore, no 

spectral cues are present. Using this fact, Plomp [153] found th a t the minimum detectable 

gap in broadband noise was about 2-3 ms and th a t this gap was relatively level independent. 

Many other studies have been conducted to investigate the effect of other stim ulus param e

ters on gap detection, a good summary of which is presented in [107]. The main conclusions 

drawn are tha t changes in noise stimulus level, to tal noise duration and tem poral position 

of the gap do not appreciably influence gap detection thresholds.

For narrowband noise, gaj) detection is often aided by spectral cues caused by the gap, 

known as spectral splatter [69]. This splatter can be masked using appropriate maskers. 

However, special care is needed to ensure tha t the maskers do not also mask the gap itself and 

thus interfere with the detection task [108]! Furtherm ore, random  tem poral fluctuations in 

noise envelopes can often be confused with gaps, an effect which becomes more pronounced 

as the noise bandwidth decreases. Gap detection experim ents such as those which have 

been carried out by Eddins [50], Eddins and Green [49], Shailer and Moore [171], [171] 

and Glasberg and Moore [64] conclude tha t the gap threshold drops w ith increasing noise 

bandw idth and tha t the noise centre frequency has little  effect on gap detection.

A study of the detection of gaps in sinusoidal stimuli has also been conducted by Shailer 

and Moore [170]. They introduced phase shifts a t the gap and found th a t their results could 

be explained by ringing of the auditory filter. For stim uli w ith no phase shift, however, 

they found tha t ringing only affected gap detection in sinusoids a t very low frequencies.

O ther experiments investigating tem poral acuity include work carried out by Ronken [162], 

who asked his subjects to discriminate between a  pair of clicks of different am plitude, and 

a tim e reversed copy of this stimulus. Since tim e-reversal of a signal only changes its phase 

spectrum  and not its magnitude spectrum, this detection task was not aided by spectral 

cues. A general method of generating signals of equal m agnitude spectra but differing phase 

spectra was proposed by Huffman [77]. Huffman sequences were used as stimuli by Pat-
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terson and Green [127] to measure temporal acuity; they found that discrimination of two 

such waveforms failed when the waveform duration fell below about 2 ms.

Finally, Viemeister [179] used the term temporal modulation transfer function  (TMTF) 

to characterise the sensitivity of the auditory system to the modulation of a stimulus at 

various modulation rates. He found that the sensitivity to modulation decreased as the 

modulation rate increased, thus, the TMTF had the form of the magnitude response of a 

lowpass filter [150].

3.3.3 The Temporal Window M odel of Temporal R esolution

One of the difficulties concerning the majority of studies presented in the previous section is 

that temporal resolution is characterised by a single measure of time. However, as pointed 

out by Plack [150], “There is a serious problem with all the single-value measures of temporal 

resolution . . .  Take for example the gap detection task. If temporal resolution is to be 

regarded as some form of temporal ‘blurring’, analogous to the loss of spatial resolution 

caused by an out of focus microscope, then the internal representation of a gap in a stimulus 

will be a smooth dip. The shorter the gap the shallower the dip will be. It is clear then 

that the gap detection ta.sk involves two components; a temporal resolution component 

which determines the depth of the dip and an intensity discrimination component which 

determines the smallest dip that can be detected. Hence the gap detection experiment 

cannot be regarded as a measure of temporal resolution per se” .

As an exact analog of Fletcher’s critical-band concept, Penner [142] and Fenner and 

Cudahy [141] introduced the notion of the critical masking interval and attem pted to mea

sure its duration, which was found to vary between 6 and 30 ms. Later work by Pen

ner [140] attempted to explain the data in terms of a temporal weighting function or tempo

ral window with sloping skirts, which varied considerably with masker duration. Festen and 

Plomp [54], [55] used a symmetrical exponential or Gaussian shape to describe temporal 

window shape. However, such a symmetric window shape was deemed unlikely as forward 

masking is clearly dominant over backward masking; this was also noted by Pollack and 

Robinson [161].

A more thorough investigation of temporal window shape was conducted by Moore, 

Glasberg, Plack and Biswas [112] and Plack and Moore [151]. They used an approach similar 

in concept to the notched noise experiments of Patterson [135] to measure the shape of the 

temporal window function. The threshold of a brief sinusoidal burst presented in a temporal 

gap in noise was measured as a function of the noise gap duration. In subsequent work, Plack 

and Moore [151] measured the signal thresholds of four subjects for four frequencies and
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three noise levels. Off-time listening, an exact temporal analog of off-frequency listening, 

was taken into account as the signal was presented both symmetrically and asymmetrically 

in the gap. The data is fitted to produce a temporal window shape which may be expressed 

as the sum of two rounded exponential functions [138]. The window is in two halves, one 

before  ̂ =  0 and one after t = 0. Together these two halves model forward and backward 

masking, respectively. Each half of the window has the form

W{ t )  = (1 -  w)(l +  2t lTp )exp{ -2 t /Tp)  + u;(l +  2 t / T s ) e x p { - 2 t / T s )  , (3.21)
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Figure 3.14: The 12 temporal window shapes derived from the average data for the four 

subjects [151]. The abscissa denotes time in ms relative to the centre of the window shape 

and the ordinate denotes the relative weighting in dB.

where t is time relative to the window centre, parameters Tp and control the slope of 

the central part and skirt of the window shape, respectively, and w controls the relative 

importance of the these two components. The equivalent rectangular d u r a t io n , (ERD), is 

approximately equal to the sum of Tp for both sides of the window, with an overall average 

of about 8 ms across frequency and level. For the form given in Equation 4.17, the shape 

has a total of six free parameters. However, Moore et al. found that this number could be 

reduced to four without significantly worsening the goodness of fit by keeping the ratio of 

Tp/Ts and the value of w equal on either side of the window. The temporal window function 

is intended as a running averager of stimulus energy and is non-causal so as to model the 

temporal spread of masking both forwards (forward masking) and backwards (backward 
''T h e  equivalent rectangular duration (ERD) is defined as the duration of a rectangular window shape 

having peak amplitude and total area equal to that of the temporal window shape. It is an exact analogy  

of the equivalent rectangular bandwidth (ERB) measure used for auditory filter shape.
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masking) in time. The temporal window shape sharpens w ith increasing frequency and 

level. This can be seen from Figure 3.14, which presents all 12 tem poral windows calculated 

from the average data  for the the four subjects across frequency and level. There are 

some lim itations to modelling tem poral resolution in such a m anner which are discussed 

in Chapter 5, Section 5.5. However, a considerable am ount of tem poral masking data  

can be predicted using this simple model of tem poral resolution and it has been employed 

by several researchers [2], [74], [178] to model tem poral masking. It is also noted th a t a 

more refined model of tem poral masking which also accounts for the nonlinear growth of 

forward masking has recently been proposed by Plack and Oxenham  [152], who employ 

a simulated basilar membrane response followed by a sliding tem poral window to model 

nonlinear forward masking effects.

3.4 R eview  of Perceptually M otivated Joint T im e-Frequency  

A nalysis

A great deal of research in the psychoacoustic literature has concerned itself with modelling 

the behaviour of elements or componcmts of the auditory system. Over the years, psychoa

cousticians have gradually formed a more complete picture of the overall system by piecing 

together knowledge of such components. However, there are still relatively few models of 

the entire system, and assumptions still have to be made about the behaviour of certain 

parts of such systems. An in-depth overview of auditory modelling can be found in [124]. 

Briefly, models of the auditory system can broadly be divided into those modelling impaired 

and unimpaired hearing. Macromechanical models focus on modelling the fluid dynamics 

of the cochlea. In general, these describe the m otion of the basilar membrane using either 

classical [4], [180], [43], [39], [45] or non-classical fluid mechanical models [5], [44]; both  

of which seek to determine the impedance of the basilar membrane and its response to a 

given stimulus. Micromechanical auditory models study the behaviour of the basilar mem

brane, tectorial membrane and organ of Corti, all of which lie w ithin the cochlea [5]. Unlike 

micromechanical and macromechanical models, which aim to replicate the exact physiolog

ical behaviour of auditory system components, hybrid models generally try  to characterise 

such com ponent’s input-output function only. For example, auditory frequency selectivity 

is often modelled using a parallel or cascade filterbank structu re  [143], [128], as opposed 

to complicated basilar membrane fluid mechanics. A subsequent simple nonlinearity and 

smoothing stage often follows the filter structure  to model hair cell response and tem poral 

masking respectively [150].
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The most important hearing impairments modelled are those of frequency smearing 

and loudness recruitment [144], [82]. Frequency smearing describes a degradation in the 

frequency selectivity of the auditory system, caused by a broadening of basilar membrane 

tuning and a reduction in outer hair cell function [113]. Auditory filtershapes obtained from 

subjects suffering from frequency smearing are often much broader than those obtained from 

normal listeners [108]. Loudness recruitment is caused by damage to the outer hair cells of 

the cochlea causing a reduction in the compressive nature of the basilar membrane. This 

results in an unusually rapid and uncomfortable increase in loudness for certain sounds. 

Models of loudness recruitment can be found in [58], [94].

Despite the large body of work in the psychoacoustic literature, and the wide variety 

of auditory models in existence, relatively little use has been made of joint time-frequency 

analysis in auditory modelling. Of course, it is unreasonable to expect all features of audi

tory processing to be replicable using time-frequency signal analysis alone. However, audio 

time-frequency analysis could certainly benefit from a closer modelling of certain important 

characteristics of the auditory system. Perhaps the most notable characteristic worth incor

porating is spectral and temporal masking or simultaneous and non-simultaneous masking. 

As Yang notes in [190] : “Auditory approaches . . .  often involve complex, multistage, nonlin

ear transformations which make analytical treatments intractable. This has made assessing 

performance improvements and their underlying causes very difficult and uncertain, and 

almost totally dependent on extensive experimentation. Therefore, in order to fully realise 

the potential benefits of applying auditory processing, it is essential that a viable analytical 

approach be developed to characterise the signal representations generated by such process

ing.” Later, in this thesis, it is demonstrated how a smoothed Wigner distribution, with its 

useful mathematical properties, can provide a useful method of generating such auditory 

signal representations.

3.4.1 Wavelet Based Models

The wavelet transform is a relatively new development in the field of signal processing 

that has quickly found application in several important areas including image and video 

processing and compression, and audio compression [46], [172], [159]. Wavelet analysis 

has seen some application in perceptual coding of speech as its inherently constant Q-factor 

properties approximate in some sense the frequency resolution of the auditory system. Some 

recent examples of the use of wavelets in auditory filter modelling and audio compression 

may be found in [190], [36], [40], [13].

In general, auditory models based on wavelet analysis seek to achieve an auditory-like
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frequency resolution. However, a close match to auditory filter shape, as detailed in the 

psychoacoustic literature, is not generally achieved. In general, the aim of such schemes 

is to achieve an efficient wavelet filterbank structure with auditory-like properties suitable 

for incorporation in efficient audio compression schemes. Auditory frequency selectivity, as 

represented by the excitation pattern, is therefore not accurately achieved. Furthermore, 

in wavelet analysis, time and frequency resolution cannot be independently set. Even if a 

form of wavelet analysis which accurately models frequency masking is designed (by closely 

matching wavelet frequency responses to auditory filter frequency responses), its temporal 

resolution is set. It is therefore highly unlikely that this temporal resolution will by chance 

equal that of of a psychoacoustically appropriate smoothing function characterising tempo

ral masking. In addition, wavelet analysis is linear, whereas auditory filtering is nonlinear. 

Finally, the wavelet transform is inherently constant-Q for all frequencies, wherea,s auditory 

filtering is approximately constant-Q for high frequencies, and approximately constant- 

baridwidth for low frequencies^^. One possible method of mirroring auditory frequency 

resolution using wavelet analysis is the use of wavelet packet analysis [3], [159]. However, 

there are serious difficulties to be overcome in accurately modelling spectral and temporal 

masking using wavelet analysis techniques and in general such techniques, while being ade

quate for compression schemes, are not accurate enough for serious psychoacoustic auditory 

modelling.

One example of the use of the wavelet transform is presented in [2], [3]. Here, a model 

of the auditory system generating joint time-frequency excitation patterns is proposed by 

Agerkvist which uses wavelet analysis as a preprocessing stage. This stage uses a generalised 

orthogonal wavelet packet analysis scheme, with wavelet bandwidths approximating audi

tory filter ERB. The output of this wavelet analysis is treated as a time-frequency image. 

Auditory filter level dependency and temporal masking are modelled by smearing the image 

in frequency and time to generate a joint time-frequency excitation pattern. The overall 

model is intended for the evaluation of perceptually coded audio. Degradation is deemed 

detectable if the difference between the time-frequency excitation pattern of the original and 

coded signal differ by more than a critical ratio value at any point in the TF plane. Unfor

tunately, in this model the effective bandwidth of the wavelet analysis only approximates 

the ERB; it is not a smooth function of frequency, but increases stepwise with frequency 

due to the discrete dilations inherent to the discrete wavelet transform [159]. In a dual 

manner, temporal resolution decreases stepwise with increasing frequency. The accuracy 

'^There is still uncertainty over the exact value of auditory filter bandwidth, but whatever the final 

outcom e, it is highly unlikely to be exactly constant-Q across the audible frequency range.
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of modelling tem poral masking and auditory filter nonlinearity using graphical smoothing 

of the TF images is also questionable. Furthermore, the time-frequency resolution tradeoff 

inherent to the wavelet transform  meant tha t it was not possible to properly model auditory 

tem poral resolution. Agerkvist states tha t : “If the model is to be improved, then a bilinear 

m ethod such as the Wigner distribution should be used as no linear m ethod can provide 

better resolution in one domain without sacrificing the resolution in the other.” He also 

explains tha t : “Bilinear methods were not considered as they are slow and require massive 

amounts of computer memory, even for relatively short signals.” In the following chapters, 

it is clearly dem onstrated that the bilinear smoothed W igner d istribution does indeed of

fer the solution to simultaneously, accurately and independently modelling tem poral and 

spectral masking. Furthermore, it is clearly dem onstrated how the high com putation and 

memory requirements of such methods may be overcome.

3.4.2 Spectrogram Based Models

Spectrograms have also been used to model the auditory system. Perceptually-based dy

namic spectrograms proposed in [7] utilise time differentiation, Bark-spaced filterbank pro

cessing, equal loudness compensation and compression to emphasise perceptually im portant 

features and increase robustness in noisy conditions. In [116], a perceptually based deriva

tive of the spectrogram called the FTT-spectrogram  using frequency dependent analysis 

windows is proposed. Another similar scheme is proposed by Jeong and Ih [81] known as 

the variable frequency resolution short-time Fourier transform  (V FR -STFT). This scheme 

is based on the variable frequency resolution fast Fourier transform  proposed in [1]. In 

this scheme, the Fourier transform of windowed signal sections are calculated and stored. 

The signal is then downsampled by a factor of two. This is repeated a num ber of times, 

yielding partial spectra of increasing frequency resolution. Since the length of the window 

is the same at all iterations, the spectral resolution is effectively doubled after each itera

tion. The V FR-FFT is composed of these partial spectra. Unfortunately, the V FR -FFT 

scheme is unsuited for incorporation with the ST FT  because a lack of window overlap causes 

non-uniform tem poral resolution behaviour [81]. The V FR -STFT is therefore proposed to 

overcome this problem by allowing for some window overlap. As for the wavelet-based audi

tory model of Agerkvist [3], the bandwidth of the V FR-STFT does not vary gradually with 

frequency, but increases stepwise after each successive downsampling of the signal. Tempo

ral resolution behaves in a similar manner, decreasing stepwise with increasing frequency. 

Again, auditory filter shapes are not accurately modelled—only a crude approxim ation to 

ERB is achieved. No attem pt at modelling the tem poral resolution of the ear is made in
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this model.

3.4.3 Auditory M odelling using the Sm oothed W igner D istribution

In the author’s opinion, attempts to date at accurately modelling auditory temporal and 

spectral resolution using linear time-frequency analysis methods such as the spectrogram or 

wavelet transform have been unavoidably limited by the time versus frequency resolution 

trade off inherent to these methods. Auditory-like frequency resolution has been achieved 

in the work reviewed above, but the inflexibility of such methods limits accuracy. The 

majority of these methods have been geared more towards audio compression schemes than 

psychoacoustic auditory modelling per se. As Agerkvist points out, since it is not possible 

to independently set time and frequency resolution using linear time-frequency analysis 

methods, the accuracy of all such attempts at incorporating auditory resolution will of 

necessity be compromised. To the best of the author’s knowledge, no use at all has been 

made of the smoothed Wigner distribution for auditory modelling, despite the fact that it 

allows independent control over time and frequency resolutions. Furthermore, its elegant 

mathematical properties, outlined in Chapter 2, suggest that it would provide a means for 

the analytical modelling approach proposed by Yang [190] described above.

There may be several reasons why researchers in the past have shied away from using 

the smoothed Wigner distribution for auditory modelling. Firstly, the Wigner distribu

tion is computationally expensive; it is an order-n^ algorithm, where n  is signal length^^. 

Therefore it has been perceived as being very computationally expensive for long signals. 

In comparison, linear methods such as the spectrogram and wavelet transform are order-n. 

Some researchers may have been misguided in believing that the entire TCF needed to 

be computed before transformation into the WDF domain, resulting in a requirement for 

much memory space. The presence of cross-term interference has also limited the use of 

the Wigner distribution; traditionally Wigner distribution research has striven to attain  

a compromise between cross-term suppression and high resolution. Unfortunately, in the 

past, smoothed Wigner distributions have typically been plotted on a linear, rather than 

logarithmic magnitude axis. Cross-term interference, noise and general clutter can often 

seem well suppressed if the distribution is plotted on a linear scale. However, such undesir

able artifacts can often completely swamp the very same distribution if the log magnitude is 

plotted. Linear scales are of little use in filter design and in audio research in general due to 

their limited dynamic range. Therefore, there may have been some doubts concerning the 
'^Once TCF windowing is applied however, for the pseudo and sm oothed W igner distributions, the algo

rithm becomes order-n.
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useful dynamic range of the smoothed Wigner distribution, especially when cross-term inter

ference is considered. There has also been relatively little  research using smoothed Wigner 

distributions with non-uniform frequency spacings, as for example, bins spaced according 

to the logarithmic or ERB scales. This is because the F F T  algorithm  has generally been 

employed to transform  from the TCF domain into the W D F dom ain, resulting in a linear 

bin spacing^"^. Finally, perhaps due to the relative complexity of the W igner d istribution 

algorithm, there has been relatively little attem pt to produce distributions with variable 

frequency resolution; traditionally, for computational efficiency, W igner d istributions have 

been computed using the FFT  algorithm, resulting in a constant frequency resolution.

In the following chapters, the design of a smoothed W igner d istribution w ith frequency 

dependent tim e and frequency resolutions is described. These resolutions exactly match 

those of the ear as described in the psychoacoustic literature across a wide dynamic range. 

As such, the distribution is a temporally varying excitation pa tte rn  which simultaneously 

models both spectral and temporal masking. The d istribu tion  is also com putationally 

efficient and does not suffer from the excessive memory requirem ents normally associated 

with the WD for long signals. The distribution frequency bin spacing are a t the discretion 

of the user. Furthermore, it will be shown th a t the tim e and frequency sm oothing of this 

distribution is sufficient to attenuate jjractically all cross-terms below auto-term  excitation 

level. The distribution is also free from windowing artifacts and has a very wide dynamic 

range.

'''The Bertrand P*. distributions and the Q distribution of A ltes are notable exceptions [21], [156], [6].



Chapter 4

EarWig Distribution Design

This chapter details the design of a time-frequency distribu tion  which sim ultaneously m od

els both  spectral and tem poral masking, known as the EarW ig d istribution (EW D) [119], 

[120], [121]. The implementation of the EWD on a digital com puter is also tackled. Initially, 

this chapter introduces the theory behind the discrete W igner d istribution, leading to dis

crete forms of the pseudo-Wigner distribution and sm oothed pseudo-W igner distribution. 

Issues pertaining to the implementation of this d istribution are then  discussed, including 

signal sampling requirements, comj)utational efficiency and memory usage. It is shown how 

com putation of the discrete pseudo-Wigner distribution from the tem poral correlation func

tion dom ain leads to significant savings in term s of com putation tim e and memory space. 

Com putation time is markedly reduced because knowledge of the sm oothing window allows 

us to significantly relax the temporal sampling requirem ent of the EW D to be calculated. 

Furtherm ore, memory limitations are no longer a problem  since the T C P may be computed 

in stages ‘as required’.

After this discussion of the discrete smoothed W igner d istribution, the EarW ig distri

bution is described in some detail. The design approach of its frequency dependent sepa

rable kernel function is fully explained. It is dem onstrated th a t the EarW ig distribution 

is effectively equivalent to a temporally evolving auditory excitation pattern . Finally, the 

com putational load and memory requirements of the EarW ig distribu tion  are estim ated. 

In the following chapter, this approach to modelling tem poral and spectral masking will be 

assessed in term s of resolution accuracy, cross-term interference and dynamic range.

4.1 The Discrete W igner D istribution

In order to compute the Wigner distribution on a digital com puter, a discrete form of 

the distribution is required. The derivation of the discrete WD from the continuous WD
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is presented in detail in [155] and in [28], and is similar to the derivation of the discrete 

Fourier transform from the continuous Fourier transform. It is reproduced in abbreviated 

form here. Starting with the expression for the (continuous) WD we have :

W{t,u}) = J  +  (4.1)

Instead of evaluating using the continuous-time signal, s(i), we evaluate the

distribution using discrete signal, s(nT), where T is the sampling interval. Hence, time, 

i, is replaced with riT and relative time, r, is replaced with 21T, where n and I represent 

discrete time index and discrete relative time index respectively. The expression is also 

multiplied by 2T  to preserve total energy. We therefore arrive at the expression for the 

discrete-time WD :

00

W{nT,uj) =  2T s * { { n - l ) T ) s { { n  +  l)T)e~^^'^^‘̂  . (4.2)
/= —oo

Because r is set to 2/T, the sampling frequency, fs,  of the discrete time signal, s{nT),  

must exceed twice the Nyquist rate. In other words T =  l / / s ,  where fs >  4/c, fc is being 

the highest signal frequency present in the signal^ Normalising frequency by setting T  =  I 

for a unit sample period wo obtain :

OO

W{n,9)  =  2 s * [ n - l ] s [ n  +  l]e-^^^  ̂ . (4.3)
;= —oo

We note that W{n, 0) is a function of discrete time, n, but continuous normalised fre

quency 6. By proceeding in an exactly analogous manner to the derivation of the discrete 

Fourier transform from the discrete-time Fourier transform, we can arrive at an expression 

for the the discrete-time, discrete-frequency Wigner distribution (or simply discrete Wigner 

‘An excellent discussion of discrete WD sampling issues is presented by N uttall [117], [118]. He demon

strates tha t the usual signal sampling frequency of fs  >  2/c is sufficient for exact alias-free reconstruction of 

the original continuous WD of the continuous signal a t all time and frequency locations, if all available TCF 

information is utilised. He points out th a t it is the WD, and not the signal, which needs to be com puted 

twice as finely in time and frequency as the usual N yquist-rate sampled discrete signal and discrete spectrum  

respectively. He also presents an algorithm for generating the discrete W D from a continuous signal sampled 

a t the Nyquist rate. For a discrete signal N  samples in length, the resulting discrete W D time-frequency 

grid is 2N  x 2 N  samples. The algorithm does, however, involve an intrinsic upsampling of the discrete 

signal. N u tta ll’s discrete WD algorithm does not therefore result in a reduction in com putation over the 

usual discrete WD procedure of sampling the signal a t twice the Nyquist rate. Therefore, in this work, the 

usual discrete WD procedure is used. Also, N uttall points out th a t the use of the analytic signal halves 

the number of multiplications necessary for TCF calculation. However, as pointed out in Section 4.4, the 

resulting multiplications become complex, effectively cancelling this com putational advantage.
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distribution) [155]. Specifically, for a discrete sequence of length 2L — 1, we may express 

the discrete WD as

L - l

W{n,kTTfM)= s*[n — l]s[n + l]e~^‘̂ ''^'^^^, (4.4)
/=-L+l

where n is discrete-time, k-K/M is discrete frequency (often abbreviated to k), M  is the 

number of samples in the frequency domain and the factor of 2 outside the summation is 

omitted for simplicity. As is the case for the DFT, M  should be greater than or equal to 

the number of samples 2L — 1, to avoid aliasing. Also, because of the factor 21, the discrete 

WD is periodic in frequency with period tt, unlike the DFT, which repeats every 2tt. Thus, 

as previously stated, the signal sampling rate for the discrete Wigner distribution must be 

at least twice the Nyquist rate.

The properties of the continuous, discrete-time and discrete Wigner distributions are 

discussed at length in [27], [28], [29]. In general, with the exception of frequency periodicity, 

the properties of the discrete-time WD have a direct correspondence with those of the contin

uous WD discussed in Section 2.2.2. The properties of the discrete-time, discrete-frequency 

Wigiior distribution are closely related to those of the discrete-time Wigner distribution 

(and thus Wigner distribution), with the exception of discrete frequency variable kir/M.  In 

conclusion, if the discrete sequence, s[n], represents the values of the continuous time signal, 

s{t), sampled at twice the Nyquist frequency, then its discrete WD, W[n,k\ ,  provides an 

excellent estimation of the continuous WD, of s{t) sampled at regular intervals in

the time-frequency plane.

4.1.1 Temporal Correlation Function

We will denote the discrete temporal correlation function (TCF) as a two dimensional 

discrete function where g[n,r\ =  s*[n — l]s[n -|- I]. The function g[n,l] is most easily

visualised as a product of the signal s[l] time shifted by n samples with the time reversed 

signal s*[—/], also shifted in the opposite direction by n  samples. Figure 4.2 graphically 

portrays the calculation of g[n,l] at n =  —3, n =  —2 and n =  —1 for signal, s[n], of odd 

length 2L — 1, with L = 4. The signal s[n] is graphed in Figure 4.1. For simplicity’s 

sake, s[n] is chosen to be real. Figure 4.2 demonstrates tha t as n  increases from —L + 1 

to L -  1, s[n -  i] shifts to the right and s[n -h /] shifts to the left. Overall, the non-zero 

samples of the sampled TCF, g[n,l], form a diamond shaped region in the discrete time-
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discrete relative time domain^. A plot of this diamond shaped region for this particular 

signal length is shown in Figure 4.3. The function g[n, I] is even in I for real signals; it 

shows Hermitian symmetry for complex signals. Therefore, the number of multiplications 

required to calculate g[n, I] may be halved by calculating the function for either positive or 

negative I only and transposing the result.

s(n) l=4

-L+1
(=-3)

L-1
(=3)

Figure 4.1: Real signal s[n] with L =  4.

It is worthwhile pointing out at this point that a definition of the sum of the TC F along 

n is very similar to the definition of the (unsealed) autocorrelation function, (j>xx[l-], from 

random signal processing theory [123] :

L-l-\k\

^xx[l] =  +  <-] . (4-5)
n = —L + 1

where real signal s[n] in non-zero from —L  +  1 to L — 1. The TC F of s[n], summed along 

n, may be defined as

L - l - | f c |

G[l] =  ^  s[n —/]s[n +  i] . (4.6)
71—  —

The only difference is that for the TCF, both signals slide in time, whereas for the 

autocorrelation function, only one signal slides; G[l] therefore contains only the even values 

of ^1 1 However, if, as required by the discrete W D, the signal is upsampled by a factor of 

2 prior to TCF calculation, both TCF sum, G[/], and autocorrelation, give exactly the

same result. For the autocorrelation sequence, transforming into the frequency domain via  

the Fourier transform yields the power spectrum of the (stationary) random process of which 

^The non-zero values o f  the spectral correlation function  also form  a d iam ond  sh aped  region in the  

frequency-relative frequency dom ain.
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Figure 4.2: Calculation of g[n, /] at n =  —3, n =  —2 and n =  —1 for a real signal, s[n], with 

L =  4.
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s[n] is a sample sequence. For the TCF summed across n, the Fourier transform yields the 

frequency marginal of the WD, which is the energy spectral density of deterministic signal 

s[n]. W ith these concepts in mind, the WD can be thought of as distributing the energy 

of the energy spectral density of deterministic signal, s[n], in the time-frequency plane in a 

meaningful, temporally evolving manner^.

g[n,l]
L=4

L-1

-L+1 L-1

-L+1

Figure 4.3: DiaiUoiid-shaped TCF region g{n, I] with L =  4.

4.1 .2  Im plem entation  Issues

Section 4.1.1 described the calculation of the TCF, g[n, I], for a signal of odd length, 2L — 1. 

As described in Section 4.1, the discrete WD may be calculated by performing a DFT in I 

on g[n, I] at each time index n. We can take advantage of highly efficient DFT algorithms 

by zeropadding the TCF, g[n,l], in / to a highly composite length. More specifically, for 

the popular Cooley and Tukey radix-2 FFT algorithm, we can zero pad g[n, /] in I by one 

zero and choose L to be a power of 2 [80]. Figure 4.4 (a) and (b) portray this step, for the 

case of L =  4. Unfortunately, D FT/FFT routines are generally defined for causal signals; 

for a signal of length 2L the integration limits would be defined from L =  0 to 2L — 1. 

Unfortunately, for the TCF, the data exists from —L  +  1 to L — 1. However, a D FT /FFT  

of length 2L is periodic with period 2L, therefore any values in g[n, I] may be shifted in I 

by an integer multiple of 2L samples without affecting the result^. Therefore, the samples 
®In this work only deterministic signal analysis is considered. However, we also note that the W D has

been used to as a tool to characterise the spectral content of nonstat ionary  random processes with tim e [73]. 
^If more frequency samples are required, a larger FFT may be performed by extra zeropadding. However,

the zeros should always be placed from I =  L to I =  { N  — 1) — {L — 1) where N  is the FFT  length and the

signal is of length 2L — I.



4.1. THE DISCRETE WIGNER DISTRIBUTION 86

of g[n, I] for negative I from —L + 1 to — 1 are shifted to L +  1 to 2L — 1. This is portrayed 

in Figure 4.4 (c). This shifting is sometimes referred to a ‘rotating and renumbering’ [80]. 

A radix-2 FFT may be performed on the data over the region L =  0 to L =  2L — 1 to give 

the required result. Furthermore, the discrete Wigner distribution is always real, whereas 

the output of the FFT routine is complex. This redundancy can therefore be exploited by 

efficient implementations of the discrete Wigner distribution making use of the fast Hartley 

transform [23] which are presented in [139], [189].

g[n,i]
n L=4

-L+1 L-1

-L+1

g [n ,l] : Z ero P ad d ed  
n L=4

L-1

-L+1

-L+1
zero  p ad d ed

I

(a) (b)

g[n,l]: Zero P added, and  Shifted  
n (2L sa m p le s  in width)
A L-1

2L-1

-L+1
zero padded

^  I

(c)

Figure 4.4: Rotation, re-numbering and zeropadding of TCF, g[n,l], with L =  4.
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4.1.3 Discrete Pseudo-W igner D istribution

The discrete version of the continuous-time pseudo-W igner d istribution may be arrived at 

by multiplying the TC F g[n, /] by a discrete frequency sm oothing window of finite length. 

The choice of window depends on the application; typically windows are chosen to exhibit 

properties such as good frequency resolution and sidelobe attenuation. The discrete pseudo- 

WD (DPWD) may be expressed as

P - i
lVi)p(n, krr/M) — ^  h[l]s*[n — l]s[n +  I] , (4.7)

/ = - p + i

where h[l] is the smoothing window and is non-zero from —P  -|- 1 to P  — 1. P  is typically 

chosen so tha t P  < <  L i.e. the window length is much shorter than  the signal length. 

Figure 4.5 demonstrates the cropping action of h[l] on T C F, g[n, I]. After m ultiplication with 

the window function, the TCF data may be zeropadded, shifted and Fourier transform ed 

in exactly the same manner as for the discrete WD. In order to dem onstrate the effect of 

this windowing. Figures 4.G and 4.7 compare the discrete WD and discrete pseudo WD for 

a chirp signal. It can be seen that for the discrete W D, the d istribution reaches a peak 

at time t = 65. This point corresponds to the centre of its T C F, i.e. n  = 0, which is 

where the non-zero values of the TC F reach their m aximum  w idth in relative time. Thus 

the peak am plitude of the chirp is proportional to the w idth of the non-zero samples of the 

TCF. However, for the discrete pseudo-WD, the d istribution reaches peak am plitude once 

the effective TC F width equals the window length. Therefore, for the discrete pseudo-WD 

shown in Figure 4.7, the distribution is at peak am plitude for most of its duration.

It is clear from Figures 4.6 and 4.7 that the frequency resolution of the DPW D is less 

than  tha t of the DWD. The frequency smoothing introduced by window, h[l], results in a 

WD which may, for the continuous tim e definition, be expressed as the convolution of the 

WD with the window Fourier transform, H{uj) :

Wpsit ,  oj) =  I  0  d i  . (4.8)

Sometimes in the literature [18], [27], [28], the frequency sm oothing window, h[l], is referred 

to as being both even and real, to ensure a real pseudo-W D with sym m etric frequency 

smoothing respectively^. Also, the frequency sm oothing window, h[l], is frequently applied 

prior to TCF calculation, resulting in the following definition for the discrete pseudo-W D : 

®It may be desirable to design a real pseudo W D with asym metric frequency sm oothing, for example if 

we wish to model auditory filter asymmetry, as described in Section 3.2.4. For this purpose, a Hermitian 

symmetric, complex window may be used. This is discussed in more detail in Section 4.2
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g[n,l]
n

-L+1 L-1

L+1

-P-1 P-1

Figure 4.5: TCF cropping for DPWD.
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Figure 4.6: DWD of a chirp signal.
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Figure 4.7: DPW D of a chirp signal.
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p - i
W p s { n , k n / M ) ^  h*[-l]h[l]s*[n-l]s[n + l]e-^^^'^^^^ . (4.9)

( = - P + i

Since h[l] is often assumed to be real and even; the abbreviation |/i[/]p is therefore commonly 

substitu ted  for h*[—l]h[l]. Thus, as pointed out by Pielemeier [147], the Fourier transform  of 

the effective smoothing window is now equal to the convolution of the Fourier transform  of 

h[l] with itself, since multiplication in the time dom ain implies convolution in the frequency 

domain. Unfortunately, this halves the frequency resolution of a WD computed using such 

a window. Pielemeier points out [147], [145] th a t if the correct pseudo-W D sidelobe a t

tenuation is to be achieved, h[l] should be autocorrelated, not multiplied, with itself prior 

to m ultiplication with TC F g[n,l]. This can be explained as follows. In Equation 4.8, we 

see th a t the frequency resolution of the pseudo-WD com puted with frequency smoothing 

window, h[l], is equal to the convolution in frequency of the WD with the Fourier transform , 

H{u>), of the window. However, W{t,u}) is in units of Joules  Hz~^s~^ , i .e .  energy spectral 

density per unit time, whereas H{oj) is in units of Volts  Hz~^  or Fourier transform mag

nitude. Therefore, in order to achieve the correct sm oothing window performance, H{u>) 

should appear in squared form in Equation 4.8. More specifically, we wish to have

Wps{t,u;) =  I  H f { u - O W { t , O d ^  , (4.10)

where Hf{oj) =  \H{w)\'^, being the Fourier transform  of window hj[l]. To achieve

this, Pielemeier proposes the use of (unsealed) autocorrelation of h[l], or equivalently, con

volution of h[l] with its time reversed complex conjugate to achieve window hj[l] :

hf[l] = h[ l] ^h*[- l ]  , (4.11)

where ® denotes convolution.

Thus, to design the correct smoothing window /iy[Z], a window h[l] exhibiting the desired 

spectral properties is first specified and then autocorrelated to give hj[l], which is then  used 

to window the TCF. It is worth noting th a t the length oihf[l]  is twice th a t of h[l]. Also, as we 

shall see in Section 4.2, the procedure is applicable to complex, non-Herm itian-sym m etric 

windows as the autocorrelation procedure guarantees H erm itian sym m etry of hf[l], thus 

ensuring the reality of the resulting pseudo-WD.

As an example. Figure 4.8 (a) plots the energy spectral density of a signal consisting of 

two complex sinusoids at normalised frequencies t t /8  and 37t / 8 . The signal was windowed 

with a hamming window and then zeropadded prior to  F F T  calculation. The resulting 

energy spectral density calculated as 20logio{\FFT\),  where \FFT\  is the m agnitude of the
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FFT values displayed up to the normalised frequency of tt/2. The two main lobes of the 

signal frequencies are clearly visible along with the sidelobes. The peak sidelobe level is 

41 dB below the main lobe, as expected for the hamming window function. Figure 4.8 (b) 

displays the log magnitude of one frequency slice of the DPWD of exactly the same signal, 

where the log magnitude is calculated using 10logio{\DPWD\).  The frequency window used 

was generated by autocorrelating and normalising the hamming window used above prior 

to FFT calculation. The DPWD exhibits an extra lobe at 7t / 4  corresponding to cross-term 

interference between the signal frequencies (no time smoothing was carried out to reduce 

cross-term interference oscillating parallel to the time axis). Apart from this difference, 

the resolutions match exactly with both plots displaying precisely the same mainlobe and 

sidelobe characteristics. Therefore, using the window design methodology of Pielemeier, the 

exact DPWD frequency resolution may be achieved.

Figures 4.8 (c) and 4.8 (d) portray exactly the same scenario, except for a different 

window function. The particular window used was a gamma window. The gamma window 

shape is discussed in detail in Section 4.2.1, suffice to say here that gamma windows are 

based on the gammatone auditory filter described in Chapter 3. Again, apart from the cross

term interference at 7t / 2 , the PTT and DPWD resolutions match exactly for all frequencies. 

We also point out at this point that the gamma window does not exhibit the strong lobing 

behaviour of the hamming window and is smooth across the entire frequency range. This 

will be shown later to be important for ensuring that the EWD is clutter-free over a wide 

dynamic range.

4.1.4 The Discrete Smoothed W igner D istribution

The equation for the discrete smoothed pseudo-WD (DSPWV) can be given as :

p - i  r - i
D S P W V [ n ,k ]=  hpll] ^  hT[m]g[n -  . (4.12)

/ = - P + l  m = - T + l

The only difference between the DSPWV and the DPWV is that the TCF g[n, I] is smoothed 

in the time direction by time smoothing window /ij’fn] prior to FFT calculation. The 

properties of this distribution are exactly analogous to the properties of the continuous 

smoothed pseudo-WD (SPWD) described in Chapter 2. The kernel is separable, and is 

expressed hF[l]hT[n] in the TCF domain. Again, as Pielemeier points out, autocorrelation 

of window hrin] should be performed in a similar manner to that of frequency smoothing 

window hpll] in order to achieve the desired resolution.

The entire operation necessary to compute the DSPWV at a particular time n = N  is
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Figure 4.8: Energy spectral density of a  two sinusoid signal windowed by a banning window 

for the FFT, (a), and PWDF (b). Energy spectral density of tbe same two sinusoid signal 

windowed by a gamma window for the FFT, (c), and PWDF, (d).
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g[n,i
n

(A)

I------ 1 FFT
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l A l  ^ f [I]4i_
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Figure 4.9: Operations required to calculate a SPWDF frequency slice : (A) : TCF block 

calculation, (B) : TCF time smoothing (C) : TCF frequency smoothing and frequency 

transformation.

graphically portrayed in Figure 4.9, where the operations of zeropadding and rotating and 

renumbering are omitted for simplicity. A TCF block, gB[n,l, N], of width equal to the 

width of the frequency smoothing window hp[l] and length equal to the length of the time 

smoothing window /ir[n], centred around [n,l] = [Â , 0] is first calculated (Step A). This is 

then smoothed in time by computing a weighted sum along n for each I of the TCF block 

using time smoothing window hx[n]. This operation results in a temporally smoothed TCF 

slice (Step B). This slice is then windowed using frequency smoothing window hp[l] (Step 

C). The result is zeropadded to the FFT length and rotated and renumbered. Calculating 

the FFT of this results in a frequency slice of the DSPWV at time n = N.

It can be seen that using this approach, the TCF need only be computed in stages as 

needed. Thus, a large amount of memory is no longer required to compute the WDF of 

very long signal lengths {i.e. a few seconds of audio samples at 44.1 kHz). The TCF is 

simply computed ‘as needed’. This is important as otherwise the TCF memory require

ments typically place a limit on the maximum signal length analysable using the DSPWD. 

Furthermore, as Pielemeier points out in [148], performing the time smoothing prior to 

FFT calculation results in a great reduction in the total number of FFTs needed. Since the 

time smoothing window is typically lowpass, time smoothing results in a reduction in the 

spatial bandwidth of the final DSPWD in the time direction. If the time smoothing window 

suppresses all spatial frequencies above Uc, then each DSPWD slice need only be computed 

every l/2ujc seconds without incurring any loss of distribution detail. However, if the time



4.1. TH E D ISCR ETE WIGNER D ISTRIBU TIO N 94

smoothing is performed after FFT calculation, an F F T  m ust be performed for every value 

of n  for correct time smoothing, in other words, at the signal sampling rate. This simple 

observation, generally completely overlooked in the W igner d istribution literature, gener

ally results in huge computational savings! Also, the memory needed to store the resulting 

distribution is significantly reduced since the TC F is com puted in stages, as required.

4.1.5 Frequency D ependent K ernel D esign

For the purposes of designing a joint time frequency d istribution modelling auditory masking 

we wish to design a smoothing kernel whose tem poral and spectral resolutions depend on 

frequency. The kernel is assumed to be tim e and signal independent. The exact design of 

this smoothing kernel is detailed in Section 4.2, however suffice to say at this point that, 

in general, frequency smoothing changes much more rapidly w ith frequency than  tem poral 

smoothing. Furthermore, we cannot use the FFT  to transform  from the TC F to W DF 

domain, since we may often want to compute the d istribution on a non-linear frequency 

scale, for example, a logarithmic or ERB scale. As auditory  filters overlap strongly, the 

number of frequency channels required is usually relatively small, for example 100 - 150 

channels is sufficient to cover the range 20 - 20 kHz.

The frequency smoothing required at each frequency increases with increasing frequency. 

So, if the tem poral resolution was constant across frequency then  for each time, N ,  we 

would first compute the TCF block gB[n, l,N],  and sm ooth it in tim e using constant time 

smoothing window, /i7’[n], yielding a time smoothed TC F strip. Then, for each frequency 

channel C,  we would multiply this TC F strip  by a different frequency sm oothing window 

hplljC]  and then compute the DFT value a t tha t particular, single frequency. This would 

yield the required distribution values at each channel a t tim e n  = N ,  ie. a slice of the 

distribution along frequency at time n = N .  However, if we wish to have variable spectral 

and tem poral resolution, a different amount of tem poral sm oothing needs to be performed 

for each frequency channel. Therefore, at a given time, n  = N ,  each channel, C, would 

normally require a TCF block, g[n, /, Â ] to be both smoothed in n  by window, hrln ,  C], and 

multiplied in I by window, hf[l ,C].  This means th a t bo th  tim e and frequency smoothing 

would need to be performed at every sample of the final T F  distribution, resulting in a 

huge computational load. However, for our purposes, since auditory tem poral resolution 

changes relatively slowly with frequency, applying a new tem poral window, hT[n,C],  at 

each channel, C, is not necessary. Typically, for the tem poral window model of auditory 

tem poral resolution discussed in Section 4.2, less than 10 tem poral windows are sufficient 

to model the tem poral resolution frequency dependency across the entire audible frequency
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range. Each temporal window may be assigned to a certain frequency band. Thus, frequency 

channels lying within a given band use the same temporal smoothing and hence can make 

use of the same TCF strip for all frequencies in this band. In this manner, at a given time 

n = N,  the number of time smoothing operations that need to be performed on the TCF 

block g[n,l,N] is equal to the number of temporal windows used (10 or less), rather than 

the number of frequency channels (usually 100 or more).

g[n,l)
n

h ^ [n ,1 ]

hp[l.1 ]

hp[l,2] 

hT-[n,2] hp[l,3]

h ,[ n ,3 ] hp[l,6 ]

hp [l,7 ]

hp[l,8 ]

hp[l,9 ]

'r
r ^  ,

r

hp[l,4 ]

hp [l.5 ] ----------^

 ►

W [N, ,1] 

W [N, ,2] 

W [N ,,3 ]

-*■ W [N, ,4] 

-► W [N ,,5 ] 

-* ■  W [N ,,6 ]

-*■ W [N , ,7]

-► W [N i,8 ] 

W[Ni ,9]

(A) (B) (C )

Figure 4.10: Operations required to calculate a SPWDF frequency slice with frequency 

dependent time and frequency resolution : (A) ; TCF block calculation, (B) : TCF time 

smoothing (C) : TCF frequency smoothing.

The execution of the entire processes, at one time n = N\ is graphically portrayed in 

Figure 4.10. In this instance, 3 temporal windows and 9 frequency channels are used, 3
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channels being assigned to each window. Initially the T C F  block g[n, k, Â i] is computed, of 

width and length equal to the length of the longest frequency sm oothing window and longest 

time smoothing window respectively (Step A). The longest frequency window h^l l,  1] occurs 

at the lowest frequency (channel 1) , since the auditory filter band widths are lowest for low 

frequencies. The tem poral window model is also generally longest for low frequencies (see 

Section 3.3.3). This TCF block is then processed for each of the 3 tem poral windows. For 

the lowest frequency tem poral window (top), the T C F is first m ultiplied by /ir[n , 1] and 

summed in n giving a TCF strip (Step B). This strip  is then  m ultiplied by each of the 

the frequency smoothing windows in the frequency band of this tem poral window hf l l ,  1], 

hf[l,2] and hf[l,3]. A single frequency D FT calculation is performed after each frequency 

smoothing operation, yielding the value of W [Ni,  1], W [N \ ,  2] and W[A^i, 3]; this is (Step C). 

Similar calculations are performed for the other 2 tem poral window stages yielding VF[A '̂i, 4] 

to W[Ni,  9]. The overall procedtire outlines the total processing required to calculate a slice 

in frequency of W[n, I] at a particular instant in time n  = N \ .  For the next tim e n  = N 2 , sl 

new TC F block g[n , l ,N 2 ] is computed and the whole process is repeated. In this manner, 

the required T F  distribution is built up, frequency slice by frequency slice.

The value of N 2 — N\  gives the time interval in samples a t which the d istribution is 

calculated. In general, there is a good deal of overlap between the current T C F block 

g[n,l,Ncurr] and the previous TCF block, g[n,l, Ncurr-\]- This overlap can therefore be 

exploited to reduce TCF calculation cost. Furtherm ore, frequency sm oothing windows can 

be pre-modulated and stored, so the frequency sm oothing and frequency transform ation 

steps in Step (C) can be performed simultaneously. Also, the Herm itian sym m etry of the 

TC F and frequency smoothing window can be exploited to  halve com putation.

4.2 The EarW ig D istribution

The previous sections have discussed an efficient m ethod of calculating the discrete smoothed 

pseudo-Wigner distribution, and of achieving frequency dependant tem poral and spectral 

resolution using frequency dependent windows hrln^ C] and hp[l,C]. The following two sec

tions discuss the design of separable smoothing kernel CjhpAil,  C]., where ‘A’ stands

for ‘auditory’. The kernel design is based on well known models of auditory spectral and 

tem poral resolution. The resulting TF distribution, modelling both  tem poral and spectral 

masking, is dubbed the ‘EarWig’ distribution (EWD).
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4.2.1 Frequency Sm oothing W indow D esign

Chapter 3 presented a historical review of the development of the auditory filter shape and 

described some important filter models. In order to model auditory frequency resolution 

using the DSPWD, we need to design a bank of lowpa^s, frequency-dependent frequency 

smoothing windows C] derived from one of these auditory filter shape specifications.

As will become clear shortly, the frequency response of each frequency smoothing window 

must match exactly that of its corresponding auditory filter response, demodulated to DC. 

In other words, the smoothing window must be a baseband version of the auditory filter.

Section 3.2.4 presented four recent auditory filter shapes, namely the roex, gammatone, 

gammachirp and all-pole gammatone filter. As explained below, the most suitable of these 

for our purposes was the gammatone filter. The roex filter shape is specified only in terms 

of energy spectral density and has no phase description. Furthermore, it has not been 

possible to specify a phase function giving a satisfactory time domain response for this 

filter shape [98]. For window design, a time domain response is required, therefore no 

attem pt was made to employ the roex filter shape in the design of frequency smoothing 

windows in this work.

The all pole gammatone has a simple frequency domain specification, but a complicated 

time domain one. As stated above, the design of smoothing windows requires a time domain 

response; one possible method of deriving such a response from the APGF might be to 

compute its windowed impulse response, generate the analytic version of this (FIR) response 

(to preserve asymmetries) and demodulate the result to DC. Another possible method 

would be to set the centre frequency, a;, to zero in the rational system transfer function and 

compute its windowed impulse response. However, in this work, these possible techniques 

were not explored, as the gammatone (and gammachirp) filter offered a more direct method 

of computing smoothing windows.

For the gammatone filter, the demodulated response can immediately be specified by 

omitting the ‘tone’ part of the expression, thus centering the filter shape at DC. This is 

referred to by Cooke as a gamma response or lowpass gammatone filter [35] and by Slaney 

as a baseband gammatone filter [173]. The gamma response may be expressed as :

9w{t) =  at'^~^ exp(—27r6i) i > 0 . (4.13)

Parameters b and n control the bandwidth and slope of the filter in exactly the same 

manner as for the gammatone filter function. Parameter a may be ignored as it is generally 

set to give a DC level of 0 dB. Approximations of the gamma response in terms of rational
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z-domain transfer functions (giving HR filters) using pole-mapping, the bilinear transform 

and the impulse invariant transform can be found in [35]. For the purpose of designing 

frequency smoothing windows, however, an FIR response is required. This can be readily 

be calculated by sampling and windowing the gamma response, ie. using the well known 

‘window method’® of FIR filter design. The resulting window is referred to here as a gamma 

window. The gamma window is a real function, after autocorrelation it becomes symmetric, 

ensuring a symmetrically smoothed and real DSPWD respectively.

In an exactly parallel manner, the gammachirp filter may be converted into a baseband 

gammachirp filter by simply setting centre frequency fc to zero in its analytic expression ;

g c { t )  = at^~^ exp{—2nbt) exp{j{clnt  + (f>)) t > 0  (4.14)

The analytic form of the filter shape is exactly the same as the real form, except that 

the term exp(j(27r/ci +  c ln i  4 - ( )̂) is used instead of cos{2TTfct + cl ii t  + (p) (Equation 3.17). 

The analytic form of the filter is used so as to preserve the asymmetry of the response once 

demodulated to DC. Parameters h, n and c control filter bandwidth, slope and asymmetry; 

parameter a may again be ignored. As for the gamma window, an FIR baseband ‘gam

machirp window’ may be design(;d using ‘window method’. However, as is demonstrated in 

Section 4.2.2, if such a window is to be used, its asymmetric frequency response must be 

mirrored about DC. This is most easily achieved by taking the complex conjugate of the 

gammachirp window either before or after it has been autocorrelated and normalised.

In this work, level dependency was not incorporated in the design of the EWD smooth

ing kernel. Using a level independent filter model is not a serious limitation for the purpose 

of excitation pattern calculation because differences between level dependent and level in

dependent filter models only become important for narrowband signals at high levels 

Excitation patterns for broadband stimuli remain very similar across a wide range of lev

els [111]—this is demonstrated in Chapter 5 which presents an extensive comparison of 

excitation patterns generated using the EWD and those generated using level dependent 

and independent filter models. Level independent filters have therefore been successfully 

used for excitation pattern calculation [134], [106]. The gammatone filter also has been 

used extensively as an auditory filter model [137], [133], [35], [173], [143], whereas the
®The window method is a commonly used FIR filter design technique. An HR filter is first designed to 

m eet a certain specification. The impulse response of this HR filter is then m ultiplied by a finite length  

window and this result is then used as the time domain response of the new FIR filter.
^Level dependency is important for modelling temporal masking effects such as the nonlinear growth

of masking, the additivity of masking and the masker overshoot effect. The lim itations of using a level 

independent temporal masking model are discussed further in Section 5.5
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gammachirp is a relatively new filter shape and has yet to find widespread appeal [98]. 

Therefore, the gammatone filter was deemed the most appropriate auditory filter model 

on which to base smoothing window design. However, the frequency smoothing window 

design techniques described above for the gammatone filter are directly applicable to the 

gammachirp window if EWD level dependency is desired.

Gamma Window Response

Figure 4.11 (a) plots the impulse response of the analytic version of the gammatone filter 

of centre frequency 1 kHz (the sampling frequency chosen was 5 kHz). The analytic version 

is used to eliminate spectral content for negative frequencies and thus better illustrate 

the demodulation process. The solid and dashed lines indicate the real and imaginary 

part of the response respectively. The response is a sinusoidal oscillation modulated by 

a gamma response. The impulse response is normalised to give a gain of 0 dB at the 

centre frequency. Figure 4.11 (b) plots the filter’s frequency response for both negative 

and positive frequencies. The response is almost completely free from windowing artifacts 

such as sidelobes. Figures 4.11 (c) and (d) plots the impulse and frequency response of 

the baseband gamniatone filter res])ectively. The impulse response is asymmetric and real. 

It is clear that its frequency response is simply a demodulated version of the gammatone 

filter. Finally, the waveform and frequency response of the gamma window function of same 

centre frequency is plotted in Figures 4.11 (e) and (f) respectively. The window response is 

real and gaussian-like in shape. It is twice the length of the baseband gammatone response 

and is symmetrically centred about zero time lag. Its frequency response is exactly equal 

to that of the basebase band gammatone filter except that the filter attenuation is doubled, 

thus ensuring the correct DSPWD frequency resolution.

4.2 .2  E xcitation  P attern  G eneration

In [110], a method for computing excitation patterns is presented which uses the level 

independent, symmetric roex{p) filter shape. The expression for this filter shape is :

roex[p) = {I + pg) eyip{~pg) . (4.15)

Their method is summarised here. The upper panel of Figure 4.12 presents a spectrum 

of a sinusoid at 1 kHz and several roex(p) filter shapes. The intersection of each filter 

shape with the sinusoid gives the excitation level caused by the signal at the filter centre 

frequency. For example, the filter of lowest centre frequency intersects the sinusoid at point 

a; this therefore gives the excitation level at centre frequency A. This process is repeated for
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Figure 4.11; Waveforms (left) and frequency responses (right) for the gammatone filter (top 

panels (a) and (b)), baseband gammatone filter (middle panels (c) and (d)) and gamma 

window (bottom panels (e) and (f)).
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centre frequencies B, C, D, and E. The lower panel of Figure 4.12 plots the overall excitation 

pattern, generated by calculating the excitation level at finely spaced intervals in frequency. 

This method is graphical and does not rely on signal processing techniques.
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Figure 4.12: Upper panel : Intersection of sinusoid spectrum and roex filter shapes giving 

the excitation for 5 nominal frequencies A, B, C, D and E. Lower panel: The resulting 

overall excitation pattern.

Excitation pattern computation using the EWD relies on a different method than the 

one outlined above. However, both methods are exactly equivalent and give the same 

result. This is demonstrated in Figure 4.13 (a) and (b), which compare the computation 

of one excitation level for a particular frequency slice using the EWD and the method 

of Moore and Glasberg respectively. The stimulus in question is again a single sinusoid. 

Figure 4.13 (a) outlines the EWD method. Here, the curve is the spectrum of the gamma-
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Figure 4.13: A comparison of the calculation of one excitation level for the EWD, (a) and 

method of Glasberg and Moore, (b). The filter shape is symmetric. The two methods are 

shown to give the same result i.e. b = a.

windowed sinusoid signal, given by the convolution of the sinusoid spectrum and the gamma 

window spectrum. The gamma window is designed from the corresponding gammatone 

filter of centre frequency F. The EWD method simply calculates the level of the signal’s 

spectrum at frequency F, giving the excitation level, a, at this frequency. In Figure 4.13 (b), 

Moore and Glasberg’s method is portrayed. As described earlier, this method calculates 

the intersection of the gammatone response centred on frequency F with the sinusoidal 

spectrum. This effectively determines the excitation at frequency F caused by the signal 

tone giving excitation level b at frequency F. However, as we have pointed out, the spectral 

shape of the gamma window for the EWD is just a demodulated replica of the gammatone 

filter. Hence, because the gammatone filter shape is symmetrical about its centre frequency, 

both methods yield exactly the same result i.e. b=a. The equivalence of the methods can 

be generalised to arbitrary signals, since, by Fourier’s theory, all signals may be expressed 

as sums of sinusoidal components. We also point out again that the gammatone filter and 

symmetric roex(p) shapes are very similar. Hence, excitation patterns computed using the 

EWD method agree closely to those computed using Moore and Glasberg’s method [110], 

as demonstrated in Chapter 5.

In this work, the gammatone filter was adopted as a suitable model of auditory fre

quency resolution. This filter shape is symmetrical about its centre frequency and is level
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independent. If level dependency is to be incorporated in a more advanced EWD, then an 

asymmetrical filter shape must be used, as the slope of the lower skirt of the auditory filter 

decreases with increasing level, while the slope of the upper skirt increases with increasing 

level. Fortunately, the kernel design procedure outlined above for the gammatone filter 

may still be used to design window shapes having asymmetrical frequency responses {i.e. 

complex-valued window shapes). However, for the method of excitation pattern generation 

portrayed in Figure 4.13 to succeed, the magnitude of the frequency response of the result

ing window must be mirrored about DC. This may be simply achieved by computing the 

complex conjugate of the window, either before or after autocorrelation and normalisation 

have been performed. These steps are summarised below, where i«[n] is the demodulated 

asymmetric filter response, Wc[n\ is the response after conjugation, Wa[n\ is the response 

after conjugation and autocorrelation and hTA[n] is the final normalised kernel smoothing 

window where Np  is the length of Wa[n].

WcH = ty*[n]

Wq [n] =  Wc[n] (g) w* [—n]
,  r  1 _

ESf'k.N!
Figure 4.14 presents exactly the same situation as presented in Figure 4.13 for a sym

metrical filter shape, now for an asymmetrical shape. The filter has a more shallow slope 

for its lower skirt than its upper skirt. It is clear that once the window response is flipped 

about DC, the EWD method of excitation pattern generation and the method of Glasberg 

and Moore are again equivalent, i.e. b = a.

4.2.3 Temporal Smoothing W indow Design

In Chapter 3, temporal masking was discussed and a model of temporal resolution pro

posed by Plack and Moore [151] was described. This model proposes that the forward and 

backward spread of masking be modelled by a window shape acting as a running averager 

of stimulus energy. The shape of the window is non-causal and has longer duration for 

negative time, ensuring that once applied, the forward spread of masking is greater than 

the backward spread. Each side of the window may be expressed as the weighted sum of 

two rounded exponentials as follows ;

Wb{t) = (1 -  «;)(1 -f 2t/Tpb) e M -^ t lT p b )  +  w{l + 2t/T,b) exp(-2VTsb) , (4.16) 

Wait) = { l - w ) { l  + 2t /Tpa)GM-^t/Tpa) + w{l + 2t /Tsa)exp{-2t/T,a)  . (4.17)
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Figure 4.14: A comparison of the calculation of one excitation level for the EW D, (a) and 

m ethod of Glasberg and Moore, (b). The filter shape is asymm etric, having a shallower 

lower slope than  upper slope. The two m ethods are shown to give the same result i.e. b = a.

Here, Wt,{t) and Wa{t) gives the window shape before and after the window centre at 

 ̂ =  0, i.e. for negative and positive time. Param eter t  is (absolute) tim e relative to the 

window centre; Tpb and Tgb control the shape of the window peak and skirt for negative 

time resi)ectively with Tpa and Ts„ having the corresponding meaning for positive time. 

Param eter w controls the relative level of skirt to peak for both  sides of the window. In 

the study by Plack and Moore [151], twelve averaged tem poral window shapes were derived 

by fitting this window shape to masking d a ta  for three levels and four centre frequencies. 

Figure 3.14 in Chapter 3 plots these windows. The tem poral window shape is intended 

as a smoother of excitation level and is therefore ideally suited as an EW D kernel time 

smoothing function. Furthermore, it is lowpass in nature  and therefore suppresses cross- 

term  interference oscillating parallel to  the tim e axis; this is discussed in greater detail 

in Chapter 5. As the window shape is expressed in units of energy, it does not require 

autocorrelation and can be applied directly as an EW D tim e sm oothing function or window. 

Thus, the asymmetric nature of the tem poral window is preserved.

For the purpose of EWD kernel design, a level independent, frequency dependent time 

smoothing window is required. Since Plack and Moore derive a tem poral window shape 

at centre frequencies of 300, 900, 2700 and 8100 Hz only, interpolation of their da ta  is 

necessary to generate a tem poral window shape of a rb itrary  centre frequency. Also, for 

each centre frequency, they derive three window shapes corresponding to the three stimuli
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Frequency (Hz) Tp (ms) Ts (ms) w (dB) a

300 12.7 70.7 -58.3 1.6

900 9.3 68.3 -47.0 1.8

2700 8.1 46.0 -39.0 2.1

8100 7.5 48.0 -39.7 1.9

Table 4.1: Values of averaged parameters Tp, Ts, w and a for frequency dependent temporal 

window model.
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Figure 4.15: Interpolated temporal window shape parameters for the design of a temporal 

window of arbitrary frequency : (a) total peak duration, Tp, (b) total skirt duration, Tg, (c) 

skirt level, w and (d) window asymmetry, a.
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levels used. However, level dependency is not incorporated in the design of the EWD. 

Therefore, in order to design a level independent window shape, the data of Plack and 

Moore is averaged across level. Table 4.1 presents this averaged data. Parameter Tp is 

the total of the peak time constants (Tp =  Tpt, +  Tpa) with Tg being the total of the skirt 

time constants {Tg = Tgb + Tga)- Parameter w is averaged across level and ranges between 

about -60 and -40 dB. The asymmetry of window shape is reflected by the values of Tph/Tpa 

and TgblTsa, which agree closely at each centre frequency and level; they are therefore 

averaged across level to give parameter a, characterising overall window asymmetry for each 

of the four centre frequencies. In order to design a frequency dependent window shape, the 

values of Tp, Tg, w and a were interpolated with respect to a logarithmic frequency scale. 

Graphs of the interpolated data are presented in Figure 4.15 (a), (b), (c) and (d); note 

that the data is assumed to remain constant below 300 Hz and above 8100 Hz, respectively 

since these frequencies were the limits of Plack and Moore’s study. This is a reasonable 

assumption above 8100 Hz. However it may not be true below 300 Hz since the response of 

the auditory filter shape may still increase with decreasing frequency [149]. Figure 4.16 (a) 

presents a surface plot of temi)oral window shapes derived from this interpolated data for 20 

centre frequencies logarithmically spaced between 100 Hz and 10 kHz. The window shape 

varies smoothly with frequency, hence the interpolation of the temporal window data was 

deemed successful. Forward masking is more dominant for all frequencies. The peak of the 

window shape narrows with increasing frequency reflecting increasing temporal resolution. 

Interestingly, the more gradually sloped skirt has a greater effect at higher frequency; this 

behaviour is due to an increase in parameter w with frequency, w determining the level of 

the skirt relative to the peak.

The temporal window shape changes relatively slowly with frequency. For the purposes 

of EWD analysis, it was therefore decided that a total of 7 temporal windows was sufficient 

to cover the nominal audible frequency range 20 Hz - 20 kHz, with each temporal window 

covering a specific band of frequencies. Table 4.2 gives the frequency band of each of these 

temporal windows. The parameter ‘Window F c ’ gives the centre frequency of the temporal 

window assigned to that particular band. For all but the first and last window, this figure 

is equal to the logarithmic midpoint of ‘Band S tart’ and ‘Band End’. The temporal window 

shape was fixed for frequencies below 300 Hz and above 8.1 kHz because, again, these 

frequencies were the limits of Plack and Moore’s study. The 7 temporal windows are plotted 

in Figure 4.16 (b), with the temporal window number increasing from top to bottom. The 

temporal windows are plotted at offsets of 10 dB for comparison purposes. It is clear that the 

frequency bands are appropriately chosen, as the window shape changes quite evenly from
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Figure 4.16: (a) Plan view of the frequency dependent temporjil window shape at 20 centre 

frequencies logarithmically spaced between 100 Hz and 10 kHz. (b) The seven temporal 

windows used for the EWD smoothing kernel.
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window to window. Earlier on, in Section 4.1.5 an algorithm achieving frequency dependent 

temporal and spectral resolution was described which used a frequency dependent kernel. 

Figure 4.10 graphically portrays this approach. This approach is used for the EWD, its 

frequency dependent kernel being based on auditory temporal and spectral resolution. The 

overall algorithm is portrayed in flowchart form in Figure 4.17.

Window Number : 1 2 3 4 5 6 7

Band Start : 0 300 533 949 1687 3000 8100

Band End : 300 533 949 1687 3000 8100 20000

Window Fc : 300 400 711 1265 2250 4930 8100

Table 4.2: Start, centre and end frequencies for each of the 7 temporal windows.

4.3 M odelling the O uter-M iddle Ear

Before sound reaches the cochlea it must flrst be transm itted through the outer and middle 

ear. Those two sections of the peripheral auditory system modify incoming sound in a 

frequency dependent manner causing amplification of some frequencies and attenuation of 

others. These effects are most clearly reflected by the threshold of audibility curve, which 

plots the minimum sound pressure level at which a particular frequency is audible. This 

curve is plotted in Figure 4.18. From the diagram it is clear that the auditory system is not 

very sensitive to very low or very high frequencies. It is much more responsive to mid-range 

frequencies, these frequencies being important for speech production. The resonant effect of 

the external meatus (outer ear) is principally responsible for the mid-range boost at around 

3-4 kHz.

The middle ear plays a vital role in converting the air-borne sound of the outer ear to 

the fluid-borne vibrations of the cochlea. The transmission of sound from air to water is 

very inefficient. This is because the impedance of water is about 3750 times that of air. 

Therefore, without the middle ear, the impedance mismatch between air and sound would 

mean that 99.9 % of the sound impinging on the eardrum would be reflected. Because of 

the mass, acoustic resistance and acoustic compliance of the ossicular chain, high and low 

frequency sounds are attenuated as they pass through the chain. This is reflected in the 

absolute threshold curve, which displays low sensitivities to these frequencies.

The frequency dependent gain of the combined outer and middle ear are best simulated 

by an appropriate transfer function modelling its overall input-output behaviour. The effects
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s t a r t  ------ ► Input user parameters

Initialisation;
Generate frequency smoothing windows
Generate time smoothing windows
Calculate the max TCF block size Ntmax X Ntmax
Calculate the frequency bands for each temporal window

► For each analysis time n

Generate the TCF block for this n

► For each temporal window band

Calculate the TCF time smoothed slice using 
the current TCF block and temporal window 
for this frequency band

For each frequency k in this band

Multiply the TCF slice by each frequency smoothing window 
transform to frequency domain and store the result W(n,k)

Last frequency 
in band reached?

Last frequency 
band reached?

Last time 
n reac

yes
>----------► END

Figure 4.17: Flowchart detailing the overall EW D algorithm.
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Figure 4.18: Threshold of audibility (threshold in quiet) curve [194].

of the outer and middle ear may thus be replicated by filtering the sound and passing the 

result to later auditory model stages. In [143], Pfleuger and Hoeldrich present a model of 

the auditory system which incorporat(;s such a  outer-m iddle ear filtering stage. The overall 

filter, H q m { z ) ,  is designed to simulate monoaural listening under free field conditions and 

is based on the inverted absolute threshold curve. Hom{z)  consists of the cascade of an 

HR, lowpass filter of order 8, H i p { z ) ,  with an HR high pass filter of order 2, H h p { z ).  The 

system transfer functions for these filters are given below ;

i j  /-.'I _  0.190z’’(z-l-l)
n i P y Z }  — z8_2.5359z7_|_3.929526_4.753225+4.7251z‘' -3 .554823+ 2.139622-0 .9879^+ 0.2836  ’

- 2 z  + I
H h p {z ) = ^2  -  2 R z  +  ’

H o m {z ) =  H l p { z ) H h p { z ) .

The highpass filter H h p {z ) is has one free param eter, R,  to allow the model to adapt to 

recent deviations from the ISO 226 equal loudness contours found by some authors. Pfleuger 

and Hoeldrich suggest a value of 0.989 as providing a best m atch to the current data; this 

figure was therefore used for the EWD model. Figure 4.19 portrays the frequency response 

of the outer-middle ear model with R  — 0.95, 0.96, 0.97, 0.98 and 0.99. The overall response 

provides the high and low frequency attenuation and also the increase in sensitivity of about 

10 dB at around 3-4 kHz discussed earlier.
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Figure 4.19: Outer-middle ear filter response. The values of R, from bottom to top are : 

0.95, 0.96, 0.97, 0.98 and 0.99.

The effect of the outer-middle ear was incorporated indirectly into the design of the 

EWD by pre-filtering signals to be analysed by the above cascade filter, H o m (^)- However, 

it was not always appropriate to include the effect of the outer-middle ear. Whether or not 

this pre-filtering was performed depended on the type of signal analysis being carried out 

using the EWD. In some circumstances, such pre-filtering was undesirable. For example, in 

Chapter 5, we compare the excitation patterns generated by the EWD to those generated by 

Glasberg and Moore’s level dependent and level independent method of excitation pattern 

generation. Glasberg and Moore’s method employs a slightly different outer-middle ear 

model. Therefore, to achieve a more direct comparison, outer-middle ear filtering was 

omitted for both methods. In Chapter 6, the EWD is employed to analyse and smooth 

HRTF (head related transfer function) data. Such data already contains the effect of the 

resonances of the auditory canal (outer-ear). Inclusion of the outer-middle ear filtering stage 

would result in these resonances being applied twice and because of this, the outer-middle 

ear filtering was not performed.
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4.4 C om putational Cost of the EW D

Determining the computational cost of calculating the EWD of a signal is complicated as 

the total number of multiplications and additions required depend on a number of parame

ters, namely the sampling frequency, the range, distribution and total number of frequency 

channels, the number of temporal windows used and the time interval at which the EWD 

is calculated. The calculation of one particular EWD frequency slice can be divided into 

three stages : TCF calculation, TCF time smoothing by the temporal window and TCF fre

quency smoothing by the frequency window. Note that the frequency smoothing window is 

pre-modulated so that this multiplication also transforms from the TCF to WDF domain. 

The following lists the various operations that must be performed to calculate a slice in 

frequency of the WDF.

• TCF Calculation : For each slice in frequency at fixed time, n, of the EWD we must 

calculate a TCF block of size Nxmax ^ ^Fmax samples, where Nxmax and Npmax 

are the lengths in samples of the longest time smoothing window, hTA[^iCLT\^ aiid 

longest frequency smoothing window, hpA^iCLF] respectively. Nfmax depends on 

the sampling frequency and the minimum channel frequency required. Nxmax also 

depends on the sampling frequency and the minimum channel frequency, but also 

depends on the dynamic range D dB of the temporal window. This work found that 

there was rarely a need to use a temporal window of total dynamic range exceeding 50 

dB—a dynamic range of 30 dB was found to be more than adequate for most analysis 

tasks. However, occasionally a higher dynamic range was useful, when, for example 

examining the temporal masking of impulsive stimuli. Therefore, in order to better 

appreciate the effect of these parameters on TCF size. Figure 4.20 presents a plot of 

TCF block size for different minimum channel frequencies. Here, Nxmax x I^Fmax is 

divided by (the sampling frequency squared), therefore, in order to calculate the 

actual TCF size in samples, the ordinate can simply be multiplied by Each curve 

on the graph represents the TCF size for a different value of temporal window dynamic 

range D. The lowest curve shown is for a dynamic range of 10 dB. This range increases 

in steps of 10 dB up to a value of 100 dB for the top graph. The abscissa denotes the 

minimum frequency analysed; from the graph it is very clear that TCF size increases 

rapidly for low values of this parameter. This is due to a rapid increase in the size of 

the largest frequency smoothing window at such frequencies. It is also clear that for 

dynamic ranges greater than 60 dB, the TCF size grows dramatically. TCF block size 

also falls approximately exponentially with increasing minimum channel frequency.
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Obviously, the total TCF size is also very dependent on the sampling frequency, fg, 

being proportional to /^ . Since the TCF is Hermitian symmetric, the total number 

of multiplications required to calculate one TCF block of a real signal is

N T m a x  ^  N p m a x  ( , ^
^ • (4 . 18)

A given EWD is composed of slices in frequency spaced at regular intervals in time. 

If we denote the number of samples between adjacent frequency slices as T s te p ,  and 

the number of frequency slices computed per second as fsUce, then

T s te p  =  7 ^  • ( 4 . 19)
J slice

Typically, Tgtep “C NTmax\ there is therefore much data overlap between adjacent

TCF blocks. This can be expk)ited to reduce the computational cost of each TCF

block, apart from the first one. Therefore, for all but the first block, the number of 

multiplications per TCF block reduces to

(4 .20)

TCF Time Smoothing : The number of multiplications needed to achieve a time

smoothed TCF strip at each temporal window stage is the product of the current 

temporal window length times half the length of the longest frequency smoothing 

window in the temporal window frequency band. Estimating the total number of 

multiplications required for TCF time smoothing is therefore complicated by the fact 

that more than one temporal window is used, each being of different length. To 

simplify matters, we say that the total number of multiplications (for a real signal) is 

approximately equal to

Number of Temporal Windows x N tuv x Npav r,i\
2  > (4 -21)

where Ntuv and Npav are the average lengths of the time and frequency smoothing 

windows, respectively.

TCF Frequency Smoothing and Transformation to the WDF Domain : The total

number of multiplications required for TCF frequency smoothing is equal to the total 

length of all the frequency smoothing windows. Again, to simplify matters, we say
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Figure 4.20: Normalised TCF block size for temporal window dynamic ranges of 10 to 100 

dB (increasing in steps of 10 dB from bottom to top). The abscissa denotes the minimum 

frequency analysed.
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that the total number of (complex) multiplications to perform frequency smoothing 

and transform into the WDF domain is

Number of Channels x Npav
(4.22)

2

where Npav is the average length of the frequency smoothing window. Assuming 

that it takes 4 real multiplications per complex multiplication, the total number of 

multiplications is

The total number of multiplications required to compute an EWD per second of signal is 

equal to the total number of multiplications above for TCF, time smoothing and frequency 

smoothing, times the number of EWD frequency slices computed per second, fsUce- This 

figure is

It is noteworthy that if the analytic version of the real signal is substituted in EWD cal

culation, the signal sampling frequency, /s , can be halved [33], [28]. Hence, Nxmax, ^Fmax, 

N tuv and N^av are all half that required for the real signal. This would suggest a quartering 

of the multiplications required for TCF calculation and TCF time smoothing and a halving 

of the number of multiplications required for TCF slice frequency smoothing. However, 

if we assume that four real multiplications are required for each complex multiplication, 

and also that the computational cost of TCF calculation and time smoothing far outweigh 

the cost of TCF slice frequency smoothing, then the computational advantage of using the 

analytic signal is unfortunately lost.

4.4.1 Memory Requirements for EW D Calculation

The memory required for EWD computation is almost completely dominated by the memory 

required to store a single TCF block. According the the IEEE standard for floating point 

arithmetic, 4 bytes are needed to represent a floating point number; it therefore takes 8 

bytes to store a complex floating point number. For double precision, which is used in

Number of Channels x Npav x 2 . (4.23)

Num. Temp. Wind, x N^av x N f,
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MATLAB, 8 bytes per float are used. Therefore a total of 8 bytes per real TCP sample and 

16 bytes per complex TCP sample are used. Therefore, assuming Nxmax and Nprnax are 

halved for analytic signals and assuming that, due to TCP Hermitian symmetry, only half 

of each TCP block is stored, the following number of bytes are needed to store each TCP 

block in MATLAB ;

^Tmax ^ Nprnax 4 for real signals samples at 2 /j ,

^Tmax X Nprnax ^ 2 for Complex analytic signals samples at fg .

Therefore, although using the analytic signal does not result in computational savings, it 

does result in memory savings of a factor of 2. Using the analytic signal also removes cross 

term interference between positive and negative frequency components [18].

4.4.2 Real Time EW D Analysis

As an example, the number of multiplications required to compute a real time EWD of a 

typical audio signal is determined here. The cutoff of the audio signal is 11025 Hz, therefore, 

to satisfy the minimum sampling frequency for the WD, fs  =  44100 as the real signal was 

used.

The EWD slices in frequency are computed every 2.5 ms and 150 channels, spaced 

according to the ERB scale from 25 Hz to 11025 Hz are used. The dynamic range of 

the temporal window is set to 50 dB; seven temporal windows in all are used. Por these 

values, the resulting parameter values are presented in Table 4.3 (the meaning of Nxmaxa 

is explained shortly).

^Tmax Nprnax N tov Npav ^Tmaxa '^step

4369 4401 3829 1144 1588 111

Table 4.3: Values of parameters Nxmax, Nprnax, Nrav, Npav, Nxmaxa and Tgtep for a 

particular case of real time EWD analysis.

The number of real multiplications required per second for each stage of EWD processing 

is presented in Table 4.4. The total number of multiplications required per second is in 

excess of 6 Gigaflops, which is high. Por, example, four TigerSHARC DSP processors 

operating in parallel would be required to achieve this number of operations. Using 16- 

bit fixed point accuracy, however, the EWD could be computed on 1 TigerSHARC, albeit 

with a reduction in accuracy. By far the most computationally heavy operation is TCP
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time smoothing, accounting for 98.4 % of the total number of multiplications in the given 

example. The cost of this could readily be reduced by lowering the dynamic range of the 

temporal windows and also lowering the number of temporal window stages. This would 

not result in a serious compromise of temporal resolution because the temporal window 

shape is relatively invariant across frequency.

TCF Calc. TCF T. Sm. TCF F. Sm Total Mults/sec

97.724.10'^ 6.133.10’’ 85.8.10^ 6.231.10^

Table 4.4: Total number of multiplications per second for TCF calculation, time smoothing 

and frequency smoothing/transformation for the particular example given.

In [18], Boashash and Black present a real time implementation of the discrete SPWD. 

As they note, there is an unavoidable latency in computing the DSPWD as TCF calculation 

requires signal samples both both positive and negative time. This latency is equal to 

max{Nf'jnax/'^, ^TTnaxa)^ where N'lmaxa is the length of the positive half of the longest 

temporal window. For the example above, this latency is equal to Nprnax and is 2201 

samples, i.e. 50 ms. As the minimum channel frequency is reduced, Nprnaxl’̂  increases 

whereas Nxmaxa increases as the dynamic range of the temporal window is increased. The 

greater of these determines the latency.

The memory requirement of the above example is dominated by the size of the TCF 

blocks. For MATLAB, 36.7 Mbytes for the real signal TCF block are required, each sample 

being stored using double floating point accuracy (8 bytes per sample). Floating point 

DSPs generally use 32-bit accuracy, therefore this figure may be halved for these devices, 

giving 18.35 Mbytes. If the analytic signal is used, then this figure may be halved again to 

give 9.17 Mbytes. If the analytic signal is used, and 16-bit fixed point arithmetic is used, 

the TCF memory requirements are halved again, giving 4.59 Mbytes. Smoothing window 

storage covers the majority of remaining memory requirements, typically adding another 

10 % to the TCF figure.

4.4.3 Com parison o f EW D  and F ilterbank-B ased  A u d itory  M odels

The Wigner distribution algorithm is computationally expensive, especially for long signals. 

However, this thesis shows that the computational cost and memory requirements of the 

Wigner distribution may be very considerably reduced if the techniques outlined in this 

chapter are employed. In fact, surprisingly, the EWD algorithm has a computational com

plexity which is comparable to that of typical linear filterbank-based auditory models, as is
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demonstrated here.

Filterbank models are generally based on an array of auditory filters which process the 

stimulus signal, followed by a nonlinear device (often square-law) and finally by a temporal 

integrator, or temporal window. One such linear model is the Spectro Temporal Excitation 

Pattern (STEP), proposed by Plack [150]. In this model, the input signal is first filtered 

by a bank of gammatone filters. The filterbank output is passed through a square law 

device and then smoothed using the temporal window model. Thus, the STEP is designed 

to model both auditory spectral and temporal resolution. If the STEP is computed at the 

same points in TF as the EWD, the number of multiplications per second is

(4,24)

Here, it is assumed that the temjjoral window shapes and gammatone filters used in 

STEP processing are equal in length to those used to design the EWD smoothing kernel. 

The filterbank model does not require the double signal sampling rate required by the WD. 

Also, autocorrelation of the frequency smoothing windows, which doubles their length, is 

unnecessary. Therefore the STEP temporal windows and gammatone filters are half and 

quarter the length of their EWD counterparts, respectively.

Equation 4.24 may be broken down as follows. At each TF analysis point, the signal 

must be convolved by the gammatone filter for a duration equal to the length of the temporal 

window. This corresponds to a total of

Number of Channels x fsUce x |   ̂|  (4.25)

multiplications. The result is then smoothed by the temporal window and squared. This is 

an additional

Number of Channels x f^uce x |  |  (4.26)

multiplications.

If the real time signal analysis example in Section 4.4.2 is used here, the total number of 

multiplications per second required by STEP analysis is 3.1555.10^. This is approximately 

half that required for EWD analysis. However, the computational load of both algorithms 

depend on a number of differing factors, including sampling frequency, the dynamic range 

of the temporal windows used and the intervals in time and frequency at which the analysis 

is to be performed. For example, the main processing load for STEP calculation can be 

attributed to frequency smoothing, whereas for the EWD it is temporal smoothing which
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necessitates the bulk of the processing. The number of m ultiplications required for STEP is 

proportional to the number of frequency channels. A doubling of the num ber of frequency 

channels would cause a doubling of the number of STE P m ultiplications required, whereas 

the processing load for EWD analysis would be almost unchanged. In o ther circumstances, 

for example if the dynamic range of the tem poral window is increased or the minimum 

analysis frequency is very low, the TC F block size for EW D calculation may become very 

large, resulting in a significant increase in com putational load for the EW D. Therefore, it 

is not unreasonable to assume that, in general, the performance of the EW D in term s of 

com putational load is comparable to th a t of linear filterbank models.

4.5 EW D C om putation Platform

In this work, the EWD algorithm was coded in the MATLAB environm ent using the Signal 

Processing Toolbox on a PC equipped with an Intel Pentium -2 processor running at 266 

MHz. The MATLAB environment was ideally suited to the task as many useful opera

tions such as window and filter design, FFTs, Hilbert transform s, convolution, correlation 

and vector and m atrix manipulation routines are provided via simple function calls. Fur

thermore, MATLAB provides excellent 2-D and 3-D plotting tools. As MATLAB is an 

interpretive language, it is far loss efficient than  C, however using its profiler, MATLAB 

code ‘hot-spots’ may be identified and efficiently coded in C as dynam ically linked sub

routines known as MEX-files. In this work, due to tim e constraints, the EW D was coded 

entirely in MATLAB. However, it is suggested th a t coding the TC F generation, TC F time 

smoothing and TCF frequency smoothing operations as MEX-files would result in a very 

considerable increase in EWD com putation speed.



Chapter 5

M odel Validation

This chapter seeks to determine whether or not we have met the design goals set out in 

Chapters 3 and 4, namely, whether or not the spectral and temporal resolutions of the EWD 

accurately match those of the gammatone filter and temporal window model of masking 

respectively. It is important to validate the EWD resolutions as the EWD represents a 

novel approach to modelling auditory masking, employing as it does the new kernel design 

techniques described in Chajiter 4. Results showing that the EWD does indeed achieve 

the correct resolutions are presented in this chapter. The presence of EWD cross-term 

interference is also investigated as such interference can often confuse the interpretation of 

bilinear time-frequency distributions. It is found that for the EWD, cross-term interference 

is negligible as it is almost always suppressed below auto-term excitation level. For the 

particular case of a signal combined with a delayed reflection of itself, a direct and useful 

relationship between cross-term interference oscillating parallel to the frequency axis and 

auditory comb filtering is demonstrated. Cross-term interference and windowing artifacts 

have in the past limited the effective dynamic range of time-frequency distributions. The 

dynamic range of the EWD is therefore evaluated here and is shown to be effectively limited 

only by the dynamic range of the signal itself and not artifacts of the time-frequency signal 

analysis technique. Finally, some psychoacoustic limitations of the EWD are discussed.

5.1 E W D  Properties

In Chapter 2, Table 2.1 presented the time-frequency properties of Cohen’s class, and their 

corresponding kernel constraints. Table 5.1 now presents the case for the EWD, indicating 

the same properties and kernel constraints and whether or not they are satisfied. Fi'om 

the table it is clear that although the EWD satisfies time shift covariance, is real and even 

valued, all other properties are not satisfied. However this fact should not be seen as a
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limitation of EWD analysis, but rather required features of the EW D’s smoothing kernel. 

Firstly, the time and frequency marginals (P4 and P5) of the EWD do not equal the signal 

marginals, they equal the excitation pattern and averaged temporal excitation pattern (see 

Section 5 .2) of the signal respectively. Since the marginals are not satisfied, the group 

delay and instantaneous frequency properties (Pio, -Pii) are not satisfied. Furthermore, 

although the EWD is time shift covariant, it is not frequency shift covariant, its kernel 

being a function of frequency (P7). The EWD kernel is not designed to satisfy the time and 

frequency support properties either as the kernel is designed to smear distribution energy 

in both time and frequency (Pg and Pg). Finally, total EWD energy does not equal total 

signal energy (P3) and the modulation and covariant properties are not satisfied (P12

Property Kernel Constraint EWD

Pi Reality = ^ ( r , 0 ) x/

P2 Evenness (r, 0 ) is real V

^3 Energy Conservation 'I'(0 , 0) =  1

P4 Time Marginal ^ ( 0 , 0 ) =  1

P5 Frcqucncy Marginal « '( r ,0 ) =  1

Pe Time Shift Covariance is not dependent on time, t V

P7 Frequency Shift Covariance 'I' ( r ,  6 )  is not dependent on frequency, /

Ps Finite Time Support ( p { t , T ) = 0 ,  \ t / T \ >  1 / 2

Pg Finite Frequency Support ip{oj ,e)=0, \ u } / 9 \ > l / 2

Pio : Group Delay 'l '( r ,0) =  1 and ^  0=0 =  ^

Pii : Instantaneous Frequency '5 (O,0) =  l a n d ^ ^ ( T , 0 )|^^o =  O
P12 : Convolution Covariance ^ ( t i  +  T 2 , 0 )  =  ^ ' ( t i , 6 » ) ^ ' ( t 2 , 6 > )

Pl3 : Modulation Covariance ^ ( r , 0 i +  02) =  (̂t ,0 i )̂ (t ,02)
Table 5 .1: Cohen’s class properties and corresponding kernel constraints. A tick indicates 

that a property is satisfied by the EWD.

5.2 Spectral and Temporal Masking : M odel Accuracy

As described in Section 3 .2 .5 , the excitation pattern of a sound is an im portant indicator of 

the internal spectral representation of the sound. Typically the excitation pattern of a signal 

is composed of the individual contributions of a number of continuous sinusoids which are 

assumed to make up the signal. For example, Figure 3.12 in Section 3 .2.5 demonstrated the
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calculation of the excitation pattern of a complex tone consisting of the first 10 harmonics 

of a 300 Hz fundamental. The excitation pattern can be considered a smeared version of 

a signal’s energy spectral density (for time limited signals) or power spectral density (for 

periodic signals). As such, temporal information is not represented, therefore excitation 

patterns cannot represent temporal masking. The term temporal excitation pattern was in

troduced by Plack [150] to describe a plot showing the output (in dB) of a temporal window 

function (of particular frequency) versus time. This plot is therefore a temporal equivalent 

of the (spectral) excitation pattern, representing auditory temporal resolution and temporal 

masking. Since a particular signal’s energy is not, in general, evenly distributed across fre

quency, a plot of the outputs of several temporal windows of differing centre frequency versus 

time is necessary to adequately represent temporal resolution. It is convenient to therefore 

represent this information on a three dimensional plot with dimensions time, frequency and 

level.

As discussed in Chapter 2, one of the properties of the Wigner distribution is that 

the frequency marginal equals the energy spectral density of the signal. For the EWD to 

achieve accurate spectral resolution and thus model spectral masking, its frequency marginal 

should yield the excitation pattern of the signal. This is shown to be true in Section 5.2.1. 

Furthermore, for accurate modelling of temporal resolution and temporal masking, the time 

resolution of the EWD should equal that of the temporal model of masking. This may be 

tested by calculating the EWD of very short, impulsive sounds and comparing the EWD 

output of each channel along time with the temporal window shape for that particular 

channel. Both should agree closely for accurate temporal resolution modelling. This test 

is outlined further in Section 5.2.2, and results showing a very close match between EWD 

time resolution and temporal window shape are presented.

5.2.1 Spectral Resolution Accuracy

In order to test EWD spectral resolution, the EWD frequency marginals and excitation 

patterns can be compared for various signals. A method of generating excitation patterns 

is therefore needed. Section 3.2.5, summarised such a method proposed by Moore and 

Glasberg in 1983 based on the symmetric, level independent roex(p) filter shape [110]. The 

equivalence of this method to EWD excitation pattern generation is also demonstrated. 

Later work [111] by the same authors in 1987 introduces level dependency into the slopes of 

the upper and lower skirts of the filter and includes a Fortran program for the calculation 

of the resulting excitation patterns. The slopes of the filter shape depend on input level; 

for increasing level the lower skirt slope becomes more shallow, while the upper frequency
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skirt becomes steeper. Further work [63] in 1990 more accurately measures auditory filter 

shape by incorporating a number of improvements into the measurement procedure. In 

this work it is found that changes in the upper frequency filter slope are much smaller 

and less consistent than changes in the lower frequency slope. These minor changes are 

therefore ignored; only the slope of the lower skirt of the auditory filter shape is assumed  

level dependent. Fortran code listings for the derivation of filter shapes from notched noise 

data and the calculation of excitation patterns are also included. The level dependency 

of the lower skirt is briefly summarised as follows. The shape of the level independent, 

symmetric reox(p) shape is

roex{p) =  {I +  pg) e x p { - p g )  , (5.1)

where g is normalised frequency {g =  \ f  — /d / / c ) )  and p  controls both the filter bandwidth  

and filter skirt slope. The value of p  may be determined by from the filter centre frequency, 

f c  kHz, and equivalent rectangular bandwidth (ERB) from the following equations :

E R B  =  24.7(4.37/c +  1) . (5.3)

In [63], Glasberg and Moore note that the auditory filter centred at 1 kHz is roughly 

symmetric for an input level of 51 dB/E R B . They also note that filter shapes at other centre 

frequencies are also symmetric for an input level equivalent to the level of 51 dB /E R B  at 

1 kHz. They summarise the level dependency of the low frequency skirt of the auditory 

filter by varying the level dependent low frequency skirt parameter, Pi(x) according to the 

following equation :

Pl { X)  — P/(51)  -  0 - 3 8 ( p ; ( 5 i ) / p / ( 5 i , l f c ) ) ( X  -  51), (5.4)

Here, P((si) is the value of p at fc for an equivalent noise level of 51dB /E R B  and p/(5i î;t) 

is the values of pi at 1 kHz for a noise level of 51 dB /E R B . The parameter X  represents 

the actual input level at the filter centre frequency in dB /E R B . Both C and Fortran code 

implementing the generation of excitation patterns based on the above filter shape are 

available from the homepage of the Auditory Perception Group, University of Cambridge [8].

The magnitude response of the gammatone filter of order 4 is very close to that of 

the symmetric, level independent roex(p) filter shape of equal ERB. Excitation patterns 

generated using the EWD should therefore compare well with those generated from this 

shape. In order to generate such excitation patterns, a simple modification of the code
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above was made, effectively disabling filter level dependency. In the following sections, 

excitation patterns generated using the EWD and both level dependent and independent 

auditory models are compared for a variety of signals. The signals used in the comparisons 

are sinusoids at 150, 1200 and 6000 Hz, a complex tone of 200 Hz fundamental, a notched 

noise masker plus tone and a synthetic vowel.

In order to eliminate slight differences between the outer-middle ear models used, the 

signals were not prefiltered by the outer-middle ear filter described in Section 4.3 for the 

EWD. Likewise, the option to apply equal loudness contour (ELC) ‘correction’ to account for 

the transmission characteristics of the outer and middle ear was not taken in the Cambridge 

program. For simplicity, from this point on we will refer to the level independent, symmetric 

roex(p) filter shape as the symmetric roex(p) shape, and the level dependent, asymmetric 

roex(p) shape as the asymmetric roex(p) shape.

In addition to a graphical comparison, the mean squared error (MSE) and percentage 

error difference (PED) were computed to obtain a measure of the difference between excita

tion patterns generated by the EWD and those generated by the symmetric and asymmetric 

shape. The MSE and PED were computed from the normalised linear magnitude of the 

EWD excitation patterns (x[A:]) and symmetric/asymmetric excitation patterns (a;[A:]) ac

cording to the following equations, where C  was the number of frequency channels. For the 

cases of the single sinusoids (Figures 5.1 to 5.3), normalisation was carried out so that the 

level of the sinusoid in question was 1 (OdBs). For the case of the complex tone signal (Fig

ure 5.4 and Figure 5.5), signal tone plus masker (Figure 5.6) and vowel sound (Figure 5.8) 

normalisation was performed so that the spectral level 200 Hz, 2 kHz, and 375 Hz was 0 

dBs, respectively.

Single Sinusoids

Comparisons of the excitation patterns generated using the EWD and symmetric roex(p) 

filter shape were made for signals consisting of a single sinusoid. The sinusoid frequencies 

were 150, 1200, and 6000 Hz. As described earlier in Chapter 4, the effect of the outer-middle 

ear was not modelled. For the purposes of EWD analysis, the duration of each sinusoid was 

set to 100 ms. In order to prevent abrupt signal onsets and decays from causing spectral

PED

MSE
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splatter, the first and last 5 ms of each sinusoid was ramped and damped by the left and 

right halves of a 10 ms banning window. The distribution was calculated every 10 ms, from 

t = —50 ms to < =  150 ms, i.e. from 50 ms before signal onset to 50 ms after signal decay. 

The temporal window dynamic range was set to 50 dB for all three signals.

Figure 5.1 (a) shows the EWD for the 150 Hz sinusoid signal. The EWD is computed 

over a linear frequency range from 87 to 400 Hz, 87 Hz being equal to 3 on the ERB-rate 

scale, the minimum input frequency allowed by the Cambridge excitation pattern code. 

The 150 Hz signal produces excitation over a wide range of frequencies. Note that although 

the gammatone response used in EWD analysis is symmetric, the resulting TF excitation 

pattern is markedly asymmetric, showing a greater spread of excitation for frequencies above 

the signal frequency than for those below it. Also, the signal produces excitation outside of 

its duration, showing both forward and backward masking, forward masking clearly being 

the more dominant effect. The EWD thus displays both the spectral and temporal masking 

effects of this signal on one three-dimensional plot. Note that the EWD is plotted in units of 

dB, not dB SPL; the EWD units are not intended to reflect signal level in dB SPL. In fact, 

since the EWD is level independent, it will, in this work, generally be normalised to a level 

suitable for comparison with the symmetric and asymmetric roex(p) excitation patterns

In order to compute the excitation jiattern for the 150 Hz sinusoid, the EWD is simply 

summed along the time axis and plotted versus frequency. Figure 5.1 (b) presents the EWD 

excitation pattern (blue curve) with the symmetric roex(p) excitation pattern (red curve), 

for comparison purposes. The two excitation patterns agree very closely for the first 40 dB, 

after which the slope of the EWD excitation pattern begins to fall in comparison to the 

slope of the roex(p) excitation pattern. However, the gammatone filter and roex(p) filter 

shape are not identical so we can only expect a close match for band limited signals such as 

sinusoids over a limited dynamic range, beyond which the filter shapes begin to differ. The 

MSE and PED are both very low for this signal, being 3.71.10“ “̂ and 2.40.10~^ respectively.

Figure 5.2 (a) and (b) and Figure 5.3 (a) and (b) present exactly the same scenario, 

now for frequencies of 1200 and 6000 Hz respectively. For the 1200 Hz signal, the analysis 

frequency range extends from 800 to 3000 Hz, and for the 6000 Hz signal the corresponding 

range is 4000 to 10000 Hz. The results are similar to those presented for the 150 Hz sinusoid, 

EWD excitation agreeing very closely to roex(p) excitation over a dynamic range of about 

40 dB. Again, the MSE and PED are very low, being 2.89.10“  ̂ and 3.11.10“  ̂ respectively 

for the 1200 Hz signal and 4.04.10” '* and 3.32.10“  ̂ respectively for the 6000 Hz signal.

These are encouraging results, as the excitation level well away from signal centre fre

quency for such simple signals depends on the low level filter response far from its passband.
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Figure 5.1: (a) EWD of a 150 Hz sinusoid signal, (b) Comparison of the excitation patterns 

generated by the symmetric roex(p) shape (red curve) and the EWD (blue curve). M S B  =  

3.71.10-^P£;D =  2.40.10-3.
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Figure 5.2: (a) EWD of a 1200 Hz sinusoid signal, (b) Comparison of the excitation 

patterns generated by the roex(p) shape (red curve) eind the EWD (blue curve). M S E  — 

2.89.lO-\ PED  =  3.11.10-3.
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Figure 5.3: (a) EWD of a 6000 Hz sinusoid signal, (b) Comparison of the excitation 

patterns generated by the roex(p) shape (red curve) and the EWD (blue curve). M S E  =  
4.04.10-^PE D  =  3.32.10-3.
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For the excitation patterns of such signals to match across all frequencies, the gammatone 

and roex(p) filter shape would have to match over a wide dynamic range. However, for 

more broadband (and realistic) signals, such as music or speech, excitation is primarily 

determined by filter behaviour nearer the peak of the filter shape. It is shown in the sub

sequent section that for such signals, the EWD and symmetric roex(p) excitation patterns 

agree very closely across the full signal bandwidth, and that these excitation patterns also 

agree well to those of the asymmetric filter shape for moderate signal levels.

C om plex  Tone

Figure 5.4 (a) presents the EWD of a signal consisting of the first 10 harmonics of a 200 Hz 

fundamental. The levels of the harmonics were set to be equal. The signal was ramped and 

damped using the banning window in exactly the same manner as for the single sinusoid 

signal. The signal duration was 100 ms and again was not prefiltered by the outer-middle 

ear filter. The EWD was calculated over the frequency range 100 to 3000 Hz, with channel 

frequencies now spaced logarithmically within this range. The EWD shows no presence of 

cross-term interference whatsoever between any of the sinusoidal components. This is a very 

satisfying result which is discussed further in Section 5.3. Figure 5.4 (b) now compares the 

EWD (blue curve) and roex(p) (red curve) excitation pattern. The EWD excitation pattern 

is normalised to give a level of 40 dB at 200 Hz. There is a very good match between the 

two excitation patterns across all frequencies and levels. Note that the tiny discontinuity at 

exactly 300 Hz in the EWD excitation pattern is caused by cross-term interference between 

the 200 and 400 Hz harmonics and is an indication of the almost negligible efTect of such 

interference on the calculation of excitation patterns using the EWD. The roex(p) curve 

shows a slight increase in excitation level for increasing frequency; this is due to the fact 

that the ERB of the auditory filter shape spans an increasing number of harmonics as 

frequency increases resulting in an increase in filter input level. However this is not seen 

in the excitation pattern of the EWD, which in fact shows a very slight drop in excitation 

level as frequency increases. This can be explained by the fact that the temporal window 

shape narrows for increasing frequency. For this particular signal this has the effect of just 

counteracting the increased input level of the auditory filters. However this should not 

necessarily be seen as a limitation of the EWD, as it reflects the combined efTects of both 

spectral and temporal masking, whereas the roex(p) excitation patterns ignores temporal 

masking effects. Looking at the figures for MSE and PED we see that they are low but are 

still higher than those for the single sinusoids, being 7.51.10“  ̂ and 1.52.10“  ̂ respectively. 

This might seem surprising at first since the EWD and roex(p) curves match more closely
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Figiire 5.4: (a) EWD of a complex tone consisting of the first 10 harmonics of a 200 Hz funda

mental. (b) Comparison of the excitation patterns generated for this signal by the symmetric 

roex(p) filter shape (red ciurve) and the EWD (blue curve). M S E  = 7.51.10”^, PjBD =  

1. 52. 10- 2.
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than for the single sinusoide. However the inceaase in MSE and PED can be explained 

by the fact that the spectral level for the complex tone is far higher than for the single 

sinusoids for most of the frequency range.

It is often stated that the gammatone filter is a reasonable approximation of auditory 

filter shape for moderate signal levels [143], [150], [131]. To demonstrate this, excitation 

patterns for the complex tone described above were generated for four component levels 

of 30, 50, 70 and 90 dB SPL using the asymmetric roex(p) filter shape. The resulting 

level-dependent excitation patterns are plotted as the black curves in Figure 5.5 and the 

corresponding MSE and PED values are listed in Table 5.2. Note that since outer-middle 

ear correction was not performed, the excitation levels of the components appear at their 

signal levels in dB SPL. The corresponding excitation patterns generated by the symmetric 

roex(p) filter shape (red curves) and EWD (blue curves) curves are also plotted at each 

level.

To facilitate visual comparison, the levels at 200 Hz of the EWD, symmetric and asym

metric excitation patterns are set equal for all four sets of curves. It can be seen that for the 

level of 50 dB SPL, the asymmetric and symmetric roex(p) excitation patterns agree almost 

exactly. For the increased levels of 70 and 90 dB SPL, the lower slope of the asymmetric 

roex(p) filter shape becomes more shallow, causing an upward spread of excitation. For the 

low level of 30 dB SPL, the lower skirt becomes steeper, resulting in the opposite effect—a 

reduction in excitation above the signal component frequencies. Looking at Table 5.2 we 

see that the MSE and PED were lowest for the symmetric filter shape. As the signal level 

increases from 30 to 90 dBSPL, the MSE and PED values for the asymmetric filter shape 

increase, indicating a worsening of fit. Overall, however, the EWD excitation patterns pro

vide a very good match to the asymmetric roex(p) excitation patterns for moderate signals 

levels, and differences between the two only become significant for very high signal levels.

Models Level/dBSPL MSE PED

EWD and symmetric shape ALL 7.51.10-3 1.55.10-3

EWD and asymmetric shape 30 9.01.10-3 3.81.10-3

EWD and asymmetric shape 50 1.07.10-2 5.03.10-3

EWD and asymmetric shape 70 3.53.10-2 1.96.10-2

EWD and asymmetric shape 90 10.47.10-2 7.66.10-2

Table 5.2: MSE and PED values for a comparison of the EWD with the symmetric and 

asymmetric filter models for stimuli levels of 30, 50, 70 and 90 dBSPL.
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Figure 5.5: Excitation patterns generated by the asymmetric roex(p) filter shape (black 

curves), symmetric roex(p) filter shape (red curves) and EWD (blue ciurves) for the first 10 

harmonics of a 200 Hz fundamental for four component levels of 30, 50, 70 and 90 dB SPL.
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N otched N oise plus Tone

The auditory filter shape has often been estimated using a notched-noise masker with a 

signal tone placed between the notches. Such a signal was therefore analysed using the 

EWD and excitation patterns generated by the EWD and symmetric roex(p) filter shape 

were compared. For the roex(p) excitation pattern generation code, it is assumed that the 

signal consists of a finite number of sinusoidal components. Therefore, noise bands are 

composed of finely spaced sinusoids, the level of the sinusoids being multiplied by their 

spacing to ensure the correct noise power [63]. This method of noise generation was also 

used for the purposes of EWD analysis, except that the phases of the sinusoidal components 

were also randomised. The total duration of the signal and noise maskers was again 100 ms, 

and the same banning ramping and damping was apphed. The signal frequency was set to 

be 2 kHz. The upper and lower edges of the lower noise band were 500 and 1300 Hz, giving 

a bandwidth of 800 Hz. The upper noise band also had a bandwidth of 800 Hz, its upper 

and lower edges being at 2900 and 3700 Hz respectively. The noise bands were therefore 

placed asymmetrically about the signal, the signal tone being 700 Hz from the edge of the 

lower noise baud and 900 Hz from the edge of the upper noise band. The signal tone was set 

to a level of 40 dB SPL and the noise spectrum level was 10 dB SPL. Figure 5.6 (a) shows 

the EWD of the overall signal. The analysis time interval is 10 ms. It is clear from the 

EWD plot that the signal is well above the masking threshold of the noise. Also note that 

the upper noise band shows less fluctuations than the lower noise band because the higher 

auditory filter ERB causes an increased amount of spectral smoothing. Figure 5.6 (b) plots 

the excitation patterns generated by the symmetric roex(p) filter shape (red curve) and 

the EWD (blue curve) described above. The random fluctuations of the EWD are seen to 

average to give an excellent match to the symmetric roex(p) excitation pattern. The MSE 

and PED are very low, being 1.32.10~^ and 1.04.10“  ̂ respectively. Results not presented 

here show that, not unexpectedly, the EWD excitation patterns become even closer to the 

roex(p) excitation patterns as the signal length is increased.

Synthetic Vowel

As a final test of spectral resolution of the EWD, a comparison was made between the 

EWD and roex(p) excitation patterns for the synthetic vowel / I /  described in [111]. Again 

this sound was composed of a finite number of harmonics, spaced every 125 Hz from a 

fundamental frequency of 125 Hz to 4 kHz. The levels of each of the harmonics are plotted 

in Figure 5.7. Again, for the purposes of EWD analysis, the signal length was set to 100 ms 

and was ramped and damped using the 10 ms banning window. Also, no outer-middle
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Figure 5.6: (a) EWD 2 kHz signal tone plus noise masker, (b) Comparison of the excitation 

patterns generated for this signal by the symmetric roex(p) shape (red curve) and the EWD 

(blue curve). M S B  =  PED  = 1.04.1Q-2
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ear filtering was performed. The analysis was performed from 125 Hz to 4 kHz, or from 

approximately 4 to 27 ERBs. The phases of the harmonics were randomised. Figure 5.8 (a) 

shows the resulting EWD, computed at time intervals of 10 ms. In order to obtain a smooth 

frequency marginal (Figure 5.8 (b)), 400 channels were used in the analysis, however for 

clarity, only every fourth channel is displayed in the EWD surface plot (Figure 5.8 (a)). 

No presence of cross-term interference is detectable. Figure 5.8 (b) shows the excitation 

patterns of the vowel sound generated using the EWD and both asymmetric and symmetric 

filter shapes.

Table 5.3 lists the MSE and FED values for the comparsion of the EWD and symmetric 

and asymmetric filter shapes. For the asymmetric filtershape, the vowel sound was analysed 

at two different levels of 50 and 80 dB SPL, as carried out in [111]. The symmetric (level 

independent) and EWD excitation patterns agree very well across all frequencies and have 

a very low MSE and FED of 2.74.10” '* and 4.10.10“ ^, respectively. The MSE and FED 

obtained for the asymmetric filter for a signal level of 50 dBSFL are actually slightly less 

than for the symmetric filter shape, indicating a slightly better fit. However, the fit worsens 

for the higher signal level of 80 dBSFL, with MSE and FED being 3.9.10“  ̂ and 4.69.10“ ^, 

respectively. Overall, the EWD and asymmetric (level dependent) roex(p) excitation pat

terns agree very closely for the lower signal level, and are still in good agreement for the 

higher signal level.

Models Level/dBSFL MSE FED

EWD and symmetric shape ALL 2.74.10-'* 4.10.10-3

EWD and asymmetric shape 50 2.05.10-^ 3.20.10-3

EWD and asymmetric shape 80 3.9.10-3 4.69.10-2

Table 5.3: MSE and FED values for a comparison of the EWD with the symmetric and 

asymmetric filter models for stimuli levels of 30, 50, 70 and 90 dBSFL.

5.2.2 Temporal Resolution Accuracy

In order to test the temporal resolution of the EWD, we can calculate the EWD of a very 

short, impulsive signal. The output excitation level against time for frequencies covering all 

of the temporal window frequency bands can then be compared with the shape of each of 

the 7 temporal windows used by the EWD. There should be close agreement between the 

EWD output and the (time-reversed) temporal window shape for accurate EWD temporal 

resolution to be attained. In some sense this test is akin to estimating the impulse response
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Figure 5.7: Harmonic levels of /I /  vowel sound, from fundamental at 125 Hz to 32nd 

harmonic at 4 kHz. (data taken from [111]).

of a system by exciting the system with an impulse and measuring the output, except here 

we ‘measure’ a time-frequency response, rather than simply an impulse response.

Figure 5.9 (a) and 5.9 (b) plot the waveform and magnitude response of the signal used 

to perform this resolution test. The signal is a 20th order lowpass filter of total duration 

equal to just 1 ms so as to allow an accurate estimation of the EWD temporal resolution. 

The cutoff of the filter is set at 9 kHz. In order to estimate the temporal resolution of the 

EWD, the EWD of the lowpass filter was calculated at 7 frequencies, each of which was 

inside one of the 7 temporal window frequency bands. Therefore, all 7 of the temporal 

windows are used in the resolution test. In the analysis, the dynamic range of the temporal 

window was set to 80 dB and the analysis was performed at time intervals of 10 ms from 

t — —100 ms to t = 150 ms. The results of this EWD analysis are plotted in Figure 5.10 

(a). The response at each of the frequencies analysed bears remarkable similarity to the 

window shapes plotted in Chapter 4, Figure 4.16 (b), once time-reversed. As frequency 

increases, the peak level of the EWD rises, reflecting the widening ERB of the auditory 

filters. Figure 5.10 (b) compares the output with time of each of the the EWD frequency 

channels with the 7 temporal window shapes. There is an almost perfect match between 

the two for all 7 (time-reversed) windows, except at the peaks and ‘knees’ of the temporal 

window shapes where the 10 ms time interval of the EWD results in an approximation to
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Figure 5.8: (a) EWD of a /I /  vowel sound, fundamentcil 125 Hz. (b) Comparison of the 

excitation patterns generated for this signal by the symmetric roex(p) shape (red curve), 

symmetric roex(p) shape (black curve) and the EWD (blue curve) for stimulus levels of 50 

and 80 dB.
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Figure 5.9: (a) Waveform and (b) frequency response of the 20th order FIR lowpass filter 

used to test EWD temporal resolution.

the much smoother window shapes. Overall, this resolution test reveals that the temporal 

resolution of tlie EWD almost exactly equals that of the temporal window model of auditory 

toniporal resolution described in Cha])ters 3 and 4, and hence accurately incorporates this 

model of temporal masking.

5.2.3 Com parison o f EW D  and Spectrogram

In Chapter 2 the main disadvantage of the spectrogram compared with the Wigner dis

tribution is highlighted, namely that the time and frequency resolutions of the Wigner 

distribution may be independently set whereas those of the spectrogram may not. The con

sequence of this is that temporal and spectral masking cannot be simultaneously modelled 

using the spectrogram. In order to highlight this fact Figure 5.11 presents the EWD of the 

same complex tone presented in Figure 5.4 now plotted on a linear rather than logarithmic 

frequency axis. The tone consists of the first 10 harmonics of a 200 Hz fundamental. Again, 

both forward and backward masking can clearly be seen, forward masking being the more 

dominant of the two. Also, the transition from one temporal window to the next can be seen 

at frequencies 300, 533 and 1687 Hz, illustrating the frequency dependance of the temporal 

resolution of the EWD. The decreasing inter-ripple height of the harmonics with frequency 

also clearly demonstrates that spectral masking is being modelled. This is possible because 

of the variable frequency resolution of the EWD.

In order to use the spectrogram for auditory modelling, or indeed for any type of signal 

analysis, we must first choose an analysis window. So, for example, if temporal masking is
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Figure 5.10: (a) EWD of the 20th order FIR filter for 7 analysis frequencies, using all 7 

temporal windows, (b) A comparison of the EWD output and the actual temporal window 

shape. The curves plotted represent temporal window 1 to 7 (top to bottom), with the 

graphs normalised and offset by 10 dB for clarity.
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Figure 5.11: EWD of the first 10 harmonics of a 200 Hz fundamental.
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to be modelled, we can choose an analysis window based on the temporal window model'. 

Figure 5.12 presents the resulting spectrogram where the analysis window chosen is based 

on the temporal window of centre frequency of 1000 Hz. Comparing the distribution with 

the EWD of Figure 5.11, we see that the temporal resolution matches that of the EWD at 

that centre frequency. However, since only one analysis window may be chosen with the 

spectrogram, the temporal resolution stays constant with frequency. Furthermore, spectral 

masking is not modelled, as the spectral resolution is constant and equal to the Fourier 

transform of the temporal window at 1000 Hz (see Equation 2.7).

Frequency, Hz

Figure 5.12; Spectrogram of the first 10 harmonics of a 200 Hz fundamental, using the 1000 

Hz temporal window as the analysis window.

It is not possible to model spectral masking using the spectrogram, since its frequency 

resolution cannot be made frequency dependent. Figure 5.13 illustrates this point, where 

we have used a gamma window of centre frequency 1000 Hz as our analysis window. Here 

the spectral resolution matches that of the EWD of Figure 5.11 at 1000 Hz only. Spectral 

masking is therefore not modelled since frequency resolution is fixed. Also, the temporal 

^Note that the square root of the temporal window m ust be used here, because the temporal window  

model is given in units of power. After the frequency slices o f the ST FT  are com puted using this window, 

the magnitude is taken and is squared to give each frequency slice of the spectrogram, thus ensuring the 

correct temporal resolution.
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Figure 5.13: Spectrogram of the first 10 harmonics of a 200 Hz fundamental, using the 1000 

Hz gammatone window as the analysis window.
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resolution of the distribution is equal to the shape of the gamma window. Consequently, 

temporal masking is not modelled here. Overall, is is readily apparent that the spectrogram 

is incapable of providing an adequate model of temporal and spectral masking because the 

spectrogram cannot achieve independent control of time and frequency resolution and the 

spectrogram cannot have a frequency dependent kernel.

5.3 Cross-Term Interference

In Chapter 2, the cross-term interference inherent to the Wigner distribution was discussed. 

It was shown that any two auto-terms separated in the time-frequency plane interfere to 

create a cross-term located at their geometrical midpoint. The cross-term oscillates at a 

frequency proportional to the auto-term separation. It was also demonstrated that cross

term interference could be suppressed by smoothing. In the previous section we presented 

a series of results demonstrating the accuracy of the spectral and temporal resolutions of 

the EWD. Furthermore, it was noted that the EWD showed very little evidence of any 

cross-term interference whatsoever. This section explains why this is so.

Figure 5.14 portrays the EWD of a signal consisting of a sinusoid of constant frequency 

250 Hz and duration 500 ms, plus a linear chirp signal of same duration sweeping from 250 

Hz to 4 kHz. Both signals were ramped and damped using the left and right halves of a 10 

ms banning window, as in the previous sections. The signal was analysed from t = —50 ms 

to  ̂ =  580 ms; 100 channels were spaced linearly between 150 and 5 kHz. The temporal 

window had a dynamic range of 50 dB. Cross-term interference is visible on the plot between 

the sinusoid and chirp signal components (auto-terms) along a line running from 250 Hz at 

i =  0 ms to 2125 Hz at i =  500 ms. It is, however, well attenuated, only just protruding 

above auto-term excitation level. Since the temporal and spectral smoothing of the EWD 

kernel is lowpass in nature, and since cross-term oscillation frequency is proportional to 

auto-term separation, we would expect tha t cross-term interference be serious for small 

auto-term separation. However, examination of Figure 5.7 shows that although the cross

term level does indeed rise as auto-term separation falls, it does not rise sufficiently to 

protrude above auto-term excitation level for small auto-term separation. For wide auto

term separation, such as at i = .5, where the sinusoid and chirp are separated by 3.75 

kHz, the combination of auto-term spectral masking and temporal smoothing ensure that 

cross-term interference only barely protrudes above auto-term excitation level.

It should be emphasised that the example above tests the worst-case scenario for the 

presence of cross-term interference in the EWD. This is because the signal used consists of
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Frequency, Hz

Figure 5.14: EWD mesh plot illustrating the cross-term interference between a sinusoid of 

250 Hz and a linear chirp signal, sweeping from 250 Hz to 4 kHz.
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two narrowband signal components well separated in the time-frequency plane. The results 

of the previous section demonstrate that for more broadband signals such as the complex 

tone or synthetic vowel signal, cross-term interference is completely masked under auto-term 

excitation level. Therefore, EWD analysis of real acoustic signals such as music or speech 

will to all intents and purposes never be affected by unwanted cross-term interference, since 

such interference will be well suppressed below auto-term excitation level.

5.3.1 Frequency Response of the Temporal W indow

In Chapter 2 it was demonstrated that cross-term interference oscillating parallel to the time 

axis could be suppressed by temporal smoothing. The amount of cross-term suppression 

may be determined by the frequency response of the temporal component of the separable 

smoothing kernel. Pielemeier’s work on the time-frequency analysis of musical signals using 

the modal distribution [147], [146], [148] relies on this fact to deliver excellent suppression of 

cross-term interference between musical signal partials. Prior to modal distribution analysis, 

the inter-partial spacing of a particular musical note is evaluated, giving an estimation of the 

oscillation frequency of the cross-term interference parallel to the time axis. This frequency 

is then used in the design of a lowpass temporal smoothing window providing sufficient 

attenuation at that oscillation frequency. Hence the temporal resolution of the modal 

distribution depends on the signal being analysed. If the signal’s inter-partial spacing is 

narrow, then a long temporal smoothing window is required, resulting in a poor temporal 

resolution. If the signal has a wide inter-partial spacing, then a short temporal window is 

sufficient, resulting in good temporal resolution.

As Pielemeier notes, the temporal smoothing window effectively determines the temporal 

resolution of the modal distribution. Similarly, Plack notes that the frequency response of 

the temporal window shape determines auditory temporal resolution, i.e. the ability of the 

ear to track changes in the envelope of a sound with time [150]. Although the temporal 

window model of temporal resolution is not designed with the suppression of cross-term 

interference in mind, it has been shown that, in conjunction with the frequency smoothing 

provided by the gammatone model of spectral masking, sufficient suppression of cross-term 

interference is provided. In order to evaluate the attenuation of cross-terms provided by the 

temporal window. Figure 5.15 plots the frequency response of the 7 temporal windows used 

by the EWD. It is clear the temporal windows are lowpass in nature. The responses are all 

initially flat below 10 Hz, then begin to fall off, achieving a slope of about 35 dB/decade 

after 100 Hz. The responses of each of the temporal windows are similar, with the lowest 

{i.e. longest) frequency window achieving the highest attenuation.
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Figure 5.15: Frequency response of all 7 temporal windows.

5.4 Effective Dynam ic Range

The design of DSPWD smoothing kernels is typically concerned with achieving a compro

mise between a high distribution resolution and a high suppression of unwanted cross-term 

‘clutter’. However the kernel smoothing action can introduce distribution clutter of its 

own. For example, as Pielemeier reports [148], if an autocorrelated banning window is used 

as frequency smoothing window, the peak sidelobe level is about 41 dB down from the 

mainlobe. This sidelobe structure limits the useful dynamic range and frequency resolu

tion of a DSPWD using such a frequency smoothing window because the lobing structure 

can be confused with signal properties. The overall useful dynamic range is therefore in 

general limited by the presence of both window artifacts and cross-term interference. In 

Section 5.3, the EWD was shown not to be adversely affected by cross-term interference. 

Also, in Chapter 4, Figures 4.11 and 4.8 demonstrate that the gamma window does not 

suffer from a lobing behaviour. Therefore, the EWD is cross-term and clutter-free over a 

very wide dynamic range, as demonstrated in this section.

The dynamic range of the ear, given by the difference between the threshold of audi

bility and the threshold of pain, is in excess of 100 dB from 100 Hz to 10000 Hz. In an 

article discussing the links between the responses and subjective quality of audio equalisers, 

Gerzon [61] points out that : “There is an urgent need to refine existing methods of simul-
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taneous time/frequency analysis to maximise the amount of fine low-level detail that can be 

seen. In computer-based analysis packages, this means carefully devising the filtering and 

‘windowing’ used to minimize all discontinuity, resonance and aliasing artifacts, and using 

very high quality graphics to display the results on a very fine time/frequency grid.”

Unfortunately, the majority of DSPWD research to date has generally been plotted on 

a linear amplitude scale, which is not suitable for audio. Pielemeier’s modal and constant- 

Q modal distributions go a considerable way towards rectifying the situation, being time- 

frequency distributions with very high time and frequency resolutions and good suppression 

of clutter. The distributions are designed for the analysis of musical signals which are 

modelled according to the following equation :

N

Ht) = 'Y^Bi{t)exp{j4>i{t)) (5.5)
1=1

where s{t) is one instrument, consisting of finite number of signal partials represented by N  

complex exponentials covering both positive and negative frequency with amplitudes and 

phases Di{t) and <j>i{t). The instantaneous frequency of each of the partials is given by 

the derivative of the phase [33]. The amount of time smoothing is chosen prior to 

analysis to sufficiently atteimate cross-terms interference between the most closely spaced 

signal partials. The modal distribution is designed to give a constant frequency resolution, 

suited to the particular signal analysis task at hand, whereas the frequency resolution of the 

constant-Q modal distribution dilates with increasing frequency and is usually computed 

at 1/3 semitone intervals. Pielemeier’s constant-Q and modal distributions are also compu

tationally efficient and are suitable for the analysis of signals of long duration and/or high 

sampling frequency. However as he reports [147], due to cross-term interference and window 

artifacts, the effective dynamic range is limited to about 40 - 60 dB for these distributions.

The results of this chapter have so far demonstrated that the EWD does not suffer from 

unwanted cross-term interference, and that the frequency and time smoothing produced 

by its kernel is clutter free. Since the constant-Q modal distribution is the most related 

member of Cohen’s class to the EWD, this section compares these two distributions for 

samples of a flute and vibraphone attack taken from the McGill University Master Samples 

(MUMS) CDs [122]. These CDs contain digital audio recordings of a large number of 

musical instruments, played chromatically throughout each instrum ent’s register using a 

number of performance techniques. The constant-Q modal distribution was implemented 

in MATLAB by the author and there was an excellent correspondence between results for 

this implementation of the distribution and those presented by Pielemeier in [148].



5.4. EFFECTIVE DYNAMIC RANGE 148

V ibraphone Attack

The constant-Q distribution and EWD of the vibraphone hard mallet attack are shown in 

Figures 5.16 and 5.17 respectively. The constant-Q distribution is designed for musical signal 

analysis and its frequency bins are spaced according to the musical scale at 1/3 semitone 

intervals. According to the musical scale, an octave represents a doubling of frequency, 

with each octave containing 12 semitones. The note A4 has a standardised fundamental 

frequency of 440 Hz; this note is assigned to semitone number 69. Therefore, the frequency, 

F, of a particular semitone may be calculated from

F  =  440 X 2 ^  , (5.6)

where S is the semitone number. The vibraphone note value is F # 4  (semitone 66), giving 

a fundamental frequency of /o=370 Hz. The signal sample is taken from MUMS Volume 

3, Track 6, Index 14. The signal was downsampled by a factor of 2 for the purposes of 

EWD calculation to give a sampling frequency of 22050 Hz. Both the EWD and constant- 

Q distribution are displayed at 1/3 semitone intervals from semitone 64 (329.6 Hz) to 106 

(3801.8 Hz); this is exactly the same range used by Pielemeier in [148]. Also, the time 

and frequency smoothing windows used by Pielemeier were also used here. The constant-Q 

modal distribution and EWD are computed for the first 130 ms and 120 ms of the signal, 

respectively. However, the EWD is computed starting at ^=-10 ms in order to examine 

backward masking effects. For the purpose of comparison, the signal was not pre-filtered 

by the outer-middle ear filer for EWD analysis.

Following the example of Pielemeier, the constant-Q distribution is computed and dis

played at intervals of 1.1 ms, however the EWD is only computed and displayed at an 

interval of 2 ms since the EWD is a smoother distribution of both frequency and time. 

Both distributions show an strong impulsive signal onset, followed by the emergence of a 

partial at /o (370 Hz), 4/o (1480 Hz) and an inharmonic partial at 9.5 /o (3515 Hz). Very 

brief partials at 2/o, 3/o and 5/o at signal onset are also visible on close examination; these 

decay rapidly after about 3-5 ms.

The overall envelope and form of the impulsive onset and partial amplitudes agree closely 

for both distributions. The constant-Q distribution is designed with maximum temporal 

and frequency resolution in mind, therefore the signal partials are represented by sharp fins 

for this distribution. In contrast however, the EWD is designed to reflect auditory temporal 

and spectral masking and indicates that the partials cause excitation over a much broader 

range of frequencies than shown by the constant-Q distribution. Also, clutter is not fully
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Figure 5.16; Constant-Q distribution of a vibraphone note F # 4  (hard mallet attack), show

ing the first 40 dB of the distribution.
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Figure 5.17: EWD of a vibraphone note F # 4  (hard mallet attack), showing the first 40 dB 
of the distribution.
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Figure 5.18; Constant-Q distribution of a vibraphone note F # 4  (hard mallet attack). The 

full dynamic range of the distribution is shown.
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Figure 5.19: EWD of a vibraphone note F # 4  (hard mallet attack). The full dynamic range 
of the distribution is shown.
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suppressed for the constant-Q distribution, even though the distribution is plotted only 

over a 40 dB dynamic range. This clutter can be seen above the fundamental, from about 

400-500 Hz. In contrast, the EWD shows no evidence of clutter whatsoever in this range.

Figures 5.18 and 5.19 present exactly the same distributions, now displaying the full 

range of the data. The constant-Q-distribution dynamic range is compromised by cross

term interference and windowing artifacts (lobing) resulting in a noise floor about 50-60 

dB below its peak. In contrast, the EWD distribution is effectively free from all clutter 

over a dynamic range of about 80 dB. Only slight evidence of cross-term interference can 

be seen between the partial at /o and 4/q. However, the vibraphone signal is unusual in 

that the spacing between the first 2 signal partials is quite wide, because partials 2 and 3 

are effectively missing. This results in a relatively large gap between the partial at /o and 

4/o, leaving the EWD somewhat exposed to cross-term interference at 2 .5 /q. As shown in 

Figure 5.19, this interference is nevertheless very well attenuated, being almost 80 dB below 

the level of the fundamental. Thus the cross-term suppression and lack of clutter evident 

for the EWD is far superior to that exhibited by the constant-Q distribution. Finally, it is 

noted that the backward masking produced by the impulsive signal attack is clearly visible 

for the EWD.

Flutter-Tongued Flute Attack

Figure 5.20 and 5.21 compare the constant-Q modal distribution and EWD of the first 160 

ms of a flutter-tongued flute signal. The signal is taken from Volume 2, Track 2, Index 

13 of the MUMS samples and again is downsampled by a factor of two prior to EWD 

computation. The note value is C5 (semitone 72), giving a fundamental of /o=523.5 Hz. 

The distributions are both computed and displayed from semitone 71 (493.9 Hz) to 113  ̂

(5696.3 Hz). The constant-Q modal distribution is computed and displayed at a time 

interval of 1 ms, following the work of Pielemeier [148], whereas the EWD is computed and 

displayed every 2 ms. Also, the time and frequency smoothing windows used by Pielemeier 

in [148] were used here. Again, this signal was not pre-filtered by the outer-middle ear filter 

for EWD analysis. Also, the EWD is computed before signal onset in order to evaluate 

backward masking effects.

From Figures 5.20 and 5.21 we see that the first four harmonics of the signal are clearly 

visible, all showing amplitude modulation characteristic of flutter tonguing. The modulation 

depth of the fundamental is far less than that of harmonics 2, 3 and 4. Also, as noted by 

Pielemeier, the analysis shows an inharmonic partial present for the first 50 ms after signal 

onset rising from 3729 to 5587 Hz. This partial can clearly be heard as a brief rising whistle
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during tlie note attack.

Comparing the EWD and constant-Q modal distribution, we see that the effective dy

namic range of the constant-Q modal distribution is limited to about 60 dB, whereas the 

EWD is clutter free over a much larger range in excess of 120 dB. Furthermore, although 

ostensibly the constant-Q modal distribution displays more signal detail, it is generally dif

ficult to separate important signal information from clutter for much of the dynamic range 

shown. Displaying an even greater dynamic range exacerbates this problem further. In con

trast, the EWD displays all of the important signal information shown by the constant-Q 

modal distribution but without any of the clutter. In fact, the overriding feature of this 

signal, namely the partial amplitude modulation caused by the flutter tonguing, is in fact 

more clearly brought out by the EWD than by the constant-Q modal distribution. This 

example demonstrates an important general feature of the EWD, namely that perceptually 

important signal features are preserved by the distribution, whereas undesired, perceptually 

masked signal detail, and/or distribution clutter is hidden.

5.5 Psychoacoustic Limitations of the EarW ig Distribution

This chapter has been primarily concerned with evaluating the validity of the EWD as a 

simultaneous model of both spectral and temporal masking. This is carried out by com

paring both its spectral and temporal resolutions with those of the psychoacoustic models 

employed. Issues particular to bilinear time-frequency distribution design such as cross-term 

interference, windowing artifacts and distribution dynamic range have also been addressed.

In Section 5.2.1, the accuracy of the spectral resolution of the EWD was evaluated by 

testing its effectiveness in generating excitation patterns. Excitation patterns generated by 

the symmetric and also asymmetric roex(p) filter shape were compared with those generated 

by the EWD for a variety of test stimuli. It was found that the EWD was in very good 

agreement with the level independent roex(p) shape for all of the stimuli. Furthermore, 

differences between the EWD and the level dependent, asymmetric roex(p) shape were 

found to be significant for high stimuli levels only. In Section 5.2.2, the temporal resolution 

of the EWD was also tested and found to agree exactly with the temporal window model 

of masking for all 7 of the temporal window shapes employed. Overall, the EWD is in 

very good agreement with the above models of spectral and temporal masking. Therefore, 

the psychoacoustic limitations of the EWD depend primarily on the limitations of the 

gammatone filter and temporal window model, discussed below.
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Figure 5.20: Constant-Q distribution of a flutter-tongued flute attack for the note C5. The 
first 60 dB of the distribution is shown.
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Figure 5.21: EWD of a flutter-tongued flute attack for the note C5. The full dynamic range 
(140 dB) of the distribution is shown.
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5.5.1 Spectral Resolution

The validity of the EWD as a model of auditory spectral resolution depends on the useful

ness of the gammatone filter model. In particular, Moore and Glasberg [111] make some 

salient points regarding possible caveats of the asymmetric roex(p) shape and excitation 

pattern models which also apply to the gammatone filter shape and EWD. They note that 

the accuracy of auditory filter shapes derived from notched noise data is limited by the 

assumptions of the power spectrum model of masking. They also point out that there is 

still some disagreement over the value of ERB for low centre frequencies. Furthermore they 

note that any generic auditory filter model is naturally compromised by the fact that fre

quency selectivity differs slightly from individual to individual; these differences being more 

pronounced for the hearing impaired.

Moore and Glasberg also note that the effect of suppression is not modelled by either 

asymmetric, symmetric or gammatone filter models, Suppression refers to a reduction in 

neural activity at one centre frequency caused by the presence of activity at a neighbouring 

centre frequency [108]. However, Moore and Glasberg note that not modelling suppression is 

not a serious limitation, since suppression has only a minor effect on simultaneous masking 

and is therefore not important for excitation pattern calculation.

A further limitation relevant to the EWD may be added to those given by Moore and 

Glasberg above, that being that the EWD filter shape is not level dependent. However, 

such level dependency may be incorporated if the kernel is made level dependent following 

the design approach outlined in Chapter 4. As noted earlier however, level dependency 

has been shown in Section 5.2.1 to be important for excitation pattern calculation for high 

stimuli levels only.

5.5.2 Temporal Resolution

It has been pointed out above that using a level independent kernel for the EWD is not a 

serious limitation for modelling spectral resolution. However, level dependency may not be 

so easily disregarded if temporal masking is to be accurately modelled. This is all the more 

true for signals exhibiting abrupt changes in level, where temporal masking effects become 

more important. The success of the EWD at modelling temporal masking is essentially 

governed by the limitations of the temporal window model itself. However, the ability of 

the EWD to accurately reflect auditory temporal masking may be further constrained by 

the fact that it does not incorporate the level dependency of the temporal window model 

itself.

In [150], Plack notes that the temporal window shape is linear for a given stimulus level.
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Therefore nonhnear effects such as the masker overshoot effect [194], the nonlinear growth of 

forward masking [152] and the nonlinear additivity of forward and backward masking [49] are 

not incorporated. Masker overshoot refers to the fact that masking may be greater at signal 

onset than during the steady state portion of the masker. The nonlinear growth of forward 

masking refers to the fact that for forward masking a given increase in masker level does not 

requires a corresponding increase in signal level for the signal to remain at threshold. This 

effect is dependent on signal level. For low signal levels, an increase in masker level only 

requires a much smaller increase in signal level to keep the signal at threshold. As the signal 

level increases, however, the masking function steepens, and becomes close to unity for high 

signal levels. Recent work by Plack and Oxenham [152] addresses the nonlinear effects 

of non-simultaneous masking. For simultaneous masking, the ratio of signal-to-masker at 

threshold is constant for a wide range of levels. The nonlinear additivity of forward and 

backward masking refers to the fact that the masking effects of two or more maskers do not 

obey the normal rules of addition of intensity [194]. The additivity of masking is explored 

by Oxenham and Moore in [125].

Plack also adds to the above limitations the fact that the temporal window model does 

not take into account the phenomena of adaption and fatigue. Adaption describes the rapid 

reduction in neuron firing rates after the onset of a stimulus; Plack notes that adaption is 

probably not responsible for non-simultaneous masking. Fatigue refers to the temporary 

loss of sensitivity (a temporary threshold shift) caused by exposure to intense stimuli of 

long duration. However the effect of fatigue is minor for stimuli levels below about 80 dB 

SPL, and only becomes noticeable after durations of several minutes.

A further limitation of the model discussed by Plack, which also applies to the EWD is 

that information present in the fine structure of a stimuli is ignored because only changes in 

signal envelope are registered. Therefore, the well known phase locking ability of auditory 

neurons is not incorporated in the temporal window model and EWD. Phase locking refers 

to the tendency for auditory neurons to fire on one particular phase of a signal waveform 

only. Information from phase locking is probably im portant for pitch detection [108] and 

localisation tasks [16]. However, Plack points out that this is not necessarily a limitation of 

a model of auditory resolution, and makes several salient points which are also relevant to 

the EWD : “The model might appear at first to be incompatible with a representation based 

on information about the fine structure of signals. However, this is not necessarily the case. 

The model is intended to describe to what extent the auditory system can resolve changes 

in a stimulus over time . . .  A system using phase locking might be able to determine very 

accurately the frequency of a continuous sinewave, for example, but this does not imply that
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changes in the pattern of phase locking could be accurately resolved over time. There is a 

distinction therefore between the resolution itself and the quantity being resolved. Rather 

than say that the auditory system’s ability to use phase locking information implies high 

temporal resolution (to the level of neural spikes), it might be more appropriate to regard 

the frequency information derived from phase locking as a quantity whose changes are not 

perfectly resolved. The model is intended primarily as a model of resolution and not a 

complete description of auditory processing.”

We also add to the limitations of the temporal window model listed above the fact 

that the EWD does not incorporate the level dependency of the temporal window model 

itself. The temporal resolution of the EWD is dependent on frequency only. However, 

level dependency may be incorporated using the existing EWD framework by making the 

smoothing kernel signal dependent. The temporal resolution of the EWD may be made 

level dependent without affecting the spectral resolution in any way, since the kernel is 

separable. The scope of this work was limited to level independent modelling due to time 

constraints. However, incorporating temporal resolution level dependency should be the 

next step in improving the EWD model. This improvment is readily achievable, since the 

incorporation of new or revisions to existing auditory models into the EW D’s kernel design 

is greatly facilitated by the independence of EWD spectral and temporal resolutions.

The freedom to independenly choose time and frequency resolution is a key advantage 

of using a Cohen’s class time-frequency distribution to model auditory processing. In con

trast, independent control of the time and frequency resolution of linear time frequency 

distributions, such as the wavelet transform or the spectrogram, is not possible. Controling 

the resolutions of filterbank based auditory models such as the STEP is also complicated by 

the fact that the temporal resolution of such models depends on both the temporal window 

smoother and also on the filterbank time domain responses. Substituting a new filterbank 

to change the frequency resolution of such models will have an unavoidable effect on their 

temporal resolution. Such an effect may not always be desirable.

As a joint time-frequency distribution incorporating the temporal and spectral reso

lutions of the auditory system, the EWD is strategically situated between standard TF 

signal analysis techniques, designed to extract signal properties, and auditory models, de

signed to investigate auditory signal perception. It is thus a very useful, perceptually 

motivated joint time-frequency signal analysis tool. Its motivation is psychophysical rather 

than physiological, providing a link between a signal’s physical properties and its auditory 

perception, rather than being a detailed model of the internal auditory system. Adding 

further complexity to the EWD model by incorporating phase locking, for example, would
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not necessarily prove advantageous, as the EWD would gravitate towards physiological au

ditory modelling and move away from the elegant mathematical signal analysis framework 

provided by Cohen’s class. The following chapter provides clear examples of the utility of 

the signal property-perception link provided by the EWD. Here, the EWD is applied to two 

important areas of audio signal processing, namely that of head related transfer function 

smoothing for 3-D surround sound system design and the analysis of perceptible degrada

tion in synthetic reverberation algorithms. These two examples highlight the spectral and 

temporal resolutions of the EWD respectively. In Chapter 6 the frequency marginal of the 

EWD is used to remove redundant spectral detail from HRTF data. In Chapter 7, temporal 

excitation patterns of signal partials are extracted from EWDs using the temporal marginal 

property. The smoothness, lack of cross-term interference and lack of clutter exhibited by 

the EWD is crucial to the success of both applications. Together, these chapters strongly 

illustrate the utility and general applicability of the EWD and highlight the advantages of 

incorporating both spectral and temporal resolutions into a single TF distribution.



Chapter 6

Head Related Transfer Function  

Smoothing

When one considers the vast changes tha t have taken place over the last few decades in the 

realms of computing, digital multimedia, telecomnmnications and the like, it is remarkable 

to note tha t one of the fundamental principles behind the reproduction of audio, namely 

stereo sound (or intensity stereo) [17], has rem ained unchanged for over 50 years. Of course, 

the introduction of digital audio, the audio CD, and minidisk technologies have resulted in 

improvements in the form of less audible noise and greater audio clarity. However, despite 

these improvements, almost all audio reproduction today is still compromised by one of the 

fundam ental lim itations of the ubiquitous stereo specification, namely th a t stereo imaging is 

limited to a periphery bounded by the two loudspeakers [93]. P u t more simply, audio images 

generated by stereo sound can only be panned along an arc somewhere between the two 

loudspeakers, and not outside this limit. Also, stereo panning is lim ited to the horizontal 

plane only [182]. It is obvious tha t in real listening conditions sound can approach us 

from any direction and also tha t each sound we hear is accompanied by a sense of this 

direction. Thus, the ear can simultaneously localise many sound sources. For example, if 

we cycle down a busy street, sound approaches us from all directions providing us with 

valuable information about our environment. We may hear the conversation of pedestrians 

to our left, an aircraft passing overhead, or even perhaps the sound of a m otorist not 

overly sym pathetic to cyclists passing dangerously close on the right! In a more relaxed 

environment, for example sitting near the front row at a concert hall performance, we can 

readily identify the locations of the various instrum ents in front of us (and also possibly the 

people coughing all round during quiet movements !). The aim  of a ‘3-D surround-sound 

system ’ or ‘virtual auditory display’ is to re-create this aural experience by ‘fooling’ the
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ears with synthetically generated audio localisation cues. Because of the lim itations of the 

standard  stereo reproduction system, the localisation cues stereo provides can only generate 

a  crude approxim ation to the real aural experience [15]. Furtherm ore, as sta ted  earlier, the 

images generated by stereo are lim ited to the region between the two loudspeakers.

In spite of the fact th a t virtual auditory display technology has seen recent application 

in such areas as air traffic control and in com puter game audio, surround-sound has seen 

very little application in general consumer audio, for example in the music industry. This is 

perhaps due to an unwillingness on the industry’s part to invest heavily in a new technology, 

especially when stereo is perceived as being ‘good enough’ by most people. It may also be 

due to an ignorance on the part of consumers of the potential benefits of more realistic 

stereo imaging. Indeed, the technology and expertise now exist for the design of surround- 

sound recording studios capable of producing immersive recordings lush w ith v irtual images. 

Furtherm ore, such recordings do not necessarily require any additional expenditure on audio 

equipm ent by the end user as realistic virtual audio images may actually be generated using 

only two speakers, i.e. the standard stereo setup [182].

As we will see in the following sections, the auditory cues im portant for localisation 

for a  particular person may be summarised by th a t person’s set of head related transfer 

functions (HRTFs) or head related impulse responses (HRIRs). A HRTF set encapsulates 

the frequency dependent gain and phase changes sound undergoes as it interacts with a lis

tener’s body before it reaches the left and right eardrum s. A head related impulse response 

is the tim e domain description of a given HRTF. These effects are prim arily caused by the 

reflection and diffraction effects of a person’s torso, shoulders, head and ears. However, 

because no two people are physically identical, there is considerable inter-subject variabil

ity in HRTF measurements. Therefore, a m ajor difficulty in auditory display design is in 

achieving a generic HRTF database which works well for everyone, or a t least for the vast 

m ajority of the population [185] [186]. Furtherm ore, the tim bre of the resulting virtual 

images is of great importance. In addition, because of spectral masking, there is a consider

able am ount of spectral detail in HRTF measurements which is not relevant to localisation. 

However, discrim inating between the relevant and irrelevant detail is a difficult task. This 

chapter therefore explores the use of the EW D for HRTF analysis. The EW D is demon

strated  to be ideally suited to the removal of redundant high frequency spectral detail not 

relevant to localisation. Such information is shown to be spectrally masked and is removed 

by the critical band smoothing inherent to the EW D. Furtherm ore, as the EW D removes 

only spectrally masked detail, a significant reduction in inter-subject variation is achieved 

without removing HRTF features im portant to localisation. Finally, the HRTFs generated
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by EWD smoothing are compared both visually and subjectively to another form of data 

smoothing, using principal component analysis (PCA)[89]. The EWD-smoothed HRTFs are 

shown to be superior in terms of both virtual imaging naturalness and imaging accuracy. 

One particular currently favoured method of generating a generic HRTF set is to deduce 

features important to localisation from HRTF measurements taken from a large number 

of listeners. Such measurements generally contain unwanted, spectrally unresolvable high 

frequency detail such as notching caused by the complicated fine structure of the pinna. 

Sometimes the particular measurement technique used is also culpable. It is desirable there

fore to remove such spectral artifacts without compromising other, more important HRTF 

details. Again, the EWD is highly suited to such a task as it removes only spectrally masked 

detail.

6.1 A uditory Localisation and Localisation Cues

When the percei)tion of an acoustic event occurs, it is accompanied by a sense of the 

location of the sound source. This is referred to as spatial hearing [16]. The ability of 

the auditory system to determine the location of a sound source is termed localisation. 

Certain sounds are more easily localised than others. As an example, the impulsive sound 

of a hand clap is easier to localise than a sound comprised of continuous tones, such as 

the ringing sound of a mobile phone. The listening environment also has an influence on 

localisation. A reverberant listening environment is usually characterised in terms of direct., 

early and reverberant fields [15]. In such an environment, for example a concert hall, sound 

first reaches the ears via a direct path between sound source and ears. This initial sound is 

known as the direct field. The early field refers to a period up to 100 ms after the direct field, 

during which sound reaches the ears via reflections off nearby surfaces, such as the walls 

or floor. The reverberant field occurs after the early field and may last for several seconds, 

during which a very large number of reflections reach the ears from all directions. One might 

expect therefore, the auditory system’s ability to localise in such an environment to be very 

poor. However, the well known precedence effect [16] causes the auditory system to give 

much more weight to the acoustic cues present in early incident sound waves (up to a delay 

of about 2 ms) than to cues present in subsequent reflections. Therefore only very early 

reflections (less than 2 ms) significantly hinder localisation. Generally, reflections caused 

in reverberant environments modify the perception of the timbre and loudness of a sound 

and give a sense of spaciousness and envelopment. Also, the ratio of direct to reverberant 

signal energy is an important cue to the distance between listener and sound source [15].
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The greater the ratio of direct to reverberant energy, the closer the sound source appears. 

Reverberation is discussed further in Chapter 7, where natural and synthetic reverberation 

are analysed using the EWD.

The primary influences on localisation are the reflection and difl'raction efl'ects that sound 

undergoes as it interacts with the listener’s body. For a given angle of incidence, these effects 

lead to unique modifications of sound before it impinges upon the eardrums. Furthermore, 

localisation is severely impeded under monoaural conditions and therefore depends heavily 

on binaural cues, namely the cues of interaural level difference (ILD) and interaural time 

difference (ITD), both of which are frequency dependent. The most significant physical 

contributors to these cues are outlined below and Table 6.1 lists in order of importance the 

most dominant cues for horizontal and vertical localisation.

• The Torso and Shoulders : The effect of a listener’s torso and shoulders has been 

shown to be important, primarily for vertical localisation. The ‘shoulder bounce 

cue’ refers to the reflection of elevated sound from the top of a listener’s shoulders. 

The shoulders and torso also have some influence on localisation in the horizontal 

plane, causing a measurable directional influence of up to ±  5 dB in certain frequency 

bands [15].

• The Head : The listener’s head is perhaps the single most im portant provider of 

auditory localisation cues. The difl'erence in the path length for a sound travelling to 

the left and right ears causes the interaural time difference cue, the most important 

cue for horizontal localisation. The acoustic shadowing effect of the head causes a 

reduction in the signal level at the far ear. ILDs derived from the listener’s head are 

the second most important horizontal localisation cue [182],

• The Outer Ear : The outer ear consists of the pinna and the ear canal, the pinna 

being the external part of the ear made of a single complex shaped cartilage, and 

the ear canal being the narrow tunnel about 2-3 cm in length leading from the pinna 

to the ear drum. The complex shaping of the pinna causes frequency dependent 

constructive and destructive interference. This spectral modification depends on the 

angle of incidence of the sound source producing spectrally varying ILD cues which are 

very important for horizontal and vertical localisation. Both the outer and inner pinna 

structure are important for localisation, the outer pinna structure being important for 

horizontal localisation and the finer inner pinna structure being more important for 

vertical localisation. Lastly, the resonant frequency of the cavum conchae, the largest 

resonant cavity at the opening of the ear canal, has been shown to increase with
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increasing source elevation and is therefore an im portant localisation cue [15].

The seven most important horizontal lo

calisation cues

The seven most important vertical locali

sation cues

ITDs due to head 

ILDs due to head

ILDs due to outer pinnae structure 

ILDs due to inner pinnae structure 

ILDs due to cavuni conchae 

ILDs due to shoulders 

ILDs due to torso

ILD’s due to cavum conchae 

ILD’s due to inner pinnae structure 

ILD’s due to outer pinnae structure 

ITD ’s due to head 

ILD’s due to listener’s head 

ILD’s due to ‘shoulder bounce cue’ 

ILD’s due to torso

Table 6.1: Horizontal and vertical localisation cues listed in order of importance.

6.1.1 Head Related Transfer Functions

The reflection and diffraction effects of the combined torso, shoulders, head and pinna can 

be modelled as linear, time invariant transfer functions known as head related transfer 

functions (HRTFs). For any given sound location, a HRTF measurement for both left and 

right ears is sufficient to fully describe all the ILD and ITD localisation cues. HRTFs can be 

generated by measuring the impulse response between source and listener for a given sound 

location and transforming the data into the frequency domain. The response is usually 

measured at or close to the eardrum in order to capture the effect of the ear canal, as 

well as the effect of the outer and inner pinna, head, shoulders and torso. Figures 6.1, 

6.2 and 6.3 illustrate the HRTF gain functions for the left and right ears of three subjects 

for a source localised in the horizontal plane {i.e. elevation is 0°). The data is based on 

measurements taken at the Waisman Centre at the University of Wisconsin [187], discussed 

further in Section 6.2.1. The data is plotted up to a frequency of 15 kHz for an azimuth of 

0° to 180°, with zero degrees corresponding to a source directly in front of the listener and 

azimuth angle increasing clockwise around the listener’s head. The azimuth angle is plotted 

in reverse for the right ear so that the left and right ear data can be better compared for each 

subject. It is clear from the illustrations that there is a great deal of inter subject variability 

between subjects, particularly for frequencies above 5 kHz. These high frequency spectral 

details are mainly due to differences in the complex inner pinnae shapes of each hstener 

and may also be due to artifacts of the measurement process. Spectral detail below 5 kHz 

is mainly caused by the shadowing effect of the head and also the outer pinna structure,
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which exhibits much less listener specificity. It is also interesting to note that there are 

measurable differences between HRTFs of the left and right ears of each subject.

During the 1980’s, developments in the field of digital signal processing led to a much 

greater flexibility in filter design and in particular made possible the design of HR and 

FIR filter structures based on complex HRTF specifications. A given individual’s HRTF 

set could be measured and then used to filter sound for binaural presentation over head

phones [185], [186]. In this manner, the localisation cues generated by an individual’s 

physical features could be replicated to a very accurate degree, resulting in very convincing 

virtual imaging. However, such a system can only work well for the individual in question. 

In order to design an auditory display suitable for many individuals, a more generic HRTF 

database, incorporating the commonalities of HRTF features for many listeners, is required. 

Some possible methods of achieving such a database are described below.

6.2 Obtaining a Generic HRTF Set

The success of any virtual auditory display system depends on its ability to produce con

vincing virtual images for a liigh proportion of its listeners. As demonstrated in the previous 

section, HRTF data shows much listener specific detail which tends to overshadow the com

monalities or shared features of listener HRTFs for any given azimuth. Therefore, much 

work has been carried out in attempting to identify those HRTF features which contribute 

to localisation. The goal of such work is the specification of a generic or ‘average’ HRTF 

set capable of synthesising convincing virtual images for as many listeners as possible. Ap

proaches to the design of such a generic HRTF set can generally be classified as either 

analytic or empirical. An example of the analytic approach is Blumlein’s original intensity 

stereo scheme [17], which still remains by far the most widespread stereophonic-format in 

use today, despite the fact that it was conceived almost 70 years ago. Intensity stereo seeks 

to provide ITD based localisation cues by changing the ratio between the left and right 

loudspeaker levels. ITD cues are provided because these level changes are actually equiv

alent to a phase difference between the signals reaching the listener’s left and right ears. 

Intensity stereo is designed so that these phase differences equate to appropriate ITD cues. 

Hence, an impression of panning is achieved.

Intensity stereo yields natural sounding images, but is limited in that it generates correct 

ITD cues only. Furthermore, intensity stereo is unable to produce virtual images outside 

the loudspeaker arc. An extension of this simple approach, known as spectral stereo, is 

taken by Cooper and Bauck [38]. This approach seeks to incorporate the diffraction effects
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Figure 6.1; HRTF magnitude responses for subject AFW ; (a) left ear and (b) right ear
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Figure 6.2: HRTF magnitude responses for subject SOW ; (a) left ear and (b) right ear
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Figure 6.3: HRTF magnitude responses for subject SOU : (a) left ear and (b) right ear
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of the head by modelling it as a spherical surface, resulting in simplified, synthetic HRTFs 

knows as diffraction coefficients. More recently, parametric mathematical models of the 

head and pinna have been employed in an attem pt to investigate their influence on the 

final HRTF function [48], [47] and to characterise an average head. One popular empirical 

method of generating an average HRTF database is to take measurements from a real 

model of an averaged head, called a ‘dummy head’. Such dummy heads usually consist of a 

smooth approximation of the human head and torso and feature simplified pinnae shapes. 

Unfortunately, they cannot therefore include the complex diffraction and reflection effects 

of the outer and inner pinna structure.

A second empirical method of obtaining an average HRTF set is to use some form of 

mathematical averaging of a large database of HRTF measurements of real subjects. As 

illustrated in Figures 6.1, 6.2 and 6.3, HRTF measurements exhibit much high frequency 

spectral detail showing considerable variability between subjects. However, much of this 

detail is not resolvable by the auditory system. For frequencies below about 5 kHz, much less 

inter-subject variability is exhibited. A successful mathematical averaging approach would 

therefore produce a HRTF set containing the spectral features relevant for localisation for 

a high proportion of listeners while discarding irrelevant or spurious spectral features.

Principal component analysis, a method of statistical data reduction, has been investi

gated at Trinity College Dublin by Walsh for the purposes of HRTF smoothing [182]. This 

work is reviewed in Section 6.2.1. However, as discussed below, PCA smoothing employs no 

psychoacoustic criterion in smoothing HRTF data; it is a statistical technique which does 

not discriminate between the type of data to be analysed. The use of the EWD is there

fore proposed in this thesis as an alternative method of HRTF smoothing since it directly 

incorporates the critical band masking (smoothing) of the auditory system and therefore 

introduces an appropriate degree of smoothing at all frequencies. This approach is outlined 

in Section 6.3 and is a continuation of the work carried out by Walsh. It is demonstrated 

in the following sections that EWD analysis is much more suited to the task of smoothing 

HRTF data than PCA as it reduces inter-subject variability and spurious spectral detail not 

resolvable (masked) by the auditory system while preserving the shared features exhibited 

by HRTF data.

6.2.1 PCA HRTF Smoothing

Principal component analysis (PCA) was introduced in 1933 by Hotelling, who applied the 

technique to the scoring of intelligence tests. The mathematical details of PCA are not 

covered here in detail. It suffices to say that PCA re-express data as a linear combination of
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a set of orthonormal basis functions, or principle components (PCs). These basis functions 

are derived by calculating the eigenvectors of a matrix of correlation coefficients derived 

from the original data set. The number of PCs used to represent the data is known as the 

PCA order. The reconstructed data becomes more like the original data as the PCA order 

is increased. PCA is effectively therefore a useful method of data reduction.

In [89], Kistler and Wightman performed the PCA of HRTF data. The HRTFs were 

measured from both ears of 10 subjects at 256 source positions. They found that fewer 

than 5 PCs were necessary to account for over 90 % of the variation in the data. Listening 

tests revealed that subjective judgements of the apparent directions of headphone-presented 

stimuli were almost identical for both the original HRTF measurements and the PCA mod

elled HRTFs. In other words, listeners found the PCA data to be a realistic reconstruction 

of their HRTFs. Principal component analysis (PCA) [84] was therefore proposed and inves

tigated by Walsh [182] as a possible method of HRTF averaging or smoothing. By varying 

the number of PCs, a greater or lesser degree of smoothing could be achieved.

The HRTF data used by Walsh was a subset of measurements made at the Waisman 

Center by Fredri(;k Wightman and Doris Kistler [187]. This database consists of HRTF 

measurements of five subjects for azimuths from 0° to 350” and elevations from 80“ to 

—50° taken at 10° intervals. Subjects are referred to by the initials: AFW, SOW, SOU, 

SOS and SJX. HRTFs taken from this database in the horizontal plane only are considered 

in this study, and for the purposes of PCA analysis the frequency range is limited to 58 

bins between 400-11025Hz. Therefore, a total of 360 HRTFs are analysed using PCA—36 

HRTFs for both left and right ears of all five subjects. PCA of the data for orders 1 to 

7 was carried out by Walsh; Table 6.2 presents the amount of variance preserved by this 

analysis.

PCA operates on real-valued data only, therefore PCA was performed on the log magni

tude of the directional transfer functions (DTFs) of each subject. A DTF set is the HRTF 

set of a particular subject minus the across azimuth mean (AAM) for both ears. Thus, a 

DTF only contains the direction dependent information of a HRTF as direction independent 

information such as the ear canal resonance is factored out [90].

Since PCA used the log magnitude of the DTFs the HRTF frequency dependent phase 

response was lost. Filter design requires the specification of both a magnitude and phase 

response. However, Kistler and Wightman [90] demonstrate that the frequency dependence 

of the interaural time delay is not perceptually relevant and that only the overall ITD 

between the left and right ear HRTFs for a given source azimuth is important. They 

therefore represent the ITD at each source position by a constant value and furthermore
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Figure 6.4; (a) Raw DTF data and (b) PCA-smoothed data (1 PC) for the left ear 
subject SOW.
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Figure 6.5: PCA-smoothed data for the left ear of subject SOW. (a) 2 PCs (b) 3 PCs.
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Figure 6.6: PCA-smoothed data for the left ear of subject SOW. (a) 4 PCs (b) 5 PCs.
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Figure 6.7: PCA-smoothed data for the left ear of subject SOW. (a) 6 PCs (b) 7 PCs.
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Number of PCs Used in 

Reconstruction

Percentage of Variance 

Preserved

1 80.51

2 84.94

3 88.14

4 90.72

5 92.62

6 93.75

7 94.58

8 95.20

9 95.78

10 96.30

Table 6.2: Percentage of variance preserved in DTF data after PCA.

assume that HRTFs can be modelled as minimum phase functions [123]. They demonstrate 

that a given left-right pair of HRTFs can be modelled by computing the minimum phase 

functions of the PCA plus across azimuth mean for both ears, and adding an appropriate 

interaural time delay. This may be expressed as

HRTFi^jes) H R T F M I m i n  „
H R T F M  ~  H R T F r {9s) \m i n   ̂  ̂ ‘ ^

where H R T F l {9s ) and H R T F n { 6 s )  represent the HRTF functions at a source angle of 9s 

for the left and right ears respectively, H R T F l {9s) \m i n  and H R T F h {9s) \ m i n  represent 

their minimum phase equivalents and Hap{ITD{9s))  represents an allpass filter with linear 

phase providing the appropriate pure interaural time delay for a sound source at 9g .

Figures 6.4, 6.5, 6.6 and 6.7 present the results of Walsh’s PCA analysis for the left ear 

of subject SOW. Figure 6.4 (a) illustrates the DTF of the original HRTF data. Comparing 

this with the plot of the corresponding HRTF data, shown in Figure 6.2 (a), we see that 

the primary effect of removing the across average mean is to eliminate the broad resonance 

around 3 kHz due to the ear canal^. The DTF of the original, raw data is quite ‘rough’ 

and exhibits deep notches at mid to high frequencies, many of which are unlikely to be 

resolvable by the auditory system.

Figures 6.4 (b) and Figures 6.5, 6.6 and 6.7 plot the PCA derived DTFs for PCA 

'N ote that the HRTF data plotted in Figure 6.2 (a) is plotted over the range 0-15 kHz, whereas the data  

in Figure 6.4 (a) is only plotted from 0-11025 Hz.
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orders 1, 2-3, 4-5 and 6-7 respectively. It is clear that PC A analysis of order 1 produces a 

DTF containing very little spectral detail. Such a DTF is only capable of reproducing the 

gross ILD localisation cues of the head, but not of the more detailed spectral cues of the 

outer and inner pinna structure. PCA of orders 2, 3 and 4 yields DTFs which exhibit an 

increasing amount of spectral detail, whereas DTFs produced by PCA of orders 5, 6 and 7 

are almost identical, and are quite close to the original data. These trends were observed 

for all subjects.

For all orders, principal component analysis is seen to smooth out the roughness and 

deep notches present in the original data. However, despite the fact that PCA for orders 5, 

6 and 7 contains over 92% of the variance of the original data, such analysis does not always 

faithfully preserve the features observed in this data. A close comparison of the mesh plot 

for the PCA analysis of order 7 (Figure 6.7 (b)) and the original data (Figure 6.4 (a)) reveals 

that features of the original data can sometimes be absent or somewhat displaced in the 

reconstructed PCA data. This point is explored further in Section 6.3.1. Furthermore as 

PCA smoothing does not distinguish between high frequency data and low frequency data; 

the same degree of smoothing is introduced at all frequencies. However, as pointed out in 

Section 6.2, it is desirable to introduce more smoothing at high frequencies than at low. A 

more psychoacoustically motivated method of smoothing than PCA is therefore required to 

improve matters. The following section describes the use of the EWD for this purpose, and 

presents convincing evidence of its applicability to the task of HRTF smoothing.

6.3 EWD Derived HRTF Smoothing

It was demonstrated in Chapters 4 and 5 that the EWD marginals could be used to gener

ate excitation patterns of stimuli. Such excitation patterns reflect only unmasked spectral 

detail. Therefore, EWD derived HRTF smoothing was performed by calculating the EWDs 

of individual HRIRs and summing the resulting time-frequency distribution along the time 

axis. Thus, the excitation pattern of each HRIR, as generated by the EWD, was eff'ec- 

tively used as a smoothed HRTF. Since excitation patterns simulate the spectral masking 

of the auditory system, it was expected that such EWD-smoothed HRTFs would exhibit 

far less inter subject variability because spectral detail not resolvable by the ear would 

be removed. This is possible because, although there is a great deal of variability in our 

physical makeup, and especially in our pinna structure, there is a high degree of agreement 

between the auditory filter shapes observed in subjects with normal, unimpaired hearing. 

In other words, spectral masking shows relatively little inter-subject variability, except for
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the hearing impaired. In contrast to PCA smoothing, EWD smoothing is based on psy

choacoustics and therefore reflects the varying amount of spectral masking with frequency. 

It was expected that such processing would be able to retain perceptually relevant detail 

and reject or smooth irrelevant (masked) features such as the severe high frequency notches 

observed in many raw HRTF measurements.

0.5
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Figure 6.8: A typical HRIR measurement (subject SOU).

In order that a fair comparison be made between PCA and EWD smoothing, exactly 

the same data used by Walsh to investigate PCA smoothing for orders 1 to 7 was used to 

investigate EWD smoothing. Therefore a total of 360 HRIRs corresponding to the left and 

right ears of the 5 subjects AFW, SOW, SOU, SOS and SJX were analysed using the EWD. 

Figure 6.8 plots one of these HRIR measurements. The duration of the HRIR is small (about 

2-3 ms) compared with the duration of the temporal window model of temporal masking; 

this the case for all HRIRs in the database^. Therefore, apart from gross changes in level, 

the resulting EWDs change very little with time and need only be calculated at a few points 

in time in order to generate an accurate HRIR excitation pattern.

Figure 6,9 illustrates the EWD for this HRIR, calculated at times 0, 3 and 6 ms, and 

at the frequencies computed for PCA analysis by Walsh described above (58 bins between 
^Note that the delay before the onset of the HRIR is im portant for determ ining ITD information, which 

is typically com puted by measuring the tim e lag to the peak of the cross correlation of the left and right 

HRIRs for a given azimuth.
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Figure 6.9: EWD of the HRIR shown in Figure 6.8. The EWD is calculated at i =  0 ms, 

t — ‘6 m s  and i =  6 ms at 58 bins between 400-11025Hz.

400-11025Hz). In order to compute the smoothed HRTF, the frequency marginal of the 

EWD was computed. Figure 6.10 (a) compares this smoothed HRTF (blue curve) with 

the HRTF of the original data (red curve) over the range of frequencies used in the PCA 

analysis of Walsh. Note that, as for PCA, EWD smoothing discards the phase information 

contained in the HRIR. It is clear from the figure that the EWD introduces more smoothing 

at high frequencies. However the widening bandwidth of the auditory filters also introduces 

a high frequency bias. Although this bias is an accurate reflection of auditory spectral 

resolution, it is undesirable for the purposes of HRTF smoothing. In order to remedy this, 

the across average means of the smoothed data were removed to yield smoothed DTFs. 

This removed all direction independent spectral detail, including the effects of the ear canal 

resonance and also the high frequency bias introduced by the EWD smoothing process. To 

reconstruct smoothed HRTFs, the across average means of the original data may be added 

to the smoothed DTFs^.

Figure 6.10 (b) illustrates the DTFs of both original and EWD-smoothed data. The 

®Only loudspeaker presentation was considered in this study. For such presentation, the across average 

means do not have to be re-inserted since the loudspeaker filter functions consist of rational functions 

expressed in terms of HRTFs, with an equal number of HRTF terms in both numerator and denominator. 

Therefore, the across azimuth means cancel in such expressions.
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Figure 6.10; (a) A comparison of the original HRTF response (red curve) and the EWD- 

smoothed HRTF response (blue curve) illustrating the high frequency bias introduced by 

EWD smoothing at high frequencies, (b) A comparison of the corresponding DTFs, with 

the original DTF (red) and the smoothed DTF (blue), (c) A comparison of the unsmoothed 

HRTF (red) and the smoothed DTF, with the AAM information re-inserted (blue).
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smoothing performed by the EWD is more easily seen here. It is clear that for frequencies 

below about 5 kHz, the smoothed data follows the original data very closely, only smooth

ing out ‘roughness’ in the data. Above this frequency the original data becomes a lot more 

irregular, displaying some sharp resonances and notches. Such irregularity at high frequen

cies was noted for much of the Waisman Center HRTF data. For frequencies between 5 kHz 

and 9 kHz, EWD smoothing is seen to reduce the severity of the perturbations in the data, 

while still following its overall trend, giving a smooth dip at around 6.5 kHz and 9 kHz and 

a smooth peak at 7.5 kHz. For frequencies above about 9 kHz, increased smoothing ensures 

that the very severe (and very unresolvable !) notch at 10.5 kHz is effectively eliminated.

For completeness. Figure 6.10 (c) compares the original HRTF data and the EWD- 

smoothed DTF with the AAM re-inserted. It is clear that the bias introduced by EWD 

analysis has effectively been eliminated, as has the high frequency roughness and notching. 

However, the re-insertion of the AAM information is not necessary for loudspeaker presen

tation, as shall be explained in Section 6.3.2. Finally, Figure 6.11 presents a comparison of 

the unsmoothed DTFs and EWD-smoothed DTFs for the same ear as illustrated for PC A 

analysis of orders 1 to 7 in Figures 6.4 to 6.7. It is very clear that the EWD-smoothed data 

follows the major spectral trends in the original DTF data while still removing roughness 

and notching at high frequencies.

The HRTF critical-band smoothing method described here depends entirely on the fre

quency marginal property of the EWD. One might therefore ask whether or not there was 

any advantage in using the EWD over a more conventional method of generating excitation 

patterns, such as Moore and Glasberg’s method, described in Chapter 3. In this instance 

EWD analysis showed that the HRIR data did not change significantly with time. There

fore, the EWD smoothed HRTFs were accurately generated by averaging slices in frequency 

at only 3 points in time. For the particular case of EWD HRIR analysis presented here, 

the argument in favour of a more conventional method of critical band smoothing such as 

Glasberg and Moore’s method is a valid one. However, as discussed in Chapter 8, the audi

ble effects of filter functions such as audio equalisation filters can rarely be estimated from 

their spectra alone. Transient effects of equalisation impulse responses are known to have 

a surprisingly audible effect [61]. The audibility of such effects are strongly influenced by 

both spectral and temporal masking. Therefore, an investigation of the HRIR data using 

the EWD was very worthwhile since both temporal and spectral masking are incorporated. 

The fact that the HRIR EWDs did not change significantly with time adds support the 

assertion of Wightman and Kistler noted in Section 6.2.1 that the frequency dependance 

of the interaural time delay of HRIR data is not perceptually relevant. This assertion is
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Figure 6.11: (a) Raw DTF data and (b) EWD-smoothed data for the left ear of subject 

SOW.
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important because it allows a given left-right HRTF pair to be modelled by their minimum 

phase equivalents plus an interaural pure time delay (Equation 6.1). This fact is the basis 

of their reconstruction of HRTF data using PCA and is the basis for the EWD and PCA 

smoothing described here and in [182].

A detailed examination of virtual auditory display systems later in this chapter high

lights the audibility of even minor roughness in HRTF data. This reinforces the importance 

of EWD smoothness, dynamic range and lack of clutter. Overall, the chapter highlights the 

utility of the spectral masking property of the EWD. Chapter 8 correspondingly demon

strates the usefulness of the EWD’s temporal masking property. Together, the two appli

cation areas provide ample evidence of the general applicability of the EWD to audio TF 

analysis and provide a background for several further EWD application areas suggested in 

Chapter 8.

6.3.1 Empirical Comparison of PC A and EW D Sm oothing

It was demonstrated in the previous section that of the seven PCA orders tested, only 

orders 2 to 4 produced a degree of HRTF smoothing appropriate for the design of a more 

generic h(;ad model than the raw HRTF data. Order 1 PCA had a pleasant timbre but did 

not contain enough high frequency detail for accurate localisation. In contrast, orders 5 to 

7 exhibited reasonable localisation but did not smooth high frequency detail sufficiently to 

achieve a pleasant timbre.

Results of subjective listening tests carried out by Walsh in Trinity College Dublin and 

also those presented here suggest that the performance of PCA-smoothed HRTFs derived 

from each of the 5 subjects was similar for orders 1 and 2. Also, informal listening tests 

revealed that as the number of PCs was increased beyond this point, listeners tended to 

prefer HRTFs derived from a single subject, with the best performance being achieved for 

either 3 or 4 PCs. So, for example, one listener might prefer the HRTFs derived from the 

first 4 principal components of SOU, while another might prefer the HRTFs derived from 

the first 3 principal components of AFW. Overall, order 3 PCA was found to apply the 

most appropriate degree of smoothing.

In order, then, to compare PCA smoothing with EWD smoothing. Figures 6.12 to 6.17 

compare the DTFs of the original, EWD-smoothed and PCA-smoothed (order 3) data. In 

each figure, the upper panels plot the original DTFs, the middle panels EWD-smoothed 

DTFs and the lower panels plot the order-3 PCA-smoothed DTFs. Each figure plots the 

data at two particular azimuths for the right ears of all 5 subjects. The azimuth starts 

at 0° for Figure 6.12 and increases in steps of 30°, reaching 330° for Figure 6.17. The
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Figure 6.12: A comparison of the unsmoothed (top panels), EWD-smoothed (middle panels) 

and (order-3) PCA-smoothed (bottom panels) DTF magnitudes for the right ears of all 5 

subjects. The left and right panels present the data for azimuths of 0° and 30° respectively.
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Figure 6.13: A comparison of the unsmoothed (top panels), EWD-smoothed (middle panels) 

and (order-3) PCA-smoothed (bottom panels) DTF magnitudes for the right ears of all 5 

subjects. The left and right panels present the data for azimuths of 60° and 90° respectively.
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Figure 6.14: A comparison of the unsmoothed (top panels), EWD-smoothed (middle panels) 

and (order-3) PCA-smoothed (bottom panels) DTF magnitudes for the right ears of all 

5 subjects. The left and right panels present the data for azimuths of 120° and 150° 

respectively.
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Figure 6.15: A comparison of the unsmoothed (top panels), EWD-smoothed (middle panels) 

and (order-3) PCA-smoothed (bottom panels) DTF magnitudes for the right ears of all 

5 subjects. The left and right panels present the data for azimuths of 180° and 210° 

respectively.



6.3. EW D DERIVED HRTF SMOOTHING 188

20

0

•20

-40

.60

.80

•100

4000 6000 8000 10000 120000 2000
Frequency, Hz

(a)

Frequency, Hz

(c)

Frequency, Hz

(e)

20

0

•20

-40

•60

•SO

•100

0 2000 4000 6000 8000 10000 12000

20

0

•20

-40

-60

•60

•100

120004000 6000 8000 100000 2000

20

0

-20

•40

-60

-80

•100

0 2000 4000 6000 8000 10000 12000

(b)
20

0

•20

•40

-SO

■60

'100

0 2000 4000 6000 8000 10000 12000
Fr»qu«ncy, Hz

(d)
20

0

-20

•40

-60

-80

• 100

2000 4000 6000 6000 100000 12000

(f)

Figure 6.16: A comparison of the unsmoothed (top panels), EWD-smoothed (middle panels) 

and (order-3) PCA-smoothed (bottom panels) DTF magnitudes for the right ears of all 

5 subjects. The left and right panels present the data for azimuths of 240° and 270“ 

respectively.
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Figure 6.17: A comparison of the unsmoothed (top panels), EWD-smoothed (middle panels) 

and (order-3) PCA-smoothed (bottom panels) DTF magnitudes for the right ears of all 

5 subjects. The left and right panels present the data for azimuths of 300° and 330° 

respectively.
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HRTF data is offset by 20 dB for clarity, the order of the subjects from top to bottom 

being AFW, SOW, SOU, SOS and SJX. The superiority of EWD smoothing over PCA 

smoothing is very evident from these plots. EWD analysis introduces sufficient smoothing 

at high frequencies to remove perturbations and notches in the data above about 5 kHz in 

all cases. This also has the desirable effect of reducing the inter-subject specificity of the 

data. For lower frequencies, for which the original data is less listener specific, only enough 

smoothing is applied to remove roughness. In contrast, the PCA data shows too little low 

frequency detail. Furthermore, PCA introduces some features not present in the original 

data, especially for higher frequencies. PCA is seen to only really reflect overall trends in 

the level changes of the original HRTF data with azimuth, and does not really preserve 

more detailed spectral cues. Overall, EWD smoothing can therefore be deemed to be a 

much more effective method of reducing inter-subject variability in HRTF measurements 

then PCA smoothing as EWD smoothing removes only perceptually redundant spectral 

detail without sacrificing larger scale HRTF features.

6.3.2 Subjective Comparison of PC A  and EW D Sm oothing

In order to carry out a subjective comparison of PCA and EWD smoothing, the same ex

perimental setup used by Walsh for the subjective evaluation of PCA using a two-channel, 

two-loudspeaker model was reused in this work. Figure 6.18 presents a schematic of the 

two-channel, two-loudspeaker model for a virtual source located to the right side of the user 

at an azimuth of Og. The HRTFs associated with a real source subtending an angle 0s to 

the listener are given by HRTFl(Os) and HRTFr{6s)  for the left and right ears respec

tively. Those HRTFs associated with the left and right loudspeaker positions are denoted 

H R T F l{L F )  and H R T F l{R F )  for the left ear and H R T F r { L F )  and H R T F r { R F )  for 

the right ear. The purpose of the ^ 2spk and [al0\2s'pk filters is to process the input signal 

so that the resulting speaker outputs produce the illusion of a sound source at Og, i.e. a 

source filtered by HRTFL{Og) for the left ear and by HRTFn{6s)  for the right. Therefore, 

an analysis of the configuration for the left and right ears, respectively, gives

p 2 s p k ^ H R T F L { L F )  + P2spkHRTFL{RF) = H R T F l {9,) (6.2)
P 2 sp k

l 3 2 s p k ^ H R T F R { L F )  + P2spkHRTFn{RF) = HRTFRiOs) . (6.3)
P 2 sp k
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Figure 6.18: Virtual auditory display for a two loudspeaker setup.
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Solving the above for [a//5]2spfc and P2spk yields

^  HRTFUes)HRTFii{RF) -  HRTFR{es)HRTFgRF)
[a/P\2spk H RTFi i {e s )HRTFL{L F) -  H R T F L { e s ) H R T F i i { L F )   ̂ ’

^ HRTFR{e,)HRTFL{LF) -  H R T F M H R T F i t i L F )
P2spk H R T F r { R F ) H R T F l {LF) -  H R T F l { R F ) H R T F r {LF) '

In this configuration, the P2spk filter is shared by both speakers; it is responsible for equal

ising the virtual sound source. The [a/^] 2spk filter provides the temporal localisation cues. 

For images located at azimuths from 0° to 180°, the [a/P]2spk is causal and therefore re

alisable because the left signal must lag the right signal. However, outside this range the 

situation is reversed, requiring a non causal [a/P]2spk filter. This can be remedied if we 

assume that the head is symmetrical enough to allow the approximations :

H R T F l {9,) =  H R T F R i - O s )  and (6.6)

H R T F r {9s) =  H R T F U - e , )  . (6.7)

These assumptions are indeed valid under most circumstances; we can therefore produce

images on the listener’s left hand sid(! by simply swapping the loudspeaker feeds [182]. As

outlined in Section 6.2.1, both PCA and EWD analysis discard the ITD information con

tained in the HRIRs. However, using the minimum-phase approximations of Equations 6.1, 

this information can be reinserted resulting in ^2spfc and [a/P]2spk equations for 2-speaker 

panning. Since these equations are lengthy they are not included here; the interested reader 

is instead referred to [182]. These exact filter specifications, used by Walsh for PCA evalu

ation, were used to generate the EWD j32spk and [a//3]2spfc filter specifications. These were 

then used to design 32nd order HR filters using a filter fitting technique based on Prony’s 

method [97]. This technique achieved very good fits for all the EW D ^ 2spk and [a/l3]2spk 

filter specifications.

Figures 6.19 (a) and (b) present a typical example of such a fit to the 02spk and [a/P]2spk 

filter specifications respectively, where the desired magnitude and phase responses are plot

ted as red curves, the HR fits as blue curves and the difference as green curves. The fit is 

seen to be very accurate, a difference of less than 1 dB for filter magnitude and 0.25 radians 

for filter phase being typically observed for all but the extrem es of the frequency range.

Figure 6.20 portrays the experimental setup used for comparison and evaluation of PCA  

and EWD imaging. The HR filters generated above were implemented on a DSP32C DSP  

board, linked to a PC. One channel of the analog output of a Marantz CD player acted as 

the signal source. This signal was digitized using a Burr Brown ZPD 1001 Dual Channel 16
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Figiire 6.19: (a) A comparison of the desired P2spk filter magnitude and phase response (red 

curves) and the IIR fits achieved by the filter fitting process (blue curves). The green ciurves 

plot the difference, (b) The same scenario, now presented for the {otl0\2spk filter.
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Figure 6.20: Experim ental setup used for comparison of PC A  and EW D-smoothed HRTFs.

bit D /A  and A /D , with the sampling frequency set to 22050 Hz. The ou tpu t of the A /D  

was used as input to the DSP board, which performed the P2spk and [a/P]2spk filtering and 

output the results using both channels. These were then converted back to analog format 

using the afore-mentioned Burr Brown D /A  and fed to an Arcam Delta 60 stereo amplifier. 

The outputs of this amplifier were used as speaker feeds to two JP W  Mini Monitors, which 

were placed to subtend an angle of 30" at the users ears. The filtering performed by the 

DSP was controlled by the user via a graphical user interface and a keyboard; the user could 

adjust the panning angle in steps of 10° between 0° and 350°. The overall experim ental 

setup thus used for subjective listening tests was very close to th a t used by Walsh, the only 

difference being the choice of loudspeakers and CD player.

In the subjective assessment of PCA carried out by Walsh, the performance of all five 

of the HRTF sets for all seven PCA orders was judged in term s of imaging naturalness and 

imaging accuracy. This was carried out informally by a small num ber of listeners. There 

were a of 35 PCA models in all. For good imaging naturalness, a balanced and pleasant 

tim bre was required for each azimuth position. Imaging accuracy referred to the ability of 

the PCA model to ‘trick the ears’ into localising the v irtual sound source at the required 

azimuth. As stated earlier, optimum PCA performance was usually experienced by listeners 

for one or two principle component ‘heads’, presum ably because these heads were similar to 

the listener’s own HRTFs. Particular attention was therefore given by Walsh to the seven 

PCA models derived from subject SOS, as he found this subject to be judged the most 

agreeable.

Walsh tested the virtual imaging accuracy of the model derived from SOS’s HRTFs 

using both lowpass and high pass noise of varying bandw idths, w ith the noise panned to 

a virtual angle of 90°. For the lowpass noise stimuli, no spectral smearing^ was noted for 

'‘Spectral smearing occurs when the high frequency components of a virtual image begin to move away
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the model derived from one principal component up to a noise bandwidth of 3 kHz. This 

bandwidth increased with increasing number of principal components up to a limit of 4.5 

kHz for the models derived from four to seven principal components. The results of lowpass 

analysis demonstrated that low order PCA yields models which only pan low frequencies 

well, higher order PCA being required to pan higher frequencies. For the highpass noise 

stimuli, no virtual imaging was achieved beyond the loudspeaker arc with a highpass cutoff 

greater than 2 kHz for the model derived from one PC. This increased to 2.5 kHz for two to 

four PCs and 3 kHz for models derived from five to seven PCs. The results for the highpass 

noise signal indicate that the presence of low frequency information was very important for 

effective virtual imaging, since these frequencies were the most convincingly panned. Also, 

high frequency imaging improved with increasing PCA order.

An assessment of imaging naturalness for noise, music and speech stimuli carried out 

by Walsh showed that the model derived from one PC generated images that sounded very 

natural for all azimuths. As the number of PCs was increased however, imaging naturalness 

decreased. The author adds that for high order PCA, abrupt changes in timbre were often 

experienced between adjacent panning positions. Walsh notes that the imaging naturalness 

of models based on a particular subject for five to seven PCs was almost identical. However, 

the author notes that there was much variability in imaging naturalness across subjects 

for the same number of PCs. Therefore, the inter-subject variability inherent in HRTF 

measurements was not necessarily reduced by PCA analysis.

The performance of the PCA and EWD models were estimated for all orders. Due to 

time constraints this was carried out only by the author and was not conducted blind. In this 

comparison the EWD and PCA models were simply judged in terms of image naturalness 

and image localisation on a scale from 1 to 10. A variety of styles of music were used as 

stimuli. Since these results reflect the findings of the author only, they are liable to bias 

and should only be considered a pilot study. Table 6.3 presents these results.

From Table 6.3 we can see that imaging naturalness was found to be excellent for 

the EWD model; EWD smoothing was deemed to sound at least as natural as all PCA 

orders for each of the subjects. This was an encouraging and somewhat surprising result 

as it was not expected that EWD smoothing would sound as natural as PCA analysis for 

low orders. Furthermore, there was less variation in imaging naturalness across subjects 

for EWD smoothing than for PCA smoothing. The plots of Figure 6.12 to 6.17 support 

from the desired panning azimuth and towards the closest loudspeaker. This means that som e of the signal’s 

frequency components appear to emanate from the loudspeaker and the remainder from the desired azimuth  

resulting in a split or smeared virtual image.
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PCA 1 PCA 2 PCA 3 PCA 4 PCA 5 PCA 6 PCA 7 EWD

L N L N L N L N L N L N L N L N

AFW 5 7 6 5 6 5 6 5 6 5 7 5 7 6 7 8

SOW 4 8 5 5 5 6 4 6 5 6 7 6 7 6 7 8

SOU 4 7 6 5 5 6 6 7 6 6 6 5 6 5 8 8

SOS 5 8 5 6 5 4 5 6 6 6 7 4 7 5 9 9

SJX 4 7 5 5 5 6 5 7 5 5 6 5 6 5 8 8

Table 6.3: Subjective comparison of PCA and EWD models for all orders. ‘L’ denotes 

localisation and ‘N’ denotes naturalness.

the theory that EWD smoothing was successful at reducing inter-subject variability in 

HRTF measurements. Furthermore, the abrupt changes in timbre between adjacent azimuth 

positions noticod for the PCA models was much alleviated in the EWD models. A detailed 

comparison of the /02spfc and [all3\2spk filter specifications for PCA and EWD models revealed 

that the EWD filter specifications contained comparable detail to those for the mid to upper 

PCA orders. However, they were in general more smooth and did not suffer from peaking 

and notching to the extent that the PCA specifications did. A more detailed examination 

of the underlying causes of such artifacts and their consequences on virtual imaging filter 

specification is carried out in Section 6.3.3.

Again, due to time constraints, a detailed investigation of the imaging accuracy perfor

mance of the EWD model using the lowpass and highpass noise stimuli described above 

for the PCA analysis conducted by Walsh could not be performed. However, a subjective 

comparison of PCA and EWD imaging using musical stimuli was performed. Results of this 

study, presented in Table 6.3 show that EWD imaging accuracy was better at all azimuths 

than PCA imaging accuracy for one to three PCs. EWD imaging was also marginally better 

than PCA imaging for four or more PCs up to an azimuth of about ±130°. Beyond this 

azimuth, EWD and PCA imaging accuracy were approximately equal. Again, these results 

are open to bias since the comparison was conducted by the author only.

For PCA models, spectral smearing often occurred for musical instruments with high 

frequency content such as snare drum hits or high piano notes. High frequency content 

tended to veer towards the loudspeakers for rearward azimuths. This was usually accompa

nied with the perception of a somewhat ‘hissy’ or ‘screeching’ musical timbre. This spectral 

smearing effect was much less noticeable for EWD models, which did not suffer to the same 

extent from such degradation in timbre. Thus, a possible connection between poor image
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localisation accuracy and image timbre for high frequency signal components was identified. 

Panning movement was also perceived to be smoother for the EWD models as there were 

less abrupt changes in timbre from one azimuth position to the next. Although no notice

able improvement in image accuracy over PCA models with 4 or more PCs was observed 

beyond ±130°, the timbre at such azimuths was superior for the EWD models. Finally, 

there was less inter-subject variability in imaging accuracy for the EWD models than for 

the PCA models, for a fixed number of PCs.

6.3.3 Comparison of ‘Raw’ and EW D Averages

In order to further investigate the process of HRTF smoothing, two ‘overall average’ HRTF 

sets were generated, one being the average of the original raw data, and the other being 

the average of the EWD-smoothod data. These were both calculated by averaging the 

log magnitude of both raw and EWD-smoothed HRTFs for all of the five subjects. This 

data was then used to calculate (02spfc and [a/P]2spk filter specifications in exactly the same 

manner as described above for PCA and EWD analysis, with the same ITD information 

being re-inserted for both.

Figure 6.21 (a) and (b) compar(3 the DTFs of the left ear of both raw and EWD- 

smoothed averages. Both sets of data are in excellent agreement; this indicates that EWD 

smoothing did not introduce bias over any frequency range. The PED and MSE are low, 

being 8.34.10“  ̂ and 8.27.10“'*, respectively. The dynamic range of both data sets is only 

about 15 dB. This is very low when compared to the 30 dB range observed for first order 

PCA, the 35 dB dynamic range observed for EWD analysis and PCA of order two to seven, 

and the 50 dB dynamic range observed in the raw, unsmoothed data. It was therefore 

expected that both raw and EWD-smoothed averages would yield very natural sounding 

images. There are some minor differences between the raw and EWD-smoothed averages. 

The raw average data is somewhat ‘rougher’, showing minor perturbations, mainly above 

6 kHz. Calculation of the difference between raw and EWD-smoothed averages showed 

that the difference was generally about 1 - 2 dB only. It was therefore expected that these 

differences would not be noticeable, as ^2spk and [a//3]2spfc filter calculation would ‘average 

out’ these minor perturbations. However, this was not the case, as is explained below.

An informal subjective comparison of the two models based on the raw and EWD- 

smoothed averages was carried out using a variety of musical styles as stimuli. This com

parison was similar to that carried out above for the PCA and EWD models. Due to time 

constraints, the comparison was carried out by the author and one other person only and 

was not carried out blind. Imaging accuracy was equally poor for both models, being com-
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Azimuth, deg rees Frequency, Hz

Figure 6.21: (a) Average ‘raw’ DTFs for the left ear of subject SOW. (b) Average EWD- 

smoothed DTFs for the same ear. P E D  = 8.34.10“ ^, M S E  = 8.27.10“ ^
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Figure 6.22: (a) Magnitude response of the [a//3]2spfc filter specification for the average 

of the ‘raw’ data, (b) Magnitude response of the same filter specification for the average 

EWD-smoothed data.
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parable to that achieved by first order PCA analysis. In general, very little imaging was 

achieved beyond ±90°. This can be attributed to the lack of high frequency detail in the 

D T F  specifications, the diffraction and reflection effects of the pinna having been ‘averaged 

o u t’. In contrast to the poor imaging accuracy, imaging naturalness was excellent for both  

m odels, and was superior to all the previous PC A  models and EW D models of individual 

heads described above. As stated earlier, it was expected that the minor perturbations 

in the average of the raw data would not be noticeable. However, although imaging nat

uralness was excellent for both raw and EWD averages, the timbre of the EW D average 

wa,s somewhat better. Figure 6.22 presents a comparison of the m agnitude of the [a /^] 2spk 

filter specification across frequency for all 18 azim uth positions from 0° to 180° (for images 

beyond this range, the speaker feeds were swapped, as described in Section 6.3.2). The 

filter specification for the averaged ‘raw’ data is presented in the top plot, (a), whereas 

the bottom  plot, (b), presents the specification for the EW D-sm oothed data. The gap at 

30‘’ is due to the fact that for this azimuth, the left speaker is ‘off’ and the signal is fed 

directly to the right speaker only. It is clear that below about 7 kHz, both specifications 

are> very smooth and agree closely, with the specification for the EW D-sm oothed data being 

the smoother of the two. How(!ver, above this frequency clear resonances emerge for the 

raw average data which are not observed in the EW D -sm oothed data. These resonances 

are at fixed frequencies which do not vary with azimuth. Close exam ination of a plot of 

their difference reveals that the resonances are at the frequencies 6836 Hz (bin 36), 8398 

Hz (bin 44), 9961 Hz (bin 53) and 10547 Hz (bin 55). A dip is also observed at 8789 Hz 

(bin 46). The amplitudes of the dip and resonances are all about 2 dB, which is minor in 

comparison to the severe notching observed in the raw HRTF responses. Figures 6.23 (a) 

and (b) present a comparison of the P2spk filter magnitude. Again, the specification for the 

raw average is corrupted at exactly the same frequencies, now by a difference of about 3 

dB.

Finally, we examined the specification for the cascade of the ,02spA: and [a /P]2spk filter 

functions. This specification is used to feed the left speaker for images panned to the 

right side of the listener and the right speaker for images panned to the left of the user. 

Therefore, any distortion common to both the /32spk or [oi/P]2spk filter function will be 

doubled on loudspeaker presentation. To demonstrate this. Figure 6.24 (a) and (b) present 

the product of the /?2spfc and [a/f3]2spk filter specifications. It is evident that the distortion  

is rjow serious and would result in a noticeable degradation in imaging naturalness. In this 

cas<?, this degradation was worst for azimuths from 40° to 130° and —40° to 130°, or over 

half of the panning positions.
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Figure 6.23: (a) M agnitude response of the P2spk filter specification for the average of the 

‘raw ’ data, (b) Magnitude response of the same filter specification for the average EW D- 

smoothed data.
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Figure 6.24: (a) M agnitude response of the [a /p \2spk x hspk  filter specification for the 

average of the ‘raw’ data, (b) Magnitude response of the same filter specification for the 

average EW D-smoothed data.



6.3. EWD DERIVED HRTF SMOOTHING 203

The fact that the degradation described above remained relatively fixed with azimuth 

suggests that it is caused by terms in the P2spk and [a/P]2spk equations that are present at all 

azimuths. An examination of Equations 6.4 and 6.5 shows that it is the HRTFs associated 

with the left and right loudspeakers which are present at all azimuths. These are de

noted H R T F i{L F )  and H R T F l{R F )  for the left ear and H R T F r { L F )  and H R T F r {R F )  

for the right ear. Since the left and right loudspeakers were placed at -30° and 30° re

spectively, H R T F i[ L F )  and H R T F i[ R F )  become H R T F i { —30) and HRTFl{30),  and 

HRTFfi{LF)  and H R T F r{R F )  become H R T F n {—30) and HRTFn{30)  in the config

uration. Figure 6.25 (a) to (d) presents a comparison of H R T F l { —30), HRTFji{30),  

HRTFi{30)  and H R T F r { —30) for the raw average (dashed curves) and EWD-smoothed 

average (solid curves). Examination of these graphs reveals that whereas the HRTFs derived 

from the average of the EWD are smooth for all frequencies, the HRTFs derived from the 

raw average are quite jagged above about 6 kHz. It is in this region that the differences be

tween the EWD and raw averages become most serious. Close examination of these graphs 

reveals that the resonances present in the P2spk and [a/l3]2spk filter specifications at 6836 

and 10547 Hz are due to the sharp notches at these exact frequencies in the HRTFn{3Q) 

filter specification for the raw average model. These notches are completely removed for the 

EWD-smoothed average. Note that, similar to this study, Walsh used the approximations 

of Equations 6.6 and 6.7 in his implementation. Therefore, the filter HRTFn{30)  was also 

used for H R T F l { —30), which appears in every denominator for the /02spfc and [a//3]2spk 

filter specifications for PCA smoothing. Also, the peak at 9961 Hz and dip at 8789 Hz can 

be attributed to the corresponding peak and dip seen in Figure 6.25 (c) for HRTFi{30)  

for the raw average. Both HRTFi{30)  and H R T F r { —30) appear several times in the 

P2spk and [a/P]2spk filter equations. Finally, we note that the assumptions of Equations 6.6 

and 6.7 {i.e. that HRTFl{Os)  =  H R T F r { —9s) etc.) hold well across all frequencies for 

the EWD-smoothed average, whereas they are only true for the raw average below about 6 

kHz.

It can be readily appreciated from this investigation tha t removing notches from HRTF 

data is vital for attaining a good timbre. This is especially true for the particular HRTFs 

associated with the left and right loudspeakers, as demonstrated above, since these HRTFs 

affect the ^ 2spk and \oil0\2spk filters at all azimuth positions. Furthermore, the differences 

between the average of the raw and EWD-smoothed data were all relatively minor, being 

3 dB or less in magnitude, yet their effect was perceptible and resulted in a degradation 

in image naturalness. Therefore, any roughness at all in DTF data can have a detrimental 

effect on timbre. The removal of notches from raw, unsmoothed HRTF data can be appre-
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Figure 6.25: A comparison of the average ‘raw’ (dashed curves) and EWD-smoothed (solid 

curves) HRTF filter specifications common to all azimuth positions : (a) H R T F l {—30), (b) 

H R T F r {30), (c) H R T F l (30) and (d) H R T F r {-30).



6.3. EW D DERIVED HRTF SMOOTHING 205

ciated as being of paramount importance, since the magnitude of such notches can actually 

exceed 15 dB. The smoothing provided by the EWD has been shown to be ideally suited to 

the removal of such artifacts, especially at high frequencies where they are most prevalent. 

Notches are removed by EWD smoothing while still preserving the overall trend of the 

high frequency data. For lower frequencies, less smoothing is applied, or needed, since raw 

HRTF data is not typically degraded by notches for this frequency range, and also suffers 

from less inter-subject variability. In a comparison with PCA smoothing, the EWD outper

formed all orders for image naturalness, and gave imaging accuracy equal or better to the 

best accuracy achieved by PCA smoothing. PCA of order three was deemed to achieve the 

best compromise between imaging accuracy and naturalness. However, Figures 6.12 to 6.17 

clearly demonstrate that third order PCA over-smooths low frequency information while 

under-smoothing high frequency information. Also, the curves of the high frequency detail 

can sometimes appear ‘cornered’ or ‘jagged’. In contrast, the curves of the EWD-smoothed 

data are very smooth and roimded. These details are only noticeable on very close exami

nation of the individual filter functions and are not always apparent from the mesh plots of 

the DTFs of the PCA data shown in Figures 6.4, 6.5, 6.6 and 6.7. The previous comparison 

of the raw and EWD-smoothed averages demonstrates clearly a direct link between such 

minor perturbations and a perceptible degradation in timbre.

Overall, the spectral masking proj)erties of the EWD have been shown to be very suited 

to the task of removing only undesired spectral detail and thus reducing inter-subject vari

ability. The techniques of PCA and simple averaging of the log magnitude of the HRTFs 

have been shown to be less successful as they are not psychoacoustically motivated. It is 

the frequency marginal property of the EWD tha t makes this HRTF smoothing possible, 

as integrating along the time axis produces a smoothed frequency marginal equal to the 

the excitation pattern of the signal. It is also worth noting that achieving the degree of 

smoothing described above is possible using the EWD only because great care has been 

taken to ensure that the EWD itself is cross-term and clutter free over a very large dynamic 

range. Without this important property, HRTF smoothing would be compromised by the 

unwanted artifacts of bilinear time-frequency analysis, namely windowing and interference 

artifacts.

Again, it must be emphasised that the subjective assessment of imaging was performed 

by the author only and was not conducted blind. A more detailed psychophysical experiment 

is clearly required to fully assess the benefits of HRTF critical band smoothing via the EWD. 

Such an experiment was not possible because of time constraints and because of the scope 

of the work presented in this thesis. However, even without a thorough psychophysical
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evaluation, the results presented do point to the usefullness of critical band smoothing as 

an effective and valid method of reducing inter-subjective variability in HRTF data. The 

EWD analysis of HRIR data shows that HRIR filtering is relatively invarient with time. 

This supports the PCA HRTF reconstruction methodology of Wightman and Kistler and 

their assertion that the frequency dependence of the ITD is not perceptually important. It is 

also worth noting that, in their present form, the EWD-smoothed HRTFs do not constitute 

generic HRTF sets. An analysis of many HRTF sets is obviously required to construct an 

overall, generic HRTF set which would contain the features im portant for localisation for as 

large a proportion of the population as possible. However, EWD smoothing is well suited as 

a preprocessing stage to such analysis, as it reduces inter-subject variability and undesirable 

artifacts by removing only spectrally masked features.



Chapter 7

Reverberation Analysis

Even though we may not always be aware of it, practically all of the sound we hear is 

‘acoustically processed’. When we listen to sound in a reverberant environment, as for 

example in a concert hall, the sound reaches our ears not only via a direct path from 

the source, but also via many indirect paths. These reflections modify the perception of 

the sound, affecting its timbre and loudness. They also contribute to the soimd’s overall 

spatial imi)ression. Whether reverberation is desirable or not depends on the type of sound 

being listened to. For example, excessive reverberation can lead to a reduction in the 

intelligibility of speech. Consequently university lecture theatres are generally designed to 

avoid such effects. Music, on the other hand sounds very lifeless without reverberation. The 

appropriate amount of reverberation, however, depends on the style of music being played; 

excessive reverberation can cause some music to sound ‘muddy’ or ‘washed out’. A great 

deal of care is therefore invested in the architectural design of new concert halls to ensure 

that the resulting reverberation enhances the type of music for which the hall is intended.

Almost all music recorded nowadays is processed by artificial reverberation. This rever

beration is typically implemented using digital filtering techniques on DSPs. Reverberation 

algorithms typically strive to achieve as realistic and natural an effect as possible. In some 

cases artificial reverberation algorithms are designed to replicate the ‘sound’ of real rooms 

or performance spaces. Here, the aim is to design a reverberator which is perceptually 

indistinguishable from a real room. This involves identifying the perceptually important 

characteristics of the room acoustic response and generating a digital filter structure which 

rephcates these characteristics. Unfortunately, distinguishing between the perceptually rel

evant and irrelevant characteristics of an acoustic response is still an issue of contention. 

Furthermore, the ‘tuning’ of the filter parameters of artificial reverberators in general often 

involves a good deal of ‘trial and error’ analysis, an approach which can be quite time con-
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suming. W ith these difficulties in mind, the EWD is proposed as a tool for reverberation 

analysis. As the EWD is perceptually based, the analysis and comparison of the EW Ds of 

both real and synthetic reverberation might provide clues as to the relationship between 

the physical and perceptual characteristics of performance spaces. Also, an exam ination of 

the EWDs of artificial reverberation containing unpleasant or unnatura l audible artifacts 

might offer a better understanding of the flaws in artificial reverberator design. This chapter 

describes such an analysis.

7.1 Natural Reverberation

When a vibration occurs in a reverberant environment, the sound th a t reaches our ears 

first travels via a direct path from sound source to listener. This is known as the direct 

sound [15]. The earliest reflections after the direct sound reach our ears via indirect paths 

involving a small number of bounces, perhaps off the floor or nearby walls. Reflections 

involving just one bounce are termed first order reflections, those involving two reflections 

are termed second order reflections and so on. Such early reflections are not usually heard 

as separate from the direct sound. However, they modify the tim bre and loudness of the 

sound and also its spatial characteristics. The early sound [15] refers to  a period of up to 100 

ms after the direct field, during which these early reflections occur. For increasing delays, 

the path from the source to the ear becomes increasingly complicated and the num ber of 

refiections reaching the ear increases to such an extent th a t individual reflections cannot be 

individually resolved. Furthermore, the absorption of the reflective surfaces a t each bounce 

and the increasing path  length results in a progressive reduction in the signal energy of each 

reflection. The overall effect of these multiple reflections is known as late reverberation (or 

the reverberant field) and can be characterised by a dense, noise like collection of echoes 

whose envelope decays exponentially with time [86], [115]. The reverberant field contributes 

to the perception of the background ambience of a performance space and may last for 

several seconds, during which a very large number of reflections reach the ears from all 

directions.

In order to better characterise reverberation, we can consider the reverberant environ

ment as a linear time invariant system (LTI), where the system  input is the signal source 

(for example a soloist in an orchestra) and the system ou tpu ts  are the two signals reaching 

the eardrums of a listener. For a given source-receiver pair the inpu t-ou tpu t behaviour of 

a performance space can be characterised by its binaural impulse response. Typically, this 

is measured by exciting the room using an impulsive sound source, such as an electrical
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Figure 7.1; An echogram of a typical room.

spark discharge or air pistol and recording the acoustic response [51]. Steady-state sound 

sources such as noise or maximum length sequences can also be used [88], [60]. Figure 7.1 

presents the monoaural impulse response (or echogram) of the Teatro Comunale di Ferrara 

concert hall in Italy. The initial direct sound can clearly be seen, followed by a few early 

reflections. The onset of late reverberation occurs after about 80 ms. For late reverber

ation, the echo density^ becomes very high and individual reflections cannot be resolved; 

the response becomes quite like a noise waveform [86]. The reflections come from many 

diflFerent directions simultaneously, hence the intensity of late reverberation is independent 

of position within the reverberant environment. The reverberation time of a reverberant en

vironment (or ‘room’) is given by the time it takes for the sound intensity to drop by 60 dB. 

A typical lecture theatre or cinema might have a reverberation time of about half a second, 

whereas a concert hall might have a reverberation time in excess of 2 seconds. Although 

the figure of reverberation time is useful as a single figure measure of the characteristics of 

a listening environment, the rate of decay of sound actually changes with frequency, with 

most environments exhibiting a faster decay at higher frequency. Therefore, reverberation 

time is often measured at different frequencies. This is usually done by exciting a room with 

wideband noise and then interrupting the noise signal. By filtering the resultant reverber

ant decay using octave filters at a range of centre frequencies and plotting the output (the 
^The echo density is the average number of reflections per second.
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impulse decay), the reverberation time at different centre frequencies may be estimated [51]. 

The frequency dependent reverberation time may also be calculated from the energy decay 

curve (EDC) given by the inverse integral (Schroeder integral) of the impulse response of 

the room [51], [86] :

This integral computes the energy remaining in the impulse response after time t. The 

EDC may be calculated at different frequencies by narrowband filtering the impulse re

sponse, h{t), prior to EDC calculation. Hence the EDC at different centre frequencies may 

be displayed as a 3-D surface with dimensions of time, frequency and level. The energy 

decay relief, EDR{t ,u ) ,  is a more rigorous extension of this concept proposed by Jot [86]. 

The EDR is, in practice, calculated in a very similar manner to the EDC above except 

that the integration is performed on a time-frequency representation of reverberation such 

as the spectrogram, rather than the reverberation impulse response. In such as manner, 

the EDR is a very useful summary of important monoaural reverberation indexes, such 

as the reverberation time, early decay time and direct to reverberant ratio. In particular, 

the value of the EDR at i =  0 gives the overall frequency dependent gain of the room, 

which is clearly audible, whereas the frequency dependent reverberation decay time may be 

intuitively represented across frequency.

7.2 R everberation Algorithm s

Most music nowadays is listened to in highly non-reverberant environments such as living- 

rooms, automobiles or over headphones. To create ambience, reverberation is therefore 

needed. Reverberation has been added in the past by either recording the music in ‘live’ 

reverberant rooms, or by adding artificial reverberation to ‘dry’ studio recordings. Past ap

proaches to artificial reverberation generation have used mechanical devices such as spring 

or plate reverberators to approximate the behaviour of real performance spaces. However, 

nowadays, artificial reverberation is typically implemented using digital filtering algorithms 

on DSP processors, allowing a much greater degree of control and accuracy over more tra

ditional methods. These algorithms typically aim to reproduce the aural impression of real 

or imagined performance spaces. Therefore, identifying and understanding the perceptually 

relevant features of reverberation is an important issue. The processing demands typically 

placed on reverberation units are generally high. For example, studio reverberation units 

must be able to generate reverberation in real time, often for several signal feeds. Immer-

/ OO

h^{T)d (7.1)
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sive 3-D audio simulations must typically be able to handle both HRTF and reverberation 

processing for multiple source-listener positions. Efficiency of implementation is a crucial 

issue.

There are two basic approaches to reverberation algorithm design : the physical approach 

and the perceptual approach [60]. The physical approach aims to replicate exactly the input- 

output behaviour of a given real or imagined room. For real rooms, this simply involves 

measuring the binaural impulse response, as described earlier. For imaginary rooms, the 

behaviour of the room can be modelled by taking into account the exact geometry of the 

space, and the absorption of all the surfaces therein. The propagation of sound from source 

to receiver may be predicted using the laws of acoustic wave propagation and interaction 

with surfaces. Once estimated, the room response is used as a FIR filter and may be 

convolved with any given sound source to simulate the effect of listening to the sound in such 

a room. The overall procedure is referred to as auralisation and has been used to predict 

the acoustical quality of concert hall designs prior to construction. While the physical 

approach to artificial reverberation is useful for the evaluation of concert hall designs, it is 

too comimtationally expensive for more general use. This is because the processing required 

involves convolving the source signal with reverberation responses of several seconds in 

duration. Furthermore, achieving real-time parametric control is impractical since each 

j)arameter change necessitates the calculation of a new (and very long) FIR reverberation 

response [86],

In contrast to the physical approach outlined above, the perceptual approach to reverber

ation algorithm design seeks to reproduce the perceptually relevant reverberation features 

only. For the case of real rooms, these features are extracted from the room response. These 

are then used to parametrically control a reverberation algorithm based on highly efficient 

IIR filters. The advantage of this approach is that not only is it efficient, but it also allows 

real-time control of the perceptually relevant reverberation characteristics, since the IIR 

filter coefficients may be dynamically updated without incurring a heavy computational 

burden. One general reverberation algorithm may be sufficient to model all types of rever

beration. A major problem with the perceptual approach is that there is much contention 

over exactly which properties of reverberation are perceptually relevant and which are not. 

It has also been difficult to replicate those effects deemed perceptually relevant using digi

tal filtering techniques [60], [86]. Therefore, much current reverberation algorithm design is 

carried out with the aim of designing a reverberator which is perceptually indistinguishable 

from a given real room, without necessarily identifying or providing parametric control of 

all perceptually relevant features. The following section presents a brief review of important
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reverberation algorithms based on the perceptual approach. Particular attention is paid to 

models of late reverberation and especially to Schroeder’s reverberator as a study of the 

audible degradations of this reverberator using the EWD is carried out later in this chapter.

7.2.1 Simulating Early Reverberation

As outlined earlier, early reverberation consists of a relatively small number of discrete 

reflections of low order. As such, the pattern of these reflections may be calculated by 

considering the geometry of the room to be modelled. As long as the dimensions of the 

reflective surfaces of the room are large in comparison to the wavelength of the sound to be 

reflected, the interaction of the sound with a room’s surfaces can be modelled using tech

niques similar to ray tracing in computer graphics [20]. A single sound source with multiple 

reflections is usually modelled as a series of multiple sound sources with no reflections. This 

method is termed the source image method [60], If N  is the number of wall surfaces, then 

the number of reflections of order k can be approximated as Therefore, the source 

image method is only practical for modelling early reverberation, where the reflection order 

is low.

The ov(!rall early reverberation impulse response may be generated by summing the 

contributions of each reflection. I ’he delay time of each reflection may be calculated by 

measuring the total path travelled between source and listener for that reflection and di

viding by the speed of sound in air. If the frequency dependency of the losses due to air 

propagation and surface absorption are ignored then the amplitude of each reflection is 

inversely proportional the total distance travelled and is proportional to the product of 

the absorption coefficients of all of the surfaces encountered. A more accurate model [95] 

takes into account the frequency dependent nature of the losses due to air propagation and 

absorption at each surface encountered using standard linear systems analysis. Thus, the 

transfer function, yl(cj), of each reflection may be expressed as

A{u) = G{u) n  , (7.2)
j es

where S  is the set of walls encountered, rj(a;) is the transfer function representing the 

frequency dependent absorption at each wall, and G{u) models the frequency dependent 

losses due to air propagation and also the time delay from source to receiver. Naturally, 

reflections reach our ears from different directions. Therefore, the HRTFs of both left and 

right ears for the given direction may be used to provide the listener with this directional 

information. If only headphone presentation is required, for example, the complicated a  and
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a/j5 filter specifications described in Chapter 6 are unnecessary; we may simply convolve

the signal directly with the HRTF functions associated with the direction of the impinging

reflection. Therefore, the final transfer functions from source to eardrums, and Yn{u)),

taking into account the effects of absorptive losses due to the air and walls, the ITD and 

ILD localisation cues and the time delay due to the total path length are given by

Yl {co) = H R T F l H G { lj) l [ r j { t j )  (7.3)
j e s

Yr {co) = H R T F R { u ) G { c j ) l \ r j i u )  , (7.4)
jes

for the left and right ears respectively.
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Figure 7.2: Schroeder’s filter structure implementing early echoes and late reverberation [60]

The filter structures associated with early reverberation are quite simple if we model each 

reflection as a unit impulse in the early reverberation response. The reverb response can then 

be realised as a simple tapped delay line structure, with delays rrii and gains ai associated 

with each reflection. Figure 7.2 depicts this structure, initially proposed by Schroeder [169]. 

The filter R{z) is included to simulate late reverberation; such filters are considered in 

Section 7.2.2. Since each reflection is represented simply by a unit impulse the reverberation 

can have a discrete sounding quality [115]. This can be easily overcome by replacing the 

gain sections Oj with lowpass filter functions [60]. Furthermore, if the absorptive losses of 

the air and room surfaces and localisation cues are to be reproduced, then each tap in the 

filter structure may be followed by a filter A{z) and filters H R T F l {z ) and HRTFn{z) ,  for 

the left and right ears, respectively, as described in Equation 7.3 and 7.4. This is depicted 

in Figure 7.3 for two taps. Calculating the absorptive losses and localisation cues for each 

reflection is a rather exhaustive approach as early reflections are generally not perceived 

individually [15]. A simpler and more efficient scheme, such as that of Jot [87], associates 

with each echo an individual gain and interaural time and intensity difference. Echoes 

with similar absorption and direction are then grouped in sets and processed by an average 

directional filter to provide the remaining spectral cues. This therefore reduces the amount 

of processing required while still preserving the most important reflection localisation cues.
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Figure 7.3: Processing of early reflections by absorptive and localisation filters [60]. 

7.2.2 Simulating Late Reverberation

As described earlier, late reverberation is characterised by a dense, noise-like ensemble 

of reflections arriving at the ear from all directions. The level of late reverberation is not 

dependent on the positions of source or receiver. In contrast, the direct sound level decreases 

with increasing distance between source and receiver. Therefore, late reverberation does not 

provide directional information. However, late reverberation does provide a very important 

distance cue as the ratio of direct sound to (late) reverberation decreases as the source- 

receiver distance increases. Because of its noise-like nature, statistical measures are often 

useful for describing the behaviour of late reverberation. One such measure is the modal 

density, Dm, which refers to the average number of modes per Hz of the frequency response 

of the room. These modes arise due to resonances caused by the geometry of the reflective 

surfaces of a room. For example, two reflective, parallel walls resonate in a manner similar 

to that of a closed pipe, causing resonances at frequencies c/2L, 2c/2L, 3c/2L and so on, 

where c is the speed of sound in air and L is the distance between the walls. In a real room 

with complex shaped walls, floor and ceiling, many modes exist involving reflections off a 

variable number of surfaces. It can be shown [60] for rectangular rooms that the modal 

density is approximately proportional to the square of frequency, /  :

D m i f )  = 47T1/4 . (7.5)

For frequencies above the Schroeder frequency [86], the average spacing between modes is 

less than the bandwidth of the modes. This results in an overlap between adjacent modes. 

Having a high modal overlap ensures that the reverberation does not sound coloured, i.e. 

no prominent resonances are audible. This is an im portant feature of pleasant sounding



7.2. REVERBERATION ALGORITHMS 215

reverberation because the rapidly varying, random peaks of the frequency response no longer 

correspond to the room modes and are too fine to be resolvable by the ear.

Another important measure associated with late reverberation is the echo density, Dg. 

This figure gives the average number of reflections per second and is approximately propor

tional to the square of time :

Z?e(i) =  47TC^^ . (7.6)

Thus, for real reverberation, the echo density increases rapidly with time. In a similar 

manner to the case for modal density, the random, noise-like fluctuations of the late rever

beration of a real room do not correspond to individual reflections. In fact, Moorer has noted 

that Gaussian noise multiplied by an exponentially decaying envelope can sound remarkably 

like natural late reverberation [115]. Achieving a high echo density is important in artificial 

reverberation design in order to attain a reverberant decay free from audible artifacts such 

as fluttering or grainyness. There is some uncertainty concerning the number of echoes 

per second necessary to achieve a realistic soiuiding reverberant decay. Schroeder [168] 

has suggested that an echo density of about 1000 is sufficient to produce natural sounding 

late reverberation, while Greisinger [66] has suggested that 10000 may be a better figure. 

The following section outlines some of the most im portant work on artificial reverberators 

producing late reverberation, with particular attention being paid to the work of Schroeder.

7.2.3 Late Reverberation Algorithms

The first model of late reverberation employing digital filtering techniques was suggested 

by Schroeder in 1962 [168]. The model is based on the combination of several comb filters 

of mutually prime delays connected in parallel, followed by one or two allpass filters. The 

purpose of the comb filters is to generate a pseudo random echo pattern which the allpass 

filter then multiplies to generate a sufficiently high echo density. Figure 7.4 shows a single 

comb filter, with its associated impulse response, magnitude response and pole zero diagram. 

The z transform of the comb filter is :

H{z) =  -----------  . (7.7)
^ ^ 1 -  gz-^   ̂ '

Here, g is the feedback gain and m  is the delay in samples. Looking at Figure 7.4, we see

that the time response of this filter is an exponentially decaying pulse train, spaced evenly

every m  samples. The frequency response displays peaks spaced at intervals of l / m T  Hz,

where T  is the sampling frequency. In order to achieve a flat frequency response, and thus
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Figure 7.4: Filter structure, impulse response, pole-zero diagram  and spectrum  m agnitude 

of a single comb filter [60].

avoid possible colouration, Schroeder suggested the use of allpass filters instead of comb 

filters. Figure 7.5 portrays such a filter, with its associated impulse response, pole-zero 

diagram and magnitude response. For this filter, the effect of the zeros outside the unit 

circle balances that of the poles inside the unit circle resulting in a flat frequency response. 

The impulse response decays a t the same rate as th a t of the comb filter, namely by a factor 

of g every m T  seconds.
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Figure 7.5: Filter structure, impulse response, pole-zero diagram  and spectrum  m agnitude 

of a single allpass filter [60], [168].

In actual fact, the impulse responses of allpass and comb filters sound quite similar. 

This is due to the fact tha t the Fourier transform  is defined over an infinite extent, whereas
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the ear analyses sound on a short-time basis. Furthermore, real rooms do not have flat 

frequency responses, but consist of a large number of overlapping resonances. However, 

by connecting several comb filters in series and ensuring that the comb filter delays are 

mutually prime or incommensurate, the density of the combined comb filter peaks may be 

made sufficiently high to approximate the modal density of real reverberation. Furthermore, 

one or more allpass filters may be placed after the parallel comb filter section in order to 

greatly increase the echo density. This is because every echo produced by the comb filter 

section results in a series of echoes being produced by the allpass filter section.

x(n]

parailel comb filcer 

S|

82

84

! series allpass filler
-85 -86

y(n]

Figure 7.6: Schroeder’s reverberator [60]

Figure 7.6 portrays the resulting structure, consisting of four parallel comb filters and 

two series allpass filters, known as Schroeder’s reverberator. Schroeder suggested delays 

between about 30 to 35 ms for the comb filter section, and much shorter delays of 1.7 and 5 

ms for the allpass filter section. The gains of the allpass filter sections are given a nominal 

value of 0.7. The gains of the comb filter section are set so that the comb filter outputs 

decay uniformly to produce the correct reverb time [60]. From Figure 7.4 we see that the 

amplitude of the echo falls by a factor of gi every rrijT seconds. For a reverb time of 

seconds the echo amplitudes of each echo should drop by 60 dBs. We can use these facts to 

calculate the feedback gains, 5 ,̂ of each comb filter stage :

=  I Q - ^ r u i T / T r  _

Overall, the comb filter section produces the long reverberant decay and modal density, 

whereas the allpass section multiplies the resulting echoes to produce a sufficiently high 

echo density without affecting the overall magnitude response.
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Schroeder’s original reverberator sounds good as long as the reverberation to direct 

sound level is moderate and the reverb time is quite short. However, outside of these 

bounds the reverberation begins to suffer from unpleasant audible artifacts. These include 

an audible discrete quality or grainyness for the initial reverberation response and a flut

tering or beating heard in the reverberant decay, especially for long reverb times. Also, the 

reverberation can be tonally coloured and sound overly harsh or metallic. In Section 7.3 

an investigation of artificial reverberation degradation is carried out and reverberated sig

nals are assessed for such degradation. A CD accompanying this thesis includes some of 

these signals in both unreverberated and reverberated form so that the reader may better 

appreciate this degradation.

The performance of the Schroeder reverberator is very sensitive to the choice of pa

rameters, particularly the choice of delay lengths for the comb filter sections. In order to 

overcome some of these problems, Moorer proposed increasing the number of comb filter 

stages from four to six in order to increase the echo density (and therefore the modal den

sity). He also placed a one-pole lowpass filter in the feedback loops of each comb filter in 

order to model the absorptive losses of air propagation. This had the effect of reducing the 

reverb time for higher frequencies and resulted in a more natural, less metallic sounding 

decay. It also reduced the discrete quality or grainyness of the reverb. Less fluttering was 

also observed. However, the artifacts were not completely eliminated.

Since the early work of Schroeder and later Moorer, there has been much research car

ried out into reverberation algorithm design. Gardener has investigated the use of nested 

allpass filters [59], initially suggested by Schroeder [168]. Such a filter structure produces 

an echo density that increases with time; this is observed for real reverberation. The use 

of feedback delay networks has been suggested by Gerzon [62] for the production of mul

tichannel reverberation. More recently. Jot has proposed a reverberation algorithm based 

on the feedback delay network concept which allows specification of the frequency depen

dent reverb time, Tj (ijj), and frequency response envelope, G{u). A reference filter, whose 

impulse response is perceptually indistinguishable from exponentially decaying Gaussian 

noise is generated using a feedback delay network. The frequency dependent reverb time 

is tuned by associating an absorptive filter with each delay unit in the feedback loop [85]. 

The algorithm allows for fast dynamic control of the reverberation parameters since it is 

based on efficient HR structures, rather than FIR convolution.

A more detailed description of these reverberation algorithms is not presented here as 

they are not directly relevant to this work. However, the interested reader’s attention is 

drawn to the excellent summary of these algorithms presented by Gardener [60]. Earlier in
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this chapter it was pointed out that there is still considerable uncertainty over the features of 

real reverberation which are perceptually im portant and those which may be ignored. This 

uncertainty results in a difficulty in designing artificial reverberators since this ultimately 

results in reverb design being part engineering, part trial-and-error experimentation. The 

presence of perceptible degradation in artificial reverberators is also unpredictable, being 

sensitive to the choice of reverberator parameters and the signal characteristics. Important 

features of reverberation, such as the fusing of early reflections and the resulting colouration 

are directly linked to temporal masking and comb filtering respectively. These two effects 

have been shown to be very well modelled by the EWD. Achieving a sufficiently high modal 

density, an issue of contention in reverberator design, is im portant for achieving a colourless 

response. This depends on the degree of frequency smoothing afforded by the ear, or spectral 

masking. Again, this is exactly incorporated in the design of the EWD.

It was noted in Section 7.1 that early reflections, although visually resolvable in the 

reverb response, are generally not heard as distinct from the direct sound, but fuse with its 

perception causing, instead, a change in signal loudness, colouration and spatial impression. 

The EWD has been shown to model the effect of temporal masking very well, and also to 

incorporate the effects of comb filter colouration. It was also pointed out that having a high 

modal density was important for achieving a colourless artificial reverberator. However, 

there is uncertainty over the modal density figure necessary to achieve this. Achieving a 

sufficiently high modal density depends on the frequency smoothing afforded by the ear, a 

feature which is again very well modelled by the EWD. The EWD is therefore proposed 

as an ideal tool for the analysis of reverberation responses and reverberated signals. Such 

an analysis is described in the following sections. In order to limit the scope of the work, 

the analysis focuses on the comparison of real reverberation with a single reverberation 

algorithm, namely the Schroeder reverberator. This particular algorithm is chosen because 

of its simplicity and ubiquitousness; its merits and flaws are well documented in the liter

ature. Its basic structure is also the basis for more advanced reverberation algorithms. In 

this work, the influence of parameter changes on the resulting reverberation is investigated. 

Parameter choices resulting in both good and bad reverberation are made for comparison 

purposes. Furthermore, the reverberation produced is compared both visually (using the 

EWD) and aurally so that perceptible degradation could be identified aurally and charac

terised in the time-frequency domain. Thus a link between reverberation deficiencies and 

their effect on the reverberated signal can be formed.
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7.3 EW D Analysis of Reverberation

Figure 7.7 (a) and (b) compare the responses of a real and Schroeder reverb (both monoau- 

ral) for a reverb time of just over one second. The real reverb is a monoaural response 

measured at the Teatro dell’Aquila in Italy [53]. Four comb filters and two allpass filters 

were used for the Schroeder reverb, with the mutually prime comb filter delays being 29, 

37, 41 and 47 ms.

Examination of the two figures shows up several differences. The real reverb exhibits 

some early reflections up to about 30 ms after the direct sound, after which the echo den

sity becomes very high. In contrast, the Schroeder reverberator produces a constant echo 

density. In addition, the Schroeder response has a discrete and almost periodic quality. Lis

tening to these responses reveals that the real reverb sounds like a hand-clap in a relatively 

large room, whereas the Schroeder reverb sounds more like a metallic and discrete ringing.

Figures 7.8 (a) and (b) show the EWDs of the real and synthetic responses respectively 

up to an analysis frequency of 5 kHz. The real reverb has a longer reverb time for low 

frequencies, whereas the Schroeder reverb exhibits a fairly constant reverb time for all 

frcqucncios. An almost periodic fluctuation with time for much of the bandwidth shown is 

also evident for the Schroeder reverb’s EWD. This is perhaps due to the somewhat periodic 

nature of its impulse response seen earlier in Figure 7.7 (b).

In order to test the subjective quality of the reverbs, they were convolved with an mono

phonic, anechoic sample of a female voice taken from track 4 of the Archimedes CD [12]. 

The recording was made in the anechoic room at the Acoustics Laboratory, Technical Uni

versity of Denmark, Copenhagen using a B&K 4003 microphone pointed directly at the 

speaker. The speech section was taken from last two seconds of this track, the speech be

ing “...changed in eighteen seventy five” . Figure 7.9 (b) shows the EWD of this signal 

in its unreverberated form and Figure 7.9 (a) plots the actual signal. Vowel sounds are 

generally below 1 kHz, with the plosive and fricative sounds producing excitation at higher 

frequencies.

Figure 7.10 (a) and (b) present the EWDs for the speech signal reverberated with the 

real and synthetic reverbs, respectively. It is apparent from the plots that the fine details 

of the reverberated speech signal presented in Figure 7.9 (a) are now blurred, with the real 

reverb smoothing these details slightly more than the artificial reverb. Listening to the 

reverberated signals reveals a reduction in speech intelligibility which is slightly greater for 

the real reverb than the Schroeder reverb.

Since the overall signal length is now over 3 seconds in duration for both, it is quite
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Figure 7.7: A comparison of (a) real room response and (b) Schroeder reveberator response.
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Figure 7.8: A comparison of EWDs of (a) real room response and (b) Schroeder reveberator 

response. Amplitude unit is relative excitation level (dBs.)
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Figure 7.9: (a) Speech signal  ̂.. changed in eighteen seventy five.  ̂ (b) EWD of same signal. 

Amplitude unit is relative excitation level (dBs.)



Fr
eq

ue
nc

y,
 H

z 
Fr

eq
ue

nc
y,

 H
z

7.3. EWD ANALYSIS OF REVERBERATION 224

2000

3500

4000

0.5 1 1.5 2 2,5 3 3.5
Time, sec

(b)

Figure 7.10: (a) EWD of speech signeil reverberated with (a) real room response and (b) 

Scliroeder response. Amplitude unit is relative excitation level (dBs.)
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difficult to compare the fine details of the plots at the scale shown. However, it is clear 

that the Schroeder reverb produces a more uniform decay across frequency, whereas the 

decay of the real room is slower for low frequencies. The greater amount of high frequency 

excitation for the Schroeder reverb results in a more intelligible, albeit slightly more grating 

sounding speech than the real reverb, which is quite dull sounding. The Schroeder reverb 

caused only a slightly metallic coloration of the speech signal. Overall, the Schroeder reverb 

compared quite well with the real reverberation for this particular reverb time and signal 

despite the fact that its impulse response sounded far more unnatural than the real reverb 

impulse response.

Reverb (time) Synthetic Clarinet Vibraphone Snare Drum Flute Violin

Real (1 sec) - - G - - -

Real (3 sec) - - - - - -

Prime (1 sec) - - G GM - -

Non-Prime(3 sec) - G GGM FGGM - -

Prime (3 sec) M FM FFGG GGMM FM -

Noii-Prinie(3 soc) M FM FGGG FFFGGMMM M -

Table 7.1: Audible degradation noted in a variety of musical signals. ‘G’ denotes grainyness, 

‘F ’ denotes fluttering and ‘M’ denotes a metallic timbre. The number of each letter denotes 

the presence of a weak, moderate or strong degradation.

Instrument Note /o /Hz Volume Track Index Style

Clarinet 5b4 233.1 2 11 4 No vibrato

Vibraphone FH 370 3 6 4 Hard mallet

Snare Drum - - 3 11 7 Snare ‘on’

Flute C[\5 523.3 2 2 13 Flutter tongue

Violin G\\3 196 1 1 1 Open string

Synthetic Gt]3 200 - - - -

Table 7.2: Details of the samples taken from the MUMS database where /o is the funda

mental frequency of the particular note. The synthetic signal was generated in MATLAB 

and is included for completeness. It has a note value of approximately G[]3.

As noted in [115], the presence of audible degradation in Schroeder-reverberated signals 

depends quite strongly on the signal itself. Impulsive sounds often seem to highlight the 

deficiencies of Schroeder-reverberated signals and are often the worst affected by the arti-
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facts of grainyness and fluttering [60]. The speech signal presented above tended to hide 

or mask such artifacts. Therefore, in order to better investigate the degradation associated 

with the Schroeder reverberation, a wide variety of musical signals taken from the MUMS 

database [122]  ̂ were convolved with Schroeder reverbs with reverb times of 1 and 3 seconds 

using both prime and non-prime comb filter delays. The prime delays used were again 29, 

37, 41 and 47 ms, whereas the non-prirne delays were 30, 40, 42 and 48 ms. It was expected 

that the non-prime delays would increase the presence of audible degradation. For three 

out of four cases, the difference between the prime and non-prime delays was only 1 ms. 

However, this was indeed sufficient to effect a considerable change in the presence of audible 

artifacts.

Table 7.1 presents results of subjective listening tests carried out by the author for 

some of the signals used, with the volume, track and index number of the MUMS samples 

being listed in Table 7.2. Due to time limitations, these listening tests were performed by 

the author only and were not conducted blind. However, the tests were conducted solely 

with the purpose of identifying candidate signals exhibiting audible degradation for further 

analysis and are not meant to be an objective measure of such degradation. The CD rom 

accompanying this thesis includes the reverberated vibraphone and snare drum signals so 

that the reader may gain a better appreciation of these artifacts.

The synthetic signal was composed of the first 30 harmonics of a 200 Hz fundamental, 

with harmonic amplitudes chosen to match those typically exhibited by a violin signal. The 

pitch of the signal was therefore a slightly sharp G\\. The signal was 2 seconds in total 

duration, and had a rise time of 0.2 seconds and a fall time of 0.6 seconds. Figure 7.11 

portrays the partial amplitudes of the signal, plotted against time and frequency. The onset 

and decay of the lower frequency partials precedes that of the upper partials. Overall, the 

signal had a timbre resembling that of a violin for its steady state, but sounded more like 

a reed instrument for the onset and decay.

Looking at the subjective results for the signals presented in Table 7.1, we see that the 

real reverbs did not suffer from any of the artifacts of grainyness or fluttering and had a 

natural, colour-free timbre for all signals (except for the 1 second real reverb and vibraphone 

signal which had some slight graineyness). The degree to which the four Schroeder reverbs 

performed depended very much on the signals chosen. For the (vibrato-free) clarinet signal 

and the (flutter-tongued) flute signal, there was a minor level of fluttering introduced for the 

^Note that the MUMS database contains samples recorded in a variety of recording spaces, depending 

on the instrument. The particular samples chosen, while not anechoic, were recorded in a ‘dry’ studio 

environment and were therefore deemed to be sufficiently reverberation-free to be suitable for subjective 

evaluation of the Schroeder reverb.
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Figure 7.11: Partial amplitudes of the synthetic signal. Amplitude \mit is relative excitation 

level (dBs.)
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3-second, prime Schroeder reverb. However, this fluttering sounded quite natural for both 

signals—indeed for the flute signal it was difficult to separate it from the flutter-tonguing 

attack of the signal itself. It is interesting to note that this fluttering was not present for 

the non-prime, 3-second reverb. Finally, for both non-prime and prime 3-second Schroeder 

reverbs, there was a certain metallic quality to the reverberant decay. This was, however, 

not deemed serious.

In contrast to the wind instruments discussed above, the percussive instruments of snare 

drum and vibraphone (hard mallet attack) suff'ered very audible reverberation degradation 

which worsened with increasing reverb time. The snare drum suffered from a metallic timbre 

which was most noticeable for the 3-second, non-prime Schroeder reverb. The decay for 

this reverb also Wcis seriously degraded by fluttering. Grainyness was also noticeable for the 

snare drum sample, more so for the 3-second reverbs, which were quite metallic sounding. 

The vibraphone signal did not suffer from a metallic timbre (except slightly for the 1 second 

non-prime reverb), but did suffer from strong grainyness, which was worst for the 3-second, 

non-prime reverb. In contrast, fluttering was moderate for the 3-second prime reverb, but 

faint for the 3-second non-prirne reverb.

Overall, an increase in the reverb length of the Schroeder reverbs was noted to have the 

most prominent effect on the subjective quality of the reverberation. This was in keeping 

with the observations of [60] for the Schroeder reverb. Increasing the reverb length from 1 

to 3 seconds resulted in a marked increase in grainyness, fluttering and timbre colouration 

for all signals exhibiting such artifacts. Furthermore, substituting non-prime delays for 

prime delays resulted in an increase in grainyness for all signals, which was expected, but 

a decrease in fluttering for some signals only, which was unexpected. The reasons for this 

decrease are not clear. It is also worth noting that the synthetic signal did not suffer from 

either grainyness or fluttering for any of the Schroeder reverberations. It did, however, suffer 

from strong resonances at the 5th partial (1 kHz) and 10th partial (2 kHz) which were more 

serious for the reverberation generated using prime delays than non-prime delays.

In order to investigate in more detail the suitability of the EWD for reverberation 

analysis, a closer examination of the EWD distributions was required. It was therefore 

decided to examine thoroughly the effect of changes in reverb length and comb filter delays 

on a single signal and to compare in detail the signal partial amplitudes derived from the 

resulting EWDs. Since the vibraphone signal used above exhibited both grainyness and 

fluttering, it was chosen as the candidate signal. The next section details an examination 

of the partial amplitudes of this signal for real reverbs and prime and non-prime Schroeder 

reverbs of reverb-times between 0.5 and 3 seconds.
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7.3.1 Vibraphone Analysis

The vibraphone signal was convolved with Schroeder reverberation having reverb times 

equal to 0.5, 1, 2 and 3 seconds. Prime and non-prime comb filter delays were used at each 

of the four reverb times, with the comb filter delays being equal to those chosen above in 

Section 7.3. For comparison purposes, real reverberation data  was taken from a database 

of mainly Italian concert hall and outdoor auditorium responses made by Angelo Farina. 

This database is available from his homepage [53], along with several dummy head HRTF 

databases and a variety of anechoic recordings. The responses chosen were those of the 

Teatro di Comunale di Firenze, Teatro Alcorcon (in Madrid), Teatro dell’Aquila and the 

Falasport MO; for the sake of simplicity, these will be referred to as real halls 1, 2, 3 and 

4 from here on. To compare the effects of the real and Schroeder reverbs, all Schroeder 

and real reverbs were convolved with the vibraphone signal. While the reverb times of the 

real halls did not agree exactly with those of the Schroeder reverbs at all frequencies, there 

was generally quite a close match, as is demonstrated later. For real halls 2 and 4 (the 

Teatro Alcorcon and Palasport MO), only binaural reverberation responses were available. 

Therefore, for these halls, monophonic reverberation signals were generated by summing 

the left and right channels.

Figure 7.12 (a) plots the EWD of the vibraphone signal used^. The fundamental fre

quency of the vibraphone tone is /o =  370 Hz; the EWD reveals that after its impulsive 

onset (due to the hard mallet attack), signal partials emerge at /o (370 Hz), 4/o (1480 Hz) 

and at 9.5 /o (3515 Hz). In order to give an example of the typical effects of grainyness and 

fluttering on the EWDs of the vibraphone signal. Figure 7.12 (b) presents the EWD of this 

signal reverberated with the 3-second, non-prime Schroeder reverb. From  ̂ =  1.5 to t =  3 

seconds, the fundamental at 370 Hz shows a periodic amplitude modulation. This modu

lation is also clearly audible in the fundamental partial. The perception of the modulation 

also ceases at exactly 3 seconds. Furthermore, the re-emergence of the fundamental at t = 3 

seconds is audible on careful listening. Comparison of Figure 7.12 (a) and Figure 7.12 (b) 

also reveals a rapid modulation of the partials at 1480 and 3515 Hz for the reverberated 

signal which is not present in the original signal. The exact nature of this modulation is 

not clear at the scale shown but the intervals over which the fluctuations occur correspond 

very closely to those marking the perception of grainyness for this signal.

To fully examine the differences between each of the 12 reverberations and investigate 
^This is the same vibraphone signal used in Chapter 5 to compare the performance of the EW D and 

constant-Q modal distribution (Figures 5.16, 5.17, 5.18, 5.19). However, the tim e and frequency analysis 

points chosen here are different to those presented in Chapter 5.
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Figure 7.12: A comparison of EWDs of (a) the unreverberated vibraphone signaJ cind (b) the 

vibraphone signal reverberated with the 3-second, non-prime Schroeder reverb. Amplitude 

imit is relative excitation level (dBs.)



Le
ve

l, 
dB

7.3. EWD ANALYSIS OF REVERBERATION 231

350

300

250

200

150

100

50

0

-50

-100
0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5

Time, sec

Figure 7.13: The temporal marginals for the vibraphone fundamental, /o (370 Hz).
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Figure 7.14: The temporal marginals for vibraphone partial, 4/o (1480 Hz).
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Figure 7.15: The temporal marginals for the vibraphone partial, 9.5/o (3515 Hz).
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more fully the modulations demonstrated above, the EWDs of the unreverberated and 12 

reverberated vibraphone signals were computed, giving a total of 13 EWDs. The frequency 

range chosen for all EWDs was 100 Hz to 5 kHz, with 100 frequency channels in all being 

computed. The EWDs were computed every 3 ms over the entire duration of each signal. 

The temporal marginals of the partials at /o, 4/q and 9.5/o were computed for all 13 EWDs. 

The power estimator methodology of Pielemeier was utilised for this calculation [147]. This 

gives a reliable estimate of partial strength with respect to time. This method is not detailed 

here; suffice to say that it involves choosing a frequency region around each partial of interest 

and performing a summation over this region^.

Once these partial amplitudes were calculated, the signal was judged acoustically to 

determine whether or not the EWD partial amplitudes and auditory perception of these 

partial modulations corresponded. The following discussion argues that there was a strong 

correspondance between the EWD and auditory perception. However, this should be con

sidered a pilot study since the tests were conducted by the author only. Furthermore, the 

experiment may be open to bias since both acoustic stimuli and partial modulation repre

sentation are judged subjectively. Further detailed experimentation is required in order to 

objectively determine the degree to which the EWD mirrored auditory perception.

Figures 7.13, 7.14 and 7.15 present the resulting temporal marginals for the partials at 

fo (370 Hz), 4/o (1480 Hz) and 9.5/o (3515 Hz) respectively. The lowest curve shown in 

each of the three figures is the temporal marginal of the unreverberated signal. Above this, 

the plotting order from bottom to top is : 0.5 second non-prime Schroeder, 0.5 second prime 

Schroeder and hall 1, then 1-second non-prime Schroeder, 1-second prime Schroeder and 

hall 2, then 2-second non-prime Schroeder, 2-second prime Schroeder and hall 3, and finally 

3-second non-prime Schroeder, 3-sec prime Schroeder and hall 4. Each curve is offset by 25 

dB, to allow easy comparison of the partial marginals for all 13 signals. Note that because 

the EWD incorporates spectral masking, there was a higher spread of excitation above each 

partial than below. Upper partials also produced excitation over a greater bandwidth than 

lower partials. The frequency regions chosen depended on the partial and are presented in 

Table 7.3. Since the gamma window does not exhibit a lobing structure integration was 

typically performed over a frequency region covering the first 20-30 dBs of each partial’s 

'*The frequency region used in the work of Pielemeier is generally chosen to equal the width of the main 

lobe of the frequency smoothing window. This region should be free from cross-term interference and lobing 

artifacts. Pielemeier notes that excellent estim ates of partial am plitude can be attained using this method  

and that the method is quite robust to the sym metry of the particular frequency region chosen. A frequency 

estimator methodology is also described by Pielemeier but is not relevant to the reverberation analysis 

presented here.
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excitation. It is also worth noting that although the ordinate ranges for all three figures 

are the same, the relative level of the partials across figures is not an indication of relative 

partial strength as this level is influenced by the width of the integration regions chosen.

Partial Number fc fmin fmax

1 370 200 750

2 1480 1150 1950

3 3515 2950 4450

Table 7.3: Integration regions for the partials at /o , 4 /o  and 9 .5 /o  of the vibraphone signal, 

/c is the partial frequency and the integration is performed over the region fmin to fmax-

An examination of the temporal marginals shown in Figures 7.13, 7.14 and 7.15 reveals 

some very interesting signal behaviour. After its rapid onset, the temporal marginal of the 

fundamental of the unreverberated signal, shown as the lowest curve in Figure 7.13, is very 

smooth and decays at a more or less exponential rate with time. The temporal marginals 

of the real reverberated signals (represented by the 4th, 7th, 10th and 13th curves from the 

bottom) arc also smooth, apart from an audible, but natural-sounding broad dip in the curve 

for hall 4 at around t  =  2 seconds (top curve). In contrast, the curves shown in Figure 7.13 

for the Schroeder reverb (represented by the 2nd, 3rd, 5th, 6th, 8th, 9th, 11th and 12th 

curves from the bottom) betray a considerable amount of modulation of the fundamental. 

This modulation gets progressively more severe as the reverb time increases. For the 0.5 and 

1 second prime and non-prime Schroeder reverbs, some very low level noise-like modulation 

is observed in the temporal marginals after 2 seconds. However, this modulation is not 

audible for the 0.5 second case and only barely noticeable for the 1 second case. The 

modulation for the 2 and 3 second Schroeder reverberation is more pronounced, and is most 

audible for the 3 second non-prime Schroeder-reverberated signal (3rd curve from the top). 

For the first 1.5 seconds, approximately, this modulation is non-periodic and ‘smooth’ and 

is heard as a random fluctuation in partial strength. However, after about t  =  2 seconds, 

a point, incidently, corresponding to the end of the unreverberated signal, a distinctly 

periodic modulation emerges, being clearly audible as a regular ‘beating’ or fluttering. At 

about t =  3 seconds, this beating ceases and the fundamental grows in strength slightly and 

then decays evenly, an effect which is actually audible on careful listening. Overall, there is 

a very close correspondence between the perception of the modulation of this partial and its 

temporal marginal, as extracted from the EWD. This is also true for the case of the 3 second 

prime reverb, which is less degraded by fluttering and for the 2 second prime and non-prime
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reverberated signals, which exhibit only a moderate degree of fluttering. Other interesting 

features of these plots include the difference in the partial onset between the prime and 

non-prime cases for reverb times of 1, 2 and 3 seconds. The onset of the fundamental for 

each the non-prime reverberated signals of 1, 2 and 3 seconds (5rd, 8th and 11th curves 

from the top) exhibits a dip at about t =  12.5 ms which is clearly audible, the fundamental 

‘kicking in’ strongly after this dip. This effect is not noticeable for the prime reverbs and 

does not appear in their corresponding temporal marginals.

Figure 7.14 presents exactly the same set of curves, this time for the partial at 4/o 

or 1480 Hz. The marginals computed for the unreverberated and reverberated signals 

for the reverb times of 0.5 and 1 seconds (i.e. the first 7 curves from the bottom) show 

little evidence of temporal modulation for this partial. This agrees well with the results of 

subjective listening tests, with only a very minor degree of fluttering being evident for the 1 

second case, and no audible degradation being noticeable for the 0.5 second case. The top 

six graphs, however, tell a different story. The curves representing the temporal marginals 

for the non-prirne and prime 2-second Schroeder reverberation (the 8th and 9th curves from 

the bottom), are noteworthy. It is clear that the non-prime reverberation (the 8th curve 

from the bottom) in this case jiroduccs a prolonged, rapid and noise-like modulation. This 

manifests itself, as expected, as an audible perception of grainyness for this partial. In 

contrast, the modulation caused by the prime reverberation (9th curve from bottom) is 

smoother and less rapid and is heard as a fluttering effect. The upper three curves present 

three contrasting partial amplitudes corresponding to the 3-second non-prime, prime and 

real reverberations. A prolonged, noise-like partial modulation is visually evident for the 

non-prime reverberation that is clearly audible as a strong, rasping or grainyness. For the 

prime reverberation, a much slower, almost periodic modulation is visually apparent which 

is also clearly audible as a fluttering of this partial. Finally, the top curve, representing 

the temporal marginal for the real reverb case of hall 4, shows three distinct regions of 

grainyness. All three intervals, from t = 0 to t = 0.6,  ̂ =  1.5 to  ̂ =  2 seconds and t = 2.5 

to f =  3.1 seconds, are accompanied by a perception of moderate grainyness. Furthermore, 

the 3 dips in the last region {t =  2.5 to t = 3.1 s)are audible, creating a sense of brief 

fluttering. Lastly, Figure 7.15 presents the temporal marginals of the flnal partial at 9.5/o 

(3515 Hz). Although most of the marginals shown exhibit much noise-like modulation, it is 

barely audible. This is because the level of this partial is very low in comparison with the 

previous two partials discussed.

Overall, the analysis demonstrates a strong degree of correspondence between the signal 

properties extracted from the EWD and perception of the audible degradations of grainyness
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and fluttering. Grainyness seems best characterised by a rapid, noise-like modulation of 

signal partial amplitudes, whereas fluttering seems to be produced by a slower, almost 

periodic modulation. The artifacts become more noticeable as the depth of modulation 

increases. In hindsight, it is not surprising that the artifacts of fluttering and grainyness are 

caused by such modulations. However, the degree to which their manifestation in the EWD 

and their audibility corresponded is very encouraging. The EWD very accurately predicts 

the time intervals over which these artifacts are noticeable. EWD analysis demonstrates 

clearly the strong detrimental effect of increasing reverb time on the quality of the Schroeder 

reverb algorithm. This is a well known characteristic of this algorithm. EWD analysis also 

revealed that grainyness is worse if non-prime comb filter delays are used. Fluttering, 

however, behaves in a more unpredictable fashion, at least for the signals analysed. With 

this in mind, the Section 7.3.3 presents an investigation of the influence of comb filter delay 

choice on the presence of undesirable artifacts for the Schroeder reverberation algorithm. 

However, first an interesting analysis of the modulation spectra of the partial amplitudes is 

presented.

7.3.2 Spectral Analysis of Partial A m plitude M odulation

Due to time constraints, the subjective visual and auditory comparison of partial ampli

tude modulations were carried out only by the author and were not conducted blind. It is 

therefore reasonable to argue that such comparisons are open to bias. Therefore, in order to 

achieve a more objective measure of the temporal modulations plotted earlier, a preliminary 

investigation of their modulation spectra was conducted. It was hoped that such an inves

tigation might ascertain whether or not perceptible degradations could be identified from 

these spectra. If so, such spectral analysis might prove to be a useful tool in automatically 

identifying the presence of reverberation degradation.

It was decided to investigate the modulation spectra of the partial at 4/o of the vibra

phone signal for non-prime, prime and real reverbs for reverb times of 2 and 3 seconds. 

These modulations are plotted as the top six curves in Figure 7.14 and were chosen because 

they exhibited a combination of graineyness and fluttering that was readily audible. The 

modulation spectra were generated by reconverting the amplitude partial modulations to 

linear amplitude, removing the DC component to eliminate bias, calculating the Fourier 

transform and displaying the result in dBs.

Figure 7.16 presents the modulation spectra for the non prime (green), prime (blue) and 

real (red) reverbs for a reverb times of 2 seconds, which corresponding the the 6th, 5th and 

4th curves from the top in Figure 7.14. Figure 7.17 present the corresponding spectra for
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the 3 second reverb. These are the spectra of the top three partial modulations plotted in 

Figure 7.14. All spectra are plotted up to a frequency of 80 Hz. It is uncertain how much 

of this frequency range is relevant to the perception of graineyness or fluttering. However, 

modulations beyond 80 Hz are unlikely to percieved as graineyness (and definitely not as 

fluttering), if they cire perceptable at cdl.

It is interesting to note the striking correspondence between the two spectra for the 

non-prime reverbs and also the correspondence for the prime reverb spectra. Of course, 

changing the reverb time of a particiilar reverb does not change the echo pattern, merely 

the rate of decay of this echo pattern. However, it is very satisfying that the modulation 

spectral for difiierent reverb times should match to such a high degree. This may be taken 

as a clear indication of the accuracy of the EWD and partial power estimation methodology 

adopted in this chapter.

Frequency, Hz

Figure 7.16; Modulation spectra of the vibraphone partial at 4/o (1480 Hz) for the 2 second 

non-prime (green), prime (blue) and real (red) reverberations.

Looking at the first 20 Hz of the modulation spectra for the 2 second reverbs in Fig-
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Figure 7.17: Modulation spectra of the vibraphone partial at 4/o (1480 Hz) for the 3 second 

non-prime (green), prime (blue) and real (red) reverberations.
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ure 7.16, we see that the real reverb’s modulation spectrum (red curve) is concentrated 

below about 3 Hz. This is expected as the real reverb decay was very smooth for this par

tial. The spectral levels for the prime and non-prime reverb exceed that of the real reverb 

by about 10 dB for most of the frequency range 3-20 Hz. The modulation spectrum for the 

prime reverb (blue curve), which exhibited strong fluttering, has a broad peak at about 4 

Hz. In contrast, the modulation spectrum for the non-prime reverberation, which exhibited 

strong graineyness, has a marked peak at about 15 Hz. These same peaks are also evident 

for the 3 second reverb. The modulation spectrum for the 3 second real reverberation has a 

higher spectral level than that of the 2 second real reverberation, especially in the 3-20 Hz 

region. As noted earlier, this may be attributed to the 3 distinct regions of mild graineyness 

exhibited by this partial. It is more difficult to comment on the modulation spectra beyond 

20 Hz, as the differences between the real and non-prime and prime spectra lessen. Two 

lower level spectral peaks at about 27 and 32 Hz are noted for both the 2 and 3 second prime 

reverberations. Unlike the real reverb modulation spectra, the modultion spectra for the 2 

and 3 second reverbs are remarkably similar across the whole frequency range displayed.

While the findings presented here are only preliminary, they suggest that the artifacts 

of graineyn(!ss and fluttering could j)erhaps be deduced from the partial modulation spectra 

of certain niverberated signals. An objective measure of graineyness and fluttering could 

perhaps be made based on the levels of the modulation spectra in certain frequency regions. 

The strong correspondence between the modulation spectra of the 2 and 3 second Schroeder 

reverbs do suggest that the echo pattern of a reverb has a consistent and identifiable effect on 

a signal’s partial amplitudes. This correspondence also is a strong indication of the accuracy 

of the analysis approach take here. Therefore, the EWD is proposed an an excellent tool for 

pursuing this area further. However, further work is necessary before it can be ascertained 

whether or not an objective measure of the the perceived quality of a reverberant decay may 

be derived from the modulation spectra of reverberated signal partials. If so, appropriate 

criteria for reliable and objective measures of graineyness and fluttering may be arrived at.

7.3.3 Analysis of the Effects of Comb Filter Delays

In [115], Moorer notes the sensitivity of the Schroeder reverberator to the choice of filter pa

rameters. As Schroeder points out in [168], “To avoid echo cancellation and superposition, 

it is advisable to use incommensurate delay ratios . . . ” For any two comb filters connected 

in parallel, echo superposition occurs periodically with period equal to the least common 

multiple (LCM) of the two delays. To ensure that the superposition is kept to a minimum, 

as high a LCM as possible is desirable. Thus, prime comb filter delays are generally pre-



7.3. EWD ANALYSIS OF REVERBERATION 241

ferred, the LCM of two prime numbers being equal to their product. The previous section 

demonstrates that very minor changes to the comb filter delays of a Schroeder reverberator 

can effect marked changes in reverberation quality. Row one and two of Table 7.4 present 

the comb filter delays used in Section 7.3.1 for the Schroeder reverbs with both prime and 

non-prime delays. The lowest LCM for each reverberator is also included. It is clear that 

the minor changes in the comb filter delays caused a large reduction in the lowest LCM from 

1073 to 120. This change resulted in a noticeable increase in grainyness for all reverberated 

signals exhibiting this artifact. It also affected fluttering, albeit in a more unpredictable 

fashion, causing fluttering to increase for some signals and to decrease for others.

D2 ^ 3 Di ^ 5 De Min. LCM

Prime A 29 37 41 47 1073

Non Prime A 30 40 42 48 120

Prime B 29 37 42 47 1073

Non Prime B 28 30 420

Prime -f- Non Prime B 29 37 42 47 28 30 84, 210

Table 7.4: Feedback delays for the prime, non-prime and variable-gain, non-prime comb

filter sections of the Schroeder reverberator. Delay time is in ms.

In order to investigate the influence of comb filter sections with low LCM values, a new 

Schroeder reverberator was designed, this time with 6 comb filter sections. The first four 

had delays which were almost identical to the prime delays presented in the first row of 

Table 7.4, with the exception of the substitution of the 42 ms delay for the 41 ms delay. 

This substitution was done to introduce the lower prime factors of 2, 3 and 7. However, 

because the other 3 delays of 29, 37 and 47 ms were still prime, the effect of this 42 ms 

delay on echo superposition for this 4-comb-filter section was negligible. The last 2 comb 

filters had non-prime delays of 28 and 30 ms. At 420, their LCM was still relatively high 

and thus was not responsible for excessively rapid echo superposition. However, the gain, 

G, at the output of the two-comb-filter section was variable, as shown in Figure 7.18. Thus, 

by increasing this gain, echo superposition could be markedly increased because the delays 

of 28 and 30 ms interacted with the 42 ms delay producing echo superposition every 84 and 

210 ms respectively.

To examine the effect of gradually introducing more rapid echo superposition, the gain, 

G, of the two-comb-filter section was set to 5 values : 0, 0.25, 0.5, 0.75 and 1. Four 

different reverb times were investigated : 0.7, 1, 2 and 3 seconds. This gave a total of 20
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Prime parallel comb filter section B

D3

Non-prime parallel comb filter section B

D6

Figure 7.18: Schroeder’s reverberator with additional variable-gain, ‘non-prime’ comb filter 

section.
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reverberations which were convolved with the vibraphone signal to generate 20 reverberated 

vibraphone signals. The EWDs of these signals were computed and the temporal marginals 

of the signal partials were extracted in the exact manner outlined earlier in Section 7.3.1. 

It was hoped that such an analysis would produce a gradual change in the audibility of the 

reverberation artifacts of grainyness and fluttering that would be mirrored in the resulting 

EWDs and partial marginals. This indeed was the case, depending on the reverb length and 

partial examined. For the reverb times of 0.7 and 1 seconds, little change was noted as the 

gain, G, was increased apart from a slight increase in grainyness for the second partial at 4/o 

(1480 Hz). This change was reflected by the EWD as a slight increase in rapid perturbations 

of this partial’s temporal marginal. There was almost no change in the temporal marginals 

of the fundamental or partial at 9.5/q. The overall lack of change for these reverb times is 

not surprising as the Schroeder reverb algorithm is typically quite good sounding and free 

from imdesirable audible artifacts, for short reverb lengths.

In contrast to the lack of change noted for the short reverb times of 0.7 and 1 seconds, 

the 2 and 3 second reverbs were much more influenced by the effect of increased echo 

superposition produced as G was increased. For the 2 second case, an increase in fluttering 

was observed for the fundamental as the gain was increased. Figure 7.19 portrays the 

temporal marginal of this partial. The plotting order, from bottom  to top, corresponds to 

values of G of 0, 0.25, 0.5, 0.75 and 1, respectively. For the lowest 2 curves, a weak fluttering 

was apparent (and audible) for the interval from t — 0.15 to i =  1.3 seconds. For the upper 

3 curves, this fluttering became less rapid, but more pronounced as G increased from 0.5 to 

1. This behaviour was readily audible on attentive listening. The marginals of the partial 

at 4/o for the 2 second reverb, shown in Figure 7.20, exhibited moderate fluttering, upon 

which some evidence of grainyness is superimposed. The grainyness worsens slightly as G 

increases. However, this effect was not audible on listening, perhaps because of its relatively 

low level in comparison to the simultaneous fluttering observed.

The temporal marginals in the fundamental for the case of the 3-second reverb, shown in 

Figure 7.21, are quite striking. The fluttering behaviour is very similar to that observed for 

the 2-second reverb, but it is more pronounced and audible. The more rapid fluctuations, 

occurring from t — 1.8 to t = 3 seconds were of too low a level to be audible, however, 

the re-emergence of the partial at  ̂=  3 seconds was noticeable on careful listening. Strong 

fluttering was also observed for the partial at 4/o for the 3-second reverberation. This 

is plotted in Figure 7.22. Furthermore, in contrast to the 2-second reverberation, the 

superposition of this grainyness on the fluttering was audible and worsened as the gain, 

G, increased. Finally, the temporal marginal of the partial at 9.5/o exhibited considerable
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grainyness for all reverb times. However this grainyness was not really audible since the 

level of the partial was very low. The grainyness was also relatively invariant to changes 

in G, but was more affected by changes in the reverb time, showing a greater amount of 

fluctuation for longer reverb times than shorter.
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Figure 7.19: The temporal marginals for the fundamental of the vibraphone signal rever

berated with the 2 second Schroeder reverb with variable gain section. The value of gain, 

G, from bottom to top is 0, 0.25, 0.5, 0.75 and 1.

Overall, in analysing the effect of gradually increasing superposition using the variable 

gain non-prime section in the manner outlined above, we were able to link a gradual increase 

in echo superposition to a gradual increase in fluttering and grainyness, depending on the 

particular partial chosen. The addition of the second comb filter section was shown to have 

a measurable and detectable influence on the reverberation, especially for the longer times 

of 2 and 3 seconds. The accuracy of the EWD in predicting these artifacts was well borne 

out by listening tests. The presence of the undesirable reverberation artifacts of grainyness 

and fluttering for Schroeder’s algorithm was found to be more dependent on overall reverb
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Figure 7.20: The temporal marginals for the partial at 4/o of the vibraphone signal rever

berated with the 2 second Schroeder reverb with variable gain section. The value of gain, 

G, from bottom to top is 0, 0.25, 0.5, 0.75 and 1.
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Figure 7.21: The temporal marginals for the fundamental of the vibraphone signal rever

berated with the 3 second Schroeder reverb with variable gain section. The value of gain, 

G, from bottom to top is 0, 0.25, 0.5, 0.75 and 1.
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Figure 7.22: The temporal marginals for the partial at 4/o of the vibraphone signal rever

berated with the 3 second Schroeder reverb with variable gain section. The value of gain, 

G, from bottom to top is 0, 0.25, 0.5, 0.75 and 1.
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time than comb filter delay. It should also be noted that although we present results for 

the vibraphone signal only, a correspondence between the EWD temporal marginals and 

the perception of audible artifacts was noted for all the signals exhibiting these effects. 

Therefore, the EWD proved very useful indeed in characterising the modulations noted in 

these artifacts and in predicting their appearance in reverberated signals.

7.4 Spectrogram  R everberation A nalysis

For the purposes of comparison with the EWD, the spectrogram was also used to analyse 

many of the reverberated signals presented here. However, whether or not the temporal 

marginals of the signal partials exhibited the effects of reverberation ‘distortion’ depended 

strongly on the choice of analysis window used. In general, there was much less correspon

dence between the spectrogram and the auditory perception of the reverberation artifacts 

discussed here than there was for the EWD. Furthermore, as demonstrated in Chapter 5 

Section 5.2.3 it is not possible to simultaneously model both temporal and spectral masking 

with the spectrogram. In fact it is not even possible to model either critical band masking 

or temporal masking individually, since neither the time nor frequency resolutions of the 

spectrogram may be made frequency dependent.

In order to illustrate these shortcomings. Figures 7.23, 7.24 (a) and 7.24 (b) present 

a comparison of the EWD and spectrogram for the (unreverberated) violin signal used 

in Section 7.3. The spectrogram windows chosen are exactly the same as those used in 

Chapter 5, Section 5.2.3 to compare the spectrogram and EWD for a complex tone signal. 

Figure 7.24 (a) and (b) display the spectrograms computed using the temporal window 

shape and gamma window respectively, again both at centre frequency 1 kHz. It is very 

evident that neither spectrogram models the spectral masking clearly shown in Figure 7.23 

for the EWD. The spectrogram therefore fails to hide masked spectral detail. The partial 

modulations shown by the EWD and spectrogram computed with the temporal window 

shape correspondence well below about 1000 Hz. However, for increasing frequency the 

spectrogram continues to register signal partials which should be spectrally masked.

In Figure 7.24 (b) a gamma window is chosen as the spectrogram analysis window. 

Using this window now gives us the correct spectral resolution at 1000 Hz but not at 

any other frequency. Also, the temporal resolution is equal to the gamma window time 

domain response and does not therefore model temporal masking. Thus neither temporal 

nor spectral masking effects are properly modelled. In this work it is intended to study 

the perceptable effects of reverberation degradation. It is therefore important that the
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time frequency distribution chosen for such work incorporate the main features of auditory 

processing. The spectral and temporal masking properties of the ear are two features 

which are very relevant to auditory processing. It has been clearly demonstrated that the 

spectrogram cannot model these phenomena. Therefore, for these reasons, the EWD was 

deemed a superior method of investigating reverberation degradation than the spectrogram.

Time, sec

Figure 7.23: EWD of an imreverberated violin signal. Amplitude is in dBSPL.

To summarise, in this chapter two distinct artifacts of the Schroeder reverberator were 

investigated in detail, namely grjiinyness and fluttering. In general, the characterisation 

of these artifacts by the EWD was consistent across a wide range of signals. Grainyness 

was characterised by a rapid and random temporal fluctuation in the amplitudes of certain 

reverberated signal partials, whereas fluttering was caused by a slower, almost periodic 

partial modulation. Overall, these artifacts and other facets of signal perception such as the 

‘hearing out’ of upper harmonics were mirrored in the EWD time-frequency representations 

to a high degree. However, the results presented should only be viewed as a pilot study, since 

these experiments were conducted by the author only. Further objective experimentation 

is needed to fully evaluate the effectiveness of the EWD at mirroring the perception of 

artifacts of reverberation.

The EWD allowed a link to be formed between the physical properties of reverberated 

signals and their resulting perception. The main benefit of the EWD analysis presented
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Figure 7.24: The spectrograms of an mireverberated violin signal using (a) the temporal 

window shape centred at 1000 Hz and (b) the gamma window centered at 1000 Hz as the 

analysis window. Amplitude is in dBSPL.
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was that, through comparison with natural sounding real reverberation, a more objective 

understanding of the causes of synthetic reverberation degradation was arrived at. A pre

liminary investigation of the modulation spectra of signal partials demonstrated that it may 

well be possible to use the EWD to objectively measure reverberation degradation.

The mathematical framework provided by Cohen’s class and the partial power estima

tion techniques of Pielemeier allowed an accurate analysis and comparison of the temporal 

marginals of the signal. Again, the lack of cross-term or lobing artifacts exhibited by the 

EWD was crucial to the accuracy of the analysis. The success and accuracy of the EWD 

in characterising the reverberation artifacts and in reflecting signal perception are seen as 

further strong evidence of its utility as a perceptually relevant audio signal analysis tool.



Chapter 8

Summary and Conclusions

The objective of this work was to develop a new approach to auditory modelling and audio 

tiine-frequency analysis using a member of Cohen’s class which incorporates the frequency 

dependent temporal and spectral resolutions of the ear. This is a departure from the con

ventional time-frequency design approach of simply striving for the best time and frequency 

resolutions possible while keeping cross-term interference to a minimum. To the best of the 

author’s knowledge, no successful attem pt at auditory modelling has been previously made 

using a Cohen class distribution. This is possibly due to the problems of cross-term interfer

ence, windowing artifacts, clutter and high computation and memory requirements usually 

associated with Cohen’s class of bilinear distributions. To date, standard window functions 

rather then psychoacoustic models of masking have generally been the norm for the design 

of smoothing kernels for members of Cohen’s class.

In this thesis is it demonstrated that the computation time and memory requirements 

of Cohen’s class may be significantly reduced if the modal distribution design approach of 

Pielemeier is adopted. Furthermore, it is demonstrated how a Cohen’s class distribution may 

achieve auditory temporal and spectral resolutions by using frequency dependent separable 

kernel. The frequency smoothing kernel windows are designed using a novel approach 

which utilises a baseband version of the popular gammatone filter function as a smoothing 

window function. This method of achieving auditory spectral resolution is both simple and 

accurate and is also applicable to asymmetric filter shapes. The response of the EWD at 

a particular time yields the instantaneous excitation pattern of a signal. Integration of the 

EWD along the time axis to extract the EWD frequency marginal yields a (temporally 

averaged) excitation pattern which is shown to be equivalent to that produced by the 

conventional approach to excitation pattern generation. Temporal masking is incorporated 

into the design of the EWD using a frequency dependent temporal smoothing window based
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on a param eterisation of the tem poral window model of masking. Again, this is a novel 

approach to kernel design. Therefore, the EW D sim ultaneously and independently models 

both tem poral and spectral masking. It is clear th a t the use of Cohen’s bilinear class of 

T F  distributions, rather than  the use of linear m ethods such as the wavelet transform  or 

spectrogram, simplifies greatly the task of sim ultaneously achieving the auditory tem poral 

and spectral resolutions required.

The EW D ’s kernel is not level dependent. This work dem onstrates th a t this is not a 

serious lim itation for the modelling of spectral masking, a t least for m oderate signal levels. 

However, tem poral masking is strongly dependent on signal and masker level. Therefore, 

the accuracy of a level independent model of tem poral masking may be somewhat limited, 

especially for signals w ith abrup t changes in level, where tem poral m asking effects become 

more noticeable. As the approach taken in this thesis to auditory modelling was a novel 

one, level dependency was not incorporated at this stage due to tim e constraints. However, 

because of the flexibility afforded by Cohen’s class, kernel level dependency may readily 

be achieved, if desired. Furtherm ore, since the kernel is separable, tim e and frequency 

resolutions may independently be set. This means th a t revisions to psychoacoustic models 

of tem poral or spectral resolution may easily be incorporated into the EW D. Changing 

the EW D’s tem poral resolution will have no effect on its frequency resolution and vice 

versa. This is not the case for filterbank based models of auditory processing or auditory 

models based on linear time-frequency distributions. The EW D has been shown to have a 

com putational complexity which is comparable to filterbank models of auditory processing. 

Therefore, the EWD may in the future provide a more flexible auditory modelling approach 

which does not incur an excessive com putational load.

The prospect of an inverse EW D is very interesting. It is well known th a t a signal 

may be recovered up to a constant phase factor from its WD [28]. It is also possible, 

however, to synthesise signals from modified W igner d istributions [22], pseudo-W igner dis

tributions [192], [91] and smoothed W igner distributions [92]. T F  signal synthesis allows 

a very flexible approach to signal filtering to be adopted. For example, the removal of 

unwanted signal components can be achieved by graphically removing or ‘m asking’ noise 

components in TF and reconstructing the signal. This is equivalent to tim e-varying filtering, 

since the areas in TF where the noise mask is applied are completely a t the discretion of the 

user and may change with time. Also, signals can be synthesised by graphically designing 

an imagined T F  distribution and synthesising the resulting signal.

In this work, algorithm s for the inverse WD, PW D and SPW D were implemented and 

tested by the author. Due to tim e lim itations, these algorithm s were not applied to the
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EWD and were therefore not included in this thesis. However, there is a strong possibility 

that an inverse EWD algorithm may be designed. Since the EWD removes masked signal 

detail, one interesting application area for an EWD analysis/synthesis algorithm would be 

the removal of masked signal information from audio signals. This could have application 

as a front end for automatic speech recognition algorithms, for example. Another possible 

application area would be the analysis/synthesis of audio equalisation filters. However, 

accuracy and lack of noise and other perceptable degradation is crucial to the success of 

inverse EWD algorithms for such applications. It is still not certain whether existing inverse 

TF algorithms can meet these critera.

Using a Cohen’s class distribution means that the possible detrimental effects of cross

term interference must be tackled. However, this work shows that, interestingly, no extra 

smoothing beyond that provided by the EWD smoothing kernel is required to suppress cross

term interference below auto-term excitation level. The wide variety of signals analysed 

by the EWD throughout the thesis clearly demonstrate that cross-term interference is not 

manifest for typical broadband signal analysis tasks such as music or speech analysis. Cross

terms are shown to occur only for very specific, worst-case scenarios where the signal to 

be analysed consists solely of narrowband components spaced very far apart in frequency. 

Furthermore, the numerous examples presented in this work serve to highlight the lack of 

clutter present in the EWD. This lack of clutter is due to the fact that the windows used 

in the design of the EWD kernel are themselves smooth and free from artifacts such as 

sidelobes over a very high dynamic range. The care taken in the design of these windows 

might seem excessive at a first glance, yet it is necessary to ensure that the dynamic range 

of the EWD is sufficient to encompass that of the human auditory system. Thus, the EWD 

is in itself only limited by the limitations of the models of temporal and spectral resolution 

adopted. These limitations are discussed in this thesis and are not deemed serious for its 

intended application. Furthermore, the separable kernel approach allowed by Cohen’s class 

means that it is relatively straightforward to incorporate more complex models of auditory 

resolution such as temporal resolution level dependency, if required.

In order to demonstrate the practical application of the EWD to real problems in acous

tics, two interesting and important areas of audio research were investigated, namely that of 

3-D surround-sound design and artificial reverberation analysis. For the former, the EWD 

was used to analyse HRIR data in the hope that it might provide a novel approach to 

reducing inter-subject variability in these measurements. This was carried out by utilising 

the mathematical properties of Cohen’s cla^s and extracting the frequency marginals of 

the EWDs of individual HRIR measurements. Each frequency marginal extracted gave the
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excitation pattern, or critical-band smoothed HRTF spectrum, containing only unmasked 

HRTF spectral detail. This data was used in a 2-speaker surround-sound implementation 

designed to produce horizontal surround-sound panning. An informal comparison of the 

EWD with existing PCA panning models found the EWD to be very successful at the task 

of HRTF smoothing and it outperformed PCA smoothing in terms of both naturalness 

and localisation. However, a more extensive and objective comparison of EWD and PCA 

smoothing is requred to fully assess the advantages of EWD smoothing.

Inter-subject variability in HRTF measurements is generally much worse at high frequen

cies than at low. Such measurements often contain discontinuous high frequency spectral 

detail beyond the resolving power of the human auditory system. The smoothing performed 

by the EWD was thus ideally suited to the removal of such unwanted detail as, being psy- 

choacoustically based, this smoothing removed only masked spectral detail. Thus, the EWD 

successfully reduced inter-subject variability at high frequencies while still preserving overall 

trends in the high frequency regions of the HRTF data. Spectral detail at low frequencies 

was subject to much less smoothing because of the narrower critical bandwidths at these 

frequencies. This was appropriate because of the lower levels of inter-subject variability 

in HRTF measurements exhibited at such frequencies. In a final analysis, the averages of 

the unsmoothed and EWD-smoothed HRTF data were compared in terms of naturalness 

and localisation. It was demonstrated that even minor roughness in HRTF (or DTF) data 

resulted in a noticeable degradation in naturalness once the final loudspeaker feeds were 

calculated. The smoothness and lack of clutter in the EWD was shown to be vital in ensur

ing that the EWD smoothed data was free from roughness. Such smoothness over a high 

dynamic range is necessary for serious audio applications.

The second EWD application area explored in this work was an analysis of reverberation 

data. This was conducted with the aim of achieving a better understanding of the causes 

of unpleasant audible artifacts of some artificial reverberation algorithms. W ith this in 

mind, the Schroeder reverberator was selected for investigation because its flaws are well 

documented in the literature. For long reverb times, Schroeder’s algorithm can sufi'er from 

a grainy sounding initial response, a fluttering decay and also a metallic timbre. Also, the 

algorithm is quite sensitive to even minor changes in the feedback delays of its comb filter 

sections. Usually performance is best if the delays are incommensurate or mutually prime. 

Whether or not a Schroeder reverberated signal suffers from audible artifacts also depends 

on the signal itself. Because of this, a wide variety of signals were initially convolved with real 

reverberation responses and ‘prime’ and ‘non-prime’ Schroeder reverberation responses of 

various lengths. The Schroeder reverberation was found to lead to the presence of fluttering,
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grainyness and a metallic timbre for some of the reverberated signals, whereas the real 

reverberation did not introduce these artifacts for any of the signals investigated. Grainyness 

and colouration worsened as the reverb length increased and was more noticeable for non

prime delays than prime. Fluttering also worsened as the reverb time increased. However, 

the effect of comb filter delay changes on fluttering was less consistent. Since the aim was 

to investigate and characterise the phenomena of grainyness and fluttering, the vibraphone 

signal was chosen as a good candidate signal for further analysis because the Schroeder 

reverberated vibraphone signal suffered from both of these artifacts.

Schroeder reverberation responses of various durations, with both prime and non-prime 

comb filter delays, were initially generated and were convolved with the vibraphone sig

nal. EWD analysis revealed interesting temporal fluctuations in some of the signal partials. 

By locally extracting the temporal marginals of these partials, using the power estimation 

technique formulated by Pielemeier, it was discovered that fluttering and grainyness were 

manifest as two different types of partial modulations. Grainyness was characterised as a 

rapid, noise-like perturbation of signal partial amplitudes, whereas fluttering was charac

terised as a slower, almost periodic modulation. A preliminary investigation of the partial 

modulation spectra of the reverberated vibraphone signal also highlighted the possiblility 

of using such spectra to objectively measure reverberation degradation.

It is a well established fact that the quality of the Schroeder algorithm is quite sensitive 

to the choice of delays used in the parallel comb filter structure. In order to minimize the 

number of echo cancellations and superpositions, mutually prime or incommensurate delay 

times are generally preferred. To test the effect of gradually introducing ‘non-primeness’ 

into the comb filter delays discussed, a new Schroeder reverberator was designed consisting 

of a 4-comb filter section using mutually prime delays and a second, variable gain section 

comprised of two comb filter sections. The two delays of this section were deliberately 

chosen to be mutually prime with each other, but non-prime with the 4-comb filter section. 

Therefore, by varying the gain of this second filter, overall reverberation echo superposition 

and cancellation could be controlled. The vibraphone signal was again chosen as the can

didate signal for reverberation. It was noted that as the gain of the non-prime section was 

increased, grainyness and fluttering worsened, especially for the longer reverb times. Again, 

this was very accurately mirrored in the signal partials extracted from the EWD. Due to 

hmited time, these experiments were all conducted by the author only and are therefore 

open to bias. A more objective method of determining the correspondance between partial 

amplitudes extracted from EWD and their perception is required to fully determine the 

ability of the EWD to predict the perception of reverberation degradation.
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Because the EWD is virtually cross-term and clutter free, and because the temporal 

marginals of the unreverberated signals did not exhibit the modulations present in the 

Schroeder-reverberated data, it reasonable to confidently assert that such modulations must 

be artificial reverberation artifacts alone. Thus, using the EWD, it is possible to link 

the distinct percepts of grainyness and fluttering with the physical partial modulations 

presented in the reverberated signals. Due to time constraints, no further investigation 

of reverberation was possible. However the results presented here are encouraging and 

clearly demonstrate the suitability of the EWD to such work. To the best of the author’s 

knowledge, this work is an entirely novel approach to reverberation analysis. The field of 

audio and acoustics is a very rich and diverse one and the author feels that there are many 

other potential application areas which could benefit from EarWig analysis. The rest of 

this chapter is therefore devoted to a few suggestions.

8.1 Loudspeaker, M icrophone and Equalisation Im pulse R e

sponse Analysis

It is a well known and often perplexing fact that different brands of loudspeakers or micro

phones sound different, even though their manufacturers may all (usually truthfully !) claim 

that their responses are flat across the audible frequency range. Therefore, these audible 

differences must be due to differences in the phase responses of the loudspeakers or micro

phones or else transient effects of their impulse responses. Although the ear is sometimes 

assumed to be phase-deaf, this assumption only really holds true for steady state sounds. 

The ear is much more sensitive to phase changes in transient or short-duration sounds, which 

are common in music and speech. Therefore, the phase response of a loudspeaker can have 

an important effect on the subjective quality of the reproduced sound. Most modern ‘hi-fi’ 

speakers contain more than one transducer to cope with different frequency ranges, using 

for example a ‘woofer’ for the low-frequency range and a ‘tweeter’ for the high-frequency 

range. In the crossover region between woofer and tweeter, abrupt phase changes or phase 

distortion can occur which can produce audible effects in some circumstances [108].

In a similar manner to loudspeakers and microphones, studio equalisation units generally 

also have their own ‘sound’. Gerzon [61] has argued that some of the audible effects of 

equalisation cannot be measured simply in the magnitude or the phase responses of these 

units. He suggests that low-level, transient effects of the equalisation impulse responses may 

also have a surprisingly noticeable effect. In particular, filter pre-responses, well away from 

the main impulse of the equalisation filter and in some cases up to 80 dB (!) down from the
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impulse response peak, have been known to cause audible colouration. The audibility of 

pre-responses is inherently dependent on backward temporal masking. Gerzon notes that 

post-responses are not as audible as pre-responses—this is generally assumed to be because 

of the dominance of forward masking over backward masking.

Gerzon points out that joint time-frequency analysis is necessary to further investi

gate these phenomena. He argues that “. . . by  time/frequency analysis using a carefully- 

smoothed version of the Wigner distribution, in future we may have the tools to see what 

filters and equalisers are doing in the time and frequency domains with more detail than 

was previously possible. Designers of the software packages for audio analysers need to both 

master the relevant mathematical tools and to design the required smoothing filters in the 

software to avoid the kind of discontinuity or oscillation behaviour we are looking for in the 

hardware audio filters and equalisers we want to analyse. In other words, the designer of the 

analyser software requires the same kind of skills required to design good audio equalisers.”

While there has been some investigation of filter responses [158], [157] and loudspeaker 

impulse responses [80] using the smoothed Wigner distribution, the dynamic range and 

cross-term suppression achieved in such work does not even approach that deemed necessary 

by Gerzon, which should equal or better that of the auditory system. Also, such work 

completely ignores auditory masking effects. The EWD has been shown to clearly fulfil 

the criteria of cross-term suppression, dynamic range and lack of clutter and discontinuity 

considered necessary by Gerzon. It also has the great advantage of incorporating both 

spectral and temporal masking and thus providing the engineer with a more useful means 

of deciding whether physical impulse response features are perceptible or not. Therefore, 

the EWD is recommended as an ideal tool for pursuing this area further.

8.2 IVIusical Instrument Analysis and Synthesis

Time frequency analysis has seen much application to the analysis of musical signals and 

musical timbre. An excellent review of this work is presented in [147]. The modal distribu

tion described in Chapter 5 has recently been applied to an analysis of violin vibrato [104] 

in an attem pt to characterise the nature of the partial frequency and amplitude modulation 

responsible for this effect. The amplitude and frequency estimates extracted using the power 

and frequency estimators developed by Pielemeier [148] are used in an additive-synthesis 

model to generate synthetic violin signals. The synthetic signals are then compared sub

jectively with the original signals to estimate the effectiveness of the technique. It is a well 

known psychoacoustic fact that has been clearly demonstrated in this thesis that usually
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only the first 5-7 harmonics of most musical tones may be ‘heard out’, higher harmonics 

being either partially or fully masked. However, the modal distribution analysis of the 

violin vibrato described above treats all harmonics equally as it does not incorporate any 

form of spectral masking. Furthermore, because of the temporal masking effects of the ear, 

much low-level or rapid modulations are likely to be inaudible. Therefore, the synthesis 

process adopted above may be argued to be ineffective as inaudible signal properties are 

recorded and synthesised with the same rigour as perceptible signal properties. The author 

therefore recommends a more perceptually motivated approach such as the EWD. Using the 

EWD, synthesis effort may be better focused on perceptible and im portant signal features. 

Evidence in support of this is contained in the analysis of reverberation carried out in this 

work, which demonstrated an excellent correspondence between the modulations present in 

the reverberated signal partials, as shown by the EWD, and their perception.

8.3 A utom atic Artificial R everberator D esign

In Chapter 7, a study of some undesirable audible artifacts of artificial reverberation was 

conducted. The percej)ts of grainyness and fluttering were linked to distinctly different sig

nal partial amj)litude modulations introduced by the artificial reverberation process. These 

modulations were absent from the corresponding partial amplitudes of the signals rever

berated with real reverberation responses. In the study presented in this thesis, only the 

Schroeder reverberator was investigated, its failings being well documented in the litera

ture. It is therefore suggested that this study be continued to other, more sophisticated 

reverberation algorithms, with the aim of gaining a more complete characterisation of arti

ficial reverberation degradation. If achieved, such knowledge might facilitate the automatic 

detection of undesirable artifacts of reverberation by computer analysis, rather than sub

jective assessment, as is currently employed. This may be of considerable benefit to the 

process of reverberator design as presently the ‘tuning’ of artificial reverberation parameters 

must be carried out by conducting time-consuming listening tests.

In some reverberation designs, the aim may be to achieve an artificial reverberator 

which mimics the perceptually important characteristics of a real performance space. In 

this instance, an iterative, computer-controlled, reverberation-tuning process could perhaps 

be designed. Such a process could be set to repeatedly tune the parameters of an artificial 

reverberation algorithm until the EWDs of artificial and synthetic reverberations matched 

to a sufficiently high degree. In this manner, much of the drudgery could perhaps be 

eliminated from reverberator design and the number of subjective listening tests could be
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significantly reduced.

8.4 Virtual Auditory Display Robustness

Chapter 6 demonstrated that EWD based processing was very successful at reducing inter

subject variability in HRTF measurements. Here, PCA and EWD smoothed HRTFs were 

subjectively evaluated in terms of imaging naturalness and accuracy, both of which are 

crucial to the design of effective virtual auditory displays. However, another important issue 

central to auditory display design is imaging robustness. As demonstrated in Chapter 6, the 

recreation of localisation cues relies on a knowledge of the position and orientation of the 

listener’s head. If this changes considerably then virtual imaging accuracy may suffer, often 

resulting in the virtual image veering towards the closest loudspeaker. The term robustness 

therefore refers to the ability of a given virtual auditory display to tolerate movements of 

the user’s head.

In the work presented in Chapter 6, the EWD was primarily used to smooth HRTF 

data. As a further application of the EWD to 3-D surround sound design, a more detailed 

analysis of virtual auditory displays similar in spirit to the EWD analysis proposed above 

for the analysis of microphone, loudspeaker and equalisation responses is proposed. This 

could be carried out by measuring the response of a given virtual auditory display for 

a certain azimuth and elevation, using a dummy head microphone. A systematic and 

measured degree of (dummy) head movement could be introduced into these measurements 

to simulate listener head movement. An investigation and comparison of the EWDs of the 

resulting HRIR data could prove quite insightful. If a virtual auditory display was known 

to lack robustness for rotational movements of the head, for example, then an analysis 

of its responses with equivalent and known dummy head rotations, using a perceptually 

motivated approach such as the EWD, could help to identify the causes of poor imaging 

robustness.

8.5 Speech Processing and Auditory Scene Analysis

Two further applications of the EWD are in the areas of speech processing and auditory 

scene analysis. Given the ever increasing interest in automatic, robust speech analysis 

and speech recognition, any approach which intelligently reduces speech signal redundancy 

would be useful. It is proposed that pre-processing of speech using the EWD may provide 

a more perceptually relevant starting point for subsequent speech analysis, given that per

ceptually redundant speech features would be eliminated before higher order analysis was
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commenced. The possibility of using an inverse EWD algorithm to re-synthesise a speech 

signal with masked features removed is also of great interest here.

A related, but more general, application area would be that of auditory scene analysis or 

ASA. The foundations of ASA have been established over the last 30 years by Albert Breg- 

man in McGill University [24]. His work has focussed on auditory grouping and streaming 

phenomena in many domains and has involved much laboratory testing in order to establish 

the principles by which such grouping and streaming occurs. Subsequent work by other re

searchers, for example the work of Cooke [35], [37], [34], has focused on computational ASA. 

Here the objective is to automatically identify auditory groups and streams in a given au

dio signal, thereby allowing, for example, the automatic segregation of different instrument 

signals from a single channel audio mix.

The basis for all ASA analysis is a joint time-frequency representation (usually a spectro

gram) as spectral and temporal features both influence grouping and streaming processes. 

In this context, and particularly given the perceptual rather than physical focus of ASA, it is 

suggested that EWD pre-processing would provide a much firmer foundation for subsequent 

grouping and streaming analyses which would include such issues spectral and temporal 

feature proximity, similarity, continuity etc. The perceptual motivation of the EWD and 

the significant reduction of processing artifacts in EWD representations would suggest that 

EWD pre-processing would hold much promise for future explorations in computational 

ASA.

8.6 A Final N ote

Interest in joint time-frequency signal analysis has increased dramatically over the last 20 

years or so. Because of its simplicity, the spectrogram is still the most widely used time- 

frequency distribution, but as the proliferation of more advanced TF techniques increases, 

the dominance of the spectrogram is dwindling in favour of more modern, flexible and 

accurate TF methods. In tandem with this, the advent of new consumer technologies, such 

as mobile communications and digital audio, and the demand for a more immersive and 

realistic aural experience than provided by stereo panning, has fuelled an increased interest 

in the workings of the ear.

The advantages of joint time-frequency audio analysis over either time or frequency 

analysis alone are clear. A similar case may be argued for a simultaneous model of both 

temporal and spectral masking. W ith this in mind, it is appropriate to apply TF techniques 

to the task of simultaneously modelling spectral and temporal masking. However, for this
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to be effectively achieved, the resulting TF distribution resolutions should accurately match 

those specified in the psychoacoustic literature over a wide dynamic range. Furthermore, 

issues such as cross-term interference and computational complexity must be tackled if 

bilinear TF methods are to be effectively employed. This thesis demonstrates that it is 

indeed possible to accurately incorporate psychoacoustic models of auditory resolution in 

a bilinear TF distribution and still overcome the difficulties normally associated with such 

distributions. As such, it is expected that the work presented here will be of considerable 

interest to researchers in the areas of TF signal analysis, acoustics or psychoacoustics. We 

look forward to the many future developments in the domain of audio engineering and hope 

that the EWD may be put to good use in facilitating some of these developments...
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