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Summarv
«/

This thesis represents a step forward in our understanding of what flexibility, adaptability and 

reconfigurability means at the network-layer of mobile, wireless, ad hoc networks. Mobile, wireless, ad hoc 

networks are collections of autonomous routers that have the ability to dynamically and rapidly form 

networks without the use of any centralised network infrastructure using wireless communication 

technologies. Ad hoc routing protocols are at the core of enabling ad hoc networks as they allow remote 

nodes to communicate without resorting to primitive flooding techniques. Ad hoc networks, by their nature, 

will experience divergent user scenarios and networking conditions that demand routing protocols which are 

tailored to their requirements. However, to date, the static configuration of one routing protocol across the 

entire network has been the norm. This thesis argues that such a rigid approach constrains the temporally and 

spatially divergent nature of the system. This thesis shows that a more flexible approach to the design of the 

network-layer for mobile wireless ad hoc networks is both necessary and feasible. The thesis explores the 

need for such flexibility in ad hoc networks and presents an enabling system in the form of a novel 

network-layer which incorporates multiple routing protocols.

The design of this flexible multi-protocol network-layer demonstrates three important facts. Firstly, it 

establishes that it is feasible to design a flexible system at the network-layer of an open, mobile, wireless, ad 

hoc network that enables autonomous nodes to configure themselves to use a routing protocol, chosen from a 

suite of available routing protocols, which is suited to the prevailing network conditions that they observe. 

Secondly, it is shows that it is feasible to design such a system in a manner that preserves the inherent 

optimised characteristics of the underlying ad hoc protocols by using signalling techniques which are 

compatible with ad hoc routing protocols in use. Thirdly, it demonstrates that it is feasible to design a flexible 

system that allows a network to configure itself on a regional basis when networking conditions are not 

globally uniform and when one protocol is not optimal for the entire network such that regional variation in 

the configuration of the network does not prevent nodes situated in heterogeneously configured regions from 

communicating on an end-to-end basis in a multi-hop peer-to-peer manner.

The multi-protocol network-layer has components that facilitate reactive node auto-configuration, proactive 

node reconfiguration and interdomain ad hoc routing. It is designed for a real ad hoc network system, the 

Dublin Ad hoc Wireless Network (DAWN). The auto-configuration protocol uses a combination of stateless 

auto-configuration techniques, currently used in the area of address auto-configuration, and localised 

self-stabilisation techniques to maintain a stable and legal global state with regard to the configuration o f the 

nodes’ network-layers. Essentially, this protocol provides a lightweight, just-in-time correction facility for 

autonomous nodes which guarantees the correction of their configuration immediately upon detecting a fault 

and just in time to allow the node to provide ad hoc routing services. This protocol addresses the difficulties 

of coordinating a multi-state, asynchronous, message-passing, distributed system such as that characterised 

by a wireless, mobile ad hoc network and provides a stable platform on which to build the proactive 

reconfiguration protocol. This novel auto-configuration protocol incorporates a number of techniques that 

may be applied to other reconfigurable services, protocols and applications in similarly challenging settings.

The node reconfiguration protocol presents a more flexible approach to distributed consensus with a modified 

version o f an innovation-decision process to provide a solution for network-wide conflict-free node
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reconfiguration. While the distributed consensus literature delineates rigid bounds on the degree to which 

distributed coordination is possible in an ad hoc networking system, this thesis presents a novel framework 

that builds on the social-science theory of diffusion of innovations, a theory which describes a flexible 

decision-making model. The reconfiguration protocol enables nodes to autonomously and collaboratively 

choose their network-layer routing protocol having regard to the prevailing network conditions.

The temporal and spatial diversity of the network-layer may lead to the creation of an ad hoc internetwork of 

autonomous domains: each domain using an interior routing protocol which is optimally suited to the 

prevailing demands. Maintaining multi-hop, peer-to-peer connectivity in such a heterogeneous internetwork 

of autonomous and dynamically configured systems is a non-trivial task. This thesis presents an extensible 

framework that builds on the existing proven and robust interior ad hoc routing protocols, such as AODV, 

DSR and OLSR, extending their design philosophies to the task of seamless ad hoc interdomain routing. The 

framework’s design takes a completely distributed approach, in keeping with the robust design philosophy of 

the underlying interior routing protocols. The framework makes use of a broker that sits in boundary nodes 

between different ad hoc network domains. This broker is responsible for ensuring that the scalability of the 

internetwork is maintained by throttling the rate at which control packets pass from one network into another. 

The broker is also responsible for fransforming packets as they pass from one region into another so that they 

may be processed in the receiving region.
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Introduction

1.1 Introduction

This thesis shows that a more flexible approach to the design of the network-layer for mobile wireless ad hoc 

networks is both necessary and feasible. The thesis explores the need for such flexibility in ad hoc networks 

and presents an enabling system in the form of a flexible multi-protocol network-layer. Throughout this 

thesis the terms mobile wireless ad hoc network and ad hoc network are used interchangeably; however, the 

thesis focuses on ad hoc networks that are mobile and which use wireless transmission media as these ad hoc 

networks provide the greatest degree of networking freedom and also pose the greatest challenges for the 

development o f new protocols, services and applications.

A mobile wireless ad hoc network is an autonomous collection of routers that have the ability to dynamically 

and rapidly form networks without the use of any centralised network infrastructure usmg wireless 

communication technologies. Mobile wireless ad hoc networking technologies originated in the 1970s in the 

U.S. military context. However, it was the recent advent of powerful, mobile, commercially available 

computing platforms that led to a resurgence of interest in this area. As the technology moves from closed 

and controlled military environments to open civilian scenarios that present many opportunities for 

applications and services, it brings with it an array of new challenges. While ad hoc networking solutions are 

robust and suitable for many scenarios that current planned and centralised technologies are not designed for, 

the autonomous nature of open ad hoc networks poses many new challenges and requires a new approach to 

the design of ad hoc networking systems.

This thesis addresses some of these challenges by proposing a flexible ad hoc networking system. Notably, it 

addresses issues that arise at the network-layer in choosing an appropriate ad hoc multi-hop routing protocol.



1 Int roduct ion

The conditions in which the network operates have a significant impact on the choice of routing protocol. 

This thesis motivates a more flexible approach to the design of the network-layer for mobile wireless ad hoc 

networks, such that the network can adapt itself to the prevailing networking conditions which may exist in 

the diverse array of possible networking scenarios. Such flexibility will enable ad hoc networks to take 

advantage of a number of distinct ad hoc routing protocols which are suited to divergent networking 

conditions. Ad hoc networks should not only be able to make ad hoc choices with regard to the multi-hop 

routes that they discover and use, but they should also be enabled to make ad hoc choices about the routing 

protocols that they employ. This is possible within the context of a system built upon a flexible 

multi-protocol network-layer.

1.2 Ad Hoc Networking in Dynamic, Diverse and Open Environments

Mobile wireless ad hoc networks have many projected and potential uses. They range from tactical battlefield 

networks and disaster-relief networks to community networks and interactive artistic installations. There are 

many opinions on the place of ad hoc networks within the broader communications field. Some see ad hoc 

networking as a disruptive technology that threatens the order and discipline of current hierarchical services 

such as the Internet or GSM/UMTS services. Others see ad hoc networking as a technology that extends the 

range and reach of such technologies into spaces and scenarios that these centralised technologies could not 

penetrate.

From an engineering point-of-view, ad hoc networking may be viewed as an evolutionary technology that 

will lead existing networking conventions into the mobile wireless domain, leveraging the existing 

networking standards by tweaking them for a wireless and mobile environment. On the other hand, mobile 

wireless ad hoc networks, and the service and application opportunities that they provide, may also be viewed 

as the chance to make a step-change in the way in which networking technologies are designed and operated. 

This thesis takes the later view.

There are many challenging issues within the research field of ad hoc networking. Ad hoc networks are 

inherently distributed systems; the conventions associated with conventional stable centralised networks are 

turned on their head. Many networking issues have to be addressed anew. Innovative solutions for security, 

transport and addressing issues have abeady been developed to counter the difficulties of this challenging 

domain. However, the network-layer solutions are possibly the most crucial components of the ad hoc 

network as the network-layer binds the disparate elements of the network together. It is the service provided 

by multi-hop routing protocols that allows remote nodes in an ad hoc network to communicate on a 

multi-hop peer-to-peer basis. The vast majority of higher-level applications rely on the successful operation 

of the routing protocol to enable their services.

It is the ad hoc quality of ad hoc networks that uniquely distinguishes them from other networking standards 

and contexts. Ad hoc networks are built for ad hoc purposes; they are inherently transient in nature, 

addressing a temporary or unforeseen networking demand. The need for ad hoc networks may arise at 

anytime in any place, hence the ability of the constituent nodes to form networks in an ad hoc manner. Other 

permanent, planned, and generally, centrally administered networks address needs that may be foreseen or



Introduction 1

which are long-lived. Ad hoc networks are further characterised by the autonomy of the constituent nodes, 

with regard to their movement and whether they are powered-on or off. Autonomous ad hoc nodes can move 

anywhere at anytime without reference to centralised authorities, allowing networks to be formed with 

random topologies which do not conform to the conventional planned, and possibly optimal, network 

topologies.

As ad hoc networks are formed by collaboratmg autonomous nodes, realistically, an ad hoc network in a 

civilian envu'onment will be open, allowing nodes to leave or join the network at will. This is in contrast to 

the oft-cited military or rescue-focused approaches of ad hoc networks, where networks are closed for 

security purposes. In such closed environments, the movement of nodes and the services provided may be 

marshalled according to need and according to strict hierarchical order which reflects the social order of the 

controlling structure. Imposing such order in an open non-hierarchical civilian environment may be anathema 

to the participants in such a network.

Regardless, discussion about the ftiture of ad hoc networks remains conjectural; there is much ambiguity as 

to the form that ad hoc networks will take or on what kind of devices the ad hoc nodes will manifest 

themselves. With such uncertainty and possible variety at issue, ad hoc networking systems must be flexible 

enough to cope with dynamic, open and diverse operating environments which cannot be presently 

conceived. Such flexibility must inevitably manifest itself in the network-layer technologies of such systems 

as it is the network-layer that forms the bed-rock underlying all mobile ad hoc network services and 

applications.

1.3 Multiple Routing Protocols, Multiple Networking Environments

The network-layer is one of the most important layers o f the communication stack in any networkmg context. 

Within the context of mobile ad hoc networking it is the routing protocol component of the network-layer 

which is the most important part of the network-layer. The main networking challenges posed by a mobile, 

wireless, ad hoc network centre around the need to use efficient signalling techniques to enable the routing 

protocols to converge rapidly in response to the dynamic network topology. Signalling in a contentious 

wireless environment should be judicious and efficient due to the innate power and bandwidth constraints of 

such networks. Regardless of the specific mechanisms employed by the routing protocol, it is this component 

that enables nodes to initially discover the changing topology of the network and to maintain or rediscover 

the topology in an efficient manner as the nodes continue to move about in an unplanned manner. From the 

point-of-view taken in this thesis, the routing protocol is the primary network-layer component; without a 

functioning routing protocol there is no functioning network.

It is shovra that the network conditions that greatly affect the performance of ad hoc routing protocols are the 

relative mobility of the nodes, the degree o f connectivity of the nodes and the traffic that is loaded onto the 

network. These factors are independent of the routing protocols; they are characteristics of the networking 

environment beyond the control of the network-layer. The literature clearly shows that none of the available 

protocols enable the adoption of a one-size-fits-all approach within the context of a networking environment 

that exhibits such spatial and temporal diversity of network conditions as an open, autonomous, mobile, 

wu-eless, ad hoc network.
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While many multi-hop ad hoc routing protocols have been proposed and evaluated in recent years, individual 

protocols have been shown to be suited to different combinations of networking conditions. The protocols 

differ in the techniques they use to discover, maintain and use multi-hop routing information. Some use 

distributed distance-vector techniques and optimised link-state techniques while others use source-routing 

techniques. These different route discovery and route maintenance approaches have the effect of enabling 

some protocols do deal effectively with some combinations of networking conditions, but to struggle in 

others. While it may be possible to adaptively tune certain local parameters of some routing protocols such 

that the effectiveness of the protocol is improved to a degree, such local tuning does not change the 

fimdamental routing techniques underlying the protocol. When there are significant changes in the 

networking conditions, such local tuning devices will not suffice. Furthermore, local tuning techniques may 

lead to the establishment of greedy nodes which unilaterally increase the control overhead they incur on the 

network to their own ends, thereby negatively affecting the performance of other nodes.

So, in the absence of an ability to effect control over the dominant networking conditions, the network should 

instead configure itself in such a way that it can minimise the negative effects of these conditions. To this 

end, this thesis presents an argument that an ad hoc network should be enabled to make ad hoc decisions 

about the choice of routing protocol at the network-layer, such that it may take advantage of the array of 

routing protocols that are being developed. This thesis presents a flexible system designed around a 

network-layer which has access to a suite of routing protocols at runtime. The routing protocols address 

different networking conditions by utilising alternative techniques to discover and maintain muhi-hop routes. 

The aim of the system is to enable the network to configure the network-layer to use the routing protocol 

most appropriate to the underlying networking conditions as described by the network’s node mobility, node 

degree and traffic loading characteristics. In this system, three maturing distributed routing protocols are used 

to elucidate the issues surrounding the development of a flexible multi-protocol network-layer. The protocols 

are the reactive distance-vector-based Ad Hoc On-Demand Distance-Vector (AODV) protocol, the reactive 

source-routing-based Dynamic Source Routing (DSR) protocol and the proactive link-state-based Optimised 

Link-State Routing (OLSR) protocol. The AODV, DSR and OLSR protocols have been used for this thesis in 

order to tease out and develop a multi-protocol network-layer that has routing components suited to a wide 

range of networking conditions. The operation of each protocol is sufficiently different to warrant that a clear 

description of each protocol is provided in Appendix A for those who are unfamiliar with the three protocols. 

As the protocols use different routing mechanisms, they demand that the techniques used in the system are as 

generic and widely applicable as possible, addressing the needs of source-routed reactive protocols (DSR), 

distributed reactive protocols (AODV) and time-triggered proactive protocols (OLSR). Other ad hoc routing 

protocols could be used, in this work, in place of the protocols chosen. Indeed, a location-based protocol, i.e. 

one using a GPS-like system, could also have been used if the weakening of the design criteria discussed 

later in this thesis was acceptable.

1.4 Flexibility in Ad Hoc Networks

Enabling the network to make dynamic choices about the type of routing protocol to use at any given time 

demands that the structure of the network-layer is redesigned. A dynamically reconfigurable network will 

revolve around a multi-protocol network-layer which allows the network to fragment into heterogeneously
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configured regions as and when networking conditions dictate. The spatial and temporal diversity of 

networking conditions that may be experienced throughout a network mean different protocols may be 

suitable in different regions of the network at different times.

Enabling such dynamic reconfigurability throws up a number of complex issues which have not had to be 

addressed in designing network-layer structures heretofore. A network built upon the bed-rock of a flexible 

multi-protocol network-layer must continually manage itself so that its choice of routing protocol reflects the 

underlying networking conditions and so that each node connected to the network is configured such that it 

may communicate with every other node, subject only to normal networking constraints, on a multi-hop 

peer-to-peer basis. The configuration of the ad hoc network is no longer determined by the hit-and-miss static 

configuration of each typical node’s single protocol prior to its deployment.

Creating a system that enables nodes to choose their own ad hoc routing protocol instead of statically 

pre-configuring the ad hoc routing protocol demands that the network-layer is enabled to manage itself 

throughout the life-cycle of each node. In advance of experience of the networking conditions in an ad hoc 

network, multi-state nodes may configure themselves at their own discretion. However, in order to enable 

nodes to communicate on a multi-hop peer-to-peer basis, nodes must use the same routing protocol. 

Therefore, the flexible multi-protocol network-layer must enable the nodes to organise their choice of routing 

protocol when faced with naturally-occurring disruptive network events such as nodes booting-up in an 

established network, nodes joining a network with a different network-layer configuration, nodes migrating 

from one network region to another, and the merging of networks that have chosen different ad hoc routing 

protocols. Of course, in addition to dealing with these events and the possible conflicts between nodes’ 

network-layer configurations, nodes must also be enabled to reconfigure themselves in response to changes 

in the networking conditions.

Furthermore, as the network’s nodes are enabled to configure themselves in groups on a regional basis in 

response to the prevailing networking conditions, they will partition the network by virtue of their 

network-layer heterogeneity. If two groups of nodes, using different ad hoc routing protocols, come into 

transmission range of each other, they cannot share multi-hop routing information as the protocols they use 

can only be used to exchange routing information with like-configured nodes. In conventional wired 

networks, heterogeneous autonomous systems are enabled to share routing information and data by means of 

internetworking technologies.

It is evident that a network-layer which offers such choice to the nodes requires a degree o f sophistication not 

previously found in network-layers. Nodes must be enabled to self-manage their configuration and they must 

be enabled to provide internetworking facilities between heterogeneously configured groups of nodes. Such 

self-organisation is premised on an ability to observe the pertinent state of the network, i.e. the networking 

conditions and the network composition, to analyse those observations and to make decisions, either on a 

unilateral or multilateral basis, to correct the network. Most importantly, any techniques used to effect these 

aims must ensure that the robust, distributed, infi-astructure-independent and open essence of mobile wireless 

ad hoc networks is maintained.
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To enable the desired flexibility a multi-protocol network-layer that facilitates node auto-configuration, node 

reconfiguration and ad hoc internetworking is designed. The auto-configuration protocol uses a combination 

of stateless auto-configuration techniques used in the area of address auto-configuration and low-cost 

localised self-stabilisation techniques to maintain a stable and legal global state with regard to the 

configuration of the nodes’ network-layers. The node reconfiguration protocol incorporates a more flexible 

approach to distributed consensus with a modified version of an innovation-decision process to provide a 

solution for network wide conflict free node reconfiguration. The ad hoc internetworking protocol makes use 

of a Broker that sits in boundary nodes between different ad hoc network regions. The Broker is responsible 

for ensuring that the scalability of the internetwork is maintained by throttling the rate at which control 

packets pass from one network into another. The Broker component is also responsible for transforming 

packets as they pass fi'om one region into another so that they may be processed in the receiving region.

1.5 The Thesis

That it is feasible to design a flexible system at the network-layer of an open, mobile, wu'eless, ad hoc 

network that enables autonomous nodes to configure themselves to use a routing protocol, chosen from a 

suite of available routing protocols, which is suited to the prevailing network conditions that they 

observe. It is feasible to design such a system in a manner that preserves the inherent optimised 

characteristics of the underlying ad hoc protocols by using signalling techniques which are compatible 

with ad hoc routing protocols in use. Furthermore, it is feasible to design a flexible system that allows a 

network to configure itself on a regional basis when networking conditions are not globally uniform and 

when one protocol is not optimal for the entire network such that regional variation in the configuration 

of the network does not prevent nodes situated in heterogeneously configured regions from 

communicating on an end-to-end basis in a multi-hop peer-to-peer manner.

1.6 Contributions

In addressing flexibility in ad hoc networks through focusing on the network-layer the following 

contributions are made:

(1) A comprehensive review and analysis of ad hoc networking, focussing extensively on the routing 

protocols used in such networks, is presented. The review shows that ad hoc routing protocols are strongly 

affected by their networking conditions and that a one-size-fits-all approach cannot be adopted. The need for 

a reconfigurable, heterogeneous network-layer is motivated.

(2) The concept of flexibility and adaptability in ad hoc networks is developed through the re-engineering of 

the concept o f the network-layer for mobile ad hoc networks. The specific requirements o f  such a 

network-layer are enumerated.

(3) Novel techniques to enable the local, passive observation of networking conditions pertaining to the 

performance of ad hoc routing protocols are designed and developed.
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(4) Novel techniques for enabling the auto-configuration of ad hoc nodes are developed. These techniques 

ensure the stable and consistent configuration of a distributed multi-state networking system by providing for 

the robust and lightweight just-in-time correction of distributed network variables..

(5) Novel techniques for enabling the reconfiguration of ad hoc nodes are developed. These techniques 

enable a mobile ad hoc network to reconfigure its variable parameters in response to the networking factors 

that affect its performance efficiency.

(6) Novel techniques for enabling the ad hoc internetworking of heterogeneously configured ad hoc domains 

are developed. These techniques facilitate end-to-end, multi-hop, peer-to-peer networking in an internetwork 

of dynamically reconfigurable heterogeneous routing domains.

1.7 Thesis Overview

The rest of the thesis is presented in eight chapters and two appendices that focus on the contributions listed 

in the previous section. The main thrust o f each chapter is briefly described here.

Chapter 2 provides a review of ad hoc networks, looking at the challenges they pose and the variety of 

technologies that enable them. Particular emphasis is then given to the ad hoc routing protocols that are 

fundamental to the operation of multi-hop ad hoc networks. The body of work that has been carried out on 

the evaluation and comparison o f ad hoc routing protocols is extensively reviewed. The implications for the 

future form of ad hoc networks that may be drawn from this work are then summarised. The influence of the 

needs of future networks are also reviewed and the relationship between emerging telecommunications’ 

technologies and the urban space is discussed. This chapter provides a clear motivation for the design of an 

innovative flexible multi-protocol ad hoc networking system.

Chapter 3 presents the core idea of the thesis. The chapter firstly explores the the form that flexibility at the 

network-layer of an ad hoc network should take. This chapter introduces the concept o f a network-layer built 

around a suite o f ad hoc routing protocols that it may employ, as appropriate, m the course o f its existence as 

the networking conditions that affect the operation of the different protocols undergo significant, long-term 

changes. This chapter describes the core of a multi-protocol ad hoc networking system and lays out what 

would be expected of the network-layer in such a system. This chapter provides an overview o f the 

functionality of such a flexible network-layer, describing the step-change in design from a monolithic and 

preconfigured structure to a flexible multimodal structiu’e which introduces a large number of demands on 

the network-layer. Significantly, this chapter sets forth the idea of a dynamically reconfigurable, multi-state 

ad hoc network. The chapter introduces a number of distinct components which should be incorporated into 

the multi-protocol network-layer in order to enable such flexibility.

Chapter 4 flulher develops the core idea presented in Chapter 3, exploring some of the basic design 

principles on which such a flexible network-layer should be developed. In doing so, it reviews the legacy 

networking systems in order to leverage the experience gained from their development. This chapter lays out 

clear design principles which are adhered to in the subsequent chapters, the aim of these design principles 

being to maintain the unique distinguishing traits of the open, autonomous, mobile, wireless ad hoc network.
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A basic blueprint to guide the design of the flexibility-enabling components is presented; this blueprint 

emphasises the core elements of any such component as observation, analysis and decision-making. Finally, 

the structure o f the basic network-layer, which includes the three routing protocols: AODV, DSR and OLSR, 

some attendant data structures and the experimental network-layer packet is also described in this chapter.

Chapter 5 explores a node’s ability to observe the networking conditions that affect its performance; a 

flexible node should be capable of observing the dynamics of the network that affect the operation and 

efficiency o f the network-layer so that the node can adapt or reconfigure itself in response to changed 

conditions. In particular, this chapter discusses a node’s ability to passively observe the underlying network 

conditions in a maimer that respects the system assumptions and propositions discussed in Chapter 4. 

Furthermore, this chapter goes on to describe a set of experiments that have been carried out to identify more 

precisely which protocols operate best in which conditions, i.e. to identify the performance profile crossover 

points between the three candidate routing protocols under a sample range of networking conditions.

Chapter 6 describes a flexibilify-enabling component which provides for the auto-configuration of the 

network-layer’s routing protocol. This chapter introduces and explores the issues involved in enabling 

flexible nodes to freely roam throughout a heterogeneously configured network. This chapter characterises 

the degree to which an ad hoc node can appreciate the configuration of its local environment using the 

signalling generated by the primary network-layer components. The chapter then presents a detailed review 

and analysis of a number distributed computing techniques that inform the design of the auto-configuration 

component. The review covers ad hoc management schemes, address auto-configuration and 

self-stabilisation techniques and it helps to highlight the limits of some approaches and the possible 

application of other approaches within the confines of this networking system. Finally, this chapter presents a 

protocol that addresses the problems that are associated with network-layer routing protocol 

auto-configuration. The auto-configuration protocol is composed of two sub-protocols; the Stateless 

Configuration Initialisation protocol and the Configuration Conflict Detection and Resolution protocol.

Chapter 7 describes a component which enables the reconfiguration of the network-layer’s routing protocol. 

This chapter builds on the work that is presented in Chapters 5 and 6. As the co-ordination of change o f a 

dependent variable across a group of distributed nodes in a mobile ad hoc network system is far from trivial, 

this chapter presents a review of the technique of distributed consensus. However, since the characteristics of 

mobile ad hoc networks do not conform to the expected system norms for which distributed consensus 

protocols may be designed, this chapter then reviews the social science concept of the diffusion of 

innovations in an effort to deduce a more flexible decision-making protocol for a flexible multi-protocol 

network-layer.

Chapter 8 describes a component which enables the ad hoc internetworking of heterogeneously configured 

ad hoc networks; specifically, the internetworking component enables the route discovery, route maintenance 

and, most importantly, packet-switching services to operate across a network composed of multiple 

heterogeneously configured regions of nodes. The chapter demonstrates that existing internetworking 

approaches, which are built on the notion of hierarchical networks and fixed gateways, are not suitable for 

the ad hoc networking domain. The chapter then goes on to develop a component that extends the philosophy
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of the existing ad hoc networking techniques to an ad hoc internetworking environment. The chapter presents 

a comprehensive internetworking technique that enables connected regions of nodes to discover routes that 

extend from one region into another in a completely ad hoc, distributed manner that is as scalable as the 

underlying ad hoc routing protocols themselves

Chapter 9 concludes the thesis with a summary of the key contributions that are presented. This chapter also 

discusses some possible avenues of research that follow from this work.

Appendix A provides a detailed description of the three routing protocols that are used in the experimental 

system described in this thesis; AODV, DSR and OLSR. Appendix B provides a description of the concept 

of self-stabilisation by local checking and correction.
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Ad Hoc Networks

2.1 Introduction

The primary purpose of this lengthy chapter is to introduce, review and analyse ad hoc networks and in doing 

so to give a comprehensive overview of the relevant research that has been carried out in the area. A 

particular emphasis is placed on demonstrating the extent of the heterogeneity that exists in the field of ad 

hoc networking, focusing on the various forms in which ad hoc networks manifest themselves and also the 

diverse functionality of the ad hoc networks. The early sections of this chapter look at the challenges faced 

by ad hoc network services and applications as well as looking at some of the technologies that will enable 

the deployment of ad hoc network systems. The later sections of the chapter focus on the network-layer as it 

exists in mobile wireless ad hoc networks. As multi-hop routing in an ad hoc network is of particular interest 

in this thesis, a detailed survey of the prior work on the development, evolution, evaluation and comparison 

of multi-hop routing protocols is presented. A discussion and summary of this survey is then presented as the 

survey literature continually informs the work presented in the following chapters. Finally, the last sections 

of this chapter feature a discussion of the future context in which ad hoc networks are likely to manifest 

themselves in open civilian environments.

2.2 An Overview of Mobile Wireless Ad Hoc Networks

Ad hoc networks are not a completely novel technology. Packet radio networks that do not rely on 

pre-existing infrastructure were developed for military purposes in the 1970s by the United States 

Department of Defence Applied Research Projects Agency (DARPA) in such projects as PRNET [Kah78], 

[Jub87], and SURAN [Bey90]. In recent years the advent of more powerful and more portable computing
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devices and the development of a range of wireless transmission media have spurred a renewed interest in ad 

hoc network development within many non-military focused research communities.

An ad hoc network is an autonomous collection of routers that have the ability to dynamically and rapidly 

form networks without the use of any centralised network infrastructure. The routers of an ad hoc network 

also act as the hosts in the network and may commonly be referred to as nodes. The mobility of the nodes 

means that the network topology may change rapidly and unpredictably over time. Ad hoc networks employ 

multi-hop routing schemes that allow each network to grow, reduce in size, partition or merge in real-time 

without referencing any central authority in response to naturally occurring events. The need for multi-hop 

routes occurs because communicating nodes may not be within direct transmission range o f each other, 

relying instead on intermediate nodes to relay data along the route.

Figure 2-1 Nodes May Join or Leave an Ad Hoc Network at Any Time and at Will

Figure 2.1 illustrates a network of thirteen nodes with two unconnected nodes nearby at time T,. A short time 

later at time T^+i , nodes 14 and 15 have joined the network and node 11 has moved away. The topology of 

the network has substantially changed.

Figure 2-2 An Ad Hoc Network May Become Partitioned Due to the Mobility of its Nodes

Figure 2.2 illustrates a network initially at time T, and then a time later at Tx+i. In the intervening time, seven

nodes have moved away from the original network causing a partition to occur. Two separate networks now 

exist where formerly there was a single network.
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2.2.1 Distinguishing Traits and Challenging Features of Ad Hoc Networks

Traditional infrastructure-based networks such as the Public Switched Telephone Network (PSTN) [Tan96] 

and the Global System for Mobile Communication (GSM) [Rah93] have centralised intelligence. The 

contemporary Internet, originally designed to combat the perceived frailties of centralised communications 

systems under the shadow of Cold-War era threats [Lyn93], promoted the use of packet-switched networks. 

Such systems are capable of dynamically and reactively re-routing packets around the network even when 

routers fail. A common trait of both the contemporary packet-switched and circuit-switched networks is the 

existence of, and reliance upon, powerfiil, static routers and switches. In such networks, the topography is 

planned in advance to cope with expected traffic patterns and to cover certain geographic locations. These 

types of networks take time to plan and deploy. They require a lot of manual configuration and intervention. 

In the case of GSM systems, it is necessary to plan the positioning of base station antennas to provide 

adequate geographical network coverage for end users. Ad hoc networks can be rapidly deployed as they do 

not rely on pre-existing architecture or any advance planning and human intervention.

An ad hoc network has a number of distinctive attributes: it operates in an autonomous fashion, it is a highly 

distributed entity, the nodes communicate via wireless links and tend to be energy constrained. These 

attributes bring both positives and negatives to the ad hoc network. A selection of attributes is described in 

brief:

Autonomous operation -  The lack of restrictions imposed by centralised entities in an ad hoc network 

offers many advantages to the designer of an autonomous ad hoc network. For example, an autonomous ad 

hoc network may use its own mechanisms for accounting and authorisation. The network may also employ 

applications and services tailored to its environment, its users and its policies. On the negative side, the 

autonomous operation of nodes presents problems when designing protocols that must deal with unforeseen 

network changes and demands. Schemes may be required to enforce fair sharing of network resources 

through load-balancing, topology planning or payment schemes.

Distributed operation -  The distributed co-ordination of tasks in any network of remote processes, or 

nodes, is a complex task. In an ad hoc network, the regular complexities of distributed algorithms are 

compounded by the dynamic network topology and the asynchronous nature of the nodes’ communication 

and processing abilities. However, if these problems can be overcome, then the distributed nature of such a 

system makes it more robust and survivable in demanding scenarios as the inherent frailties of hierarchical 

systems are not present.

Wireless links - On the positive side, ad hoc networks may be placed in almost any situation as there is no 

need for wire or cabling. Wire has a significant cost factor for purchase and installation when compared to 

wireless solutions. The absence of wire means that ad hoc networks may be placed in sensitive environments 

without interfering with the physical fabric of buildings. However, as the transmission radius of each node is 

generally less than the span of the network, nodes must rely on the cooperation of other intermediate nodes to 
communicate with remote hosts and servers.
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Energy constrained-Bemg mobile, nodes do not have continuous access to constant mains power supplies. 

As battery fuel cells have a finite supply of energy, nodes should act to conserve their energy reserves. To 

this end, ad hoc services must be designed to be judicious in their use of power draining activities such as 
extraneous transmissions and computations.

CPU and Memory constrained - Wireless ad hoc nodes will often be portable to enable node mobility. 

Portability is dependent on the weight and size of a node. Tanks may carry nodes weighing many kilograms 

whereas humans will not tolerate such weights for long periods. The miniaturisation of devices, to address 

weight and size concerns and to enable portability, generally results in the device having to compromise on 

the amount of space and weight it can give to the processor, memory and associated hardware. The 

computing resources of the average mobile wireless ad hoc node will fall far short of the resources of a 

typical 40Kg Cisco Internet router.

Low network capacity -  Ad hoc networks rely on wireless links for communication. Wireless links are 

error prone and offer lower bandwidth than the wired links found in contemporary networks. The lack of 

bandwidth constrains the overall capacity of the network [LiOl]. This is another factor motivating the 

judicious use of the wireless links.

The future form of ad hoc networks is unclear. As outlined, ad hoc networks have many distinguishing 

features that differentiate them from traditional networks. These characteristics of ad hoc networks have been 

found to have an impact on the many layers of the communications stack, not least the network-layer. It is 

informative to look at the ways in which these characteristics have impacted the layers above and below the 

network-layer, such as the medium access control (MAC) layer and the transport-layer. The direction in 

which these layers are being developed serves to illustrate the manner in which ad hoc networking 

technologies are diverging from the traditional Internet-type technologies and client/server network 

structures.

Typical MAC protocols that have been developed for wireless networks, such as the MACA [Kar96] and 

MACAW [Bha94] schemes are based on contention-free or contention-oriented mechanisms that enable the 

sharing of a single wireless channel and the avoidance of packet collisions. A comprehensive survey of many 

MAC protocols is presented in [ChaOO], In the present development of ad hoc networks, the IEEE 802.11 

DCF MAC [Jor02] has been a popular choice. This scheme was developed to provide for distributed control 

of one-hop connectivity over the IEEE 802.11 radios. It was not originally envisaged for use in large-scale 

multi-hop wireless networks. The interaction between the MAC-layer and the ad hoc network-layer has been 

studied in [RoyOOb], [XuOI], [LiOl], primarily focusing on the effects of the IEEE 802.11 DCF MAC 

scheme on the performance of the ad hoc network-layer. [LiOl] has found that, depending on the pattern of 

the routes used in the network, the capacity of the network can be significantly reduced by the interaction of 

adjacent nodes contending for the shared medium. However, the work presented in [RoyOOb] has investigated 

the operation of a selection of routing protocols over different MAC schemes and foimd that the relative 

performance of the evaluated protocols did not show notable variation over the different MAC schemes.
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[XuOl] contends that MAC schemes need to be specifically designed for the mobile ad hoc networking 

environment and that the existing batch o f MAC schemes, specifically the IEEE 802.11 DCF MAC, were not 

designed for use in this scenario. The negative attributes noted in [XuOl] particularly affect the 

transport-layer. The interaction of the MAC protocols and the Transport Control Protocol (TCP) [Poe81] 

scheme in wireless ad hoc networks has been explored in [Ger99], [Tan99], and [Tan99b]. All of these 

studies have noted a strong negative interaction between the two layers in mobile ad hoc networks, especially 

when there are competing TCP streams. TCP has been studied as variants of the TCP family of protocols are 

used in over 95% of the fixed Internet.

As TCP has been designed for reliable fixed networks, it misinterprets packet loss as congestion and it 

invokes congestion control mechanisms that lead to retransmissions and loss of throughput [ChaOl], [ChaOl] 

and [Yan03] have sought to modify existing TCP schemes for use in mobile ad hoc networks, while [SunOS] 

proposes a completely new reliable transport scheme for ad hoc networks which they have shown through 

simulation to outperform TCP.

The interaction of the MAC, network and transport layers of mobile wireless ad hoc networks demonstrates 

that the distinguishing traits of this type of network require developers to address anew the solutions that are 

used in the existing topologically stable and generally wired Internet. At the higher layers developers must 

redesign services such as name resolution, file system management and mail and web services. Many of these 

types of services are built on the client/server model which is unsuited to the mobile ad hoc networking 

environment. These services are generally configured for an organisation’s environment by human 

administrators or automated tools such as the Dynamic Host Configuration Protocol (DHCP) [Dro97]. 

Developers must counter the challenges brought about by the network being unplanned in nature and having 

poorly defined boundaries, the lack of central servers, the absence of host configuration mechanisms and the 

fact that most users are not expert enough to manually intervene in a node’s set-up [FeeOl].

2.2.2 Applications of Ad Hoc Networks

Ad hoc networks may be used in a variety of settings for many different purposes, ranging from military 

tactical communications networks to free community networks in urban environments. An ad hoc network 

may be an isolated stand-alone network, having no connection to other networks such as the Internet or other 

ad hoc networks, or it may be used to extend the reach of existing networks [Tse03], [Per96], The following 

list is just a small sample of suggested uses for ad hoc networks:

□ Military/Government

o Large scale military networks such as when forces are being rapidly deployed in unknown 

and hostile terrains.

o Ad hoc networks may also be used by governments in domestic settings when the existing 

infrastructure is inadequate or compromised due to terrorist attacks or natural disasters.

o Reconnaissance sensors may be deployed to gather data from remote terrains in preparation 

for action in those terrains [Est99], [Kah02].

□ Education
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o Students may use electronic resources in lecture theatres and cooperate on projects using ad 

hoc networking services.

o Campus networks may use ad hoc networks to automatically respond to changing needs as 

students congregate in different venues such as bars, cafts and lecture theatres.

□ Community

o Ad hoc networks may extend the HAM radio experience into the digital age.

o Authority-free community networks may be built in urban areas where inadequate services 

are provided by the incumbent telecommunication companies.

a  Disaster Relief

o Ad hoc networks may be used for relief operations where existing infrastructure does not 

suffice -  e.g. September 11, 2001, when communication systems failed, compromising 

rescuers abilities to complete tasks. Ad hoc networks may be used to enhance capacity and 

will adapt to changing and unknown terrains.

□ Commercial

o Exhibition areas may use ad hoc networks to enhance the exhibition experience by 

providing information services customised for exhibits, specific users and different 

locations.

o Conferences and business meetings may use ad hoc networks to allow delegates to share 

personal and business information, to market and demonstrate products or to give 

impromptu presentations.

o Office and desktop ad hoc personal area networks (PANs) may be set up using ad hoc 

networking technologies.

□ Extending Infrastructure Networks

o The range of the fixed network may be extended into areas that are not served by sufficient 

networking capacity, whether for commercial, regulatory or geographical reasons [Xu03].

While the military application of ad hoc networks has been the driving force for research since 1970’s, the 

large scale use of ad hoc networking technology will be dependent on their applicability to non-military 

settings. While the range of possible applications for ad hoc networks is quite varied, no defmitive, or so- 

called ‘killer’, application has been identified for the non-military sector. The list of scenarios that has been 

presented is by no means exhaustive or particularly imaginative. It is therefore a difficult feat to target the 

design of an ad hoc node to a service or task that is unknown.

2.2.3 Enabling Technologies for Ad Hoc Networks

As has been observed, ad hoc networks have both hardware and software components. In both cases a variety 

of options exist for the creation of functional ad hoc networks. In the military domain, the development of 

proprietary computing platforms and radio front-ends are within those organisation’s budgets. Robust and 

portable computing platforms may be developed and flexible radio systems, that are adaptive to the needs of 

applications and the surrounding spectral activity, may be designed.

8
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In the short term, ad hoc networks in the commercial arena are likely to be based on non-dedicated, or 

off-the-shelf, commercial devices. The proliferation of technologies that enable ad hoc networks in civilian 

environments increases the possibility that a market for ad hoc networking technology may exist outside of 

the military and research community domains. The growth of the personal computer market in the 1990s had 

an expansionary and commercialising effect on the development o f the conventional Internet [CofD2]. It is 

therefore useful to evaluate how existing commercial devices can be used to create ad hoc networks. Initial 

attempts to push ad hoc networks beyond the laboratory door are very likely to utilise contemporary 

commercial wireless technology and computing platform options.

A sample selection of the current wireless technologies are reviewed to demonstrate the diversity of form and 

function that currently exists in this area: IEEE 802.11 [Jor02], Bluetooth [Jor02], ZigBee [Bah02] and UWB 

[Fre02]. Future ad hoc networking systems will either depend on these technologies for point-to-point 

connectivity or will have to exist alongside them. While none of these technologies are aimed specifically at 

the ad hoc networking domain, they may be adapted for use in this area.

I. IEEE 802.11 is a family of standards that have been evolving over the last decade. IEEE 802.11 began as a 

wireless extension technology for conventional wired local area networks. It has since grown in both 

complexity and capability. The history and evolution of this family of standards may be found in [Jor02], The 

various physical-layer standards that have emerged since have found varying levels of favour in different 

markets. Regulatory issues and political protectionism have inhibited the success of IEEE 802.1 la  in Europe, 

in a failed effort to allow the European HiperLan standard to flourish. HiperLan has not achieved the critical 

level of market saturation needed to make it accessible or desirable.

The most popular version of the standard so far has been IEEE 802.1 lb. This standard, commercially better 

known as WiFi, has taken off in the last couple of years [Bla02]. So-called WiFi ‘hotspots’ have also been 

growing in numbers in the last few years. The U.S. coffee house chain, Starbucks, now offers WiFi 

connectivity in many of its U.S. stores. In Dublin, the international airport, intercity train stations and a 

selection of public houses are now offering WiFi connectivity, albeit at inhibitive prices. Nokia, recognising 

the possible synergies between GSM and WiFi, has developed a WiFi/SIM card that uses the GSM network 

for authentication. In New York City, the provision of WiFi hotspots in public parks and spaces has been 

steadily growing in recent times.

IEEE 802.11b hotspots use the infrastructure-based IEEE 802.11 MAC mechanism which is common to all 

IEEE 802.11 variants. This mechanism, the Infrastructure Basic Service Set (BSS) uses access points to 

control communication between nodes in a contention-free manner. Mobile nodes associate with an access 

point and it periodically polls them to see if they want to communicate. The Infrastructure BSS is generally 

used for relatively long-lived communication. The second option is called the Independent BSS and allows 

mobile nodes to communicate with other nodes that are within direct communication range using a 

contention-based MAC mechanism. This mechanism supports short-lived communication sessions and is 

more suited to ad hoc networking scenarios as there is no hierarchy involved.

The next generation of the physical standard, IEEE 802.1 Ig, offering much higher data rates than IEEE 

802.11b, is being brought to market at the moment. However, the IEEE 802.11 MAC was not primarily
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designed for use in multi-hop ad hoc networks that may span more than three or four nodes. Some of the 

limits that IEEE 802.11 may have on the performance of ad hoc networks have been noted in the last 

subsection.

II. Bluetooth is a short-range wireless PAN technology. It was initially developed as a cable replacement 

technology, but it has been developed into a standard for short-range voice and data networks. The Bluetooth 

standard specifies the technology from the physical-layer up to the applications and services. Different 

configurations of the Bluetooth stack are called profiles. Bluetooth profiles range in ability from the simple 

cable replacement mechanism to the ad hoc networking of devices within immediate range of each other to 

form piconets. Piconets are star-shaped networks composed of a master and up to seven slaves. It should be 

noted that the Bluetooth piconet is a star-shaped network that enables ad hoc connectivity; it is not an ad hoc 

network as the form of the network topology is fixed. Slaves may only communicate through the master and 

piconets may not exist in any other form. Up to ten piconets may occupy the same space, but they operate on 

different channels. The concept of ‘scatterneting ’ has been developed to allow networking between adjacent 

piconets. [Beu03] presents a study of Bluetooth in a mobile ad hoc networking environment while [GerOl] 

compares the use of 802.11 and Bluetooth when used for indoor ad hoc PANs supporting traffic such as 

voice and video. The [GerOl] study found that Bluetooth did not suffer from the TCP-associated problems 

that can occur over IEEE 802.11. Bluetooth was found to provide a more stable service which suits video 

streaming. The Routing Vector Method [Bha99] is a protocol that has been developed for ad hoc routing in 

Bluetooth scattemets.

One of the main questions of interest to developers, spectrum regulators and manufacturers has been that of 

the compatibility o f Bluetooth and IEEE 802.11. [Joh02], [LanOl] and [SilOl] investigated the question of 

whether 802.11 and Bluetooth are complementary or competing technologies. [LanOl] looked at the ability of 

the two technologies to coexist at the physical and medium access levels. The study investigated the levels of 

interference and degradation caused by the simultaneous collocated operation of the two radio standards. The 

study noted performance degradation in both systems with a fall-off in throughout for both technologies. 

[SilOl] looked at the two protocols from a user scenario and application point-of-view, finding the two 

technologies to be complementary based on a comparison of price, range and data rates.

III. ZigBee is a technology that aims to offer reliable, low-power wireless networking for the purposes of 

controlling and monitoring devices. It aims to fill a perceived gap between the services offered by Bluetooth 

and IEEE 802.11. The IEEE 802.15.4 group have standardised ZigBee, their primary goals being simplicity, 

long battery life, reliability and cost. The target applications of ZigBee are in control and monitoring devices 

such as fitness monitors, TV remotes, lighting controls, keyboards and other home/office automation tools. 

These are devices where the battery is rarely replaced and ZigBee aims to extend its battery life beyond two 

years. ZigBee has a peak data rate of 128 Kbits/s and has a network join time of about 30ms, making it 

suitable for time critical applications. The network join time for Bluetooth is more than 3s. ZigBee supports 

up to 255 devices in one network.

ZigBee’s main competitor would be seen as Bluetooth; IEEE 802.11 is too expensive and complex for the 

proposed tasks. ZigBee focuses on more static networks, carrying smaller data payloads between infrequently
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used devices. Bluetooth, on the other hand, carries larger payloads in more frequently changing networks and 

facilitates services such as file transfers, streaming audio and video. Bluetooth devices are regularly 

recharged and are normally to be found in devices such as printers, mobile phones and audio devices that are 

either chargeable or connected to a mains power supply. The application of ad hoc networking technologies 

to ZigBee chipsets has not yet been explored. However ZigBee may be suitable for commercial low-power 

sensor systems that may be enhanced through the exploitation of ad hoc networking technology in many built 

environments such as the home, office or factory.

IV. Ultra-wide bandwidth (UWB) radios [Win98] have been receiving a lot of attention recently in their 

application to many new wireless communication systems, from home entertainment systems to factory 

automation services [Str03]. The U.S. Federal Conmiunications Commission (FCC) defines UWB as any 

signal that occupies at least 500MHz of bandwidth between 3.1 GHz and 10.6 GHz, overlapping the 5GHz 

band utilised by IEEE802.1 la. A standardised reference design, of the form offered by the IEEE 802.11/15 

groups, is not yet available and specific application profiles have yet to be developed for UWB in a 

commercial, consumer-driven environment. It may be hoped that the eventual specification offered by the 

IEEE 802.15.3a group for UWB radios will have the foresight to anticipate, and flexibility to accommodate, 

the needs of future radio-based services, wireless ad hoc networking being just one such service. However, 

as of late 2003 the main proponents of the two competing standards for IEEE802.15.3a were in a standoff 

that centred on politics, royalty payments, and FCC compliance. Both Intel/Texas Instruments and Motorola 

are proposing quite different standards, the former based on multi-band OFDM and the latter on Direct 

Sequence CDMA. While standardisation is not now foreseen until 2005, proprietary devices may be 

developed in the interim.

Formerly, the techniques employed by UWB radios were widely used in radar applications. The high 

resolution of the UWB signal enables devices to recover location information with a high precision. It has 

also been suggested that UWB has the potential to allow simultaneous communication between a large 

number of user at high bit rates [Nar02]. The authors of that study have investigated the use of UWB radios 

in the creation o f ad hoc networks and have shown it to be feasible. Regulatory authorities such as the FCC 

have imposed severe limitations on UWB power density to avoid interference with other technologies using 

its frequency range. Low power will limit the transmission range of this technology, possibly making it 

suitable for ad hoc networking on the PAN scale. As the initial UWB-based products are being released into 

the marketplace, the FCC is due to reconsider the limits imposed on UWB when it can assess the real 

interference effects of UWB-based consumer applications on other wireless standards [Fre02].

In the context o f civilian ad hoc networking, UWB radios have properties that make them good candidates 

for short range communications in dense multi-path environments such as may exist in urban environments. 

According to [Fre02], UWB offers a number of advantages to wireless communications systems. Low-power 

UWB is spectrally efficient, coexisting with narrowband signals. It offers high data rates, of the order of 20 

to 100 Mbits/s at ranges up to 10m. Rates of 500 Mbits/s and 1 Gbit/s are potentially achievable at lower 

ranges. UWB demonstrates a strong resistance to negative multi-path effects, making it quite suitable for 

indoor usage or in built environments. UWB operates at the microwatt power levels, the low duty-cycle of
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the pulses making consumption very low. While UWB transmitters are simple, receivers are more complex 

but may be implemented in CMOS making the cost o f the circuits a lot less than other wireless systems.

Table 2-1 Commercial Wireless Transmission Options

IC Cost
Data Rate 

(Mbs)
Range(m) Frequency Band

Output Power 

(mW)

IEEE 802.11 a TBD 54 20 5GHz 40-800

IEEE 802.11 b $15 11 100 2.4GHz 200

IEEE802.il g $30 54 50 2.4GHz 65

Bluetooth $10 1 10 2.4GHz 100

ZigBee Target <$1 0.128 10 915MHz, 868MHz 10

by 2005 & 2.4GHz

UWB 2005 at the 100-500 10 3.1-10.6GHz 1

earliest

It should be observed that the technologies mentioned, with the exception of UWB-based technologies, are 

first-generation technologies for the wireless personal and local area networking domain. As applications, 

services, chips, markets and regulatory authorities mature, both the form and the function of these 

technologies are very likely to become more suited to the prevailing user demands and expectations. The 

very idea of using the cable-replacement technology Bluetooth as a PAN technology illustrates the primitive 

stage of development o f this area of wireless communications. The adaptation of Bluetooth to the more 

complex tasks now expected of it has been anything but smooth or successful.

As summarised in Table 2.1, the technologies in question have varying characteristics that will allow them to 

fulfil different roles at the lower levels of any heterogeneous wireless communications system. The cited 

technologies have very different price tags, target markets and proposed uses. While they all provide some 

form of wireless communication capability, it is at very different levels of range, data rate and complexity. 

The technologies fill different niches and needs in the projected market and are all likely to fmd some level 

of acceptance in their individual niches. This will inevitably lead to a future consisting of coexisting 

heterogeneous wireless technologies.

2.3 Multi-Hop Ad Hoc Routing Protocols

Ad hoc routing protocols are at the core of ad hoc networks as they allow remote nodes to communicate 

without resorting to primitive flooding techniques. Unicast multi-hop routing enables communication 

between distant nodes in a directed maimer; the existence and availability of such multi-hop routing 

functionality in an ad hoc network forms the basis for most higher-layer peer-to-peer services and 

applications. The design and development of efficient multi-hop routing protocols in a distributed and 

dynamic environment is a non-trivial problem. There are many approaches to the design of this fundamental 

ad hoc networking service, the motivations for which are described here.

12



Acl Hoc N etw orks 2

The conditions faced by protocols for mobile ad hoc routing are many and varied; the prevailing network 

conditions pose different challenges to the protocols in use. Whatever the networking conditions, an ad hoc 

routing protocol has a number of distinct goals. The primary goal of the routing protocol is to gather routing 

information in an efficient and expedient manner, using as few limited resources as possible. This goal is 

broken dovm into the subtasks of route discovery, route maintenance and, m most cases, data forwarding. 

Secondary goals for routing protocols involve such issues as low-latency routing, power-aware routing, route 

stability, load balancing and other quality-of-service (QoS) demands. More pressing considerations in the 

design of a mobile ad hoc routing protocol are the avoidance of routing loops, fast convergence after link 

failures, unidirectional link support and network partition support.

The range of applications for mobile ad hoc networks is diverse, ranging from small static networks that are 

constrained by limited power sources to large scale, mobile and highly dynamic networks. A discussion of 

possible applications was presented in Section 2.2.2. Regardless of the applications and services that are to be 

employed, ad hoc networks must employ efficient distributed routing algorithms. There are many factors that 

influence the design of a solution such as variable link quality, signal fading, multi-user interference, power 

usage and the rate of expected topology changes. Additionally, in more demanding situations, such as 

military scenarios or certain sensitive commercial scenarios, the preservation of certain levels of security is 

desirable and the minimisation of the probability of communication detection and probability of 

communication interception is of paramount importance.

The legacy of routing technologies in conventional wired networks has influenced the design of many ad hoc 

routing protocols. Many of the protocols suggested for use in ad hoc networks have leveraged the experience 

gained from the design and use of routing protocols such as the Routing Information Protocol (RIP) [Hed98], 

Open Shortest Path First (OSPF) [Moy98] and Intermediate System-Intermediate System (IS-IS) [0ra90]. 

RIP is a distance-vector-based routing protocol, [For62], used within homogeneous autonomous systems in 

the Internet. A distance-vector indicates the estimated cost, in time, hops, dollars or some other metric, of 

communicating with a given destination and the preferred outgoing path from the router to reach the stated 

destination. Routers exchange distance-vector information regularly to build up their view of the network’s 

topology. As the number of destinations grows, the numbers of distance-vectors exchanged also grows. This 

approach is relatively slow to converge and slow to react to topology change.

OSPF and IS-IS use the link-state flooding approach, mitially designed to overcome the perceived 

inefficiencies of the distance-vector approach. Routers estimate the state of the links with their immediate 

neighbouring routers and this link-state information is then periodically flooded throughout the network. The 

size of a link-state update is proportional to the number of routers in the originating router’s immediate 

neighbourhood. When routers receive these link-state updates they are able build a complete view, in the 

form o f a directed graph, of the network’s topology. Edsger W. Dijkstra’s shortest-path algorithm [Dij59] of 

1959 is commonly used to compute the shortest path from a given source to a destination based on 

information in the graph. While this approach uses less bandwidth than the distance-vector approach, each 

router must do its own complex computations to construct a graph and execute Dijkstra’s algorithm for a 

given route query. Both distance-vector and link-state algorithms have been advanced over the years for use 

on the conventional wired Internet, but they still fall far short o f the requirements for a mobile ad hoc
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network where router mobility and variable link quality bring about a relatively dynamic topology. RIP, 

IS-IS and OSPF were not designed to be very judicious in their use of network resources as such constraints 

are not inherent to their operational environment -  the conventional wired Internet.

The Mobile Ad Hoc Networks (MANET) working group, which operates under the umbrella of the Internet 

Engineering Task Force (IETF), has been co-ordinating the investigation, evaluation and improvement of a 

number of competing and complementary generic ad hoc routing protocols with a view to standardising 

routing protocols that are suitable for use in wireless ad hoc networks with both static and dynamic 

topologies [Mac99]. A large number of generic protocols have been proposed to this body over the last 

number of years. (It should be noted that the lETF’s MANET working group is not the only forum in which 

ad hoc routing protocols are currently being proposed, developed and standardised.)

Current proposals for routing protocols in mobile ad hoc networks, many of which are based on the 

approaches outlined in the preceding paragraphs, tend to fall into one of four broad categories; namely 

proactive, reactive, hybrid and location-based protocols. These classifications indicate the type o f mechanism 

used by each protocol to determine routes to remote destinations. The continuum of routing protocol 

mechanisms runs from purely reactive protocols such as the Dynamic Source Routing (DSR) [Joh96] 

protocol at one end to purely proactive protocols such as the Optimised Link-State Protocol OLSR [JacOl] at 

the other end. Table 2.2, at the end of this section, summarises the properties of some of the more common ad 

hoc routing protocols.

Many different design approaches are taken to achieve the same performance targets, whether they are low 

latency, low control overhead or high throughput. Many protocols exist at varying points along the routing 

continuum; such protocols tend to borrow aspects from both the purely proactive class of protocols and the 

purely reactive class of protocols. Comprehensive reviews of the range of ad hoc routing protocols may be 

found in [Roy99], [Lee03], [MauOl], [TseOl] and [Cor03]. However, as the provision of flexible routing 

services is one o f the central themes of this thesis a short summary of the existing body of routing protocol 

designs is presented here in order to clarify the differences between the varying types of routing 

methodologies available. A more detailed description of the Ad Hoc On-Demand Distance Vector (AODV) 

protocol [Per99], DSR and OLSR may be found in Appendix A as these protocols are studied in more depth 

throughout this thesis.

2.3.1 Proactive Protocols

Proactive protocols borrow heavily from the work that has been carried out previously in wired networks. 

These table-driven protocols tend to follow variations of either the link-state or distance-vector approach. 

Using periodic beacons, nodes gather neighbourhood information and then disseminate topology information 

throughout the network either periodically or in response to observed local topology changes. The main 

improvements that distinguish them from RIP, OSPF and the like are that these new protocols optimise the 

mechanisms used to flood the topology information throughout the wireless network. Optimising 

mechanisms quench the repeat flooding of packets, prevent routing loops and otherwise minimise the excess 

use of network bandwidth that is inherent to the old protocols, while still aiming to have the network
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topology information converge quickly. Table 2.2 summarises the distinctive operational characteristics of a 

number of popular ad hoc routing protocols. As will be shown in Section 2.4, these protocol characteristics, 

such as the packet forwarding mechanism or the update triggers, influence the performance of the protocols 

under a range o f challenging conditions.

The Destination Sequenced Distance Vector (DSDV) protocol [Per94] is based on RIP, but it introduces 

sequence numbers to avoid routing loops. The Optimised Link-State Routing (OLSR) protocol uses a 

multipoint relaying system to minimise the number of repetitions in rebroadcasting topology update packets. 

Other proactive or table-driven protocols, such as the Adaptive Distance-Vector (ADV) protocol [BopOl], 

the Core-Extraction Distributed Ad hoc Routing (CEDAR) protocol [Siv99], the FishEye Routing (FSR) 

protocol [PeiOO], the Global State Routing (GSR) protocol [Che98], the Neighbourhood Aware Source 

Routing (NSR) protocol [SpoOl], and the System and Traffic Dependent Adaptive Routing (STARA) 

protocol [Gup97] are generally modified versions of distance-vector and link-state routing protocols.

2.3.2 Reactive Protocols

Reactive protocols generally differ quite significantly from proactive protocols in that they do absolutely 

nothing until there is a demand for a route from a node. These demand-driven protocols react to requests for a 

route by flooding the network with requests for routing information to the specified destination. Route 

requests are responded to with route replies. Replies may come from either the requested destination node or 

from an intermediate node that has routing information about the requested destination in its route cache. The 

means by which request and replies are generated and processed differs from protocol to protocol. Some 

protocols accumulate the routing information as the request disseminates through the network, creating routes 

on an end-to-end basis. An example of this type of protocol is DSR. Other protocols build up the routing 

information in a distributed manner, creating routes on a hop-by-hop basis, e.g. AODV. Reactive protocols 

are able to minimise their use of network resources by only acting when requested by a higher-level layer or 

another router. If the network is idle, then these protocols throttle back to a minimal state of activity.

Reactive protocols include the Dynamic Source Routing (DSR) protocol, [Joh96b], Dynamic Load-Aware 

Routing (DLAR) protocol [LeeOl], the Associativity-Based Routing (ABR) protocol [Toh96], the Ad Hoc 

On-Demand Distance Vector (AODV), the Signal Stability based Adaptive Routing (SSA) protocol [Dub96], 

the Source-Tree On-Demand Routing (SOAR) protocol [RoyOl], the Temporally-Ordered Routing 

Algorithm (TORA) protocol [Par97],

2.3.3 Alternative Hybrid and Location-based Protocols

Alternative approaches to ad hoc routing include both hybrid and location-based routing protocols. Hybrid 

protocols seek to leverage the optimal aspects of both reactive and proactive protocols. The Zone Routing 

Protocol (ZRP) [Haa97] and Sharp Hybrid Adaptive Protocol (SHARP) [Ram03] are two such protocols that 

use a proactive protocol for routing within a limited zone of routers and a reactive protocol for routing 

beyond that zone.
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Location-based protocols such as the Landmark Ad Hoc Routing Protocol [GerOO], Geographical Routing 

Algorithm (GRA) [JaiOl], Grid Location Service [LiOO] and the Distance Routing Effect Algorithm for 

Mobility (DREAM) [Bas98] rely on position information such as that which is available from the Global 

Positioning System (GPS) [Kap96]. The reactive Dynamic Source Routing protocol has also been adapted to 

use position information [Bas99]. Location-based protocols seek to take advantage of position knowledge to 

focus route discovery techniques on the area in which the destination node is thought to be and to anticipate 

changes in existing routes to help in the route maintenance process.

Table 2-2 Selective Summary of Ad Hoc Routing Protocol Features

Protocol
Classirication

Forwarding
Mechanism

Route
Selection
Metric

Update
Trigger

Periodic
Messages

Unicast/
Multicast

External
Requirement

ADMR Reactive Multicast
Forwarding
Tree

Shortest
Delay

Time Multicast
KeepAlives

Multicast None

AODV Reactive Distance-
Vector

Shortest
Path

Time/
Event

Hellos Unicast None

DREAM Location

(Proactive)

Hop-by-
Hop
Location-

Shortest
Path/
Location

Mobility
Dependent
Time

Location
Information

Unicast GPS

DSDV Proactive Distance-
Vector

Shortest
Path

Time Hello,
Routing
Updates

Unicast None

DSR Reactive Source
Routing

Shortest
Path

Event None Unicast None

FSR Proactive Link-State Shortest
Path

Time Hellos,
Routing
Updito

Unicast None

MAODV Reactive Multicast
Forwarding
Tree

Shortest
Path

Time/
Event

Hellos Multicast None

OLSR Proactive Link-state
and
Multipoint
Relays

Shortest
Path

Time Hellos,
Routing
Updates

Unicast None

The design of multicast routing protocols for ad hoc networks has also led to the development o f protocols 

such as the Adaptive Demand-Driven Multicast Routing (ADMR) protocol [JetOl] and the Muhicast Ad Hoc 

On-Demand Distance Vector (MAODV) protocol [Roy99b], While such protocols are not investigated or 

pursued in this thesis, they generally utilise mechanisms that are found in the aforementioned unicast 

protocols in cooperation with algorithms that allow for multicast trees to be constructed and maintained 

under ad hoc networking conditions.

2.4 Evaluation of Multi-Hop Ad Hoc Network Routing Protocols

It was noted in the last section that the number o f proposed multi-hop routing protocols has increased in the 

last number of years. Each of the ad hoc routing protocols mentioned in the last section has been designed to 

overcome the difficulties of route discovery, route maintenance and data forwarding in response to  the 

perceived challenges brought about by the variable characteristics of the network. Among these
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characteristics are node speed, node degree, network size, traffic types, physical-layer properties and the size 

and shape of physical environment. The performance of many of these routing protocols has been evaluated 

and compared by many researchers in that time in an effort to highlight their strengths and also to expose any 

algorithmic weaknesses for necessary modification and improvement. Much of our understanding of the 

performance of wireless networks has been based on the simulation of these technologies on many different 

platforms. While simulators have their limitations, they are sometimes a necessary counterweight to the 

limits of engineering intuition and reasoning. The creation and evolution of ad hoc routing protocols and 

other services in an ad hoc network is often achieved through a mix of engineering knowledge and intuition 

and evaluation feedback. The difficulties of designing solutions for ad hoc networks are mirrored in the 

limitations of the simulators and test beds used to evaluate them.

In order to understand and appreciate the published work on ad hoc routing protocols presented in the Section 

2.4.4, the core elements of the evaluation process are presented here, namely the types of evaluation 

platforms used, the models used to emulate networking environments and the metrics used to determine the 

fitness of proposed solutions. This overview demonstrates the difficulties in network simulation that mirror 

the difficulties in designing ad hoc networking solutions that will be robust enough to cope with real-world 

deployment.

2.4.1 An Overview of Network Simulation and Evaluation Techniques

The use of simulators in the context of the development, debugging and testing of applications and services 

for ad hoc networks is understandable given the difficulties in doing such research work on real networks. 

Such work, if carried out on a real network, would generally mhibit speedy progress through the initial stages 
of protocol development. Moreover, in the case of the development of services and protocols for wireless 

networks, the ability to create a real large-scale wirelessly enabled test bed for all stages of development, 

from early debugging to final performance tuning, is generally not within the limits of most researchers’ time 
or fmancial resources.

The published evaluations have taken place on a variety of network simulators and test beds: ns [Fal03], 

MaRS [Ala91], [Ala92], GloMoSim [Zen98], CMU Monarch test bed [Mal99], [MalOl], APE [Lun02] and 

JEmu [Fly02]. MaRS and ns (Network Simulator) are discrete event simulators, ns was developed by the 

University of California at Berkeley [Fal03]. The simulator has been a popular choice in recent years and 

extensions have been made to it enhancing the types of network scenarios and services that it can model 

[BreOO]. The simulator was extended to allow for the evaluation of ad hoc networks by the Monarch research 

team [Bro98]. Due to the sheer difficulty and expense, both in time and money, that comes with 

experimentation on real test beds, the level of research that has been carried out on platforms such as the 

Monarch test bed or the APE test bed is more limited. The published experiences of the researchers using the 

Monarch test bed [MalOl] demonstrate the use of investing in such platforms. The Monarch group sited their 
test bed among buildings in a 700m by 300m area, using rented vehicles, laptop computers, WaveLAN radios 

and GPS location services to both create real ad hoc networking scenarios and to collect data that could be 

analysed later. However, the limited size and scale of the network described, coupled with difficulty of 
constructing such a network illustrates the difficulties of protocol development on such platforms. The JEmu
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test bed was developed by the Network and Telecommunications Research Group at Trinity College Dublin. 

This test bed allows for the evaluation of networking scenarios in both simulated scenarios and also on a real 

test bed. The JEmu test bed allows a network under evaluation to be simultaneously split between the real 

test bed and the simulator. The JEmu emulator aims to reduce the amount of time and effort in testing routing 

protocols and other services in comparison with either full field trials or full simulation.

The simulation and emulation of ad hoc networking protocols and other services is not without its ovra 

complications. While the simulation of ad hoc networks has mainly been carried out over the last few years, 

the methods and tools used in this work have been around for some time as they have been used extensively 

in the simulation of wired networks and internetworks such as the Internet. It is therefore worthwhile noting 

the difficulties and caveats that the experience of Internet simulation has yielded when advancing to the 

simulation of wireless networks. While wireless ad hoc networks are quite different to conventional wired 

ones, the principles underlying the modelling and development of both systems are largely the same.

Sally Floyd, one of the leading researchers in the field of network simulation, and a developer of the ns 

simulator, has raised questions about the limitations of simulation in the development of networking 

protocols and services [FloOl]. She has noted that one of the difficulties of measurement and experimentation 

by simulation is that present simulators can only be used to explore protocol development within the context 
of the existing Internet. While they can be used to explore new environments, such as that found in the 

mobile wireless ad hoc networks domain, they cannot be used to explore new architectures for the future 

Internet. Floyd raises the point that results yielded by simulators are subject to change as the detail of the 

simulator’s software implementation of the underlying models is changed. This point is pursued further in 

[Cav02]. Another problem with simulation is the definition of underlying models based on assumptions about 

the future size, scale and nature of the network. The explosive growth of the current wired Internet, at a rate 

of 80% growth per year since 1984, has stretched some applications and services to breaking point. As Floyd 

describes it, the current Internet is ‘an immense moving target’, having some key properties that make it 

exceedingly hard to characterise, and thus simulate. Floyd cites three key properties. The first property is 

based on the Internet Protocol (IP) architecture that allows for the unification of diverse technologies and 

administrative domains. While IP unifies and masks these domains and their differences from a user’s point- 

of-view, it does not impose a uniformity of behaviour in the various domains. Modelling this diversity in a 

simulator is difficult. The second property that Floyd identifies is that the growth of heterogeneity within the 

Internet has gone beyond a scale that may be neglected, making the simulation of new services much more 

difficult. Any such difficulties that are true for Internet simulation become more exacerbated for the 

simulation of the new wireless mobile ad hoc networking domain, where the real scale, scope and application 

of the technology is still unknown and the possibility of the realisation of a heterogeneous ad hoc networking 

environment is quite probable. Finally, Floyd notes that the Internet has changed in drastic ways at certain 

points in its history. As noted in [Cof02], the arrival of the next widely popular application or service, the so- 

called ‘killer app’, may be viewed as a form of disruptive innovation as it possibly upsets any plans and 

forecasting that has gone before based on prior assumptions about expected applications and services. Web 

browsers took the Internet by storm in 1993 with the release of the Mosaic [Vet94] browser. Within 18 

months, Web traffic became dominant on Internet backbones. Web traffic doubled every 7-8 weeks and 

continued to do so for about two years. Predictions about the size and scale of future Internet traffic proved to
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be very wide of the mark. [CofD2] goes on to discuss the impact of such peer-to-peer applications as Napster 

and Gnutella and the SETI@home project. The author concludes that the most disruptive factor in network 

design is rapid and unexpected growth, whatever the underlying cause of that growth is. The unpredictability 

of change in the Internet, and its effects on simulation, are also highlighted by the changes that have occurred 

in the reliable transport-layer protocol. In recent years the SACK TCP and New Reno TCP have become the 

more dominant variants of TCP in the Internet. However, researchers are still proposing mechanisms to 

compensate for poor performance under Reno TCP, which was the dominant mechanism in use in the late 

1990s, but which may have virtually disappeared from the Internet by the time that their proposals are 

deployed [FloOl]. The danger is that by designing protocols that are heavily influenced by or interact with 

current technologies or protocols, they may become inoperable in a short time as changes occur in those parts 

of the network fabric around which they were designed.

While a lot of the evaluation of ad hoc networks is done on these simulators, some have questioned the 

accuracy of such simulators and the models that are used in different simulation platforms [Cav02], The 

authors of this work have taken three simulators; ns, GloMoSim and OPNET Modeler, and have compared 

the results yielded by these simulators after a series of standard flooding experiments that are available in 

each of the simulators as standard. The authors attributed the differences in the results to the differences in 

the manner in which each of the simulators models certain aspects of the wireless networking environment. 

The precise implementation of models differs from platform to platform and is often dependent on the 

underlying structure of the simulators processors. As the entire communication stack, from application'layer 

to the physical channel, is modelled in such simulators, the errors or discrepancies in modelling may occur at 

any layer of the communication stack. One of the authors’ recommendations is to implement all but the 

lowest layers of the stack in real code on dedicated hosts, leaving the simulator to deal with only the lowest 

layers. The JEmu simulator takes an approach similar to that recommended in [Cav02].

While the preceding paragraphs have presented a number of difficulties associated with the whole field of 

network simulation, they also highlight a number of important points about the general development of 

networking technologies. The Internet is a large and relatively stable network, but one which has nonetheless 

still exhibited dramatic changes in its short history. Traffic forecasts have regularly been proven incorrect. 

The pace of change in the development and evolution of ad hoc networks may be more rapid as ad hoc 

networks will be smaller in scale and are more suited to development as standalone networks. While the 

Internet is seen as an ‘immense moving target’, ad hoc networks may be seen as an array of smaller but 

rapidly moving targets. The ease with which inherently smaller and more independent ad hoc networks may 

be upgraded to use the latest protocols, services and wireless technologies means that it may be quite 
challenging to keep pace with them in the context of development through simulation.

2.4.2 Variable Evaluation Parameters

The ad hoc network is an adaptive and self-organising system in that it is designed to independently respond 

to changes in its networking environment. The variable network dynamics that describe the characteristics of 
the environment challenge the route discovery, route maintenance and data forwarding mechanisms of the 

routing protocols. In particular, the scenarios that are used in the evaluations are characterised by a number of
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specific tuneable parameters: physical simulation space, node movement models, and communication 

models. These tuneable parameters are normally varied from one extreme to another throughout a series of 

experiments in order to determine the performance profile o f a routing protocol.

I. Physical simulation area, transmission coverage area and network size

The physical simulation area, the transmission coverage area and the network size are three parameters that 

allow an evaluator to define certain simulation properties. The simulation area used in evaluations defines an 

area within which the nodes may move subject to the mobility model employed. The majority of researchers 

use either rectangular or square open spaces to model the user space. The size of the simulation space has 

impacts on the network in a number of ways, depending on the number of nodes under review (the network 

size) and their transmission coverage area. The term network size describes the number of nodes in a given 

simulation field.

The node density o f a network defines the average area occupied by a single node in a simulation space. It is 

given by dividing the simulation area by the network size. The average neighbourhood size, the node degree, 

is given by dividing the transmission coverage area by the node density number. The transmission coverage 

area indicates the area covered by a node when it is transmitting a signal. Typically, a node has a footprint of 

Tt.(TxRad)^, where TxRad is the range of the node’s radio. For example, given a simulation field of 300m by 

600m, containing 30 nodes with transmission radii of 100m the following statements may be made. The 

network size is 30, transmission coverage area is it.lOOOOm ,̂ the node density is 1 node per 6000m^ and the 

node degree is approximately 5.23.
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Figure 2-3 Two Networks of Nodes with Small Transmission Radii (left) and Larger Radii (right)

However, simply knowing the number of nodes in the network does not give a clear picture of the possible 

connectivity in that network. The network size information must be coupled with knowledge o f the 

transmission radius of the nodes and the area of the simulation field. Figure 2.3 illustrates two networks 

occupying the same physical space and of the same network size. The transmission radius of the nodes in the 

first network is less than those in the second network. As may be seen, by comparing the two networks, there 

is more one-hop connectivity in the second network.
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The maximum diameter o f a network indicates the length o f the longest route possible across the simulation 

area. It presupposes the uniform distribution o f  nodes over the network under a particular model o f  mobility. 

Longer paths are theoretically possible in simulation fields if  nodes are strategically placed to maximise the 

path length. However, the maximum path length is only meant to roughly indicate a broad relationship 

between the simulation field and the transmission radius o f  the nodes under review. Figure 2.4 depicts a 

network with a theoretical maximum diameter o f  8 hops, i.e. in such a simulation field, where the nodes are 

randomly distributed: the longest path should be about 8 hops. The maximum path length gives an indication 

o f  the limit that should be expected in the size o f  paths discovered by the routing protocols. Theoretically, a 

path should not exceed the maximum path length, thus allowing the researcher to estimate the maximum 

end-to-end delays that may be expected.

t -

/ -
•/

f -
_  r "

/
/
\

/

Figure 2-4 Determining the Maximum Diameter (in Hops) of a Network

In terms o f  the published literature that is reviewed in Subsection 2.4.4, evaluations tend to be typified by the 

use o f  low, moderate and high-density models. A low-density model is used in [Bro98] where the parameters 

have been set to yield average node degrees o f  3.48 neighbours per node. Moderate density models are 

typified by node degree figures ranging from 7 neighbours per node to 12 neighbours per node, as are found 

in [Joh99] and [Das98]. The most dense, or well-connected, scenarios are typified by node degree figures of 

15 neighbours per node [Per02] and 20 neighbours per node [DasOl], and in one extreme case the average 

node degree is 50 neighbours per node [Joh99].

II. M ovement models

The movement o f  nodes in simulated evaluations is governed by a mobility model, a mathematical model 

that creates an individual movement pattern for each node to follow for the duration o f  the simulation. 

Mobility models are used to control the movement o f nodes, which may be emulating anything from 

pedestrians to fighter jets, by dictating the velocity o f  each node for the duration o f  the simulation. The 

mobility o f  the nodes impacts on the simulation in a number o f ways.

The mobility o f  the ad hoc network nodes directly influences the rate o f  change o f  the network’s topology. 

The rate o f  change o f  the ad hoc network’s topology places a proportional stress on the ad hoc routing
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protocol as the protocol must attempt to maintain routes and forward data. In an event-driven proactive 

protocol, the changes in the topology brought about by node mobility will cause it to transmit more control 

packets, while in a timer-driven proactive protocol, the rate of change of links in the topology will have less 

of an effect. Reactive protocols are affected by changes in the topology if they have active routes that need to 

be maintained. The operation of ad hoc routing protocols in static situations is not as complex as in mobile 

situations. In mobile scenarios, nodes move in and out of transmission range and node-to-node links are 

continually broken and created. Node failures in static networks will occur less often, mainly due to power 

failures or hardware/software failure. These types of infrequent node failure will have less impact on the 

network topology.

[Cam02] reviews many of the popular mobility models. Most of the mobility models that are cited in the 

evaluation literature are variations on a random mobility model. The most common model used is the random 

waypoint (RWP) mobility model, which was introduced by the Monarch team [Bro98]. The RWP model is 

akin to a drunken walk, as illustrated on the left of Figure 2.5. Initially, all nodes are placed randomly within 

the simulation area. The variable parameters of such a mobility model are the minimum and maximum 

permissible speeds, the direction of movement and the pause time. The minimum and maximum permissible 

speeds allow for nodes to be classified by their mobility model speed range. Nodes representing pedestrians 

may have a minimum speed of 1 m/s and a maximum speed of 5 m/s, whereas a car in an urban environment 

may have a maximum speed of 20 m/s, see Figure 2.6. The pause time may be varied from a minimum of Os 

up to a maximum time equal to the simulation runtime. A pause time of Os implies that the node never rests, 

continually moving about the simulation space. A pause time equal to the simulation runtime implies that the 

node stays in the initial position assigned to it. The RWP model gives the appearance of nodes wandering 

around the simulation space, their restlessness determined by the pause time. The strength of the RWP model 

is that it provides a uniform mobility benchmark against which many protocols and services can be evaluated 

and compared. The effect of changing the pause time from Os to the maximum value varies the stress on the 

network by changing it from a network of continually mobile nodes to one of static nodes. Figure 2.5 (left)

depicts one node in the upper left quadrant, for the sake of clarity, at a starting time, T. At the end of the

simulation, at time T + T jini, the node has changed its velocity twenty-one times, after following a RWP 

model.

T +T  simT + T  sim

Figure 2-5 Sample Mobility Models: Random Waypoint (left), Nomadic Community (right)

Figure 2.5 (right) illustrates a Nomadic Community model. In this model, a network of nodes is depicted in 

the upper left quadrant of the simulation field at the starting time, T. At the end of the simulation, at time T +
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T sim, the entire network has moved to the bottom right quadrant o f  the field. This model may be used to 

simulate the movement o f entire networks into different spaces; it may be used to simulate network mergers. 

However, it should be noted that the absolute mobility o f  the network does not affect the routing protocol, it 

is the underlying local relative mobility o f the nodes that stresses the protocol routing mechanisms.

Some o f the alternative mobility models that have been used include the Nomadic Community Model, the 

Pursue Mobility Model and the Random Direction Mobility Model. Models such as the Nomadic Community 

Model and the Pursue Mobility Model seek to mimic real life scenarios where groups o f nodes move together 

to complete tasks, such as when a group o f  soldiers operate on a battlefield or a group o f  tourists roam 

through a city. Models may also be designed to specifically recreate naturally occurring events in ad hoc 

networks such as network joins, partitions and mergers. These types o f  models allow researchers to look at 

the effects o f  congregating and dispersing nodes, activities that may be more true to life than the ‘drunken 

walk’ o f  the RWP. However, in order to capture more realistic mobility scenarios, it is necessary to develop 

more complex models that tailor the mobility o f  the nodes to the proposed physical space and the task at 

hand. For example, the mobility o f nodes in a train station cannot be modelled by any one o f  these protocols, 

but perhaps can be modelled by combining a number o f  the models to mimic the mobility o f  pedestrians on 

platforms, at ticket offices or in a spacious retail-oriented concourse.

0-1 m /s 1-5 m /s 6-20 m /s

F igure 2-6 Sam ple Node Speeds

In terms o f the published literature that is reviewed in Subsection 2.4.4, evaluations tend to be typified by the 

use o f  low, moderate and high mobility models. Low mobility random waypoint models, which are typified 

by node velocity ranges o f 0-1 m/s or 0.4-0.6 m/s and pause times o f Os to the maximum possible, i.e. the 

duration o f the simulation, are found in [Bro98], [Joh99] and [Das98]. Moderate mobility models are typified 

by node velocity ranges o f 1-5 m/s [Cla02b] and 3.5 -  4.5 m/s [Das98] with pause times varying fi-om Os up 

to the maximum possible. Finally, high mobility models are generally typified by maximum velocity ranges 

o f  0-20 m/s [Bro98], [Joh99]. In an extreme case, [Per02], velocity ranges o f 0-40 m/s have been used.

III. Traffic or communication patterns

The only basis for having an ad hoc network is to support the flow o f data between clients and servers, 

sensors and data aggregators. The traffic that is loaded onto the ad hoc network both stimulates and stresses 

the route discovery, route maintenance and data forwarding mechanisms. Networks employing reactive 

protocols are particularly sensitive to the traffic that is loaded onto the ad hoc networks’ nodes as the protocol 

adapts to the demands placed on it by traffic generating applications and services. The operation o f  proactive



2 Ad Hoc NctnorUs

protocols is not as sensitive to traffic loading as the protocols are generally active regardless of the applied 

traffic.

As with the other variable parameters of network simulators, the specific models used to generate traffic may 

be tuned to mimic certain types of real traffic events. The most common type of traffic used in evaluations is 

based on the use of constant bit rate (CBR) sources and sinks. A CBR source has three variable parameters; 

packet size, packet rate and packet destination. The CBR source emits packets at a constant rate. The rates 

used in simulations vary from 0.5 packet's up to 20 packets/s. The size of the packets varies fi'om a token 64 

bytes to the maximum transferable unit (MTU) of the underlying link-layer protocol.

The number of sources, the number of streams, the source-sink pairings and the offered load stresses the 

system in different ways. The CBR sources and sinks may be set up in different ways to emulate different 

types of network traffic. The majority of published evaluations use CBR flows throughout the network to 

emulate client server interaction. It is generally a one-way flow. CBR sources and sinks may also be used to 

emulate sensor gathering systems or multicast-like information dissemination systems. CBR source-sink 

pairs may be spread about the network, the pairing may be static for the total simulation runtime or they may 

change at random intervals. Different scenarios may be modelled using varying configurations of CBR 

sources and sinks. One CBR sink and a lot of CBR sources may emulate a sensor aggregation application.

Some simulations use TCP to control data flows. However, TCP is not a popular choice as the protocol will 

throttle the offered load to the perceived throughput capabilities of the network. Essentially, TCP offers a 

conforming load to the network. It changes the times at which it sends packets based on its assessment o f the 

network’s capabilities. In order to compare the robustness and efficiency of different protocols, it is 

necessary to offer them the same traffic load consistently through the simulation regardless of their ability to 

deal with the traffic [Cla02c], [Bro98], and [Cla02b].

In terms of the published literature that is reviewed in Subsection 2.4.4, the traffic models used in the various 

papers defy strict categorization as they vary widely in terms of the number of sources used, the packet sizes 

and packet rates. Low CBR traffic loadings are typified by the use of 6 CBR sources in a population o f 50 

nodes where each CBR source sends packets at 4 packets/s [Bro98], whereas higher CBR traffic loadings are 

typified by the use of 25 CBR sources in a population of 50 nodes [Per02].

2.4.3 Performance Metrics

Having constructed environments to stress the route discovery, route maintenance and data forwarding 

mechanisms it is necessary to quantitatively evaluate the performance of the ad hoc routing protocol. In order 

to compare the relative performance of protocols under network conditions that are characterised by the 

simulation parameters outlined in the previous subsection, a number of standard metrics are defined.

The Advanced Wireless Technologies Division of the United States’ National Institute of Standards and 

Technology (NIST) has suggested a selection of evaluation criteria to capture the performance of 

mechanisms employed in wireless ad hoc networks [Sub99]. It suggests that these criteria can be the 

determinants of the efficiency and effectiveness of an ad hoc network. The performance of ad hoc
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networking protocols is generally described in terms of the following three metrics; average end-to-end 

delay, average throughput and average control overhead (also called the routing overhead or routing load). 

These metrics have been suggested by both NIST and the MANET working group as being suitable to assess 

the performance of any ad hoc routing protocol [Cor99].

□ End-to-end delay measures the average amount o f time elapsed between the time that the data 

arrives at the network-layer of the source node and the time that it subsequently arrives at the 

network-layer of the destination node.

□ Average throughput or packet delivery ratio measures the effectiveness of the network in delivering 

data packets from the source to the intended destination. This is the ratio between the number of 

packets originated by the traffic-layer at the source and the number of packets received by the 

traffic-layer at the destination. This metric indicates the level of loss that would be seen by higher 

layers such as the transport-layer or application-layer. It is an indicator of the throughput that the 

network can support under the stated conditions.

a  Average control /  routing overhead /  routing load indicates the average number of control packets 

produced per node. Control packets include route requests, replies, error messages and periodic 

beacons. Each transmission of a control packet, whether at the source node or an intermediate node, 

is counted only once. The routing overhead is an important metric as it is an indicator of the 

scalability of a protocol. The size of the traffic payloads that arrive at the network-layer from the 

higher traffic-layer may affect the overhead results for some protocols. The routing overhead may be 

measured both in bytes and in packets. Packet overhead may be significant where there is a 

per-packet cost to access to wireless medium.

Other performance metrics that are used in evaluations include path optimality and power consumption. As 

the first three metrics are common to almost all published evaluations, they are used for the purposes of 

comparison in the following discussion. It should be noted that the metrics used to analyse the performance 

of the protocols are dependent on the omniscient-observer, or god-like, abilities of the simulator. The 

simulator collates the data using its ‘birds-eye’ view o f the events unfolding over the runtime of the 

simulation. However, in a completely distributed ad hoc network there is no such entity or agent at any node 

that would have access to such complete network performance data.

2.4.4 A Survey of Published Evaluations

A battery of evaluations has been undertaken since the resurgence of interest in mobile ad hoc networking 

technologies: [Bro98], [Cla02c], [ClaOl], [Cla02b], [Das98], [DasOl], [Joh99], [Lao02], [Lee99], [Per02], 

[RajOO], [RajOl], [SugOO], and [Vie03]. While the generic routing protocols mentioned in Section 2.3 were 

designed with the aim of gathering routing information in an efficient and expedient manner in an ad hoc 

network, they were often specifically tailored to certain types of networks. The authors of the OLSR 

algorithm, described in [JacOl], state that their proposed protocol is optimised for a specific set of network 

conditions: namely that it is “well suited fo r  networks, where the traffic is random and sporadic between a 

larger set o f  nodes rather than being almost exclusively between a small specific set o f  nodes". The authors 

of TORA [Par97] designed their protocol ''for use in large, dense, mobile networks" that operate in a “highly
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dynamic network environment'. The purpose of the evaluation studies, cited above, was to attempt to test the 

validity of the design claims through a series of varying and challenging experiments.

As discussed in the previous subsection, there are no standardised evaluation mechanisms and processes. The 

authors of many of the published evaluations have taken different evaluation approaches by varying the 

mobility and communication models or by changing the dimensions of the simulation space and varying the 

network size. The mix of approaches that have been taken to the process of ad hoc routing protocol 

evaluations makes the direct comparison of papers and results difficult. It should be noted that there are no 

unique standardised implementations of the routing protocols which are studied in the reviewed evaluations, 

a problem that has been noted by Floyd [FloOl]. These protocols are still in different stages of development 

and are therefore subject to change. Some researchers have chosen to implement their own version of 

particular protocols fi'om the contemporary specification documents. Successive protocol specifications may 

include modifications to the core protocol mechanisms; modifications that have been brought about as a 

result of the evaluation process. Others have used protocol implementations that were akeady developed by 

other teams. In all cases the particular configuration of the protocols may differ fi'om study to study as the 

protocols’ fine tuning parameters are set to different values. Parameters that may be tuned in protocols vary 

from the interval for neighbour sensing beacons to the throttling mechanism used to stem the flood of route 

requests originated by reactive protocols. However, in the main, the overwhelming essence of each protocol 

is not compromised through their independent implementation. Indeed, a seminar has taken place to 

investigate the interoperability of independent AODV implementations [Roy02a]. The largely successful trial 

involved testing the interoperability of six implementations fi'om institutions representing both industry and 

academia using a series of simple tests that culminated in multi-hop wireless routing. Mmor bugs in some 

implementations were fixed on the day after some testing, illustrating that the initial discrepancies in 

implementations were quite minimal.

A sample selection of the published evaluation literature is reviewed here. For each of the eight examples of 

evaluation studies that are reviewed here, a short description of the simulation parameters is provided along 

with a discussion of the more pertinent findings of each study. Some of the main results, remarks and 

conclusions that may be drawn from the entire body of cited works are then summarised in the succeeding 

subsection. Exact details of the parameter settings and more precise descriptions of the simulation set-ups, 

along with graphical representation of the results, are to be found m each of the cited studies. For the sake of 

clarity, a very brief synopsis of the prominent protocols featured in the survey is presented.

AODV is a distributed on-demand hop-by-hop distance-vector based protocol. A node that requu’es a valid 

route to a destination floods a route request throughout the network, subject to a flood-quenching mechanism. 

Intermediate nodes that process the route requests add distance-vector based routing information to their 

route cache as the request disseminates through the network, creating a reverse-path for the reply. A route 

reply is unicast back to the source by a node that has valid routing information, either the destination node 

itself or an intermediate node, along the reverse-path. A forward-path is created at each node as the reply is 

processed and forwarded back to the source. Data is then forwarded to the destination on a hop-by-hop basis 

using the information about the recently discovered route that is distributed among the intermediate nodes.
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Routes are locally maintained by means of local Hello beacons. If a route fails it may be repaired locally and 

route error messages are sent to nodes that were using the failed section of the route.

DSDV is a proactive distance-vector based protocol that is based on the Bellman-Ford routing mechanism 

[For62]. One of the main modifications that were made to adapt the Bellman-Ford algorithm for wireless 

networks was the introduction of sequence numbers to ensure freedom from routing loops. As a distance- 

vector protocol, every node in the network maintains a routing table containing an entry for every other 

possible destination node, along with the estimated number of hops to that node and the next-hop node. Each 

destination entry is marked by a destination-assigned sequence number that allows nodes to distinguish 

between fresh and stale routing information. The routing uiformation is periodically updated by transmitting 

either full or incremental packets of routing information. Full dump packets contain all of the routing 

information stored in a node, while incremental packets only contain routing information that has recently 

changed. DSDV also floods updates when significant topology events occur, i.e. when links fail, meaning 

that DSDV is not a purely timer-driven proactive protocol.

DSR is a purely reactive protocol. A node that requires a valid route to a destination floods a route request 

throughout the network, subject to a flood-quenching mechanism. The route request packet accumulates 

route uiformation as it disseminates through the network. A route reply, containing the entire source-route, is 

unicast back to the source by a node that has valid routing information, either the destination node itself or an 

intermediate node. The failure of a route is detected by the passive or active acknowledgement of packets 

being routed through the network. Routes may be locally repaired and route error messages are unicast to 

nodes that were using the failed section of the route. The protocol uses buffers to hold data pending the 

discovery or repair of routes.

OLSR is a proactive link-state protocol. Nodes may only route data for which they currently have a valid 

route. Data packets are not buffered while the routing information converges. The nodes determine link-state 

information by periodically beaconing their neighbours, allowing nodes to determine the quality of their 

neighboiuing links. Each node then chooses an optimal subset of those neighbours to forward packets on 

behalf of the node. Routing information updates are then flooded through the network using the relay nodes 

to minimise the control overhead. Each node may then construct a complete graph of the network and may 

apply a route selection algorithm to that graph when a route to a destination is required.

TORA is a reactive protocol that uses a link-reversal algorithm to discover and maintain multiple routes to a 

destination. A TORA node that requires a valid route to a destination uses a height metric to establish a 

directed acyclic graph (DAG) which is rooted at the destination. A DAG will be created for each destination, 

if required. Intermediate links are assigned a direction based on the relative height of their neighbouring 

nodes; nodes may be either upstream or downstream. When a route breaks down a maintenance procedure re

establishes another DAG rooted at the destination. TORA assumes that all nodes have synchronised clocks, 

which is possible if the nodes have access to an external reliable resource, as the height metric is based on the 

actual time o f the link-failures. TORA nodes engage a route erasure mechanism if they detect a network 

partition. The protocol may oscillate between DAG construction and route erasure if multiple sets of nodes 

are constructing DAGs and erasing DAGs based on information about each other. Unlike other protocols, it is
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not guaranteed to converge. TORA uses the Internet Manet Encapsulation Protocol (IMEP) [Cor97] to 

provide reliable and ordered communication with its neighbours and to proactively sense the neighbourhood.

I. [Bro98] is an early paper that significantly contributed to the process of evaluating ad hoc routing protocols 

and introduced both the popular RWP model and the modified ns-2 simulator. The modifications to the 

original ns simulator included the enabling of node mobility, the modelling of a physical-layer and the 

modelling of the IEEE 802.11 DCF MAC. This work compared the AODV, DSR, DSDV and TORA 

protocols using a range of standard tests. The authors of this paper have also designed and actively promoted 

DSR. The tests were carried out using 50 nodes in a simulation space of 1500m by 300m using the authors’ 

RWP model with two speed ranges of 0-lm/s or 0-20ra/s. CBR sources using rates of 1,4 or 8 packets/s were 

used. The number of CBR sources varied between 10, 20 and 30. The node density, at 1 node per 9000m^ 

combined with a coverage area of about 31400m^, yielded an average node degree of about 3.48. These 

parameters were not varied for duration of each simulation exercise, which ran for 900s.

The authors focused on throughput, control overhead and path optimality as the key indicators of protocol 

performance. The last performance indicator, path optimality, is a seldom-used performance metric in this 

field of research. The path optimality metric indicates the difference in hops between the path that a packet 

took in the simulation, as discovered by the routing protocol, and the optimal path (or shortest path in this 

case) that was physically available at the time that the packet was originated. This metric gives an indication 

of the efficiency of a protocol in discovering and optimising paths under different networking dynamics.

In the first series of tests the maximum mobility of the nodes was held at 20m/s and the pause time was 

varied from Os to a maximum equal to the simulation runtime. As may be expected, all protocols performed 

very well when there was no mobility, i.e. at a pause time equal to the simulation time.

The results for throughput indicate that this performance metric is only slightly dependent on mobility and 

almost totally independent of traffic load for both AODV and DSR. DSDV performs poorly at pause times 

lower than 300s, progressively getting worse as it fails to converge. DSDV does not maintain alternate routes 

in its route cache and a link break will result in all of the outgoing packets being dropped. TORA performs 

quite well with 10 or 20 sources but its performance really suffers when the number of sources is increased to 

30. The failure of TORA to converge was found to be related to the congestion caused by its high control 

overhead.

As expected, the control overhead, measured in packets, for DSDV is shown to be independent of changing 

mobility and offered traffic load. DSDV is a proactive protocol that periodically broadcasts updates. The 

control overhead of AODV, DSR and TORA is, as may be expected of reactive protocols, found to be 

dependent on the mobility and offered load. Increased mobility and offered load increases the control 

overhead for both protocols. The rate at which the control overhead grows drops off for AODV and DSR as 

more sources are added since both protocols may use information learned during other route discovery 

processes. Nonetheless, DSR is found to outperform AODV by a factor of 4 due to its use of an aggressive 

route caching policy. The AODV route request propagation technique used in this study affected its 

performance negatively. DSR outperforms TORA by almost a factor of 10. TORA collapses under the
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congestion caused by its proactive neighbour sensing mechanism coupled with its reactive route discovery 

mechanisms which use the reliable IMEP protocol [Cor97],

The simulations indicated that in terms of path optimality, DSDV and DSR outperform both AODV and 

TORA. The paths used by both DSR and DSDV are close to optimal. Both AODV and TORA are negatively 

affected by node mobility, using more optimal routes at high pause times. It should be noted that TORA was 

not designed to find the shortest path.

In the second series of tests that were carried out at a node mobility rate of Im/s, all of the protocols 

performed well with regard to packet delivery. However DSR is shown to outperform AODV by a factor of 

ten, again due to its aggressive route caching policy. DSDV managed to converge in this scenario. 

Differences still emerge between the protocols when the control overhead, measured in packets, is examined. 

DSR now outperforms AODV by a factor of 10, twice that of the earlier scenario. This may again be 

explained by DSR’s caching strategy. It is noted that if the control overhead was measured in bytes, then 

AODV would outperform DSR except at the highest node mobility rates. This is due to the source route 

mechanism used by DSR. DSR still performs better than both DSDV and TORA using this approach.

To summarise, the following observations may be made about each of its candidate protocols based on the 

information provided in the study:

□ AODV: More expensive than DSR at high mobility rates. Performs as well as DSR in all other

scenarios and eliminates the high byte overhead associated with DSR. The control overhead of

AODV is sensitive to increased traffic loading, exacerbating any negative effects brought about by 

mobility.

□ DSR; Performs well at all node speeds. In byte terms, it performs poorly with regard to control 
overhead. Traffic loading affects DSR in a similar manner to AODV.

a  DSDV: Performs well at low mobility rates when it can converge. DSDV performances are 

independent of both traffic and mobility. DSDV’s control overhead remains high regardless of low 

traffic loading or node immobility. Overall, DSDV was found to perform poorly in moderately 

mobile situations, taking an excessive amount of time to converge. Specifically, DSDV failed to 

converge for pause times of less than 300s.

a  TORA: It is the worst performer in all scenarios with regard to control overhead. High traffic loads 

have a negative impact on TORA’s packet delivery performance.

II. The evaluation detailed in [Joh99] examined the AODV, DSDV and DSR protocols in a variety of 

standard tests and scenario-based tests on the ns-2 platform using a 50 node population. The authors were 

among the first, of a small number of researchers, to experiment with simulation parameters that attempted to 

model so-called real-life scenarios. The standard tests were characterised by the use of 15 CBR sources 

operating at rates varying from 5-20 packets/s and a 0-20m/s RWP mobility model in a 1000m by 1000m 
simulation area. The node density for the standard tests was constant: 1 node per 20,000m^ with a 

transmission coverage area of 196350m^, yielding an average node degree of 9.8. The authors looked at end- 
to-end delay, throughput and control overhead as the performance metrics. Control overhead was measured 
in both packets and bytes.
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The standard tests revealed that the end-to-end delay experienced by AODV and DSR increases with 

increased mobility, while AODV suffers more than DSR does. DSR has a lower delay than AODV due to its 

route caching policy. The link breakages associated with increased mobility will cause more delays in the 

route discovery and maintenance processes. This in turn leads to a delay in the forwarding o f data packets 

from source to destination. This study notes a correlation between delay and node mobility for both the 

AODV and DSR protocols. DSDV exhibits low delay as only packets for which valid routes exist are sent. 

Packets, for which no route exists, are dropped. In DSR or AODV the packets would be buffered pending the 

discovery of a route, causing increased average delay.

As the traffic offered to the network increases, all protocols suffer with regard to their delay performance. 

This is due to the send buffers being filled faster than routes are discovered. AODV is the poorest performer 

at the highest traffic loads, but delivers more packets than its competitor protocols. The inability of DSDV to 

cope with higher mobility is exposed at higher loads as more packets are dropped. DSDV does not adapt the 

rate of its periodic updates in response to changing mobility.

The throughput of DSR and AODV was not found to vary significantly with respect to mobility, while it 

decreased for DSDV with increasing mobility. The throughput only decreases slightly for AODV and DSR 

with higher mobility. The low throughput for DSDV may be explained by its slow convergence. Higher 

mobility prevents the DSDV route discovery mechanisms from discovering topology changes in a timely 

manner, again due to its inability to react to such changes.

The throughput performance of DSR is not as good as AODV at higher loads as the DSR source routes tend 

to cause congestion at the nodes. The link-state routing approach used by AODV seems to make it more 

robust to higher loads and high mobility. DSDV suffers the highest drop-off in throughput at higher traffic 

loads as more packets are dropped on stale routes.

The control overhead of AODV and DSR was again found to be proportional to mobility. Increased mobility 

causes link breakages, engaging the route maintenance mechanisms in both protocols. This increases the 

control overhead. In byte terms, DSR has a much higher overhead than AODV. The byte overhead for DSR 

is more closely correlated to traffic load. Source routes also penalise DSR if the payload is small with respect 

to the source route size. AODV is more independent of traffic load as its control overhead is only caused by 

route discovery and maintenance packets. However, compared to DSDV, both reactive protocols incur far 

less overhead. DSDV does not adapt to changing mobility or traffic loads in any way.

A novel aspect o f this evaluation paper was its secondary focus on scenario-based experiments. The authors 

looked at three different scenarios: an event, a conference and a disaster. Each scenario had distinct 

networking characteristics. The event took place in an area of 1500m by 900m and was populated by 50 

nodes. The node speed ranged from O-I m/s, but with 50% of the nodes moving at any one time, this creates a 

very mobile environment. The nodes formed clusters of about 10 nodes from time to time, making short-lived 

short routes. The node density for the event scenario was 1 node per 27,000m^, yielding an average node 

degree of 7.2. There were 9 CBR sources and 45 receivers, creating 45 streams of CBR data across the 

network. The scenario parameters lead to fluctuating traffic levels and fast changing topologies.
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All three protocols managed to achieve high throughput performance in this scenario, however AODV incurs 

one tenth of the delay incurred by DSR. As the nodes were generally arranged in clusters this leads to the 

creation of short routes, often between neighbours. AODV’s use of proactive HELLO updates on active 

routes helped to bring down the delay in cases where routes are often between neighbours. The byte overhead 

incurred by DSDV was ten times that of AODV and sixty times more than DSR. In packet overhead terms, 

both AODV and DSDV used between thirty and forty times more packets than DSR in this scenario.

The conference scenario exhibited low mobility and there were 6 CBR flows between 2 sources and 6 

receivers in a population of 50 nodes. The conference area was 90m by 150m. The node speed ranged from 

0-1 m/s, but only 10% of the nodes were moving at any one time, creating a low mobility scenario. The node 

density for the conference scenario was 1 node per 270m^ meaning that all nodes were theoretically within 

range of each other. It was a high density and low mobility scenario in which radio interference and 

congestion were to be expected. The stated purpose of this scenario was to test the ability of protocols to 

adapt to quickly to changes in long-lived routes as well as dealing with the effects of congestion. Both 

AODV and DSR outperform DSDV in this scenario with regard to throughput. While AODV and DSR have 

comparable levels of performance, AODV uses more than ten times as many control packets in this scenario. 

However, in byte terms, DSR is twice as costly as AODV in this regard.

The final mixed mobility model used for the disaster scenario was composed of a mix of human and 

vehicular nodes. The physical simulation area was the same as that for the event. The speeds ranged from 1 

m/s to 20 m/s and there were 87 CBR flows. Three groups of low mobility humans were randomly connected 

via two high mobility vehicles moving between them. This scenario had the effect of creating temporary 

partitions in the network and then allowing for intermittent longer routes to be formed.

In this scenario, DSDV suffered under the effects of network partitioning, taking too long to converge when 

network connectivity was temporarily restored. However, DSDV had the best end-to-end delay profile for 

packets that it managed to send. This observation is typical of many scenarios. AODV outperformed DSR 

due to its proactive HELLO mechanism providing immediate routes to neighbours. In terms of control 

overhead, DSR suffered compared to AODV due to the existence of longer routes.

The scenarios used in this paper demonstrated the value of experimentation using models that somewhat 

mirror real situations. The scenario experiments enabled more distinctions to be made between the suitability 

of the candidate protocols.

The authors also defined a mobility metric that attempted to model and measure the mobility of the nodes 

based on the average of the individual mobility measures over time. The individual mobility measure 

between any two nodes is defmed as their absolute relative speed taken as an average over time. This metric 

is made possible as the node velocity information for each node is available to the simulator engine. In 

reality, the collation of such information would be dependent on the existence o f data aggregators and 

external systems such as GPS. Nonetheless, the authors’ results indicate that there is an approximately 

proportional relationship between the rate of link formations and breakages and the relative mobility of the 

nodes.
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To summarise, the following observations may be made about each of its candidate protocols based on the 

information provided in the study:

□ AODV: Generally, AODV performs well in terms of throughput, mobility having little impact on 

the results. As mobility increases however, so too does the end-to-end delay. The throughput of 

AODV is better than DSR at higher traffic loads as DSR source routes lead to more congestion, but 

the delay performance is not as good.

□ DSR: DSR has a similar performance characteristic to AODV. They differentiate themselves in

terms o f the overhead that they incur. DSR generally uses fewer packets than AODV while the size 

of those packets is generally larger than those used in AODV. This is characteristic of the inherent 

differences between the distributed distance-vector routing and source-routing approaches.

□ DSDV: The scenarios and standard tests used in this study illustrate the difficulties that a proactive 

routing protocol such as DSDV has in trying to cope with changes in the topology due to high 

mobility and moderate pause times. As DSDV updates are triggered by topology changes, increasing 

node mobility leads to increased control overhead. The scenario-based evaluations, using relatively 

low mobility models compared to the standard test, reinforced the poor perception of DSDV’s 

ability to cope well relative to the reactive protocols.

III. The authors of [Per02] have taken a novel approach to the evaluation of routing protocols, choosing to 

investigate the network factors that affect the performance of the protocols. They pay particular attention to 

the interaction of the many variables in the networking environment. The experiments involved varying five 

network factors between two extremes. The factors were network size (which has the effect of changing the 

node connectivity or node degree), node speed, the number of traffic sources, node pause time and the ad hoc 

routing protocol itself The RWP model was used to control the mobility of the nodes using the specified 

node speed and pause time parameters. The network size was either 50 or 80 nodes in an area of 1600m by 

400m. The 50 node scenario yielded a node density of 1 node per 12800m.  ̂with a transmission coverage area 

of 196350m^, giving an average node degree of 15.33, while the of 80 node scenario yielded a node density 

of 1 node per 8000m^ with the same transmission coverage area giving an average node degree of 24.5. The 

maximum node speed was set at 5 m/s or 40 m/s while the pause time was set at either 3s or 30s. The number 

of CBR traffic sources was set at either 10 or 25, each source emitting packets at a rate of 4 packets/s. The 

two routing protocols used were AODV and DSR, AODV being a distributed hop-by-hop reactive protocol 

and DSR being a source routed reactive protocol. The authors primarily looked at throughput and control 

overhead as the indicators of protocol performance in this study. They also investigated the interaction of the 

variable scenario parameters in their affects on the performance indicators. It was generally observed that the 

pause time did not have a significant influence on any of the measured performances.

For control overhead, the authors observed that the main influencing factor was the speed of the nodes. The 

experiments also determined that AODV gave rise to more overhead than DSR when challenged by an 

increased node speed and number o f traffic sources. An increase in the network size, i.e. the existence of 

more nodes in the same simulation area, was found to increase the throughput performance of both protocols. 

It was observed that for throughput, the routing protocols had almost identical performance profiles.
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However, it was noted that high node speed and an increased number of traffic sources negatively impacted 

on both protocols’ performances.

The results presented in this paper suggested that the dominant factors affecting the performance of ad hoc 

routing protocols are, in order of importance, the number of traffic sources, the speed of the nodes and the 

average node degree. The observation regarding traffic sources is not one that can be generalised for all 

protocols as traffic loading is a natural trigger for reactive protocols anyway, whereas proactive protocols are 

more insensitive to it.

To summarise, the following observations may be made about each of its candidate protocols based on the 

information provided in the study:

□ AODV, DSR: While the AODV protocol had the same delivery performance as DSR, it was

found to incur more overhead, as measured in packets. This study did not identify any other striking 

differences between the two protocols, noting instead that other network properties had more 

influence on the performance results obtained.

IV. [DasOl] investigated the performance of AODV and DSR, two reactive protocols. The authors of this 

study originally designed AODV and are active proponents of the protocol. However, this study provides one 

of the more in-depth comparative evaluations of these two prominent protocols. The networking environment 

was characterised by the use of a RWP mobility model having a maximum speed of 20m/s and a range of 

pause times. The communication model was based on 10, 20 or 30 CBR traffic sources sending packets at 4 

packets/s. A scenario involving 40 CBR traffic sources sending packets at a rate of 3 packets/s was also used. 

Two simulation spaces were used. The first consisted of 50 nodes in an area of 1500m by 300m; the second 

consisted of 100 nodes in an area of 2200m by 600m. Given the communication ranges attributed to the 

nodes, the two simulation space configurations yielded average node densities of 1 node per 9000m^ and 1 

node per 13200m^ respectively. The transmission coverage area was 196350m^, giving an average node 

degree o f 21.8 for the first space and an average node degree of 14.86 for the second one. This setup allowed 

the authors to examine the effects of node mobility, node density and offered traffic load on the performance 

o f the two protocols. The authors used the three most common performance metrics; end-to-end delay, 

control overhead and packet delivery.

In the first higher density scenario, the protocols were tested using different numbers of traffic sources and 

pause times. For the lower traffic loads, i.e. for 10 or 20 sources, both protocols show a comparable packet 

delivery performance. As the traffic load increases, under 30 and 40 sources, AODV outperforms DSR 

except at very low mobility. DSR loses up to 50% more packets than AODV at higher mobility rates.

The delay performance for DSR is better than AODV at low traffic loads and under high mobility conditions. 

As the mobility decreases the difference in delay is reduced. However, at higher traffic loads, AODV 

outperforms DSR for all mobility rates. The delay for both protocols increased with the heaviest traffic 

loading under very low mobility conditions. This is most likely due to congestion in the network. Traffic 

tends to follow the same paths in low mobility scenarios as there is no load balancing mechanism in either
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protocol. This feature is not as pronounced as the mobility rates increase as the traffic is automatically 

distributed over new and changing routes.

In terms of control overhead, DSR consistently outperforms AODV. The difference in their relative 

performances increases with increased traffic loading. DSR’s normalised control overhead is relatively stable 

with respect to the number o f sources, increasing linearly as the number of traffic sources increases. This is a 

desirable quality as it indicates that DSR is scalable protocol with respect to offered traffic loads.

In the second lower density scenario, the protocols were again tested using different numbers of traffic 

sources and pause times. The delivery rates for both protocols are very similar under the stress of 10 traffic 

sources. However, as the traffic load increases AODV delivers twice as many packets for the heavier traffic 

scenarios regardless of the node mobility.

The performance of the protocols in terms of delay mirrors the delivery rate performances of both protocols. 

At traffic levels above that offered by 10 sources, the delay given by DSR is about twice that of AODV. The 

difference in the control overhead incurred by both protocols is not as pronounced in this setting. DSR 

consistently performs better by a factor of 1-3. In general though, AODV outperforms DSR, except under 

low traffic loads, with regard to the application oriented metrics; packet delivery and end-to-end delay.

In a final test, the effect of varying traffic loads was assessed using the highest mobility setting in the 100 

node scenario. AODV has a consistently higher throughput and lower delay than DSR. The performance of 

DSR saturates earlier, under a lower traffic loading, than it does for AODV. To summarise, the following 

observations may be made about each of its candidate protocols based on the information provided in the 

study:

□ AODV: The author’s protocol outperformed DSR in terms of delay and throughput except under 

the lowest traffic loading. AODV significantly outperforms DSR as the node mobility and traffic 

loads increase.

a  DSR: DSR is the best performer in the least stressflil scenarios, where the network size is smaller

and lower traffic loads and node mobility rates are applied. DSR generates less overhead than 

AODV regardless of the scenario characteristics. The poor delay performance of DSR is attributed 

to its use of cached routes that may be stale, whereas the AODV expires links more often which 

allows it to freshen the route information sooner.

V. [RajOO] presented a comparison of DSR and the proactive WRP-Lite protocol using Nokia’s C++ Protocol 

Toolkit platform. The authors are the designers of the WRP-Lite protocol. The networking environment for 

this study was characterised by a simulation field 6600 by 4800 containing 20 nodes. The traffic model was 

characterised by either 8 or 16 CBR sources emitting packets at a rate of 4 packets/s. The RWP mobility 

model was used with a speed range of 0-20m/s. The authors used delivery ratio, control overhead, 

path-length and end-to-end delay metrics to measure the performance of the protocols.

For the scenario involving the lighter traffic load o f 8 CBR sources WRP-Lite and DSR displayed similar 

control overhead performances, with WRP-Lite performing slightly better at higher mobility rates. DSR
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outperforms WRP-Lite when the nodes are static. DSR slightly outperforms WRP-Lite on packet delivery 

terms for all mobility rates. However, WRP-Lite is shown to use optimal paths at higher mobility rates, 

responding to link changes, and the availability of shorter paths, faster than DSR does. WRP-Lite has a much 

better delay performance than DSR. This may be explained, as for most proactive protocols, by the fact that 

WRP-Lite drops packets for which it does not have a valid path whereas DSR buffers them, causing delay, 

while discovering new paths. The delay performance figures do not compare like with like, which favours 

WRP-Lite.

In the scenarios involving the heavier traffic load caused by 16 CBR traffic sources, the control overhead for 

DSR is shown to be an order of magnitude worse than for WRP-Lite. The WRP-Lite control overhead 

performance does not change substantially from the earlier scenarios involving a lighter traffic load. The 

delivery performance o f the two protocols is very similar with DSR only suffering at the highest mobility 

rate, a pause time of Os. Again, the delay performance profile of DSR is not as good as WRP-Lite. The 

aforementioned reasons for this performance still hold.

To summarise, the following observations may be made about each of its candidate protocols based on the 

information provided in the study:

□ DSR: The delivery performance of DSR is very similar to that of WRP-Lite. While DSR suffers at

the highest mobility rates, it is able to throttle back its control overhead in more static situations, 

unlike WRP-Lite.

□ WRP-Lite: Performs well with regard to delay and hop distribution irrespective of traffic demands. 

The comparisons for delay are misleading as they represent two different types of service which 

may be suited to different applications. WRP-Lite generally has a lower control overhead profile.

VL The authors of [Das98] compared the performance of five protocols: AODV, DSDV, DSR, the Extended 

Bellman Ford (EXBF) protocol, the Shortest Path First (SPF) protocol and TORA. The implementations of 

both AODV and DSR in this study were not optimal; neither protocol had recourse to send buffers and 

neither protocol implemented route request quenching techniques. The absence of such features limits the 

efficient operation of both protocols in accordance with their stated design. Using the MaRS platform, the 

networking environment for this study was characterised by 30 nodes in a 1000m by 1000m simulation field. 

The node density is 1 node per 33,333m2 with a transmission coverage area of 384650m^, giving an average 

node degree o f 11.5. The authors used a form of the RWP model similar to, but not the same as, the RWP 

model defined in [Bro98]. The minimum and maximum node speeds were set at 0.4 m/s -  0.6 m/s and 3.5 

m/s -  4.5 m/s respectively. The authors also used a form of CBR traffic with packets sent at intervals having 

an exponentially distributed mean of 300 ms. The performance of the protocols was measures using the 

control overhead, delivery rate and end-to-end delay metrics.

The control overhead characteristics determined by this study confirm some expected results. SPF, a pure 

link-state protocol that has not been optimised or modified for wireless ad hoc routing, is the most expensive 

protocol in all scenarios. EXBF and DSDV, two distance-vector protocols, have a similar performance 

profile with DSDV edging out EXBF. AODV and DSR perform well, especially for lower traffic loads. 

TORA exhibits the poorest performance; this may be attributed to its lengthy route discovery process.
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In terms of packet delivery rates, both the proactive link-state and distance-vector protocols perform well. 

AODV and DSR perform poorly in comparison, dropping many packets during the route discovery phase. 

This observation is specific to this study as send buffers are an integral part of both protocols in their fully 

implemented form. The absence of early route request quenching in AODV and DSR leads to longer delays 

in the route discovery phase, causing more packets to be dropped. Allowing for these aberrations from the 

intended operation of AODV and DSR, AODV still performs marginally worse than DSR. TORA has a 

similar delivery rate performance even though it is a multi-path protocol. TORA is also more adversely 

affected by routing packet loss.

SPF, EXBF and DSDV show the lowest average end-to-end delays for all tested scenarios. AODV and DSR 

do not perform as well as their routes are generally not the shortest. AODV’s routes are maintained in a form 

of soft-state, timing out after an interval to be refreshed by a new route discovery phase. This means that 

new, shorter routes may be discovered after a time, allowing it to edge out an advantage over DSR’s 

performance. TORA has the worst delay characteristic.

To summarise, the following observations may be made about each of its candidate protocols based on the 

information provided in the study:

□ AODV, DSR; The incomplete implementations of these protocols yield results in this study that

may favour the other protocols. The protocols exhibit atypical behaviour when compared to results

from other studies.

□ DSDV, EXBF, SPF: These protocols have excellent end-to-end delay and delivery rate

performances. However they all have a considerably higher control overhead cost which cannot be

throttled back when traffic loading is low.

a  TORA: Performs poorly overall. The cost of maintaining multiple paths and its sensitivity to routing 

packet loss outweigh the benefits of having access to multiple-paths in even moderately mobile 

networks.

VII. A study o f the AODV, DSR and OLSR protocols is presented in [Cla02b] which used the ns-2 platform 

for performance evaluation. The authors of this study are the designers and active proponents of the OLSR 

protocol. The scenarios evaluated were characterised by the use of 50 nodes in a simulation field of 1000m 

by 1000m. The node density was kept constant at 1 node per 20,000m^. The transmission coverage area for 

each node was 196350m^, yielding an average node degree of 9.8. The RWP model was used to determine 

mobility with node speeds of 1-5 m/s and pause times of 0-5s used. The traffic load in the simulations was 

provided by 25 CBR streams sending packets at a rate of 10 packets/s in bursts of 10s. The authors also 

evaluated the performance of the three protocols under TCP traffic, varying the traffic from 6 to 20 streams. 

This type of traffic is rarely used in these studies for the reasons outlined in Section 2.4.3, concerning the 

conformal nature of TCP. The authors primarily focused on packet delivery, end-to-end delay and control 

overhead as the key indicators of the performance of each protocol.

The packet delivery performances of the protocols indicate that the two reactive protocols, AODV and DSR, 

have a similar performance profile while AODV is slightly better in more mobile networks. DSR and AODV
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also outperform OLSR in high mobility scenarios as they buffer packets, something that this implementation 

of OLSR does not incorporate, in agreement with the design specifications. However, for moderately high 

levels of traffic, OLSR outperforms both of the reactive protocols. The higher levels of traffic trigger the 

maintenance and discovery mechanisms of AODV and DSR more often, leading to more congestion with 

higher control overhead for these two protocols. The control overhead of OLSR has no correlation to traffic 

levels.

The end-to-end delay characteristics determined by this study follow those of other studies. AODV and DSR 

are penalised for buffering packets during the route discovery phase, whereas OLSR drops packets for which 

it does not have a valid route.

Not surprisingly, the overhead of OLSR is constant irrespective of changing node mobility or traffic loads. 

OLSR’s control overhead is less than one seventh that of DSR and one tenth of AODV at the highest level of 

mobility. In this study, both AODV and DSR are found to incur greater control overhead with increasing 

node mobility, with AODV being twice as expensive as DSR at the highest mobility rates. When the 

protocols were stressed by an increased number of CBR traffic sources, the performance of AODV 

deteriorated continually, showing a marked increase in control overhead after only a moderate increase in 

CBR traffic. However, the control overhead incurred by DSR, while increasing slightly under a moderate 

increase in CBR traffic load, plateaus off under continuing CBR traffic load increases. At the highest CBR 

traffic loading AODV’s control overhead is three times as expensive as that of DSR.

Finally, each of the protocols is evaluated under a range of TCP streams. However, due to the conformal 

nature of the TCP scheme, the value of the evaluations may be questioned. The load offered by TCP does not 

stress-test the protocols as it reacts to dropped packets by lowering the data rate. TCP assumes that dropped 

packets are due to congestion whereas they are more likely due to broken links in a mobile ad hoc network. 

OLSR shows the best performance, having the advantage that paths are set-up in both directions for the 

bidirectional TCP stream. The authors note that TCP is used on about 95% of the existing Internet, but as has 

been noted in Section 2.2, the mobile ad hoc networking environment demands are quite different fi’om the 

conventional stable wired Internet, demanding new approaches to flow control. Therefore, the results yielded 

by the application of TCP traffic loads, while interesting, are not as good an indicator of performance 

efficiency as those gained from the application of CBR-loads.

The authors conclude that none of the protocols is suited to all networking conditions, while each of the 

protocols has strengths under particular conditions. To summarise, the following observations may be made 

about each o f its candidate protocols based on the information provided in the study:

a  AODV, DSR: The buffering provided by both AODV and DSR give them an advantage over OLSR 

in highly mobile situations. In lower mobility situation DSR outperforms AODV in delivery terms. 

Both of the reactive protocols suffer from higher overhead with increasing levels of data traffic; 

their delivery performance degrades due to increased congestion. The end-to-end delay performance 

of these protocols it not as good as that for OLSR. This is caused by two factors. Firstly, the 

protocols do not always use the shortest path, and secondly, the protocols buffer packets while 

discovering routes. The average path length supplied by AODV is found to be longer than that used
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by DSR. The automatic route shortening mechanism used by DSR may help it to improve routes as 

it may eavesdrop on all passing routing information. In very active networks, the control overhead 

generated by these protocols is generally higher than that of an OLSR network for the same mobility 

conditions.

a  OLSR: In high mobility scenarios, OLSR is penalised by the absence of a data buffer. However its 

delivery rate exceeds AODV and is roughly equivalent to DSR at lower mobility rates. OLSR’s 

control overhead is independent of traffic rates and has a better delivery performance than the 

reactive protocols at higher traffic rates. OLSR’s end-to-end delay profile is helped by the fact that it 

uses the shortest path and it does not buffer packets for which it does not currently have a route. 

OLSR suffers in quiet networks as it cannot throttle back on its control overhead when there is no 

demand.

VIIL Another study of the AODV, DSR and OLSR protocols is presented in [Vie03] along with a proposed 

framework that allows for the probabilistic modelling of network topology and data traffic. Again, the 

authors of this study are the designers and proponents of the OLSR protocol. This study differs from the 

other cited evaluations quite significantly. The networking environment for this study was characterised by 

the creation o f a probabilistic fi^mework that allowed for the modelling of reactive and proactive protocols, 

network topologies and data traffic. The objective of this particular evaluation study was to develop a model 

that would allow for the analysis of control traffic overhead in mobile ad hoc networks in order to identify 

which protocol is better suited to a particular situation. The main result that this paper presented is that there 

is a reasonably simple model for the relationship between node mobility and control overhead for both 

classifications of protocols. The main parameters that are varied in this experiment are the node mobility, 

modelled by changing the link failure rate, and the number of active routes, which models the traffic activity 

in then network.

As part of an exercise to validate the model, the authors then compared their results for AODV and DSR to 

those obtained in three other papers [Joh99], [Bro98] and [DasOI]. The results obtained in this evaluation 

agreed with results obtained from similar experiments described in [Joh99]; in particular it was noted that the 

number of link changes is approximately proportional to the mobility metric used in that study. The results in 

[Joh99] indicated that there is a close, near linear, relationship between the increase in the emission of control 

packets and increasing node mobility for both AODV and DSR.

Upon comparing their results with the [Bro98] work, the authors have again found that an approximately 

linear relationship exists between increasing control overhead and increasing node mobility for both AODV 

and DSR. The results from the [Bro98] paper agreed with the vast majority of the results from similar 

experiments in this paper [Vie03]. The results obtained for experiments on the OLSR protocol are 

unsurprising. There is found to be no correlation between the control overhead and traffic loading.

2.4.5 Summary of Published Evaluations

The samples o f evaluation studies that have been reviewed in the previous section illustrate the diverse 

capabilities, efficiencies and inefficiencies of many ad hoc routing protocols. The many scenarios that were
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presented in those evaluations stress the candidate protocols. The following summaries of observations have 

been taken from the published evaluations to illustrate the different levels of performance that may be 

expected of these ad hoc routing protocols.

□ AODV has been evaluated in [Bro98], [Joh99], [Per02], [DasOl], [Das98], [Cla02b], [Vie03] and 

[Cla02c]. It is evident from the frequency with which AODV features in the selection o f evaluation 

papers presented in this chapter that AODV has proven to be a popular and well-established protocol 

against which other protocols can been be benchmarked. The amount of control overhead incurred 

by AODV is proportional to the mobility of the nodes. AODV only incurs control overhead during 

the route discovery and route maintenance phases. It does not incur any overhead when forwarding 

data. AODV also performs well when offered a destination-diverse traffic loading. High node 

mobility has a detrimental effect on the throughput and delay performance of AODV.

□ DSDV has been evaluated in both [Bro98] and [Das98]. Both of these studies indicate that DSDV 

has trouble converging when the mobility is increased to a moderate level as it is an event-triggered 

protocol, i.e. a protocol that issues control packets when routes fail. The protocol generates too 

much control data which congests the network in such situations. The protocol does not adapt to 

mobility or traffic loading changes, so that in quiet and stable networks DSDV’s control overhead is 

relatively high.

□ DSR has been evaluated in [Bro98], [Joh99], [Per02], [Das98], [DasOl], [RajOO], [Cla02b], [Vie03], 

[RajOl] and [Lee99]. It is again evident from the frequency with which DSR features in the selection 

o f evaluation papers presented in this chapter that DSR, as with AODV, has been a popular and 

well-established protocol against which researchers have chosen to benchmark other protocols. The 

throughput performance of DSR is penalised when the network is offered destination-diverse traffic 

loads; its use of source routes has a congestive effect on the network.

□ OLSR has been evaluated in [Cla02b], [Vie03], [Cla02c], [Lao02] and [ClaOl]. The evaluations of 

OLSR have demonstrated a number of expected properties regarding the protocol. The control 

overhead incurred by the protocol is independent o f traffic and almost entirely independent of 

mobility; some implementations issue aperiodic Hello messages when critical relay neighbours are 

lost due to relative node mobility. OLSR’s lack of buffering makes the delay figures look impressive 

as it just drops packets. OLSR’s strength is in dense, lower mobility networks in which there are 

many communicating pairs of nodes, i.e. a destination-diverse fraffic loading. In higher mobility 

situations OLSR is slower to converge and it has a degraded delivery performance.
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a  TORA has been evaluated in [Bro98] and [Das98], These evaluations of TORA have not been 

favourable to the reactive distributed multi-path protocol. As it is reactive, the control overhead that 

it generates is correlated to both the mobility and traffic loading of the network. The [Bro98] study, 

which was a faithful implementation of the protocol, reported that it had an excellent packet delivery 

profile when the traffic load was low, less than 20 CBR streams in a 50 node population. Higher 

levels of traffic led to congestion in the network as TORA generates a lot of control packets in its 

lengthy route discovery phase. Increased mobility also affects the control overhead as TORA relies 

on IMEP to provide reliable and ordered communication with its neighbours and to proactively 

sense the neighbourhood.

These non-hierarchical protocols represent five different approaches to multi-hop ad hoc routing. They range 

from the reactive and distributed distance-vector protocol of AODV to the improved proactive link-state 

protocol of OLSR. The evaluation studies have shown that the protocols have weaknesses and strengths with 

regard to their performances under different networking conditions. It is abundantly clear that no single 

protocol is optimal in all networking conditions. It has been noted in many of the above-cited studies that, in 

addition to the ad hoc routing protocol in use, the other significant factors affecting the performance of an ad 

hoc network are the relative mobility of the network’s nodes, the degree of one-hop connectivity o f those 

nodes and the type of traffic that is loaded onto the network. In terms of the evaluations, these networking 

conditions are determined by the values of the node mobility, node density and traffic loading parameters of 

the simulator engines.

As an example, the study presented in [Cla02b] demonstrates that DSR and OLSR have very different 

performance profiles when tested under conditions of low mobility (i.e. 0-5 m/s), high density (i.e. about 10 

neighbours per node) and moderately high traffic loading (i.e. more than 25 CBR streams in a population of 

50 nodes). OLSR nodes achieve 50% more throughput than DSR nodes. However, when the conditions are 

changed to reflect a higher mobility environment, i.e. node velocities greater than 5 m/s, then the throughput 

performance of OLSR degrades significantly. Under such networking conditions, the throughput o f OLSR 

falls off in comparison to that achieved by DSR; OLSR only delivers 50% to 60% of the packets that DSR 

manages to deliver.

While these networking conditions have influence over the network-layer, the network-layer generally cannot 

exert any influence over these conditions, i.e. the network-layer cannot change the conditions to suit its 

demands. The actual values of these factors, i.e. the number of neighbours per node or the relative mobility of 

two neighbouring nodes, are outside the scope of the network-layer’s control, given the type of ad hoc 

routing protocols described in the studies. Some power-aware protocols have been designed for particular 

radio fi'ont-ends which enable the node to control and vary the transmission power of the radio and therefore 

the degree of the node. These protocols have the aim of minimising power usage by maintaining network 

connectivity using the minimum power possible. However, the routing protocols that were evaluated do not 

exercise any control over the radio’s transmission power and transmission radius, thereby lacking the ability 

to change the degree of the node. Furthermore, the autonomous movement and positioning of mobile nodes, 

which has a direct bearing on nodes’ relative mobilities, is not dictated by the network-layer. Also, the type 

and volume of traffic that is loaded onto the network is decided by higher layers such as the application or
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transport layers; the network-layer simply provides a data forwarding service based on the fiuidamental 

network building block of the unreliable data packet. Essentially, the conditions faced by network-layer 

protocols are determined by external forces and events.

With a view to developing a networking system that leverages these existing and somewhat matured ad hoc 

routing protocols, it is insightful to consider and understand the manner in which the above-mentioned 

networking conditions actually affect the operation of the ad hoc routing protocols. The routing protocols are 

run locally at nodes as part of a distributed network-wide system; each node takes local actions and makes 

local decisions in accordance with the chosen protocol. The efficiency with which each node can execute the 

various elements of the routing protocol, e.g. the route discovery mechanisms, the route maintenance 

mechanisms or the neighbourhood discovery mechanisms, affects the performance of the network, e.g. the 

average throughput achieved or the average control overhead mcurred.

■ Effects of Node Mobility

Fundamentally, the performance of a mobile ad hoc network is related to the efficiency of the routing 

protocol in adapting to changes in the network topology due to the mobility of nodes. As described in Section 

2.4.2, the mobility of nodes in simulations is determined by mobility models such as the RWP model which 

represents mobility in terms of minimum and maximum velocities and pause times. In much of the literature 

the pause time is used to describe the mobility of the nodes, i.e. a scenario in which the pause time is Os is 

considered to be highly mobile, i.e. the nodes are constantly moving, whereas one in which the pause time is 

120s is considered to be fairly static, i.e. the nodes are stationary for relatively long periods.

Some of the literature has inferred a causal relationship between the relative mobility of the nodes and the 

performance of the protocol, [Joh99], [Kwa03], and [Vie03], This is an aspect of node mobility that the pause 

time, minimum velocity and maximum velocity parameters of mobility models such as the RWP or Nomadic 

Community models do not describe or measure. Indeed, the evaluation study presented by [Per02] has shown 

that there is no direct correlation between pause times per se and the performance of a routing protocol. 

Notwithstanding that observation, mobility models such as the RWP model are suitable for testing the effects 

of relative node mobility on the ad hoc routing protocol’s performance as they emphasise the local effects of 

relative mobility. There is no association between nodes in the RWP model, i.e. the movement of one node is 

not tied to, or influenced by, the movement of another node, and consequently nodes are independently 

assigned velocities leading to randomised scenarios that involve many link changes. Group Mobility models 

or Nomadic Community models do not place the same stresses on the routing protocol as the relative 

mobility o f the nodes within a group is purposefully insignificant when compared to the relative mobility of 

various groups or communities, thus placing less stress on node-to-node links.

The stability of links between neighbouring nodes is directly related to their relative mobility which 

influences the rate at which links come up or go down, i.e. the rate of one-hop link changes. It has been 

shown in both [Joh99] and [Vie03] that there is an approximately directly proportional relationship between 

the rate o f link changes and the increasing relative mobility of the nodes. When nodes move in and out of 

range of each other, new one-hop links may be detected and existing one-hop links may fail. The manner in 

which a node detects, and deals with, such link changes has a bearing on the performance of the protocol.
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Both the relative mobility of nodes, as manifested in the rate of change of one-hop links, and traffic loaded 

on the network are the two stimulants that directly affect the amount of control overhead incurred by reactive 

protocols. Control overhead is costly as there is generally a per-packet cost in accessing the wireless medium, 

leading to contention delays and collisions which diminish the available bandwidth. For this reason, the 

minimisation of the amount of control overhead incurred is an important objective of reactive routing 

protocols. Mobility only affects nodes using reactive protocols if they are supporting traffic streams; in the 

absence of traffic, nodes operating reactive protocols do nothing. The effects of different types o f traffic 

loading are discussed later.

Generally, a reactive protocol discovers that an actively used link has gone down when it observes a failure 

event such as a data packet not being acknowledged by the next-hop node. AODV also uses proactive 

neighbour sensing on active routes so that it can detect failed routes faster and possibly correct the fault 

before a data packet is to be routed over the broken link. However, if the rate of link failures increases due to 

increased node mobility then the proactive neighbour sensing mechanism may not be sufficient to pick up on 

link changes in a timely manner. Shortening the interval at which the neighbour-sensing packets are sent may 

solve the problem, but it incurs extra overhead. AODV attempts a localised link repair process before 

proceeding to report the error to the source node which may initiate a fresh route discovery process. Local 

link repair is used to limit the effects of a link failure; essentially a route discovery request of limited scope is 

sent out to query local nodes’ route caches. The effectiveness of AODV’s local link repair process is limited 

by the fact that nodes do not cache overheard routing information and they do not maintain multiple route 

entries for any destination node.

In the case of DSR, a link on an active route may break while the route is not in use but the protocol will not 

attempt to repair the link until the nodes using the broken link attempt to use it again. DSR nodes may try to 

locally salvage the data intending to use the broken link by checking their route caches for alternate routes to 

the destination, a process that incurs no overhead. Unlike AODV, DSR nodes can store multiple routes to the 

same destination which they may have learned from multiple route replies or by eavesdropping on control 

packets that are issued by neighbouring nodes. DSR’s caching policy is more effective at lower speeds when 

routing information goes stale more slowly. Otherwise, DSR nodes report the broken link to the source node 

which is responsible for initiating a fresh route discovery process.

As a result of these route maintenance procedures, it is observed in [Bro98], [DasOl] and [Joh99], that there 

is a near linear relationship between the control overhead incurred by both AODV and DSR in the presence 

of increased node mobility. Both protocols follow very similar curves, although there is a significant absolute 

difference between the two protocols with AODV consistently incurring more overhead in terms of packets. 

However, the effect of node mobility on the amount of control overhead is strongly correlated to the traffic 

loaded onto the network, as is discussed later. In a largely static network, with few link breaks, reactive 

protocols such as AODV and DSR incur very little control overhead and have a high throughput performance 

as there is very little need for route maintenance. This is the only situation in which they incur less overhead 

than a proactive protocol such as OLSR.
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The control overhead incurred by largely time-triggered proactive protocols such as OLSR is almost immune 

to node mobility as such protocols do not explicitly react to all link failures. While mobility degrades the 

throughput performance of the protocol in the absence of an increase in node density, it does not cause the 

type of congestion caused in reactive networks. OLSR does incorporate an event-triggered mechanism which 

allows nodes to locally recompute routing information when certain important links fail, however this 

process is localised and has not been found to have any significant effect on the overall overhead incurred 

[Vie03]. Overall, while increased node mobility does not affect the control incurred by OLSR, it does affect 

the throughput as the network does not converge as fast. Unlike reactive protocols, OLSR does not throttle its 

response to node mobility and in moderate to highly mobile scenarios it generally has a lower average 

throughput than either AODV or DSR as they can react to increased mobility. The end-to-end delay 

performance of OLSR does not suffer due to increased mobility as OLSR drops packets for which it does not 

have a route. OLSR only delivers packets if the route is immediately available whereas AODV and DSR will 

buffer them while attempting to discover a route. Consequently, the end-to-end delay performance of AODV 

and DSR increases with increased mobility.

Finally, while the use of link-layer feedback from MAC protocols such as the IEEE 802.11 DCF MAC may 

offset some of the local negative aspects of increased node mobility by providing timely link status 

information to the network-layer, the literature has shown that such MAC protocols have a negative impact 

on the global throughput of ad hoc networks [LiOl], [XuOl]. Also, the use of such proactive link sensing at 

the MAC-layer to facilitate the operation of the network-layer defeats the purpose of designing a reactive 

network-layer component, as AODV and DSR have been designed. Indeed, the proactive OLSR has been 

specifically designed to be independent of the link-layer [Cla02b]. Furthermore, the use of MAC-layer link 

sensing introduces cross-layer dependencies which inhibit the design of flexible protocol stacks. In summary:

I Node-to-node link breaks require protocols to discover/maintain routes efficiently. Above all else, 

protocol performance depends on the ability to respond quickly to such changes in the topology.

II RWP is a tough mobility model as it poses the most robust challenge to node-to-node links.

III There is a directly proportional relationship between relative node mobility and the rate of node-to-node 

link changes brought about by that relative node mobility.

IV For reactive protocols, control overhead is proportional to the number of traffic streams being supported 

and the stability of the node-to-node links over which those streams are being routed.

V For time-triggered proactive protocols, while the amount of overhead incurred is independent of the 

traffic loaded onto the network, such protocols cannot react to increased mobility by incurring more 

overhead.

■ Effects of Node Density or Degree

As described in Section 2.4.2, the network size (node population), the transmission radii of the nodes and the 

physical simulation area are the simulator parameters that dictate both the global scale of the network and the 

local node density. Protocol designers often examine the effects that increasing the network size will have on 

the protocol, i.e. they investigate the scalability of the protocol. In general, a larger population o f nodes 

dispersed over a larger area yields a greater network diameter. Large network diameters stress the scalability
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of a network protocol by demanding efficient (i.e. fast and cheap) route discovery procedures in reactive 

protocols and quickly converging topology information diffusion algorithms in proactive protocols.

However, it was noted in the evaluation studies that node density has a more pronounced bearing on the 

performance of the routing protocols than the network diameter; with node density having a more immediate 

and localised affect on the network performance. The node degree of each node is directly related to the 

number of nodes in direct transmission range of a given node, describing the local possible one-hop 

connectivity o f a node. Such one-hop connectivity is the basis upon which the multi-hop connectivity o f  ad 

hoc routing protocols is built. If a wireless node uses less power the transmission radius is shorter and the 

number of collisions should be less, since there are less overlapping transmissions at the receiver. If the 

transmission radius is increased the packets go further and the possibility of discovering nodes in the right 

direction is enhanced, but the number of collisions also increases which reduces the effective bandwidth.

The specific effects of a node’s neighbourhood size on the performance of wireless networks has been 

studied in [Nil04], [RoyOlb] and [Tak84] among others. Takagi and Kleinrock [Tak84], updating and 

correcting their more popularly cited paper of 1978 [Kle78], argued that the optimal node degree for nodes in 

a stationary packet-radio network was between 7 and 8; the earlier paper had suggested 6 to be the so-called 

magic number. Takagi and Kleinrock investigated the optimum transmission radii for randomly distributed 

nodes (i.e. using a 2-D Poisson distribution) in a stationary packet-radio network, the precursor networks to 

wireless mobile ad hoc networks, in an effort to discover if there was an optimum number for the node 

degree in packet radio networks using slotted ALOHA. The authors arrived at this result by considering the 

optimal transmission radii necessary for the maximisation of the expected one-hop progress of a packet in a 

desired direction. The authors drew a hypothetical line from the source node to a destination node and the 

transmission radius for each node was chosen such that the expected distance advanced in one transmission, 

projected onto the line, was maximised. In the literature on the optimisation of transmission radii this 

approach is referred to as maximised forward progress routing.

Royer et al. [RoyOlb] have looked at the effects of transmission radii on the performance of mobile ad hoc 

networks, specifically examining the effect that mobility has on the optimum transmission radii for nodes in 

ad hoc networks. Using simulations of AODV, the authors found that the magic number for AODV in a static 

network was 7 or 8 neighbours per node, concurring with the results of Takagi and Kleinrock [Tak84] whilst 

using a completely different methodology to arrive at this result; the authors’ aim was to maximise the 

throughput performance of a simulated AODV network. When Royer at al. investigated the effects of 

mobility they found that there was no global optimum that suited all node mobilities; rather, they determined 

that as node mobility increases the optimum number of neighbours also increases.

As noted in the last section, when nodes move faster relative to each other, link changes occur more 

fi'equently. To compensate for the increased instability of links it proves beneficial for a node to have more 

neighbours, i.e. a higher node degree, so that it can use alternate links to repair a route. In the [RoyOlb] 

study, increased node degree was brought about by increasing the transmission radius of the node which 

results in increased collisions and reduced bandwidth. However, when compared to scenarios having a lower 

node degree and equally high mobility, the increased transmission range yields a higher throughput as link
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breaks are less frequent and routes are maintained for longer periods of time. An increased transmission 

radius means that two nodes will remain within communication range for longer, thus reducing the rate at 

which link changes occur. However, there is a limit as to how far the transmission radius can be increased as 

the network becomes saturated beyond a certain point; the number of collisions increases and increased 

channel contention decreases the effective bandwidth considerably. While increased node density has been 

shown to compensate for increased node mobility for AODV, in low mobility situations it has been shovm to 

lead to network saturation. Royer et el. also showed that at very low densities the network does not stay 

connected; many nodes or groups of nodes become disconnected from the main network partition and traffic 

sessions are aborted.

Indeed, the absolute difference between the control overhead incurred by AODV and DSR decreases with 

increasing node density as there is more relaying of flooded route requests for AODV. DSR nodes send less 

route requests in more dense environments; it has also been noted in [Mal99b] that increased node density 

enables DSR nodes to overhear more routing information. As DSR control packets containing source routes 

traverse the network, eavesdropping neighbouring nodes may cache the routing information. This routing 

information can subsequently be used to answer low-cost non-propagating route requests from neighbouring 

nodes, thereby cutting down on the number of fully propagated requests that incur a much larger cost on the 

network.

OLSR is purposefully designed for high density scenarios as it uses an optimising technique to minimise the 

number of neighbouring nodes that relay broadcast messages for the originating node; a technique that 

becomes more efficient as the node density increases. Thus, increasing density is ideally suited to OLSR for 

which the main negative factors are node mobility and traffic. In summary:

I Too much node connectivity leads to higher contention for the wireless medium and a consequent loss 

o f effective bandwidth.

II Too little node connectivity increases a node’s dependency on the stability of its existing neighbours.

II As a node’s mobility relative to other nodes increases, its optimum node degree also increases as the 

increasing instability of its existing neighbours causes the node to seek alternative routes.

III For reactive protocols, the caching of routes based on eavesdropped information is beneficial in higher 

density environments as it reduces the need to explicitly query fresh routes.

IV The use of an optimised set of neighbouring relay nodes for diffusing broadcast packets becomes more 

efficient with increasing node density.

■ Effects of Traffic Loading

It is not surprising that traffic is a significant factor in the operation of certain types of ad hoc networks. 

Although the primary purpose of an ad hoc network is to facilitate muUi-hop peer-to-peer communication, 

i.e. to support traffic, ad hoc routing protocols vary in their ability to cope with different types of traffic. As 

noted in Section 2.4.2, the traffic that is loaded onto an ad hoc network is characterised by the number of 

destinations that are being targeted with data, the number of concurrent streams and the volume of those 

streams.
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On-demand protocols such as AODV and DSR only react to multi-hop communication needs which are 

fuelled by traffic loaded on to the network. Therefore, for reactive protocols, all of the points noted with 

regard to the effects of node mobility on the performance of reactive protocols are only pertinent in the 

presence of traffic. The nature of that traffic may amplify the effects of node mobility. When there is demand 

for routes to multiple diverse destinations by various source nodes, the number of route discovery procedures 

initiated by nodes increases. Individual nodes may limit the rate at which they process or initiate requests. 

AODV nodes throttle the rate at which they generate route requests, while both AODV and DSR use a binary 

exponential back-off algorithm coupled with expanding-ring search techniques to control the rate at which 

they re-issue route requests.

Increased numbers of destinations also have implications for the route maintenance phases of reactive 

protocols. If a node is supporting multiple streams it is responsible for maintaining the routes if  they 

breakdown on an outgoing link. If links around a reactive node are unstable it may have to engage the route 

maintenance procedures more often. In this regard, traffic focused on a few destinations does not place much 

stress on reactive protocols. Long-lived routes are also preferable in a reactive environment whereas 

proactive protocols such as OLSR are more efficient in the face of scattered traffic patterns as routing 

information is constantly available for all nodes connected to the network. Using OLSR, there is no 

additional overhead required to support requests for multiple destinations or to support data en route to 

multiple destinations, no matter how long or short the end-to-end connection is. On the downside, OLSR 

cannot throttle back its overhead when there is no traffic loaded onto the network.

The evaluation studies revealed that OLSR has a higher throughput than AODV or DSR as traffic loading 

increases in lower mobility environments. This is mainly due to the stable overhead costs of OLSR with 

regard to increasing traffic. However, as mobility increases, it becomes a more dominant factor than the 

traffic loading and the performance of OLSR degrades so that AODV and DSR have a better throughput 

profile. With increasing traffic in moderate to highly mobile situations, AODV outperforms DSR in terms of 

throughput as traffic loading increases.

Nilson [Nil04] has examined the combined effects of node degree, node mobility and traffic loading on the 

performance of AODV and OLSR networks. The author has shown that the optimum node density is 

dependent on the traffic loading and the node mobility. Not surprisingly, it was found that smaller node 

densities result in lower average network connectivity which in turn leads to less routes being found or 

created and, consequently, less throughput across the network. In concurrence with [RoyOlb], it was found 

that node density must rise as mobility rises to maintain the same throughput performance for AODV.

In the case of AODV, Nilson found that low node densities (i.e. less than 5 neighbours per node) lead to 

lower network connectivity and that consequently the average throughput is lower due to a lack of routes. 

However, when the mobility increases the connectivity rises the throughput also increases for small traffic 

loads. As the mobility increases, the optimum number of neighbours also increases. Nilson also found that as 

traffic loading was increased in networks experiencing better coimectivity, the throughput fell for AODV as 

it led to more congestion. In sparse AODV networks, when the network manages to establish a route for the 

loaded traffic it experiences better throughput as there is less channel contention. In concurrence with the
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earlier evaluation studies, OLSR was found to yield a high throughput rate in dense networks. The increased 

node density leads to increased network connectivity and the discovery of more routes. Also, as already 

noted, increased network density allows the message relaying minimisation feature of OLSR to become more 

pronounced. As OLSR copes better with dense networks it is more likely to have routes than the reactive 

protocols; consequently it can deliver a higher average throughput. In summary:

I Proactive protocols continue to incur overhead in the absence of traffic, whereas reactive protocols are 

costless when there is no traffic.

II Reactive protocols perform well when nodes are requested to create long-lived routes to a small number 

of destinations. Increasing traffic destination diversity amplifies the negative effects of node mobility 

and node density for reactive protocols.

III Proactive protocols, having access to total topology information at all times, are efficient when 

presented with traffic destined for multiple destinations, regardless of the duration of the traffic streams.

■ Adaptive Local Tuning

Some ad hoc routing protocols have local parameters which may be varied in order to improve the 

performance o f a node; however, there is a limit to the extent to which the variation of these parameters 

enables the protocols to act in a more efficient manner. It should be noted that the nature and function of such 

local adaptation is outside the scope of the protocols’ specification documents. Reactive protocols such as 

AODV and DSR could have variable control over the timeouts which apply to their route cache entries and 

the rate at which, and extent to which, they search for fresh routes. The variation of the route cache timeout 

parameter may enable the nodes to expunge route cache entries before they become stale; a node may decide 

to drop routes more quickly in more mobile situations whereas a node may assign a longer life-span to routes 

in lower mobility networks. Nodes could expunge route entries using this technique in an attempt to pre-empt 

a normal route maintenance phase. Routes are normally expunged when they are found to be broken during 

the process of packet-switching or when their statically configured timeout expires. By pre-empting the 

break-down of a route the protocol may save time wasted on discovering the break, preferring instead to 

discover a fresh route during the time that would otherwise have elapsed in making that discovery. The other 

parameter over which protocols may exercise control is the type of search technique that they use; changing 

from expanding ring searches to non-propagating searches and varying the timeouts between consecutive 

search attempts.

If nodes are enabled to unilaterally change such variables as the rate and extent to which they query routes to 

destinations, then the network will experience the occurrence of greedy nodes which increase control 

overhead incurred on the network to their own end. Such unilateral action may have negative effects in other 

areas of the network which may experience increased congestion and medium contention.

Furthermore, it has been noted that one of the most negative factors for DSR is the occurrence of demands 

for routes to multiple destinations; DSR cannot exercise any control over this type of traffic loading and an 

ability to tune its parameters would be of no use in such a situation. So, while the adaptive tuning o f such 

local protocol parameters in response to changing network conditions allows the nodes to micro-manage the 

situation, it does not enable the protocols to overcome inherent incompatibilities between their design and the
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networking conditions that they experience. When the conditions experienced by nodes are significantly 

different to those that they are suited to, then these local adaptations do not suffice.

■ Concluding Remarks

Finally, it is worth noting that the cited evaluations, in common with most existing research, have focused on 

the deployment of ad hoc networks in closed environments. Standardised evaluation trials were used in 

[Bro98], [Cla02b], [DasOl], [Das98], [Joh99], [Per02] and [RajOO] to simulate closed networking scenarios 

where uniform networking conditions were experienced throughout the simulation space; the node mobility, 

node density and traffic loading values were not varied for the duration of the experiments. Indeed, in the 

scenario-based trials of [Joh99] the same conditions were imposed across the simulation space for the entire 

duration of the evaluations.

Whilst this approach to ad hoc protocol evaluation has obvious merits, in that it allows for the comparison 

and study of various protocols under specific networking conditions, it tends to give a misleadmg impression 

of the environments in which real ad hoc networks will operate. Real-world ad hoc networking environments 

cannot be modelled by a single invariant simulation space such as the standardised and scenario-based 

simulation spaces used in the aforementioned evaluation studies. Real ad hoc networks will exist in more 

challenging, open, dynamic and diverse environments. In order to assess the needs of an ad hoc networking 

system that will cope such networking environments the next section explores contexts in which ad hoc 

networks will most likely feature in the future.

2.5 Ad Hoc Networks for the Future

Research into next-generation wireless networks foresees the adoption of multiple and evolving standards. 

Ad hoc networks have been seen by some as a possible next step in the evolution of so-called second and 

third generation systems [FroOl]. The authors envisage a future generation of wireless networks that utilise 

multiple air interfaces; Bluetooth, IEEE 802.11, WCDMA, EDGE and cdma2000. The necessity of future 

networks to interoperate with current standards is certain given the enormous sums of capital invested in 

infrastructure in the last decade. It is suggested that ad hoc networks may complement other 

infi^tructure-based 4G networks. Ad hoc networking is viewed as a technology to further the concept of 

always-best-connected in future generations of communications systems.

While [FroOl] envisages a flexible always-best-connected concept built around existing architectiu-es, 

alternative views of future network architectures have also been promoted in [BraOO] and [Cas96]. The 

evolution of the conventional Internet has led researchers to reassess the requirements of future network 

systems that may have to cope with a more diverse range of constraints and opportunities, whether they are 

technological, economic or political. The development o f ad hoc networking solutions and standards should 

not take place in a vacuum, ignorant of the parallel advances and proposals in the field of wired Internet 

research.

[BraOO] discusses many areas of interest in next-generation architectures, highlighting the factors that should 

motivate the design of such systems. Among the requirements underlying the original Internet architecture
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were internetworking, robustness, heterogeneity and distributed management. While these objectives were 

met in the design of the original Internet, within the context of its existing stable and wired form, the 

solutions are no longer adequate and will not suffice into the future. A network architecture is expected to be 

relatively long-lived, applicable to more than one generation of a technology, e.g. IPv4 [UniSl] and IPv6 

[Hin98] use two different addressing schemes that both conform to the same Internet architecture. The role of 

such an architectiu’e is to ensure that the resulting technical designs of various schemes, such as routing 

protocols and addressing schemes, will fit together smoothly. The requirements of the Internet and other 

networks that extend or complement it, such as ad hoc networks, continue to change and become more 

demanding. [BraOO] suggests that some of the new requirements that should influence new designs are 

mobility, auto-configuration and time-varying resources, among others. The author suggests that a new 

architecture should be flexible and should efficiently support highly dynamic mobility. Current ad hoc 

routing protocols are an example of schemes that fulfil that objective, but they do so within the inflexible 

framework of the existing Internet structures.

The authors conclude that the long-term viability of the Internet requires a more revolutionary approach to 

the existing framework, although they do not propose a possible solution. They argue that any new design 

should be independent of short-range issues and should not require backward compatibility. The ability of ad 

hoc networks to exist as standalone networks will enable such experimentation to take place without having 

to take account o f existing standards and practices.

The Nimrod [Cas96] architecture is a scalable routing architecture that has been designed to accommodate a 

continually expanding and diversifying internetwork. The authors have targeted Nimrod for an 

internetworking environment that is unpredictable. They suggest that a range of political alliances, 

technological advances and demand economics will determine how such an internetwork will change over 

time. Therefore, the authors’ overriding concern is that the architecture is flexible enough to incorporate 

unanticipated changes to any of the enviromnental constraints that underlie the network’s operations. Such 

constraints may include network elements such as routers and hosts. They may also include the number of 

hosts and routers in the network. Other constraints include specialised user requirements, e.g. low latency 

streaming, and traffic session dynamics.

The future of the mobile ad hoc networking environment is one which will most likely see a fairly rapid pace 

of turnover in its constituent elements. The ad hoc networking system may be very heterogeneous. There are 

currently a variety o f services available for each layer of the communication stack. This variety already poses 

problems in the accurate and representative simulation of ad hoc networks. As ad hoc networks may be 

developed as standalone networks, it is open to developers, vendors and other authorities to adopt protocols 

and solutions from a variety of available proposed standards. Such decisions may be grounded in technical, 

political or financial reasoning. The components of ad hoc networks may be upgraded at a faster pace than 

was previously possible in large interconnected hierarchical systems. Already, the IEEE 802.11 standard, 

which has been a popular initial choice for wireless transmission in ad hoc networks, has undergone a 

number of revisions and improvements in a relatively short period of time. Ad hoc networking systems need 

to be flexible enough to accommodate change in the short to medium term.
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2.6 Ad Hoc Networks in an Urban Context

Much of the research into ad hoc networking technologies has investigated them in closed and controlled 

environments. The evaluations that have been reviewed were typical of that approach to the design o f ad hoc 

networking solutions. The studies investigated the use of ad hoc routing protocols in closed environments 

with uniform networking characteristics. Closed, controlled environments range from military scenarios such 

as battalions in the theatre of war to automated, self-auditing machinery on a factory floor and networking 

delegates in a conference venue. In closed and controlled environments the configuration of the nodes 

participating in the network can be tightly managed to ensure that the choice of ad hoc routing protocol suits 

the networking dynamics o f the situation. Nodes are generally assigned to a common task, configured prior to 

deployment and are of a common origin. The introduction of foreign bodies into such a system is very 

unlikely, if not technically impossible.

The real challenges for ad hoc networks are not those that exist in closed environments where the inherent 

qualities of the network are often stifled by artificial constraints such as human authority structures or the 

immobility of a factories plant. Rather, the real challenges in ad hoc networking development come from 

more open environments. An open ad hoc network is one that exists without any sort of pre-existing 

supervising infrastructure or authorities such as a military commands, college authorities or system 

administrators. An open distributed network allows any node to join or leave the network subject to the 

meeting of certain technical and security criteria. Among these criteria are the ability to use a common 

networking protocol, the ability to develop a trust based on the sharing of credentials and the ability to trade 

services in a cooperative and beneficial manner.

It should be noted that the real world is not a tightly controlled environment. As people are neither machines 

on the factory floor nor, generally, soldiers on the battlefield, the ad hoc networks that may be used by 

civilian populations will be found in a range of diverse locations and scenarios. Such open networks will 

occur in situations where there exists a body of users and devices coupled with opportunities to exploit 

interesting or necessary applications and services. The fact that ad hoc networks may ‘happen’ or ‘occur’ is 

one o f the traits that most strikingly differentiates them from other networking and communications 

standards. One such environment that will support the creation of open ad hoc networks is the urban 

environment. The rest of this section seeks to explore the relationship between ad hoc networks and the urban 

environment. By examining past experiences and observations of the relationship between urban life and 

telecommunication systems and by forecasting the possible interaction of ad hoc networking technology with 

contemporary urban life, the diverse, motivating context for this thesis is presented.

The civilian deployment, adoption and use of ad hoc networks may be a complex task. Civilian users, unlike 

military users or automated machines, exercise choice in their adoption and use of new technologies. The rate 

of adoption of new technologies and the variation in the use of the technologies adds to the complexity of the 

design of network services and the forecasting of future trends and scales of usage. However, new or 

emerging communication technologies have generally had their first brush with civilian use in the urban 

environment. In 1877, Alexander Graham Bell, along with his two financiers, Gardiner Hubbard and Thomas 

Sanders, formed the Bell Telephone Company to exploit his patented telephone technology. The first
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telephone exchange, operating under license from Bell Telephone, opened in New Haven, Connecticut in 

1878. Within three years of the inauguration of the telephone service, Bell telephone exchanges were in place 

in most major cities and towns across the United States. Cities and towns provided a critical mass o f potential 

users within a limited physical space to allow for the diffusion and adoption of a new technology. The limited 

range of the initial telephone system was coincidentally suited to the urban space. The same is true today as 

the urban space, as opposed to suburban or rural environments, provides opportunities for many commercial 

and social applications as well as critical number of potential adopters of ad hoc networking technologies.

The effect o f the diffusion of new technologies on cities and urban spaces has been o f interest to researchers 

for many years [Gra96], [Mos99], [TowOO], and [TowOl]. Sociologists and urbanists have many divergent 

views on the impact of telecommunications systems on the fabric of the urban environment and the behaviour 

o f the city dweller. [Mos99] explores the dramatic impact that information systems are having on the spatial 

organisation of activities in large metropolitan areas, increasing the complexity and type of interactions 

between individuals, funis, telecommunication systems and the built environment. The author argues that 

telecommunication systems are blurring the separation between home and work, changing the function of 

offices, cars, public parks and streets. Some of these changes may be seen in the move of banks from 

limited-hours operations on the main street to the provision of twenty-four hour services online. [Mos99] 

postulates that the creation of environments where humans can interact with inanimate objects, as may be 

facilitated through ad hoc networks, will turn such spaces into fully-fledged intelligent environments that will 

allow for the sharing of such pertinent information that may improve the quality of life for the users. 

Examples cited by the author included scenarios in which drivers stuck in traffic congestion may query and 

share information to less salubrious examples that illustrated how drug dealers and prostitutes may exploit 

such systems.

In [TowOO], it is argued that the widespread use of communications technologies is quickening the pace of 

urban life. The author contends that there has been an mcrease in the ‘metabolism’ of urban systems, i.e. the 

rate at which people interact with each other, make decisions and execute actions. This metabolism is tied to 

the decentralisation o f cities as information networks are created in a distributed way to facilitate demands 

that are increasingly unconstrained by location and time. Decentralised systems create a myriad o f new 

interactions and potential interactions between individuals. It is also suggested that urban planners have not 

taken account of the profound impact of new technologies on business and personal life. The placing of 2G 

and 3G antennas in urban locations to meet increasing demand is seen as a cosmetic response to the 

challenges posed. Traditionally, planners thought o f the city in spatial terms: i.e. where are people and things 

located, how does this consequently shape their activity patterns? Modem telecommunication systems 

increasingly free people from spatial or temporal constraints. Where once one may have only accessed the 

Internet at the office PC or made a personal phone call at a payphone or on the home landline, it is now 

possible to access many services with increasing temporal and spatial freedom and at one’s own whim.

A wide ranging exploration of the relationship between cities and communications technology is found in 

[Gra96]. The authors of ‘Telecommunications and the City’ highlight the social inequality associated with 

the Internet and most conventional hierarchical technologies, especially in advanced industrial cities. As 

urban society becomes more and more reliant upon telecommunications, the authors suggest that the city-
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telecommunications interaction is the prime example o f a society-technology relationship. They have sought 

to address the questions that arise when cities are increasingly composed of virtual companies, virtual 

communities and electronic territories. The result appears to be that there are both utopian and dystopian 

views of the effects of telecommunications on the city. As with many observers [Gra96] holds that 

technologies polarise society into the haves and the have-nots. Western cities have become increasingly de

industrialised as market forces have driven low-skilled labour-intensive plants to cheaper regions, away from 

the industrial heartlands of old. Thus, the voids left in the city fabric have increasingly become centres for 

retail, leisure and information-rich activities. Such revitalised spaces provide for the development and 

enabling of new applications and services that enrich the experience of shoppers, visitors, workers and the 

general urban dweller. Even though the impact of, and reliance upon, telecommunication systems has 

become more pervasive, [Gra96] maintains that urban planners are more concerned with shaping transport 

systems to meeting the public need as they are services that are visible to all. Telecommunications systems 

are a hidden public service and may be neglected to a greater extent than roads, schools and hospitals. While 

there is an outcry when roads are congested and trains are overcrowded, one rarely, if ever, hears of public 

outrage about an oversubscribed aDSL ‘exchange’ or patchy GSM signals in many urban blackspots. Urban 

policies are not developed to provide comparable qualities of service in both the visible and invisible 

services. Ad hoc networks, as extensions to existing infrastructures, allow communities of users to fill voids 

that either commerce or government will not service. Furthermore, the freedom of ad hoc networking 

technologies from the heavy regulation that exists for most centralised telecommunication services allows 

users to dictate the types of services that they want and the types of services they provide.

One other significant point that is raised by [Gra96] is that of the relationship between time, space, cities and 

technology. After Descartes, space was treated as an absolute object within which human life was played out. 

Space and time were viewed as mere environments in which social conduct is enacted. Many theories that 

were developed for the understanding o f the growth of cities and urban systems placed a priority on the need 

to move people and goods as being the limiting factor defining the development of cities. The central tenet of 

the argument was that travelling across the Euclidean plane was expensive in both time and money terms. 

Services, from shops to stock markets, were spread out over space in proportion to population centres so that 

consumers could access them efficiently. Planners assumed that there was a decreasing interaction between 

people and services with increasing distance, and this approach shaped the growth of cities. As noted in 

[Gra96], the effects of new telecommunications systems have been interpreted within the context of the 

objective approach to space and the invariant notion of time. Telecommunications systems are still viewed as 

‘information highways’ which are laid out across space and are treated analogously to transport networks. 

The authors argue that this view of telecommunications systems has ‘straight-jacketed’ new thinking on the 

role of such systems in relation to restructuring space. They ftirther argue that if one views 

telecommunications systems as distance-shrinking technologies, one misses the point that such systems 

actually render distance meaningless rather than only reducing its degrading effects. Ad hoc networks allow 

people and objects to be networked at anytime and anyplace.

Community or non-Telco led telecommunication systems are already evident. These non-socially-polarising 

and rather more inclusive independent standalone systems attempt to address some of the problems and 

restrictions associated with centralised authoritative communications systems that have been subject to the
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dead-hand planning of governments and corporations. Many college campuses have IEEE 802.11-based 

infrastructure wireless networks and more hotels, airports, cafes and shopping malls are offering such 

services on a per-fee basis. Emerging 2.5 and third generation telephones are enabled with packet-based 

communication mechanisms (GPRS, CDMA2000 etc) and many are equipped with Bluetooth. Gradually, a 

vista of more pervasive consumer data networking is opening up. Campus LANs and Bluetooth-based PANs 

offer the possibility of networking in the absence of a Telco and therefore a third-party billing authority is not 

a feature. The evolution of these standards may well see the realisation of open standard ad hoc networking 

protocols being adopted across a variety of platforms and transmission media, through a variety o f business 

and community-led initiatives.

At a more technical level, the urban environment is a challenging space for any wireless technology. The 

challenges vary over space and time and are compounded by the variability and unpredictability o f users’ 

movements and data demands. A cursory look at any urban landscape reveals a mosaic of physical spaces. 

Open city parks are bounded by busy roads, lined with trees and terraces. Pedestrianised streets are flanked 

by shops, cafts and car parks. Each physical space brings with it a different obstacle for an ad hoc

networking device. Walls, trees and 

vehicles interfere with radio signals, 

causing multi-path fading and other 

hurdles that must be overcome by 

more robust modulation schemes such 

as OFDM. Planned, infrastructure- 

based systems such as GPS and GSM, 

which may be used to augment the ad 

hoc routing services, are sometimes 

available intermittently and with 

varying levels of quality.

The review of ad hoc routing protocol 

performance in this chapter has 

highlighted the varying success and 

efficiencies o f ad hoc routing 

protocols in a variety o f settings. 

Certain routing protocols are shown to 

be suited to particular combinations of 

traffic loads and node mobility 

characteristics, among other 

parameters. While the urban space is a 

diverse and heterogeneous patchwork 

of spaces distinguished by diverse 

characteristics, the global urban space may be broken down in smaller local homogeneous regions. Such 

local regions have specific demands and networking characteristics as a result of the activities that are played

Figure 2-7 A Pedestrianised Shopping Street
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out in their distinct physical space. A single generic ad hoc routing protocol would not be optimally suited to 

such a diverse and dynamic environment.

An example of a typical urban space is described to elucidate the elements o f user diversity and networking 

diversity outlined in the previous paragraphs. A pedestrianised street adjoining an urban park is an example 

of two contiguous but uniquely distinguishable spaces. While there are few physical barriers between the two 

areas, the behaviour and experience of people in the two spaces is quite distinct. These two areas are worthy 

of further discussion and exploration as they provide a context in which to examine further work in this 

thesis.

A pedestrianised shopping street, such as Dublin’s Grafton Street, is possibly one of the densest 

environments in an urban space in terms of humans and associated retail and leisure services. Shoppers cram 

into such streets, moving about in bursts and flows as they enter and leave shops or congregate around 

buskers and shop windows. There is a mix of purpose driving the people that circulate in such a space. Some 

people meander in and around stores or stop to drink a coffee. In such a setting the types o f possible 

applications may vary greatly. Shoppers might query stores on the brands that they stock and their inventory

without setting a foot inside the 

door. Department stores may 

target customers who flag 

themselves as loyal customers 

with advance information on 

sales and special ofTerings. The 

types of traffic in such an 

environment may be sporadic 

and short-lived. Shops,

shoppers, caf6s and customers 

are only briefly associated for 

the purposes of sharing and 

querying information as they 

come into proximity with one 

another.

In a recreational city park, 

such as Dublin’s St. Stephen’s 

Green, one may expect a very 

different environment to that 

found in a busy retail space such as the street described above. Urban parks and squares are spaces that have 

been designed as relaxing spaces. They don’t team with millmg people in the same frenetic way that a mall or 

a street does. People have space to relax in a park as the pace of life slows down a notch or two. This is 

reflected in the way that such a space may be characterised in terms of the ‘density’ and mobility of humans. 

The density o f humans in a park will generally be moderately sparse while the mobility of visitors is quite 

slow, if they are not entirely stationary. Such a relaxed setting as a park allows people to engage in more

Figure 2-8 An Urban Park
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thoughtful and long-lived network transactions. People may surf the Internet or check their e-mail account. 

There is time to browse news sites or municipal information portals. The scenario in which the user is 

situated influences the type applications and services they will use and the time they will spend using them. 

A pedestrianised street is not the place to idly book a holiday online, whereas the park bench is not the place 

from which to browse store offers.

All in all, the urban space should provide a fertile environment for the growth of ad hoc networking 

technologies in years to come. It is one of the prime settings in which civilian, commercial and open mobile 

wireless ad hoc networks may thrive as there will always be a critical mass of potential users, services and 

applications to stimulate the formation of a network. However, the diversity of such a space would challenge 

existing approaches to routing in ad hoc networks as routing protocols have not been designed with such 

diverse and dynamically varying scenarios in mind.

2.7 Summary

This chapter has demonstrated that there is much diversity in the field of ad hoc networking research, ranging 

from the choice of available radios and MAC schemes on the one hand to the variety of applications and 

services that are proposed on the other. That diversity and variety are also present at the core of the ad hoc 

network, specifically at the network-layer. Many ad hoc routing protocols have been proposed and developed 

over the last number of years. It is evident that a few of these multi-hop ad hoc routing protocols have proven 

themselves as they have matured and moved through the development, evaluation and standardisation tracks 

of the global ad hoc network research community.

These protocols have emanated from many different sources; some taking their design influences from the 

routing protocols used in conventional wired networks, while others present completely novel techniques that 

have been motivated by the intrinsic characteristics of the mobile ad hoc networking domain. The evaluation 

of these protocols has clearly demonstrated the disparity of the protocols’ performance profiles when 

challenged under a range of differing networking conditions.

Whatever the provenance or performance of the protocols, it is clear that no single ad hoc routing protocol 

will become the preferred and unequivocal choice of the research community; instead there will most likely 

be a number of competing standards that work well under different networking conditions.

While the diversity of choice of ad hoc networking solutions is quite clear, the future context of ad hoc 

networking is more uncertain and conjectural. The place for mobile ad hoc networks is assured within the 

confines of the military context; much of the flourishing contemporary research in this area is stimulated by 

the needs of the military. As with most technologies that originate from those quarters, ad hoc networks are 

sure to be adopted in commercial and civilian contexts. In an open, civilian environment, mobile wireless ad 

hoc networks may be seen as an emancipating technology; the constraints of hierarchy, of centralised 

authorities and forward planning are jettisoned in place of autonomous, robust, self-organising and 

distributed traits that allow nodes to form demand-driven networks that are independent of space and time. In 

open environments, devoid of rigid social hierarchies, autonomous ad hoc networks will be required to
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manage themselves in the absence of any external controls. Such environments are also likely to exhibit 

different networking conditions from time to time and from place to place.

It is apparent that within such a demanding and heterogeneous mobile ad hoc networking context there is an 

argument for flexibility at the network-layer. In a general sense, flexibility is an umbrella concept that 

encompasses such design features as systems, structures, reconfigurability and adaptability. The need for 

flexibility at the ad hoc network-layer is motivated by a number of factors. Flexibility is motivated by the 

diversity of choice o f ad hoc routing protocols, the disparity of their performance profiles and the challenging 

nature of an open, autonomous ad hoc networking envirotmient.

Flexibility is required to address the coexistence of multiple standardised muhi-hop ad hoc routing protocols. 

In a networking environment that is not monopolised by any one protocol, the networking system should be 

flexible enough to accommodate and leverage the availability and use of multiple standardised protocols.

Flexibility is required to address significant changes in the networking conditions experienced by 

autonomous nodes. The variation in the performance profiles of some mature protocols strongly indicates 

that no single protocol will deliver an optimum performance under all networking conditions. A flexible 

networking system should be able to engage the protocol most suited to the prevailing network conditions.

Finally, flexibility is required to address the challenging nature of an open, autonomous ad hoc networking 

environment. Such an environment is characterised by the occurrence of events such as nodes migrating from 

one network to another, network partitions, network mergers and initialising networks. As ad hoc routing 

protocols have been designed with such events in mind, a system that facilitates the use of multiple protocols 

in diverse enviroimients should itself not be constrained by such events. The next chapter proposes a 

defmition of a flexible ad hoc networking system and identifies the design challenges that arise in creating 

such a system.
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Requirements of a 
Flexible Multi-Protocol 

Network-Layer

3.1 Introduction

The notion of a flexible ad hoc networking system was suggested and extensively motivated in the last 

chapter. On that basis, this thesis proposes a move away from the traditional approach to network-layer 

design, as found in both wired static networks and existmg wireless ad hoc networks.

The routing protocol is at the core of the network-layer. Conventionally, the routing protocol is considered to 

be an invariant with regard to the layer structure. The standard approach to the design of ad hoc network 

routers and networks has been to choose a single protocol, e.g. AODV, DSR, TORA or a location-based 

protocol such as LAR or DREAM, prior to the deployment of the node and the network. As with other layers 

of the communications stack, with the exception of the application and session layers, the choice of what 

particular service to use is made before the node is deployed and would rarely, if ever, be replaced or 

upgraded.

It is therefore proposed in this thesis that a node be designed to have access to a suite of ad hoc routing 

protocols that it may employ, as appropriate, in the course of its existence. This chapter defines the core of a 

multi-protocol ad hoc networking system and lays out what would be expected of the network-layer in such a 

system. As will be seen, there is a step-change in network-layer design, from a monolithic and preconfigured
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structure to a flexible multimodal structure which introduces a large number of demands on the 

network-layer.

3.2 Flexible Multi-Protocol Network-Layers

In terms of the research carried out in this thesis, a flexible multi-protocol network-layer is defined as a 

network-layer that allows the nodes of an ad hoc network real-time access to a suite of routing protocols. The 

purpose of such a network-layer is to facilitate the real-time configuration and reconfiguration of nodes in 

response to naturally occurring network events and changes in the networking conditions; such a level of 

flexibility was previously not possible. In order to highlight the points where flexibility is required in such a 

multi-protocol network-layer it is useful to depict a typical day in the life of autonomous nodes in an average 

urban environment. The example used revolves around an urban Park and an adjoining pedestrianised 

shopping Street, as illustrated in Figure 3.1 below.
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Figure 3-1 Illustration of a Park and an Adjacent Street: Morning

Morning: A group of students agree to meet in the Park for a game of football and a little study before their 

afternoon lectures. When they arrive in the park they turn on their mobile devices: laptops, tablet PCs and 

PDAs, to share notes and collaborate on assignments fi'om the day before. (It is acknowledged that the 

foregoing list of contemporary computing devices is sure to be outdated by more ambient devices and 

appliances in the near, but unforeseeable, future.) Each of the devices is equipped with the latest flexible ad 

hoc routing software, allowing each node to choose fi'om a selection of protocols and services. The ability of 

nodes to seek software updates fi'om time to time, thereby changing or upgrading their suite of protocols, is 

not a consideration of this thesis. The group of nodes initialise themselves to use a common ad hoc routing 

protocol and form an ad hoc network, the blue network in Figure 3.1. Meanwhile on the Street, some early 

morning shoppers have arrived to look for bargains and do some window-shopping. An ad hoc network 

already exists here as the semi-permanent commercial nodes in the shop windows and the municipal 

authority nodes in the lampposts have already initialised. The shoppers’ nodes join  the network on the street, 

the red network in Figure 3.1
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Figure 3-2 Illustration of a Park and an Adjacent Street: Afternoon

Afternoon: As the day progresses, more people come to the Park for lunch. They may come from the Street 

where they have been using the red network. As they come into the Park their nodes must migrate to the blue 

network. Whereas initially there were only a few students in the Park, the numbers in the Park have now 

increased dramatically and the protocol that the blue network is using is starting to fail. The blue network, 

after observing and analysing the change in the network dynamics, reconfigures itself to use another 

protocol. While in the Park, some people want to check out the latest offerings fi'om the music stores and 

bookstores on the Street. As they are part of the blue network in the Park and the music store is using the red 

network in the Street, the red and blue networks must internetwork to allow communication between the 

Park and the Street, as illustrated by the black lines connecting the red and blue networks in Figure 3.2.

Figure 3-3 Illustration of a Park and an Adjacent Street: Evening

Evening: As the Park closes at six o’clock people start to head for the Street. As the blue network moves in to 

the Street the two networks have to merge, as illustrated in Figure 3.3. At each of these points in the life of a
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node and a network, the system is required to enable both the networks and the nodes to adapt to the 

prevailing networking conditions and composition in a timely manner without any manual or external 

interference.

The goal of this thesis is the design of a multi-protocol network-layer for an ad hoc network that facilitates 

the type o f behaviour as depicted in this example. The scenario outlined here clearly identifies the stages in 

the life-cycle o f an ad hoc node at which flexibility in the network-layer is desirable (i.e. initialisation, node 

join, network mergers, node migration, internetworking and adapting to changed conditions). The following 

subsections take each of these stages in turn and give more detailed descriptions of the type of flexibility that 

is proposed.

3.2.1 Flexibility to Enable Auto-Configuration: Node Initialisation and Node Join

It is proposed that a node should be able to auto-configure itself at the network-layer. The term auto- 

configuration, as used in the context of this work, describes a node’s ability to choose a routing protocol at 

runtime so that it may form a network with other nodes. The configuration of other network-layer parameters, 

such as a node’s address, is not at issue in this work.

It should be remembered that multi-hop peer-to-peer communication is only possible when remote nodes can 

exchange routing information by using a common routing protocol. As conventional routers are statically 

configured with a single invariant ad hoc routing protocol, network-layer auto-configuration, with regard to 

the routing protocol, has not been an issue heretofore. In conventional routers, each node simply follows the 

boot-up procedures mandated for the protocol statically deployed in the network-layer. In a network of 

flexible multi-protocol nodes the adoption of a common routing protocol at boot-up time is not so trivial. The 

specification of a default option is difficult, if not impossible, as nodes may be deployed at different times 

and by different vendors and user groups.

In closed networking systems, such as may exist in the military or commercial domains, access to the 

network can be tightly controlled. An army battalion may number up to a thousand soldiers depending on the 

number of constituent companies, translating into a predictable number of ad hoc nodes. In such scenarios, 

nodes are admitted to the network in an organised way. There may also be a pre-existing association between 

the nodes in such a network, mirroring the social or commercial associations of their owners/users. Such an 

association may take the form of a network or partition identification number.

However, in an open ad hoc network there is no requirement for a pre-existing association between the 

participating autonomous nodes. As the nodes are autonomous, they can form networks whenever they need 

to. From time to time and from place to place a node may cooperate with various other nodes to form distinct 

standalone networks that serve diverse and transient purposes. In such an environment, where multiple 

standalone networks may be formed in isolation from one another, it is important that such standalone 

networks are identifiable, both from an internal and external viewpoint. Nodes participating in the network 

should be enabled to recognise the nodes they are collaborating with and should also be enabled to recognise 

foreign nodes and networks, i.e. nodes and networks with which they have not yet formed an association.
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Auto-configuration should readily facilitate the existence of multiple independent networks so that each 

network may cope with future network events such as migration, mergers, partitions and reconfiguration.

Figure 3-4 A single node boots up and auto-configures itself

It is envisaged that nodes will generally auto-configure in two ways. Firstly, a single node may boot up either 

in the presence or absence of a network or other node. If a node boots up in the presence of an existing 

network, it may join that network by configuring itself accordingly and associating itself with that network. 

Figure 3.4 depicts node 9 at time Tx when it is being booted. The node has not yet configured itself and 

cannot join the network. By time Ty node 9 has configured itself appropriately and has joined the green 

network.

The second common scenario is group initialisation. This occurs when a group of nodes simultaneously boot 

to form a network ui order to collaborate and communicate. In this case, the challenge that the network faces 

is in negotiating and choosing a protocol in the absence of fimctioning peer-to-peer communication services. 

Figure 3.5 depicts a group of seven nodes that boot up within a short time before time T,. As none of the 

nodes are configured they cannot perform multi-hop peer-to-peer networking. By time Ty they should have 

collaborated to configure themselves so that they can form a network.

Figure 3-5 A group of nodes boot up and auto-configure themselves

It is envisaged that the process of initially auto-configuring a node should be proactive in nature, i.e. a node 

will actively seek to be configured when it boots up, regardless of whether or not the node is to be used 

immediately. It is reasonable to assume that when a node has been turned on and booted, that it will want to
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join a network immediately as an un-configured node cannot participate in a network. This is also the case in 

the group situation. When nodes boot-up in a group situation, as depicted in Figure 3.5, they may not be 

within direct communication range of each other. It is possible that some nodes may be remote from other 

nodes in the group. Until the nodes’ network-layers are configured they may not communicate in a multi-hop 

peer-to-peer manner. The lack of such communication facilities inhibits the ability of the nodes to organise 

themselves.

As is obvious from the examples, much of the proposed flexibility in this ad hoc networking system revolves 

around the ability of the nodes to access and use a number of protocols, in contrast to conventional single 

mode routers. The network may be globally configured in one of a number of multiple possible states, which 

are equivalent and interchangeable. As such, the network-layer of each node may be configured to use a 

range of different protocols, e.g. protocol A or protocol B or protocol C. Each protocol, whether it is protocol 

A, B or C, is equivalent in terms of the fact that it provides a multi-hop routing service, but different in the 

manner in which it delivers that multi-hop routing service. No protocol has any natural precedence over any 

other protocol at boot up time; there is no preferred initial state of configuration. By initial precedence or 

preference, it is meant that in the absence of experience of the networking dynamics it is not possible to 

know, in advance, which protocol will be best suited to the network when it is active. The primary goal of 

network-layer auto-configuration is to ensure that the participating nodes realise a consistent global state 

across the network. It is not the goal of the auto-configuration mechanism to focus on which protocol would

be suitable to use under the existing networking conditions, as there would be no experience of such

conditions at this point in the life-cycle o f the node.

It is worth noting that the size of an open network is unknown, i.e. the number of participating nodes may 

vary from time to time in an unplanned or unforeseen manner. In keeping with the spirit o f a truly 

spontaneous ad hoc network, it is not possible to ascertain the number of participating nodes in the network 

at any time. As the ad hoc network is not a closed system, nodes are free to join and leave at will. The joining 

and leaving of nodes has the effect of changing the size of the network in a dynamic and unpredictable way. 

The auto-configuration process should not be impeded by such uncertainty over the network size.

In essence, the objective o f network auto-configuration is to ensure that a consistent global network state, i.e. 

a common routing protocol, is brought about by the participating nodes within a short time of them being 

booted up.

In summary, a flexible system that facilitates the auto-configuration of a node in any networking situation 

should be able to:

a  Observe the environment the node is booting up in.

a  Collaborate with other nodes, if any, so that a consistent state is brought about at the network-layer 

with regard to the ad hoc routing protocol configuration.

a  Implement a decision, based on prior observation and possible collaboration, so that the node is

configured and ready for use in a timely manner.
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3.2.2 Flexibility to Enable Auto-Configuration: Node Migration and Standalone 
Network Mergers

After a node has initially auto-configured itself, it may begin to participate in the network. At this stage, the 

node may experience migration and network merger events. It is proposed that a node should be able to 

migrate between standalone networks in a seamless manner. The term node migration, as used in the context 

of this work, describes a node’s ability to adapt the configuration of its network-layer, i.e. its routing 

protocol, route cache and other data structures, when it moves from one standalone network to another.

The ability to migrate is a necessary feature of a flexible ad hoc networking system as standalone networks 

may be formed in separate physical spaces using different network-layer configurations. It is envisaged that a 

flexible ad hoc networking system should allow standalone networks to be formed as and when they are 

required. It is also envisaged that autonomous standalone networks should be enabled to reconfigure 

themselves, as will be discussed in the final subsection, in response to observed networking conditions and 

are free to move in an unrestricted manner. As nodes move about a physical space in an autonomous manner, 

they may move from one network to another and the nodes should be enabled to adapt to observed changes in 

the state of the network enveloping them. Such adaptation should involve the nodes configuring themselves 

to the state of the network by adopting the routing protocol and data structures that are consistent with the 

new network’s state.

Figure 3-6 Node Migration between Two Standalone Networks

The importance of dealing with node migration stems from the fact that when a node moves from one area to 

another there may be a resulting inconsistency in the network state as the migrating node is out of step with 

the enveloping networking system. A migrating node is a node that becomes physically isolated from the 

network that it has formed an association with. The migrating node would have been synch' with the 

network it left but there is no guarantee that the network it migrates to will be configured likewise. The two 
parties to the migration event, the migrating node and the receiving network, should resolve the differences 

between their configurations and identities in a timely manner so that the state of a receiving network is not 

perturbed by the signalling of a misconfigured node and so that the migrating node may network.
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An example of a scenario that demands such system flexibility is depicted in Figure 3.6, where two networks 

exist in close proximity. The green network is using the Protocol A and the blue network is using the 

Protocol B. A time T,, node 9 is situated within the physical area occupied by the green network and 

participates in that network by using the Protocol A. Node 9 starts to move and by time Ty it has just left the 

coverage o f the green network. By time Tz, node 9 has moved into the area covered by the blue network. At 

this time, node 9 has physically migrated from the green network to the blue network and will be unable to 

communicate with the other nodes in the blue network as it is using a different protocol. A flexible system 

should enable node 9 to observe the changes in the state of the surrounding nodes and adapt its ovra state 

accordingly so that it may continue to network.
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Figure 3-7 Complete Merger of Two Standalone Networks

It is also proposed that standalone networks should be able to merge. The notion of a network merger, as the 

term is used in this work, encompasses the ability of the networks, as manifested in their constituent nodes, to 

adapt the merged nodes of the two networks so that a consistent state exists in the merged nodes, allowing for 

peer-to-peer communication.
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In some networking contexts a merger happens when the edges of two networks come into direct 

transmission range with each other. In this work, a network merger is considered to occur when two networks 

share the same physical space. The merging of multiple networks demands a different approach to that of 

node migration. To clarify. Figure 3.7 depicts two networks that go through the process of a complete 

merger. At time Tx, both a green network and a red network exist, both operating different protocols. The red 

network is moving in the direction of the space occupied by the green network. A time later at time Ty, the 

red and green networks occupy the same space and ether but they cannot communicate with one another as 

they are using different protocols. By time Xz, the nodes of the red network should have adapted their 

configuration to use the green protocol, allowing the two former standalone networks to fimction as one 

homogeneous standalone network.

Instead of having multiple overlapping networks occupying the same ether, but using conflicting ad hoc 

routing protocols so that they cannot communicate in a multi-hop peer-to-peer manner, it is preferable that 

the merged nodes adopt a single protocol. In contrast to the situation that occurs when a node migrates, the 

nodes of merging networks are still part of their original networks unlike a migrating node that becomes 

isolated from its original network. The merged nodes should be enabled to take mutually acceptable actions 

that result in the merging of the two networks in such a manner that a consistent network-layer configuration 
persists in the merged section of nodes.

In sunmiary, a flexible system that enables a node to migrate from one network to another should enable the 
node to:

a  Observe that it has migrated from one network to another network,

a  Evaluate the choices available to it that may enable it to participate in the other network,

a  Implement a decision in a timely manner with minimal service loss, allowing the node to rejoin a 
network.

A flexible system that facilitates the merging of two standalone networks should be able the nodes to:

□ Observe that a network merger is taking place,

a  Evaluate the options available to both networks.

□ Implement a mutually acceptable decision that results in the merged section of the network 
regaining a consistent state in a timely manner.

3.2.3 Flexibility to Enable the Ad Hoc Internetworking of Heterogeneous 
Standalone Ad Hoc Networks

It is proposed that two heterogeneous standalone networks should be able to internetwork. The term 

internetworking, as used in the context of this work, describes the ability of heterogeneous networks to route 
data between nodes in both networks.

Internetworking is a necessary feature of a flexible ad hoc networking system as two heterogeneously 

configured standalone networks that are within transmission range of each other should not be isolated from
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one another, in terms of multi-hop communication, by virtue of their network-layer heterogeneity. In order to 

allow the two networks to internetwork, the communication of routing information and data between the two 

networks should be facilitated. Gateways, bridges, interior routing protocols and exterior routing protocols 

are features o f conventional internetworks. However, their applicability to the mobile ad hoc networking 

domain is limited. The autonomous and mobile nature of ad hoc networks demands a more dynamic and 

distributed solution to the problem of ad hoc internetworking.

Tz> T

Figure 3-8 Partial Merger of Two Standalone Networks

A flexible system that enables internetworking should dynamically enable nodes to act as bridges between 

two contiguous regions. Such bridge nodes, in addition to having normal routing flmctionality, should be 

capable of facilitating internetworking between the two heterogeneous networks. Once again, such flexibility 

is dependent on each potential bridge node being able to determine the need for bridging capabilities between 

two contiguous, yet heterogeneous, regions of nodes.
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An example of a scenario that necessitates internetworking capabilities would possibly arise following on 

from the merging scenario outlined in the previous section. Figure 3.8 depicts a networkmg scenario that is 

similar to that akeady depicted in Figure 3.7 except that in this example the two standalone networks do not 

merge completely. The red network partly moves into space and ether occupied by the green network at time 

Ty. Unlike the example depicted in Figure 3.7, not all of the nodes in the red network share space or ether 

with the green network. By time Tz, the portion of the red network that overlaps the green network has 

adapted to the observed network composition change by adopting the configuration of the green network. 

Such action would result in the creation of a single internetwork of two heterogeneous regions of nodes 

where originally there were two unconnected standalone networks.

For whatever reasons a heterogeneous network arises, internetworking is needed to enable communication 

across the entire network. The green network in Figure 3.9 may be usmg the Protocol A while the blue 

network is using the Protocol B. A flexible network-layer should allow a node within direct communication 

range of both networks, node 50 in Figure 3.9, to provide internetworking facilities.

Figure 3-9 Internetworking of Two Heterogeneous Standalone Networks

In summary, a flexible system that facilitates intemetworking between two heterogeneous networks should 

allow a node to;

a  Observe the presence of multiple contiguous heterogeneous networks.

□ Evaluate the necessity to provide intemetworking facilities.

□ Implement the necessary modifications to the node’s network-layer structures to allow it to facilitate 

intemetworking.

3.2.4 Flexibility to Enable the Reconfiguration of Networks

The final proposal of this thesis is that nodes should be able to reconfigure the network-layer in response to 

changes in the networking conditions, e.g. node mobility, node density and traffic. Specifically, nodes should 

be able to reconfigure dependent features of the network-layer, namely the routing protocol in use.

The need for nodes to be enabled to reconfigure themselves at the network-layer is motivated by the fact that 

it has been demonstrated in the literature presented in the last chapter that various protocols are suited to 

disparate networking conditions. Whilst acknowledging the equivalence of the routing protocols, in that they
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all provide a multi-hop peer-to-peer routing service, it is apparent from the published literature that the 

efficiency with which different protocols deliver that service is dependent on the underlying networking 

conditions. It is proposed in this thesis that a flexible network-layer should enable networks to utilise the 

optimum routing protocol for the prevailing networking conditions.

The fundamental requirements of such network reconfiguration are threefold. Firstly, nodes should be 

enabled to observe and analyse the changing networking conditions in which they are operating as the 

efficiency of routing protocols is affected by a number o f different factors such as node degree and node 

mobility. Secondly, nodes should be able to collaborate with each other to ascertain whether or not there is a 

requirement to reconfigure the network. Such collaboration may involve the exchange of information about 

the networking conditions or the decision-making process. As previously stated the routing protocol used by 

a node is a dependent variable of the network-layer and cannot be changed at a node in a unilateral manner. 

Finally, nodes should be able to act on a decision in a timely and organised manner, in conjunction with other 

participating nodes, to reconfigure the network to use a more suitable routing protocol such that the new node 

configuration is more suited to the prevailing network conditions.

Given the open nature of the proposed ad hoc network, the more specific objective of this component of the 

flexible multi-protocol layer is to allow groups of nodes, which are already collaborating to form a network 

using some ad hoc routing protocol, to choose the routing protocol most suitable for the region of the 

network that they occupy at that time. As networking conditions are unlikely to be uniform across the entire 

expanse of a realistic ad hoc network at all times, the flexible network-layer should allow the network to 

function as a patchwork of heterogeneously configured regions. The term region is used throughout this 

thesis in place of the term partition as the term partition connotes a stronger and more distinct physical 

separation between various network elements. In this thesis, while the network may be divided by virtue of 

heterogeneity at the network-layer, the division may be overcome by technical innovation, unlike a physical 

network partition.

•  •
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Figure 3-10 A Network of Statically Configured Single-Protocol Nodes

To illustrate the general concept of a flexible heterogeneously configured network, the following diagrams 

contrast the differences between existing networks and the proposed network. In Figure 3.10, every node uses 

the same routing protocol, as is typical of a standard ad hoc network. This enables Node 1 to communicate
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with Node 2, from end-to-end, by accessing the multi-hop routing services provided by the intermediary 

nodes, as illustrated by the thick red line in the diagram. The thinner orange lines denote connectivity 

between nodes.

In a flexible network that enables nodes to take account of regional differences in networking conditions, the 

nodes participating in an end-to-end communication session may not be configured to use the same routing 

protocol, as illustrated in Figure 3.11 where Nodes 1 and 2 are in adjacent, heterogeneously configured 

regions. The flexible multi-protocol network-layer, by preserving the underlying and unifying unreliable 

packet-switching service, enables the seamless internetworking of heterogeneously configured regions of 

nodes that reflect the underlying networking conditions. The reconfiguration component, in conjunction with 

the other features of the flexible multi-protocol network-layer, enables the network to suitably configure 

itself on a regional basis. The flexible attributes of this network-layer enable the network to bend, i.e. 

accommodate different conditions by using different protocols, without breaking, i.e. fail to enable multi-hop 

peer-to-peer communication because the routing protocol cannot cope with the prevailing conditions.

Figure 3-11 A Network Composed of Heterogeneously Configured Regions

In summary, a flexible system that facilitates the reconfiguration of a dependent feature of a node’s network- 

layer should enable the node to:

□ Observe and analyse the prevailing networking conditions.

□ Collaborate with other nodes to determine if another routing protocol is more appropriate.

□ Implement a decision, based on prior observation and collaboration, so that the node/network is 

reconfigured in a timely manner.

3.3 Summary

The notion of a fiexible ad hoc networking system, introduced in this chapter, is predicated on the concept of 

a multimodal ad hoc network-layer. Such a network-layer would, unlike conventional routers, be designed 

around a suite of standardised ad hoc routing protocols that have been shown to have different performance 

profiles under different networking conditions. As discussed, the flexible ad hoc network-layer would enable 

nodes to auto-configure (initialise, join, migrate, merge), to internetwork between heterogeneous regions of
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the network, and to reconfigure regions of nodes in response to changes in the observed networking 

conditions. To enable this level of functionality a node in the network must have the ability to observe its 
operating state and its environment as the network, through its nodes, only adapts to changing conditions if it 

is able to observe those conditions. A node should then be able to make a decision, based on its observations 

(and where relevant, in collaboration with others), on which of the available ad hoc routing protocols to use. 

It is clear from the discussion in this chapter that a truly flexible multi-protocol network-layer must contain a 

high level of functionality and sophistication. In designing such a layer, there are many challenges relating to 

the specific characteristics of the ad hoc network that must be taken into account. The remaining chapters in 

this thesis deal with these challenges and their solutions in detail.

70



Towards a Flexible 
Multi-Protocol 

Network-Layer

4.1 Introduction

The core aim o f this thesis is to design a multi-protocol network-layer. While the previous chapter introduced 

the idea of such a layer, this chapter continues the discussion in a more practical manner by concentrating on 

matters that are relevant to its design. Firstly, the proposed design of the layer is set within the context of 

existing network-layer designs. A basic blueprint, which is used to guide the design of the components of the 

multi-protocol network-layer, is then developed. The key assumptions and propositions underlying the design 

of the layer are briefly introduced, forming the basis on which subsequent design choices are made. Finally, 

the structure o f the basic network-layer, which includes the three routing protocols; AODV, DSR and OLSR, 

some attendant data structures and the experimental Network-Layer packet are also described in this chapter.

4.2 Network-Layer Design

Before focusing on the design of a new type of network-layer, it is appropriate to look at existing 

network-layer design and to consider both the purpose and position of the network-layer within the 

communications stack in more historical detail. The traditional design of a network has consisted of an 

interconnected system of routers, gateways, switches and hosts,; each incorporating a rigid multi-layer 

communications stack which generally corresponds to the Internet’s TCP/IP stack. While routers, i.e. nodes
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dedicated solely to routing, do not deal with issues above the network-layer, ad hoc nodes are generally both 

host and router, comprising of layers from the application-layer right down to the physical-layer.

The International Standards Organisation’s (ISO) Open System Interconnection (OSI) seven-layer reference 

model clearly defmes the purposes of each layer of a theoretical communications stack with regard to 

services, interfaces and protocols. Layers are created where different levels of abstraction are required for the 

purposes of providing specific peer-to-peer services. The OSI reference model provides a guide to enable the 

development of interoperable and competing open systems; hence the need for a clearly defined stack 

structure. Each layer provides a specific service which higher layers may access through associated 

interfaces. The specific details of the protocols contained within each layer, which go about providing the 

layer’s services to the higher layers, are not defmed. Such details are left to the discretion of the protocols’ 

designers and implementers. The stated purpose of the OSI network-layer is to control a subnet, i.e. a 

network of routers excluding hosts, with specific regard to the routing of packets, the control of congestion, 

the accounting for services provided and the interconnection of heterogeneous networks. Consequently, an 

OSI-type network-layer may have multiple interfaces to provide access to the multiple services that it 

provides.

While the model espoused by the ISO’s OSI is a strong model, in that it provides for a clear distinction 

between the various elements of the stack, i.e. the layers, services, interfaces and protocols, the protocols that 

have been developed for OSI-based networks have not been widely adopted. The most popular networking 

technology is not based on OSI standards; rather it is based on the standards that have grown out of 

DARPA’s ARPANET, i.e. the TCP/IP suite of protocols and the stack structure that has been built around 

them. DARPA wanted a flexible packet-switched networking technology that could facilitate communication 

between dissimilar and remote computer systems. The system had to be robust to Cold War Era threats while 

supporting multiple divergent applications. With the goal of heterogeneity in mind they settled on a 

network-layer, which they called the internet-layer, that offered a conjiectionless packet-switched service 

from a source host to a destination host across an internetwork of routers. Packet-switching means that 

packets are independently routed through the TCP/IP network from one end to the other. The only services 

that the TCP/IP internet-layer provides are the sending and receiving of packets. Unlike the OSI model, the 

TCP/IP model lets higher layers such as the transport-layer, i.e. TCP, deal with connection-oriented services 

which are based on the internet-layer service of the unreliable data packet. In providing such a 

packet-switching service, the routing of packets is a major issue for the TCP/IP internet-layer.

The differences between the two communications stack reference models may in someway be accounted for 

by the fact that the OSI model was devised prior to the development of any OSI-standard protocols such as 

the Intermediate System-to-Intermediate System (IS-IS) routing protocol. As such, the OSI model was not 

biased towards any specific protocols although it has been noted that the OSI’s seven-layer model bears a 

striking resemblance to International Business Machine’s (IBM) System Network Architecture (SNA) which 

IBM were promoting at the time of the OSI’s development. Incidentally, IBM was the major computing 

corporate entity at that time.



T o w ard s a Flexible M iilt i-Protocol N etw ork -L ayer  4

In the case of TCP/IP, the protocols were designed first, engineered to address the problem set identified by 

DARPA, and the four-layer stack model was retrofitted to the protocols afterwards. TCPAP became the 

dominant networking technology for many reasons, not least because it was free. TCPAP was included m 

Berkeley Software Distribution (BSD) UNIX software which was widely distributed. Through such free 

distribution it got a foothold in the market, such as it was, and became locked-in to a near-monopoly through 

early accidental factors. On the other hand, the development of OSI-standard stacks suffered as the OSI was 

criticised for the replication of services across multiple layers and the disparity of the amount of ftmctionality 

assigned to various layers. The presentation layer is wafer thin while the data link-layer has had to be 

subdivided into sub-layers because it was originally assigned too many services.

It has been noted by Steven Deering, a senior Cicso Systems Internet architecture researcher, in presentations 

that he has made to the ACM, the IETF, and others, that the TCP/IP stack has an hourglass shape. By that he 

means that a wide variety of applications and end-to-end upper layer protocols are supported by a single and 

narrow internet-layer protocol which depends on the support of a number of data link and physical-layer 

protocols. The narrow fimctionality of the network-layer enables more interconnectivity between 

heterogeneous systems of networks, as is evidenced by the present structure of the Internet. The structure of 

the Internet is quite formal, rigid and hierarchical, comprising of autonomous systems (ASs) that are 

connected by high bandwidth backbones. Within an AS, routers are organised to use a specific routing 

protocol, an interior gateway routing protocol such as OSPF, and routing between these homogeneous 

domains is done by means of exterior gateway protocols such as the Border Gateway Protocol. It is possible 

to create such a seemingly complex and heterogeneous networking system as the service provided by the 

TCP/IP internet-layer is so basic, i.e. the sending and receiving of connectionless data packets from a source 

host to a destination host. However, when additional services such as QoS and multicasting are added to the 

network-layer the complexity of interconnecting heterogeneous systems increases as such services must be 

replicated across the various disparate elements of the internetwork.

The traditional router design has been more than adequate for the needs of Internet system development over 

the last couple of decades. The protocols within each layer of the stack have been versatile and dynamic 

enough to react to changes in the networking environment, meeting the Cold War Era threats for which they 

were developed in the 1970s whilst also addressing the more recent challenges of anti-commerce and 

social-disruption-motivated denial-of-service attacks or terror-motivated attacks. The Internet has also been 

able to cope with the explosive growth in both its size and its usage; while more subnets and hosts have been 

added than were originally forecast, the Internet has managed to scale well thus far. Over that time, the 

application-layer, physical-layer and link-layer have changed as new transmission technologies have evolved 

and new applications have been popularised. The original applications of the ARPANET such as E-mail, 

Telnet (a terminal emulation programme) and FTP (a file transfer protocol) have been added to significantly 

with the introduction of HTTP and the world-wide-web. Changes in applications have occurred at the 

end-points of the network, on host machines, away from the core of the network where routing takes place. 

The physical-layer technologies, used to connect one node to another neighbouring node, have advanced 

from copper, with improved modulation schemes, to fibre-optics and satellite links. Changes in the 

physical-layer technologies have taken place locally between neighbouring machines. There is a relative ease 
in the upgrading or changing of such layers of the communications stack when compared to the
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network-layer as neither the end-to-end application-layers nor the local physical-layer links have a global 

significance for the operation of the internetwork. If a new application-layer is introduced to a number of host 

machines, the rest of the network will continue to operate, albeit in the presence of increased traffic and 

increased demand for the services of lower layers.

BGP, EGP ICMP, IGMPIPv4, IPv6 RIP, OSPF
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Figure 4-1 TCP/IP Internet layer

A notable point of difference between ad hoc networks and traditional static networks is that the intelligence 

of traditional wired networks, such as the Internet, is in the routers at the centre of the network. As such, most 

routing protocols such as RIP and OSPF are router intelligent rather than host-intelligent as DSR is. The host 

machines are generally quite dumb at the network-layer; their only interaction with the network-layer, as 

regards packet routing, is to present a packet to a pre-assigned router which decides which way to route the 

packet to the stated destination and to receive packets from the router. Traditional networks have also had 

longevity; they have been set-up to last for years and the networks have changed at a different pace to the 

hosts which have seen rapid changes in the types of applications and services running on them. To routers, 

change at other layers appears as either an improved underlying service, i.e. more stable or high bandwidth 

underlying links, or as increased demand for the network-layer’s service, i.e. more traffic from higher layers.

However, the pivotal nature of the network-layer, as the layer that enables the creation of a flexible and 

heterogeneous internetwork, also inhibits the manner in which the network-layer can be changed or 

reconfigured. Figure 4.1 depicts some of the array of protocols that may currently be deployed in the 

internet-layer. As illustrated, there are multiple interior routing protocol options, addressing options and 

exterior routing protocol options. Most routers are equipped with a suite o f such protocols. Routing protocols 

and packet-switching protocols need to be changed when the characteristics of the network change. 

Traditional networks may be characterised in terms of the bandwidth of links used, the number of hosts in the 

network and the number of expected hops within the AS, among other factors. When these factors change, 

new solutions are demanded at the network-layer. Since the network-layer is the glue that binds disparate 

routers and networks together, the manner in which change occurs at the network-layer is very protracted as 

it requires detailed planning and co-ordination. It is also subject to many different political, technical and 

commercial interests. For example, in response to the explosive growth of the Internet and the expected
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exhaustion of the IPv4 address space, the IETF have proposed the IPv6 standard as a replacement technology 

at the network-layer. The adoption of IPv6 is seen as a long-term solution that should eradicate the need for 

other short-term and sometimes ad hoc measures such as Classless Inter-Domain Routing (CIDR) and 

Network Address Translation (NAT). IPv6 is not compatible with IPv4, but will work with slightly modified 

versions of other network-layer protocols such as ICMP, OSPF, EGP and BGP. In order to ease the migration 

fi'om IPv4 to IPv6, most routers now offer a dual operation approach which allows for the transition to occur 

in a non-traumatic manner. Tunnelling techniques are also used as a short-term measure to enable IPv6 traffic 

to cross IPv4 regions of routers. In terms of routing protocols, while OSPF was standardised as an upgrade 

replacement for RIP in 1990, the migration process is still ongoing. OSPF was developed to address the 

perceived shortcomings of RIP as RIP was not designed for the characteristics of ASs that exist today, i.e. 

ones which have a larger number of routers, routes greater than 16 hops and routes comprised of links of 

varying capacity. To this end, a standard Cisco router now incorporates standard and legacy routing protocols 

to enable smooth migrations within networking domains. So, while the characteristics and network-layer 

requirements o f such networks change over years, the technical solutions that are provided at the 

network-layer also take years, if not a decade, to be realised due to the critical nature of the network-layer. In 

marked contrast, and as noted throughout this thesis, the pace of change of mobile ad hoc networking 

characteristics and the diversity of mobile ad hoc networking environments are much different to those 

experienced in the traditional wired static networks.

4.3 Mobile Ad Hoc Network-Layer Design

Mobile wireless ad hoc networks are the focus of this thesis and they are radically different to the traditional, 

wired, static networks that have existed heretofore, notwithstanding the fact that the network-layer of an ad 

hoc network router is still charged with providing an equivalent unreliable packet routing service. The range 

of new routing protocols have been developed for incorporation into the network-layer of an ad hoc node as 

OSPF or RIP were inserted into the TCP/IP stacks of static routers. Protocols have been developed using 

reactive, proactive and hybridising approaches. Several ad hoc routing protocols are being brought through 

an open standardisation process which suggests the possibility of there being a number of standardised 

generic ad hoc routing protocols in the near future.

While routing protocols for ad hoc networks are an improvement on the likes of IS-IS, OSPF and RIP, in that 

they are more bandwidth conscious and react to topology changes faster, they are also constrained by an 

inability to react to changes in the networking environment beyond the topology changes for which they were 

designed. The protocols take no account of the conditions of the network in which they operate. The 

literature suggests that the typical stack of an ad hoc node will have the form illustrated in Figure 4.2. The 

routing protocol, whether it is AODV, DSR, DSDV, OLSR or some other protocol, will be statically 

deployed as the routing protocol component o f the mobile ad hoc network-layer. Indeed, other networking 

issues such as the intercoimection of heterogeneous ad hoc networks are still discussed and developed in 

terms of the interconnection of ASs by means of fixed gateways and interior and exterior routing protocols.

It would appear that this derivative approach does not fully acknowledge that mobile wireless ad hoc 

networks, by virtue of their inherent attributes, necessitate a sea-change in the way that networks, by means
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of the network-layer, are formed and managed. Every node in an ad hoc network is also a router; network 

intelligence is distributed among all of the nodes and is no longer the preserve of a centralised core of static 

routers, switches and gateways as it is in older traditional networks. Due to the inherently distributed nature 

of an ad hoc network, all nodes must share responsibility for the provision of the network-layer service so 

that higher layer multi-hop peer-to-peer services may operate. While mobile ad hoc networks are 

self-forming, their existence is also transient in nature as they are built on-demand. As such, the structures 

and concepts associated with the Internet such as hierarchically managed ASs and gateways are not viable in 

a mobile ad hoc networking environment.

/  ................I
Applications [W eb, E-mail] 1

f_____________________________
Transport [TCI*]■

y -----------------------------y

Network [DSDV] |
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Physical [iSM -band radio)
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Figure 4-2 Typically Suggested Structure of an Ad Hoc Router Node

The literature has emphasised that mobile ad hoc networks will be challenged by a variety of stressful 

networking scenarios, characterised in the main by varying node densities, node mobilities and traffic 

loadings. During the process of designing, reviewing, evaluating and modifying the proposed ad hoc routing 

protocols it has been shown that no single ad hoc routing protocol is suited to the entire range of likely 

networking scenarios. In essence, it has been shown that the network-layer needs to use different routing 

techniques to deal with diverse networking scenarios. It has also been noted that the concurrent IETF 

standardisation of multiple unicast routing protocols, such as AODV, DSR and OLSR, will result in the 

availability of a number of mature open routing protocols that are suited to different networking dynamics.

As mobile ad hoc networks can be built in the absence of centralised support structures provided by Telcos, 

the development of multiple ad hoc networks using a combination of such open routing standards is very 

likely. The notion of using single-protocol nodes, as depicted in Figure 4.3, to construct robust and realistic 

mobile ad hoc networks suited to diverse scenarios and varying conditions is questionable. Such inflexible 

single-protocol ad hoc routers would be restricted to specific networking scenarios and networking 

conditions. For example, the node depicted in Figure 4.3(b), operating DSR, would be suited to a low density 

network experiencing long-lived traffic but would fail in a dense network experiencing sporadic traffic, 

unlike the node depicted in Figure 4.3(c) which operates OLSR.

As Deering has noted, the existing simplicity of the service provided by the network-layer lends itself to the 

construction of a heterogeneous Internet, where the heterogeneity manifests itself from AS to AS; this same 

observation holds true for the mobile ad hoc networking environment. The network-layer still remains the
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glue of any network, no matter what form its design takes. Nodes must be able to exchange topology 

information using a mutually understood protocol and must forward data to and from other nodes. Therefore, 

the proposed network-layer should still be based around the basic service of the unreliable data packet, but 

the manner in which the network-layer components go about providing that service should be more in tune 

with the reality of the mobile ad hoc networking context.
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Figure 4-3 Three Examples of Ad Hoc Routers Suggested in the Literature; AODV Router (a), DSR 
Router (b) and OLSR Router (c)

4.4 Future Mobile Ad Hoc Network-Layer Design

Moving on from the existing static ad hoc network-layer approaches to a design suitable for a flexible 

network that is completely open, distributed and of unbounded size, requires that a network-layer of the type 

described in the last chapter is developed.

Recapping the main points of that chapter, the thrust of the idea behind this design approach is that within the 

space occupied by the whole network, groups of nodes will be able to organise themselves on a regional basis 

in response to the perceived changes in the networking conditions. The objective of a flexible multi-protocol 

network-layer is to allow groups of nodes, which are collaborating to form a network, to choose the protocol 

most suitable for the region of the network that they occupy at that time. The flexible network-layer should 

allow the entire network to fimction as a patchwork of heterogeneously configured regions so that nodes 

across the network expanse may still communicate on an end-to-end basis. Such heterogeneous network-wide 

configuration at the network-layer should not restrict the innate ad hoc network characteristic of autonomous 

node movement so that nodes may freely move from one region to another. The flexible multi-protocol 

network-layer addresses these issues of auto-configuration, internetworking and reconfiguration.

A number of general observations can be made about the system design necessary to facilitate such 

flexibility. Each of the nodes of the network is engaged in response to changes in the composition of the 

network state or to changes in the underlying networking conditions. Generally, each node should be capable 

of observing and analysing network events before deciding, either independently or in collaboration with 

other nodes, on a course of action which it must then implement.
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As the ad hoc routing protocol is a dependent variable o f such a flexible ad hoc networking system, each 

node is tasked with ensuring that a consistent network state, i.e. the use of a common routing protocol, is 

brought about in the multimodal network by the participating nodes. The global state of the network at any 

given time may be viewed as the union of the states of each of the participating nodes and the messages that 

are in flight at that time.

In order to realise a consistent and optimal global state in the network, nodes should be enabled to observe 

and analyse the network. Observations and analyses take two forms. The first type of observation and 

analysis is that of the prevailing networking conditions. Nodes should be able to appreciate the networking 

conditions in which they operate, e.g. node mobility rates, node density and traffic, as such factors have been 

found to strongly influence the efficiency of ad hoc routing protocols.

The second type of observation and analysis is that of the composition of the network. A flexible system, 

such as the one proposed here, allows nodes to operate different protocols as demand arises. This may 

possibly lead to a heterogeneous network composition from the point-of-view of multiple network-layer 

configurations. Nodes should be able to ascertain the composition of the network, in so far as it affects them, 

so that they can take informed actions to rectify the global network state.

In arriving at an optimal and correct global state, a node may make a number of different decisions which 

may result in a change of state at the local node. One type of decision may be reactive and independent in 

nature, taken in response to observed inconsistencies in the network state. Such a decision does not require 

collaboration or consultation with other nodes. This type of situation may typically arise during node 

migration or network mergers. However, if a node seeks to change the existing valid state of the network, i.e. 

change the routing protocol, in response to observed changes in the networking conditions, such a decision 

should be taken in consultation with the other affected and dependent nodes as such a decision is dependent 

on the will and ability of those nodes to participate in the desired modification of the global state of the 

network.

The general functionality of the flexible multi-protocol network-layer, which is realised by the 

aforementioned observation, analysis and decision-making features of each node, is summarised in the 

schematic depicted in Figure 4.4. As can be seen in Figure 4.4, the flexible multi-protocol network-layer 

consists of a suite of distinct ad hoc routing protocols, each with its own performance strengths and 

weaknesses, and a number of components that enable the nodes to either unilaterally, or multilaterally, 

configure the choice of ad hoc routing protocol for each node’s network-layer. The particular protocols used 

for this body o f research are described in Appendix A. The flexible network-layer adapts its configuration in 

response to perceived changes in the network, whether they are changes in the configuration of neighbouring 

nodes or changes in the networking conditions. The flexible multi-protocol network-layer uses observations 

about its current state and about the network to propose an action (i.e. to auto-configure, to reconfigure or to 

internetwork). The manner in which the network-layer makes observations and the types of observations that 

are possible are topics that are examined in Chapter 5. As previously stated, a node may take unilateral 

actions, i.e. it may configure itself based only on local knowledge, or more complexly, the node may propose 

actions that require multilateral feedback before it executes a reconfiguration of the network-layer. The
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mechanisms used for making unilateral and multilateral decisions are the focus for Chapters 7 and 8. Once 

the decision is made, the action to change protocol is executed.

Current
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Transport [ AnalysisProtocol
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Figure 4-4 A Basic Blueprint to Guide the Flexible Component Design

The flexible network-layer can therefore be said to consist of a number of components that are local to a node 

and facilitate observation, analysis and decision-making in a distributed entity with the attributes of an ad hoc 

network. A component is a loose term used to delimit functionality within the system; each component 

employs a set of techniques that fulfil certain distinct system requirements as laid out in this chapter and in 

Chapter 3. For the sake of clarity, it has been found helpful to present this work in terms of a composite 

system based on the development of each of these flexible components. As stated already, the remainder of 

the chapters in this thesis focus on the design of these components. Figure 4.4 acts as a blueprint in working 

through the design.

4.5 Design Restrictions

There are many design decisions to be made in creating the components of the proposed flexible 

network-layer. Those design choices can only be made by taking into account some assumptions and 

propositions about the type of ad hoc networking system within which the layer will operate. These 

assumptions and propositions have a major impact on the design choices and design implementation and will 

be taken as given in all subsequent discussions.

4.5.1 Assumptions

The primary assumptions regarding the ad hoc network for which the network-layer is designed are listed 

here and reasoned in the succeeding paragraphs.
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□ The system is assumed to be independent of external systems, services and pre-existing 

infrastructure.

□ The system is assumed to lack accurate time synchronisation.

□ The system is assumed be open, cooperative and secure.

■ Independence of External Systems, Services and Pre-existing Infrastructure

It is assumed that the network does not have access to any external systems, services or pre-existing 

infrastructure. The reliance on external technologies such as the U.S. Department of Defence’s GPS for 

position information or the PSTN for out-of band signalling introduces a potentially critical dependency into 

the ad hoc network. These external infrastructures may place technical, financial, social or political barriers 

in the way of the successful operation of an independent ad hoc system.

Position information is at present available from a system such as the GPS. The E.U.-led Galileo project may 

provide such services to future ad hoc networking systems, but possibly at a financial cost, unlike the GPS. 

As noted earlier, some routing protocols [GerOO], [Bas98], rely on location-positioning information to enable 

their multi-hop routing mechanisms. In recognition of the potential problems resulting from an external 

system dependency, some have sought to determine position information without recourse to external 

services. In [CapOl], the authors have proposed a scheme that provides nodes with relative position 

information based on their position within the network without the use of GPS services. The scheme is a 

response to the authors’ quest to design a distributed and infrastructure-free positioning algorithm that would 

not compromise the robustness of the ad hoc network.

The operators o f the PSTN may enforce strict regulations regarding the types and sources of traffic that use 

their network. They may also impose their own authentication, authorisation and accounting practices. Other 

difficulties may arise if a section of the PSTN on which the ad hoc system is reliant fails or if the GSM 

system goes offline for scheduled maintenance. The solar storms of autumn 2003 resulted in the temporary 

loss of GPS services over large swathes of the northern hemisphere. It is the author’s contention that for an 

ad hoc network to be designed as a replacement technology that fills the void brought about by failing 

conventional technologies, whether due to man-made or natural disasters, then it should not be tethered to 

those systems.

■ Absence of Accurate Time Synchronisation

It is assumed that the global synchronisation of nodes’ processor clocks is not feasible. Nodes may exist cn a 

variety of platforms with varying degrees of accuracy and clock drift. The synchronisation of clocks across a 

wide network diameter with variable multi-hop routing capabilities and transmission media is not trivial 

[CouOl]. Lacking an external beacon for clock synchronisation, such as GPS or a base-station, it holds :hat 

the nodes of the network will most probably be adrift in time. The Network Time Protocol [Mil91] is o^en 

used in fixed networks to provide time information to remote routers and hosts so that they may synchroaise 

events. The use of such a protocol does not meet with the other declared assumptions and propositions; 

namely that a dependence on centralised or external systems is eschewed.
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■ Open, Cooperative and Secure

It is assumed that the network is an open, cooperative and secure one. An open network allows nodes to join 

it or leave it without seeking permission from any supervising agency. In an open network, or indeed in a 

closed military or commercial network that is sensitive to intrusion and attack, the issues of security and 

cooperation are quite important. As an example, Zhou et al. [Zho99] note that some of the challenges that 

must be surmounted to provide security in ad hoc networks include the dependence of the network on 

wireless links that are susceptible to passive eavesdropping, reply attacks and message distortion. These 

events require that trust should be established dynamically between varying subsets of interacting nodes. The 

authors have proposed a fully distributed scheme that relies on threshold cryptography to provide a highly 

secure and highly available key management service which addresses those attributes. Others like [ZhaOO], 

noting the vulnerability of mobile wireless ad hoc networks to attack and the pressure that this may bring to 

bear on distributed decision making processes, have proposed a scheme that allows for the detection of 

intruders in a wireless ad hoc network. The introduction of adversarial intruders into an ad hoc networking 

system that relies on distributed cooperation may lead to Byzantine failure in that system [Lam82]. In this 

thesis it is assumed that Byzantine failures do not occur.

While an ad hoc network may be secured and guarded against attack in a distributed manner, such security 

services do not provide an incentive for nodes to cooperate when they operate under their own steam. In a 

military or rescue mission operation there is a defined hierarchy that enforces cooperation between the 

constituent nodes of the network. Nodes will not act in a selfish manner as they are tasked with a common 

goal and operate under a single authority. In an open network where each node may be its own authority, 

there is no social or hierarchical impetus to provide services like multi-hop routing to other adjacent nodes. 

This problem has been addressed in part by the Terminodes project [BlaOl] which has investigated a range of 

issues concerning the cooperation of nodes in self-organising ad hoc networks. Both [ButOO] and [But03] 

describe schemes to stimulate and enforce cooperation between nodes. In particular, [But03] presents a 

protocol that has been designed to stimulate nodes to forward packets for other nodes, to discourage nodes 

from abusing network resources, e.g. by overloading the network with data packets, and to stay alive even 

when the node itself does not need to access networked services so that it may be of use to other nodes. The 

schemes complement the aforementioned security schemes of [Zho99] and [ZhaOO] that guard against malice 

by incentivising cooperative behaviour among secure nodes. In short, the assumption that an autonomous 

civilian ad hoc network may be open, cooperative and secure is not beyond the bounds of current security 

and cooperation schemes.

4.5.2 Propositions

Based on the discussion in the previous section, two further restrictions are added in the form of propositions. 

These are listed here and reasoned in the following paragraphs.

□ It is proposed that the system be completely distributed in design.

□ It is proposed that the system design be compatible with, and sympathetic to, the network-layer 

fundamentals.
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■ Distributed in Design

It is proposed that the network-layer should be completely distributed in design. Hierarchical and centralised 

design approaches may place particularly stressful demands on a mobile wireless ad hoc network’s operation 

[PerOl]. The nodes at the higher tier of a hierarchy must be selected or elected in some way. They may be 

either manually selected or a cluster-based algorithm may be used to dynamically elect the nodes forming the 

upper tier of the hierarchy. Clustering algorithms have been of interest to researchers in the ad hoc 

networking community as they provide virtual structures that enable many types o f efficient control schemes 

[Che04]. They have been used for radio transmission management when the reuse of the channel is required, 

e.g. for time or frequency division schemes. They are also used to set-up backbones which are used to 

provide low-delay, high-speed connectivity between distant nodes in large networks [Xu02]. Some multi-hop 

routing schemes have also been designed around the notion of clusters. Cluster-based control structures 

require algorithms for initially clustering nodes and for maintaining clusters as nodes join, leave or move 

within the network; essentially requiring that state information akin to route state information be maintained 

throughout the network. Clustering algorithms are generally targeted to quasi-static networks.

However, a naturally occurring ad hoc network event such as network partitioning has a detrimental effect on 

hierarchical networking solutions if nodes from the upper-tier of a hierarchy become separated or isolated 

from the lower-tier nodes. The schemes must adapt to such events by electing new leaders or cluster heads 

[Sun03b]. Upper-tier nodes will also consume more resources through their increased message processing 

and packet transmissions. In an open networking environment, one in which there is no natural social 

hierarchy, nodes may be unwilling to assume the cost of being in a managing or co-ordinating role. In this 

thesis, an effort is made to avoid any centralised or hierarchical approaches that may infroduce significant 

points of network failure.

■ Compatible with Network-Layer Fundamentals in Design

It is proposed that the design of the flexible system should be compatible with the fundamental properties of 

the underlying network-layer elements. The fimdamental elements of the network-layer are the ad hoc 

routing protocol in use and the data forwarding protocols employed. The core protocols used in an ad hoc 

network-layer may vary from reactive protocols such as DSR, AODV and TORA to proactive protocols such 

as DSDV and OLSR. This thesis is only concerned with distributed unicast ad hoc routing protocols.

The ad hoc routing protocols have been designed to minimise control overhead, specifically the number and 

size of transmitted control packets, in a trade-off with efficiency of operation. Protocols such as DSR and 

AODV are reactive by design; they throttle back the amount of overhead incurred when demand for routing 

services is low. Protocols such as OLSR, on the other hand, use periodic control message transmissions to 

gain up-to-date network topology knowledge regardless of the demand for routing services. However, as a 

multi-protocol system is proposed which should allow the routing protocols to be changed in real-time, the 

signalling characteristics of the system will change. Accordingly, the system should be designed in such a 

manner that it reflects the changes in the fundamental network-layer elements.
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A compatible design is one that is sympathetic to the underlying design of the core protocols, rather than 

working against them and detracting from their desirable traits which have been tailored to their operating 

environment. For example, it is argued that the use of extensive proactive signalling in the course of use of a 

reactive protocol would defeat the purpose of using a reactive protocol that throttles back its signalling 

overhead when demand for its network-layer service falls off.

It is also proposed that the system should not introduce any cyclic dependencies. The purpose of the system 

is to allow a multi-protocol network-layer to respond to the network needs in a flexible manner. The ability 

of such a network-layer system to operate, i.e. to reconfigure the network-layer of nodes in response to 

changed conditions or network events, should not be dependent on the availability of the multi-hop routing 

services themselves.

4.6 The Basic Network-Layer

This section briefly introduces the basic components o f the flexible multi-protocol network-layer. The 

flexible multi-protocol network-layer sits at layer 3 of an OSI-type stack, i.e. the network-layer, or at layer 2 

of a TCP/IP-type stack, i.e. the internet-layer. The layer provides a routing service analogous to the more 

traditional TCP/IP intemet-layers. Specifically, the proposed network-layer accepts requests from higher 

layers to route data to specific unicast destination nodes. The proposed network-layer provides an unreliable 

packet-switching service. Connection-oriented services are left to the discretion of higher layers which may 

use the connectionless services provided by the proposed network-layer.

The flexible multi-protocol network-layer is comprised of a number of distinct components which can be 

divided in two categories; primary routing components and secondary flexibility components. A 

network-layer comprised of the primary routing components operates in the same manner as the statically 

configured nodes cited in the general ad hoc networking literature; such a node can only operate one of the 

available protocols which is chosen offline before the node boots-up. The primary routing components that 

form the basic network-layer are listed below:

□ Ad Hoc On-Dememd Distance-Vector (AODV) protocol

□ Dynamic Source Routing (DSR) protocol

□ Optimised Link-State Routing (OLSR) protocol

□ Route Cache

□ Neighbourhood Table

□ IPv4-type Packet Switcher

a  Other common supporting data structures and state variables for routing components 

4.6.1 Routing Protocols

The AODV, DSR and OLSR protocols have been used for this thesis in order to tease out and develop a 

multi-protocol network-layer that has routing components suited to a wide range of networking conditions. 

The operation o f each protocol is sufficiently different to warrant that a clear description of each protocol is 

provided in Appendix A for those who are unfamiliar with the three protocols. As the protocols use different
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routing mechanisms, they demand that the techniques used in the system are as generic and widely applicable 

as possible, addressing the needs of source-routed reactive protocols (DSR), distributed reactive protocols 

(AODV) and time-triggered proactive protocols (OLSR). Other ad hoc routing protocols could be used, in 

this work, in place of the protocols chosen. Indeed, a location-based protocol, i.e. one using a GPS-like 

system, could also have been used if the weakening of the design criteria discussed in the last section was 

acceptable.

The protocols have been independently developed in accordance with the IETF specification documents for 

each protocol [Per02b], [Joh02b], and [Cla02]. They may be run independently, as statically deployed routers 

using the basic network-layer structure, or as part of the flexible multi-protocol network-layer. Each protocol 

is uniquely identified in the various packet headers in the proposed system by means of unique prime number 

identifiers; AODV: 2, DSR: 3 and OLSR 5.

4.6.2 Route Cache

Each of the routing protocols uses a route cache of unique structure. AODV uses a cache based on 

distance-vector information. DSR uses a cache based on source-routes. OLSR uses a cache based on 

link-state information. In addition to the cache, OLSR maintains other topology information tables such as a 

one-hop and two-hop neighbourhood cache. The route caches are managed according to the specifications for 

each respective protocol.

To illustrate the different structures used by the three candidate protocols, Figure 4.6 depicts the route cache 

entries of Node 1 corresponding to the sample network consisting of ten nodes and two traffic streams, the 

dashed red lines. Node 1 is forwarding data to Nodes 9 and 11 along the paths indicated in the diagram. 

Figure 4.6 depicts the three possible route cache structure of Node 1 if it was configured to use either AODV 

or DSR or OLSR. The distinct route information that is recorded by each protocol is clearly evident in the 

diagram. OLSR has full state knowledge, regardless of the traffic demands, whereas the AODV and DSR 

route caches reflect the localised and demand-driven nature of the routing information held by nodes 

operating those protocols. The expiry times for the entries of each of the three route caches, which are not 

shown, are set by the routing protocols and differ according to their route discovery and route maintenance 

procedures, as discussed earlier in this chapter.

Also, while the DSR protocol specifically elaborates on the source-routed packet-switching technique to be 

used in a DSR network, AODV and OLSR specify that packet-switching should take place in accordance 

with the IPv4 Router specification, IETF RFC 1812 [Bak95]. A simple packet-switching component that 

effects the basic packet-forwarding scheme described in [Bak95] is provided in the network-layer for AODV 

and OLSR nodes.
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Figure 4-5 Three Distinct Route Cache Structures and Associated Neighbourhood Table Entries 

4.6.3 N eighbourhood T able

The Neighbourhood Table plays an important role in the proposed flexible multi-protocol network-layer. The 

Neighbourhood Table is a virtual data structure based on elements of the three candidate routing protocols’ 

existing data structures. While the Neighbourhood Table is not necessary for the operation of standard 

pre-configured networks, it is used extensively in the flexible multi-protocol network layer. It is introduced 

here and is described in much greater detail in the next four chapters as it is used.

O f the three candidate protocols, only OLSR explicitly maintains a Neighbour Set as part of its topology 

discovery mechanism. Through the issue and receipt of Hello messages, the OLSR protocol tracks its 

neighbouring nodes as links come-up or go-down. While neither AODV nor DSR explicitly maintain a 

Neighbourhood Table, they do implicitly record one-hop topology information in their route cache structures. 

As noted earlier in this chapter, AODV and DSR do not ordinarily actively monitor their neighbouring 

environment; although AODV does monitor links on active routes, i.e. established routes which are in use.
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During periods when AODV and DSR nodes are actively signalling, i.e. during the route discovery, route 

maintenance and packet forwarding phases, it is possible for nodes to learn of their neighbouring 

environment. Nodes may note the existence of new neighbours or the loss of older neighbours. The effects of 

the varying levels of signalling activity on a node’s ability to sense its neighbourhood are explored 

throughout Chapter 5 and in Section 6.3.

The proposed virtual Neighbourhood Table structure is common to all candidate protocols. By virtual, it is 

meant that the existing OLSR Neighbour Set and AODV and DSR Route Caches are left as they have been 

specified, but certain entries in each of these structures are treated as entries in the Neighbourhood Table. All 

of the one-hop neighbour entries in the OLSR Neighbour Set and the one-hop route cache entries in the 

AODV and DSR route caches are treated as entries in the Neighbourhood Table. The basic entries in the 

Neighbourhood Table simply record the identities o f existing neighbouring nodes, as shown in Figure 4.6. 

Entries appear in the Neighbourhood Table when they have been added to the underlying routing protocol’s 

cache or neighbour set; they are removed from the Neighbourhood Table when the underlying routing 

protocol expunges them from its cache or neighbour set. The basic neighbour entries in the Neighbourhood 

Table may be extended to contain other data fields, which may record more detailed information about these 

neighbours; these extensions are motivated and described in Chapters 6 and 7.

4.6.4 Encapsulating Network-Layer Packet

The network-layer described in this thesis is part of an experimental packet-switched system which is used to 

form standalone networks that do not rely on pre-existing networks or infrastructure. Therefore, the 

encapsulating network-layer packet used in the system does not have to be compatible with other 

encapsulating network-layer packets such as the IPv4, IPv6 or IPX packet formats. As such, the structure of 

the header of a simplified encapsulating network-layer packet has been designed ab initio as there are no 

legacy or interoperability issues to be accounted for in the structure of this packet.

The Network-Layer header, as shown in Figure 4.7, is conceptually divided into end-to-end fields and 

node-to-node fields. End-to-end fields are fields that have relevance across the chain of nodes from source to 

destination, whether the packet is broadcast or unicast. They are initialised by the source node, but may be 

repeated by intermediate nodes which may modify state information regarding the journey of the 

encapsulated packet. On the other hand, node-to-node fields are those which have local scope only. These 

fields are set by a node when it transmits the packet, regardless of whether the node is originating or 

forwarding the packet.

The TTL and Hop Count fields are complementary header fields. The TTL field is initially set by the ad hoc 

routing protocol of the originating node. The TTL value is decremented by any node that receives the packet. 

The TTL limits the life-span of the packet within the network as the packet cannot be forwarded when the 

TTL field reaches zero. Protocols that do not scale well may set a small initial TTL value. The Hop Count of 

the packet records the number of hops over which the packet has afready travelled. Both the TTL field and 

the Hop Count of the Network-Layer header are used to enable seamless internetworking in heterogeneous ad

86



T ow ard s  a Flexible M ult i-P rotoco l N etw ork -L a yer  4

hoc networks, as will be discussed in Chapter 8. Both the Hop Count field and the TTL field are one byte 

each.
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Figure 4-6 Network-Layer Packet Header

The Packet Identifier field is used to uniquely stamp each packet that enters the network. All nodes, 

regardless o f their network-layer configuration may detect duplicate messages by keeping a record of the 

most recently received network-layer packets. The combination of the Source Address and the Packet 

Identifier uniquely identifies each packer in the network. The Packet Identifier field is four bytes long.

There are four address fields in the proposed Network-Layer header, as depicted in Figure 4.7; Destination 

Address, Source Address, Previous-Hop Address and Next-Hop Address. The end-to-end Source Address 

and Destination Address fields of the header are set by the originating, or source, node. This is the node that 

first creates the header to encapsulate other control or data packets that have their origin at this node. The 

Destination Address is also set by the source node and it may be a unicast address or a broadcast address. 

Neither the Source Address nor the Destination Address are modified as the packet is unicasted or 

broadcasted through the network; the values are set on an end-to-end basis, i.e. the address values pertain to 

the end nodes o f the end-to-end transaction, whether it is a route query or data packet being forwarded.

The Previous-Hop Address and the Next-Hop Address are set on a hop-by-hop basis. The Previous-Hop 

Address field always records the address of the node that transmits the encapsulated packet, regardless of 

whether it is the originating node or an intermediary node. The Next-Hop Address field records the address 

o f the intermediate destination of the encapsulated packet. If a packet is being flooded through the network 

by repeated broadcasting, then the Next-Hop Address value will always be the broadcast address identifier. 

On the other hand, if the encapsulated packet is being unicast through the network, then Next-Hop Address 

field will contain the specific address of the next node for which the packet is destined.
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Each node is assumed to have a unique address. The means by which the address is assigned to the node is 

not at issue in this thesis. As will be described in Chapter 6, this subject is a matter of ongoing research. In 

the experimental system, described in this thesis, a non-hierarchical 32-bit address system is used. The choice 

of a 32-bit address space is arbitrary.

IPv6 employs the concept of extension headers so that the base IPv6 header need only contain core 

information that is frequently used by routers. If more complex router-specific or traffic-specific information 

needs to be the header, from one node to another, then an extension header may be added to the base IPv6 

header. A similar approach is proposed in this system. All nodes, regardless of their choice of routing 

protocol, are expected to fiilly process the base Network-Layer header as it contains information about their 

neighbouring nodes. Further headers may be appended to the Network-Layer header, e.g. control packets 

such as D SR _R oute_R equests or data packets en route, and are only processed if it is appropriate for the 

receiving node to do so. Hop-by-hop extensions may also be added to the Network-Layer header, such as 

Node Status extension which will be described in Section 6.5.

4.7 Design Platform

Before concluding this chapter there is one remaining topic that must be addressed and this is the chosen 

platform for the design of the flexible multi-protocol network-layer. The platform in question is the Dublin 

Ad hoc Wireless Network (DAWN) [0 ’Ma02], [0 ’Ma02b]. The purpose of this section is to briefly describe 

DAWN.

DAWN is a real ad hoc network testbed that facilitates experimentation with ad hoc networks on all levels 

from the application layer to the physical layer (e.g. at the security layer, routing layer, MAC layer etc.). At 

the core of the testbed is a dynamic modular communication stack that runs on each of the nodes of the ad 

hoc network. Layers of the stack can be independently designed in a standalone fashion. A generic layer 

interface allows the dynamic assembly of these layers to form a network communication stack consisting of 

the relevant hardware and software elements. The inter-layer interface is very simple, consisting of primitives 

to send information upwards or downwards through the stack. DAWN uses real mobile nodes 

communicating over radios that are susceptible to interference, loss of power and communications isolation 

and therefore offers a unique opportunity to prototype and test research ideas.

Figure 4.7 shows an example of the DAWN communication stack that would typically run on a node of the 

ad hoc network. As can be see from the diagram, the communication stack is broken into two parts, a base 

stack and an application stack. The base stack consists of components that facilitate dynamic ad hoc network 

communication. The application stacks attach to the base stack via connection layers. Figure 4.7 shows a 

number of generic application stacks running on a base stack. Typical applications that have been designed to 

data are chat, instant messaging and phone applications [Gre04]. The application stacks are designed in a 

structured manner whereby the GUI is typically separated from underlying details of the application. At the 

bottom of the each application stack is a layer that allows connection to the base stack. At the very top of the 

base stack are corresponding attachment layers for the various applications that run over the stack. A ‘down
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mux’ layer deals with directing the appropriate incoming packet (packets coming up the stack) to the correct 

application.
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Figure 4.7 Design Platform Communication Stack Organisation

The base stack has a number of core layers that provide the type of functionality needed in most ad hoc 

network applications. The same base stack runs on all nodes of the ad hoc network. A fully distributed 

resource location and discovery layer known as Manifold [Dov03] provides a resource location service that 

can operate in pure ad hoc networks and in fixed networks. Name address resolution is achieved using this 

layer. The layer uses two mechanisms to deal with queries. A P2P (peer-to-peer) style search with 

TTL-controlled flooding is used for inexact queries and an overlay network approach (based on the content 

exposed by the nodes) is used for exact queries. Obviously any ad hoc node must use an ad hoc routing 

protocol. As mentioned previously in this chapter the protocols that have been implemented for use in this 

testbed include Dynamic Source Routing (DSR), Optimised Link-State Routing (OLSR) and Ah hoc On- 

demand Distance Vector routing (AODV). A large number of physical layers have also been designed. The 

communication stack can sit on a UHF radio, an IrDA link or an 802.11 wireless LAN. Physical layers for 

interacting with GPS hardware and sensor circuitry also exist. Alternatively, for development purposes, the 

physical layer can be replaced with a simulation layer that allows multiple nodes to virtually exist on one PC 

and to define which nodes are in and out of range. In Figure 4.7 the base stack has four physical layers, 

namely an 802.11 layer, an IrDA layer, a layer for obtaining serial sensor data and a simulation layer called 

JEmu [Fly02]. The ‘up mux’ layer facilitates the multiple physical layers. All layers run in the Microsoft 

Win32 environment. A Windows CE version of everything exists for handheld devices.
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The very modular building block like system of DAWN very easily facilitates the experimentation needed to 

design a multi-protocol network-layer. In particular it facilitates real time reconfiguration as mechanisms can 

be designed for the DAWN stack that permit the easy real time exchange of the ad hoc routing protocols.

4.8 Summary

The network-layer has always been the core layer of the network; it is the glue layer that joins remote hosts 

and routers together using a variety of different protocols that may emanate from disparate sources and are 

suited to disparate autonomous systems. As Deering noted, the simplicity of the network-layer’s service is its 

strength; it is relatively easy to replicate the unreliable packet-switching service across the various disparate 

elements of the internetwork. This attribute of the network-layer has allowed the heterogeneous Internet to 

develop as it enables more interconnectivity between diverse systems of networks.

However, the history of the Internet has also demonstrated the difficulty of upgrading or modifying the 

network-layer in a live network when change is required. The protracted migration from IPv4 to IPv6 clearly 

illustrates the difficulties of changing network-layer protocols when compared to the higher and lower layers. 

The same network-layer structure has been suggested for use in mobile wireless ad hoc networks in the 

literature. However, such an approach ignores the fact that the ad hoc network setting is much more 

challenging; it is a dynamic and diverse environment in which transient ad hoc networks are set-up and 

tom-down.

Taking account of the experience of legacy networking systems, the outline o f a flexible multi-protocol 

network-layer that addresses the concerns of a mobile ad hoc networking context was presented. This is a 

layer that addresses the objectives set out in Chapter 3 by means of a suite of components that access a 

selection of protocols with individual performance strengths and weaknesses. These components rely on an 

ability to observe networking events, to analyse these events and to execute unilateral and multilateral 

decisions based on such observations and analyses. A basic blueprint that incorporates these elements of the 

component design, and which will be used to guide the design of the flexible components throughout the rest 

of this thesis, was also presented. It is noted that as there are many basic design choices to be made in 

constructing such a system it is necessary to underpin the design by adhering to a number of basic 

assumptions and propositions which have been enumerated. The structure of the basic network-layer, which 

includes the three routing protocols: AODV, DSR and OLSR, some attendant data structures and the 

experimental Network-Layer packet were also described in this chapter. Finally, DAWN, the platform for the 

design of this flexible multi-protocol network-layer was described.
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5.1 Introduction

As was shown in the survey of ad hoc routing protocol evaluation studies, presented in Chapter 2, the 

performance of ad hoc routing protocols is dependent on the underlying networking conditions. In particular, 

it has been shown that key factors influencing the performance of ad hoc routing protocols are the mobility 

and degree of the nodes and the traffic loading applied to the network.

In the context of flexibility at the network-layer, a flexible node should be capable of observing the dynamics 

of the network that affect the operation and efficiency of the network-layer so that the node can adapt or 

reconfigure itself in response to changed conditions. This chapter discusses a node’s ability to passively 

observe the underlying network conditions in a manner that respects the system assumptions and propositions 

discussed in Chapter 4. The chapter presents three passive, myopic metrics that enable a node to 

independently measure the node mobility, node degree and traffic loading experienced by a network.

Furthermore, this chapter goes on to describe a set of network scenario trials that have been carried out to 

ascertain whether nodes can appreciate the different network dynamics of these scenarios using these metrics, 

and to establish if the performance profiles of the three candidate routing protocols vary under these 

scenarios, i.e. to identify performance crossover points.
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5.2 Observing the Networking Environment

Returning to the blueprint of the flexible multi-protocol network-layer, as illustrated in Figure 5.1, this 

chapter focuses on the highlighted areas; namely it focuses on the types of network observations that are 

possible, and the mechanisms for making those observations. The current state of the node, as characterised 

by its current active routing protocol, influences the observations that are possible.
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Figure 5-1 Blueprint for Design of Flexibility Components: Network Observation

It has been shown in the extensive and detailed survey of published evaluations in Chapter 2 that the 

performance of ad hoc routing protocols is primarily influenced by the characteristics of the underlying 

network. Each of the three candidate protocols has a different performance profile when challenged by 

varying combinations of the variable network dynamics. The ad hoc routing protocols under review have no 

control over these network dynamics. They do not have the ability to control the node degree, by varying the 

transmitter power, or the ability to change the relative speed of the node. The literature has shown that node 

mobility, node degree and traffic loading are good indicators for the performance of ad hoc routing protocols.

In order to enable the network to adapt itself to changes in the networking conditions that it is experiencing, it 

is necessary that the constituent nodes of the network should be able to appreciate these networking 

conditions. As the ad hoc network is an inherently distributed system it should be borne in mind that it is 

impossible for a node to attain a ‘god-like’ or global bird’s eye view o f the entire system. One purpose of this 

work is to propose a scheme that enables individual nodes to capture information that is correlated to the 

actual networking conditions and, by inference, to the performance of the ad hoc routing protocols.
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While the studies presented in Chapter 2 have shown that the above-mentioned network dynamics influence 

the operation of the protocols, they do not propose a mechanism that would allow the network’s nodes to 

either capture or quantify these dynamics. For example, the mobility metrics that are proposed in [Joh99], 

[Kwa03], [SuOl] and [Vie03] to enable a mathematical description of the underlying mobility conditions rely 

on information that is only available because of the artificial nature of the simulated or mathematically 

modelled networks. The metrics cited in these papers are generally used to capture node mobility information 

in a single number so that the mobility scenarios may be easily compared, i.e. a single number represents the 

mobility of the nodes rather than a mobility model such as the RWP model which is defined by multiple 

parameters.

An example of such a mobility metric is that presented in [Joh99] which attempts to model and measure the 

mobility of the nodes by looking at individual time-averaged mobility measures. The individual mobility 

measure between any two nodes is defmed as their absolute relative speed taken as an average over time. The 

total mobility metric for a scenario is the average of the individual measures for each node pair. This metric 

is made possible as the node velocity information for each node is available to the simulator engine. In 

reality, the collation of such information in real-time, online, would be dependent on the existence of data 

aggregation services and external positioning systems such as GPS. However, such a technique would violate 

a fundamental premise of this thesis: that an ad hoc network, if it is to remain a robust system that is 

deployable anywhere at any time, must be independent of external networks or systems, and devoid of any 

reliance on centralised protocols or schemes.

Network management protocols such as the Simple Network Management Protocol (SNMP) [Cas90] and the 

network management protocols developed specifically for ad hoc networks such as the Ad hoc Network 

Management Protocol (ANMP) [Che99], the Guerrilla management protocol [She02] and others [Gur98], 

[KanOl], are used to manage networks at runtime in response to perceived changes in the state of the 

network. These schemes incorporate network measurement techniques that allow the network to be tuned in 

response to changes in networking conditions. However, such application-layer schemes are unsuitable for 

use at, or adaptation to, the flexible multi-protocol network-layer presented in this thesis due their centralised 

nature and heavy reliance on the multi-hop functionality of the network-layer itself

Some existing routing schemes, such as those presented in [Lee03b] and [RamOS], use adaptive techniques to 

tune their operation based on the observation o f certain network conditions. The Hotspot Migration Protocol 

(HMP) [Lee03b] is a scheme that reacts to transient congestion in a network by throttling the rate of TCP 

flows and the rate of new route requests. Congestion caused by the intersection of multiple TCP streams has 

been shown to be a problem for AODV and DSR in very active networks. The HMP scheme is heavily reliant 

on information gleaned from the MAC-layer, such as contention delays and buffer occupancy, to ascertain 

whether or not the node is indeed a congestion hotspot. HMP acts to reduce congestion by purposefully 

slowing down the flow of traffic at the hotspot even more. By artificially throttling the traffic throughput rate 

at the hotspot node even fiirther than the actual networking conditions have, HMP operates on the assumption 

that the TCP scheme will decrease the flow of traffic from the TCP source in response to the artificial extra 

congestion at the hotspot node, which the TCP source will perceive as naturally occurring network 

congestion.
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Even though these management and adaptive network-layer schemes are designed specifically for the mobile 
ad hoc networking environment, they are not in keeping with the objective of developing a robust and 

flexible system that is as distributed and lightweight as possible. It is therefore proposed that the 

network-layer observation scheme used to capture information about the networking conditions should fulfil 

the following requirements which echo the underlying system assumptions and propositions discussed in 

Chapter 4. Specifically, the network-layer observation scheme should use techniques that are:

□ Cross-layer independent

□ Distributed and compatible with the network-layer fundamentals

□ Good indicators of the performance of ad hoc routing protocols

The network-layer observation scheme should not have any cross-layer dependencies’, information that is 

particular to specific MAC layers or transport schemes should not be used to inform the observation 

mechanism. Cross-layer dependencies place a strait-jacket on the structure of the protocol stack, inhibiting 

the ability of other layers to be independently adapted, reconfigured or upgraded. For example, the HMP 

[Lee03b] scheme queries the IEEE 802.11 MAC and TCP to gather protocol-specific data. However, the 

variety and rate of change of TCP schemes, coupled with the development of alternative non-TCP-based 

transport schemes dedicated to the mobile wireless ad hoc networking environment, would possibly render 

such a scheme inoperable if the dependent components were upgraded.

Nodes are also likely to face more short-term changes when other layers in the stack are dynamically 

reconfigurable. Consider an ad hoc node with multiple physical-layer options, i.e. one that is equipped with 

both an IEEE 802.11 radio and a Bluetooth radio. (Incidentally, the existence of multiple interfaces is 

specifically supported in AODV, DSR and OLSR.) When the node is in an open environment such as a street 

or a park it may be preferable to use the IEEE 802.11 radio as it has a longer range, enabling connectivity 

between relatively distant nodes. If the node was moved indoors, to a caf6 or an office, it may be preferable 

to use the shorter range Bluetooth radios as they enable more nodes to operate within a smaller area. For such 

a change to be possible the node should be able to hand-off between the two radios without regard for the 

needs of higher layers; transport schemes ensure that lost data packets are retransmitted and in many cases, 

such as for streaming video and audio, some loss is tolerable at the application layer. If the operation of the 

higher layers was dependent on the specific architecture of the underlying radios, such as the queue lengths 

or the MTU, rather than the basic one-hop coimectivity service they provide, then the flexibility of the higher 

layer would be compromised.

The scheme should also be distributed and compatible with the network-layer fundamentals, i.e. it should not 

compromise the inherent qualities of the ad hoc networking protocol in use by introducing signalling that is 

incompatible with the operation of the underlying routing protocol. Ad hoc routing protocols are inherently 

distributed in their operation; centralised system models are unsuitable as the mobility and link characteristics 

of mobile ad hoc networks consistently undermine hierarchical structures. As such, a scheme that operates at 

the network-layer should be as robust as the routing protocols that it supports.
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In broadcast networks, both the receipt and transmission of packets have an energy and time cost, the 

minimisation o f which is key to designing any system for wireless ad hoc networks. The ad hoc routing 

protocols have been designed to minimise control overhead, specifically the number and size of transmitted 

control packets, in a trade-off with efficiency of operation. Protocols such as DSR and AODV are reactive by 

design; they throttle back the amount of overhead incurred when demand for routing services is low. 

Protocols such as OLSR, on the other hand, use periodic control message transmissions to gain up-to-date 

network topology knowledge regardless of the demand for routing services.

As the aim of this system is to leverage the existing optimisations of each ad hoc routing protocol by 

designing a multi-protocol system which should allow the routing protocols to be changed at run-time, the 

signalling characteristics of the system will change. Accordingly, the system should be designed in such a 

manner that it adapts to the changes in the primary network-layer components. For the design of the flexible 

system to be compatible with the fundamental properties of the underlying network-layer components, the 

scheme should be passive, i.e. each node should not add to the signalling profile of the network-layer. Rather, 

the scheme should use the existing network-layer activity to inform its observations regarding node mobility, 

node density and traffic loading.

Finally, the scheme should use metrics that are good indicators of the performance of the ad hoc routing 

protocol. In order for a metric to be a good indicator of protocol performance, the metric should capture and 

reflect the pertinent characteristics of the networking conditions that affect the performance of the ad hoc 

routing protocol. For example, it has been noted that node mobility affects the performance of routing 

protocols and while much of the literature characterises node mobility in terms of absolute velocities and 

pause times, it has been shown that it is the relative mobility of nodes, and the associated link stability, that 

affect the performance of the protocols. Therefore, from the point-of-view of measuring node mobility, the 

relative mobility of a node is a good indicator of the performance of the protocol rather than the absolute 

mobility of a node.

5.2.1 Observable Events

Given the criteria outlined above, and the earlier assumptions and propositions outlined in Chapter 4, it is 

possible to identify a number of sources of information that meet the system’s requirements. The scheme 

aims to use low-cost techniques that are based on each node leveraging information from events that it may 

observe in the course of operating an ad hoc routing protocol, i.e. the receipt, issuing and forwarding of data 

and control packets and the occurrence of notifiable network-layer events within the network-layer itself. It is 

assumed that the network-layer is able to eavesdrop on all packets that are presented to the radio interface of 

the node. Such an assumption is not unusual in the development of wireless ad hoc networking systems. 

When a device is operating in so-called promiscuous mode every packet is received at network-layer without 

being filtered based on link-layer addresses or other identifiers. This approach has akeady been taken by the 

designers o f DSR and AODV which make use o f all available information that they may glean fi-om packets 

received from the lower layers, regardless of whether or not the packet is intended for the node or not.

While it has been proposed that the network-layer observation scheme should not be reliant on cross-layer 

feedback, it is also important to limit the amount to which the scheme is reliant on feedback from any
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particular element of the network-layer itself The interaction between the observation scheme and the 

network-layer should be as abstracted as possible, i.e. the events that feed back into the scheme should be 
common to all elements of a network-layer implementation. This approach is necessary to allow for the 

reconfiguration of components at the network-layer, i.e. where one component may be replaced by another 

more suitable component of similar functionality. For example, every node maintains a route cache which 

adds or removes route entries according to the ad hoc routing protocol’s rules, while nodes also maintain 

protocol-unique state tables which maintain information that is only pertinent to the given protocol, and 

which may vary from node to node.

A notifiable network-layer event is an event that occurs naturally at the network-layer, i.e. within the current 

routing protocol or within the route cache or some other network-layer component. There are a number of 

events that are common to all network-layer implementations, regardless of the routing protocols or route 

cache structures in use. Among these common events are the discovery and loss of neighbouring nodes and 

the request of higher layers for data forwarding services. When such events take place, it is of negligible cost 

to the network-layer to set a flag within the layer or to send a signal from one component of the layer to 

another. Furthermore, the modification of routing protocols, data forwarding mechanisms or route cache 

structures to issue such notifications does not alter the operation of the ad hoc routing protocols or 

network-layer in any way.

It may be noted at this stage that the imposed conditions dictate that the node only has a myopic view of the 
surrounding environment, i.e. it can only observe events local to itself or events that cause neighbouring 

nodes to issue packets. This is in contrast to the bird’s eye network view of a simulation engine, most often 

cited in the published literature. Among the events that an individual node can observe without breaking any 

of the assumed restrictions outlined above are:

□ Common network-layer events: The times at which neighbouring nodes are discovered and lost.

Whenever a packet is passed to the network-layer from lower layers, the packet header contains 

information identifying the immediate last-hop source of the packet transmission. The network-layer 

notifies a NEIGHBOUR DETECTED event, specifying the neighbour’s address. Whenever a 

network-layer component such as the routing protocol marks a neighbour as lost or inactive it notifies a 

NEIGHBOUR LOST event, specifying the neighbour’s address.

□ Traffic events: The traffic streams that a node is currently trying to originate or support as a source 

or intermediary node.

Whenever a packet is presented at the network-layer interface from a higher layer so that it may be 

forwarded to a specific destination, such an event can be notified as a DESTINATION SOUGHT event. 

The destination address is specified in a traffic event notification. Whenever a node, as an intermediary 

node or target node, receives a data packet from a neighbouring node that it should forward to another 

node or pass to a higher layer, it notifies a DESTINATION SUPPORTED event. Again, the destination 

address is specified in a traffic event notification. It does not matter if the node forwards data packets in
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accordance with the specifications for IPv4 routers [Bak95] as AODV and OLSR do, or if it uses another 

mechanism such as DSR’s source routing.

5.2.2 Passive, Myopic Observation

The following paragraphs outline the metrics that have been chosen to 

degree and traffic loading characteristics of ad hoc networks using either 

metrics conform to the criteria laid out above. It should be noted that the 

metrics to measure a network’s dynamics is novel.

■ Node Mobility Metrics

Bearing the suggested requirements in mind and the data that is available to an individual node, certain 

mobility metric candidates can be ruled out. The artificial parameters of the RWP model such as node 

velocity and pause time cannot be used as these parameters are not normally available in real networks 

without recourse to systems that can provide velocity information. Furthermore, these parameters are not, in 

themselves, good indicators of the performance of a protocol as they do not capture the aspects of node 

mobility that have been found to affect the operation of ad hoc routing protocols. The requirement for the 

metric to be computed in a real world implementation rules out the use of a metric such as the mobility 

metric described in [Joh99], That mobility metric was dependent on nodes knowing the speed of their 

neighbours so that they could compute their average mobility relative to their neighbours’. The availability of 

such information in a real system is dependent on the use of positioning systems such as the GPS and 

out-of-band signalling or data aggregation services to relay the information to a node.

As noted in Section 2.4.5, it is the relative mobility of nodes that has a direct bearing on the stability of links 

between neighbouring nodes. The stability of the links influences the rate at which they come up or go down, 

i.e. the rate o f one-hop link changes. It has already been shown in both [Joh99] and [Vie03] that there is an 

approximately directly proportional relationship between the rate of link changes and the increasing relative 

mobility of the nodes. Boleng at al. [Bol02] have examined criteria for mobility metrics that may enable the 

development of adaptive ad hoc routing protocols. The authors suggest the use o f average link duration as a 

metric to capture relative mobility information about ad hoc nodes. However, the link duration information is 

not captured from the network per se; rather, it is taken from information available to a simulator engine 

which indicates when two nodes are within transmission range of each other. In reality, nodes will not be able 

to gather such information about the theoretical duration of the links to each of their possible neighbours 

unless they are engaged in finely timed link sensing. Using the information available to nodes employing the 

proposed network-layer observation scheme, it is possible to observe both the average link-change rate and 

the average link-duration by recording the NEIGHBOUR DETECTED and NEIGHBOUR LOST events which 

are notified by other network-layer components.

■ Node Degree Metric

The observation of a node’s degree is relatively straightforward. In networking terms, the collection of nodes 

that are within one transmission hop of a node are its neighbours. Using the information available to nodes

capture the node mobility, node 

AODV or DSR or OLSR. These 

use of such independent, passive
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employing the proposed network-layer observation scheme, it is possible to observe the average node degree 

by recording the NEIGHBOUR DETECTED and NEIGHBOUR LOST events which are notified by other 

network-layer components.

■ Traffic Loading

Using the information available to nodes using the proposed network-layer observation scheme, it is possible 

to observe the average destination-diversity of the traffic loaded onto the network by recording the 

DESTINATION SOUGHT or DESTINATION SUPPORTED events at each node. The ad hoc node is 

challenged by the number of the destinations to which it is expected to provide routes for traffic that is loaded 

onto the network and the length of time that it is required to route traffic to those destinations. As discussed 

in the summary of published evaluations in Section 2.4.5, reactive protocols are primarily taxed by the 

number of traffic streams that they are expected to support. Reactive routing protocols must engage separate 

route discovery processes for each unique destination unless the information is already cached. Furthermore, 

intermediate nodes must support established routes by engaging the route maintenance mechanisms. The 

negative effects of increased node mobility on the performance of the reactive routing protocols are 

exacerbated by the increased diversity of the destinations that are being sought or supported at anytime. On 

the other hand, OLSR has been designed to support requests for multiple destinations as no additional 

overhead is incurred. Therefore, the destination-diversity metric records the average number of distinct 

destinations that a node is seeking a route to or supporting a route to.

■ Summary

With regard to both the observation of node mobility and node degree, it should be noted that the proposed 

scheme is dependent on the ad hoc routing protocols in use. The observations that can be made about node 

mobility and node degree are dependent on the fi'equency of the notifiable network-layer events, which m 

turn are related to the frequency of the packet transmission activity in the node’s neighbourhood. As the 

activity of nodes at the network-layer is dependent on the routing mechanisms employed, the amount of data 

packets that appear on the ether depends on the ad hoc routing protocol in use.

The three protocols have varying signalling characteristics which affect the amount of data that is observable 

at any given time. In a purely reactive protocol such as DSR, the level of activity on the ether is directly 

related to the traffic that is loaded onto the network. If a node is required to discover a path, either for itself or 

for another node, then the node will generate control traffic. Nodes along an active path in a DSR-enabled 

network will continue to be active as long as the communicating source and destination nodes continue to 

forward data packets. If the network becomes less active as nodes terminate their end-to-end 

communications, then the level of activity on the ether will die off. The fall-off in the amount of data or 

control packets on the ether should not negatively affect the operation of the scheme. It should be noted that a 

silent or inactive network using a reactive routing protocol is an optimal proposition as it uses the least 

resources. The lack of observable data on the ether is informative in itself

AODV uses a mix of reactive and proactive elements in its route discovery and route maintenance 

mechanisms. It employs a proactive beaconing mechanism along active paths that means that active nodes
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will issue periodic packets which may be observed by neighbouring nodes. As with DSR, inactive nodes in 

an AODV-enabled network do not generate any traffic at the networking layer, so that inactive regions of 

AODV nodes experience the same lack of observable data that inactive DSR nodes do.

On the other hand, OLSR actively maintains a neighbourhood table at each node in compliance with the 

protocol specifications. As OLSR is a link state protocol it frequently monitors the state of it neighbourhood 

links, OLSR nodes are provided with a constant stream of network-layer events which they may observe 

regardless of the traffic activity on the network

5.3 Indicative Trials

A series of trials were conducted with two main goals in mind. The first goal of the trials was to try and exact 

a better understanding of the performance profiles of the three candidate protocols under a selective variety 

of stressing conditions. The second goal of the trials was to assess whether the individual nodes could 

observe enough indicative information using the passive techniques to infer pertinent information about the 

state of the network under those conditions. The trials were set up using the JEmu [Fly02] simulator. JEmu 

uses a simple radio model which allows for the degradation of the transmitted signal strength according to the 

inverse square law. In practical terms, the signal strength of a transmitted packet is quantised into two levels 

which translate into two transmission distances. This means that each transmitted packet has a transmission 

range and an interference range. The transmission range is the distance that a packet may travel and still be 

above the required SNR level for the receiver. The interference range is the distance that a packet may travel 

and still have enough power to interfere with another signal. If two packets interfere with each other, i.e. if 

two packets are transmitted at the same JEmu quantisation time within interference range of each other, then 

the interfering packets are dropped by JEmu. The trials were all conducted using a population of 50 nodes. 

The transmission coverage area of each node was 31416 m ,̂ based on a transmission range of 100m. The 

simulation space, node mobility and traffic model parameters were varied to generate a variety of testing 

scenarios. Each individual simulation was run for 900s.

■ Node Mobility Model

A random waypoint (RWP) mobility model was used in the standard trials. The RWP mobility model, as 

described in Chapter 2, is tuned using the following parameters: minimum velocity, maximum velocity and 

pause time. Three variations of the mobility model were evaluated: a low mobility model, a moderate 

mobility model and a high mobility model. The values used to model these scenarios are given in Table 5.1. 

As may be seen in Table 5.1, the pause time for each scenario was varied from Os (i.e. constant motion) up to 

120s. The RWP model was used in these trials as it is places equal stress on all of the node-to-node links. 

While the RWP model may not capture or recreate a realistic scenario, it serves its purpose as every real 

scenario consists o f a series of node-to-node links which have the same stability properties as some variant of 

the RWP model. The stability of the node-to-node links is the primary way in which the relative mobility of 

nodes affects a node’s performance by demanding rapid route discovery and maintenance techniques from 

the routing protocol.
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Three mobility models have been chosen to determine whether nodes can independently distinguish between 

scenarios. The low mobility model was chosen to represent a relatively stationary environment experiencing 

some light mobility which may be characterised by a mix strolling pedestrians and stationary objects. This 

mobility model was used in [Bro98], [Das98] and [Joh99]. A moderate mobility model was chosen to 

simulate a more challenging range of motion corresponding to brisk walkers, cyclists and slow urban 

vehicular traffic. Similar models were used in [Cla02b], [Das98] and [Per02]. The high mobility model is a 

much more demanding scenario which corresponds to cyclists and vehicular traffic. Similar mobility models 

were used in [Bro98], [DasOl], [Joh99] and [Per02].

Table 5-1 RWP Mobility Model Parameter Values

Mobility Model 

Parameter Values

Minimum speed (m/s) Maximum speed (m/s) Pause Time (s)

Low mobility 0 1 0, 30, 120

Moderate mobility 1 5 0, 30, 120

High mobility 5 20 0,30, 120

■ Simulation Area (Node Degree) Model

The simulation space was a simple square area. Three different dimension settings were used: 350m ,̂ 500m^ 

and 750m^. The corresponding node density and node degree values are shown in Table 5.2. As explained in 

Chapter 2, node degree is the measure of how many neighbours a node has.

Table 5-2 Simulation Area, Node Density and Node Degree Parameter Values

Simulation Area 

Parameters

Simulation Area (m") Average Node Density 

(Node/m^)

Average Node Degree 

(Neighbours) 

[Rounded Up\

Low density (750)" = 562,500 1 node / 106m^ 2.79 [i]

Moderate density (500)" = 250,000 1 node / 70.7m" 6.28 [7]

High density (350)" = 122,500 1 node / 49.5m" 12.8 [75]

The values used for this setting are chosen to reflect three quite different spaces. The low density model 

creates a sparsely populated network in which the average node degree is about 3 neighbours. A similar low 

density model was used in [Bro98]. The moderate density model yields an average node degree of 7 

neighbours. Similar density models were used in [Cla02b] and [Joh99]. The high density model yields an 

average node degree of 13 neighbours. Similar density models were used in [Das98], [DasOl] and [Per02].
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■ Traffic Model

The traffic models used in the experiments were based on a combination of constant bit rate (CBR) sources 

and sinks. By varying the number of source-sink pairs, or streams, and the rate at which the pairings change, 

the efficiency of the routing protocols’ mechanisms was challenged. Two traffic scenarios were modelled, as 

detailed in Table 5.3. All traffic sources originate CBR traffic, packets of 64 bytes at a rate of 4 packets/s.

Table 5-3 TrafTic Model Param eter Values

Traffic Model 
Param eters

Traffic Model Description

Sporadic Each node randomly chooses a destination node, using a uniform distribution, 

from all of the other nodes and communicates with that node for a random 

period of time before choosing a new destination node

Recurrent 20 pairs of source-destination nodes are chosen. There is continuous traffic 

between each pair. The pairs do not change for the duration o f the simulation.

■ Collation of Data

As each simulation was run, each node logged events to a local repository. Nodes time-stamped events which 

relate directly to the myopic metrics described earlier. They also logged information regarding the control 

and data packets that were issued, forwarded and received by nodes, allowing for the calculation of global 

performance metrics. Those logged events are analysed from both the myopic and global viewpoint. Both 

sets of metrics are evaluated over the entire duration of the simulation, yielding a timed series of data. Thus, 

for any instant during the simulation, a record of the actual global network performance of the node and its 

instantaneous local view are available. In reality, the record of the actual global network performance is only 

ever known to the simulator engine whereas the myopic view is always available to each node.

5.4 Performance Profile Comparison

The purpose o f evaluating the performance profiles of AODV, DSR and OLSR networks under the 

conditions outlined in Section 5.3 was to ascertain if there is an appreciable difference between the profiles of 

the three ad hoc routing protocols under those conditions and in doing so, to identify which of the ad hoc 

routing protocols is optimum under the specified trial conditions.

The objective of each routing protocol is to maximise the network throughput while minimising the control 

overhead incurred. Ad hoc routing protocols also seek to minimise the end-to-end packet delay. Delay is 

incurred in two situations. The first scenario in which a data packet may be delayed is when it is first 

presented to the network-layer by a higher layer. At this point, the network-layer’s route cache is queried for 

a route to the specified target node. If a route is present, the data packet is packet-switched immediately. 

However, in AODV and DSR networks, if a route is not already cached, then the data packet is stored in a 

FIFO Send Buffer pending the reactive discovery of a route. This leads to an inevitable delay due to the route 

discovery latency period. If a route is eventually discovered, which neither AODV nor DSR can guarantee to
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be the shortest route available, then the packet is switched across the network using the established route. 

Furthermore, both protocols check that each packet is forwarded to the next-hop node using a variety of 

acknowledgement techniques. Pending the receipt of some type of acknowledgement, both AODV and DSR 

nodes store the packet in a FIFO Maintenance Buffer while they try to forward the packet again. This 

approach may yield an increase in the end-to-end delay experienced by the data packet.

On the other hand, an OLSR node which receives a data packet for which it does not have a route will discard 

the data packet immediately. If the OLSR node does have a route, it will be the shortest route possible as 

OLSR uses Dijkstra’s shortest-path algorithm to calculate routes. Dropped packets do not yield an end-to-end 

delay record, which favours the OLSR end-to-end delay performance profile. Furthermore, if the route breaks 

down at an intermediate node, OLSR discards the data packet immediately. Again, such a packet does not 

yield an end-to-end delay record as it is not delivered. The literature has shown that the results for OLSR 

always outperform those protocols that buffer data. Therefore, end-to-end delay results are not used in the 

comparison of the protocols’ performances. The results presented in Figure 5.2 represent the averaged results 

for each of the mobility models.

DSR may be seen as the weakest protocol under sporadic traffic loading for all density and mobility 

scenarios. DSR’s strength lies in low density environments with recurrent traffic, a scenario in which the 

other protocols fail. OLSR is the weakest protocol in the high mobility scenarios, regardless of any other 

scenario characteristics; OLSR cannot converge quickly enough in a high mobility environment. On the other 

hand, when faced with sporadic traffic and moderate to low mobility scenario, OLSR is the most efficient 

protocol, except for low density environments in which case AODV is the better performer. Indeed, for all 

low density scenarios, OLSR has a very poor performance profile. The lower node mobility affects OLSR’s 

ability to disseminate topology update messages quickly enough. In a low density environment, OLSR loses 

its optimising feature, i.e. the selection of multi-point relay nodes, and it returns to being a simple link-state 

protocol. AODV is also affected by lower node densities due to its highly distributed distance-vector 

technique which does not allow the caching of extra routing information. On the other hand, the light control 

overhead incurred by AODV makes it the best performer in almost all of the high density environments. 

OLSR is generally the most efficient protocol in high density networks at low to moderate speeds.
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5.5 Myopic Measurements

The measurements of node mobility and node degree are dependent on a variety of node and network 

attributes which have already been noted. Specifically, the measurements are dependent on the routing 

protocol and, for reactive protocols, whether or not the node is actively seeking or supporting a route to a 

destination. The node mobility and node degree observations are discussed in tandem as it has been found 

that a node’s observation of its node degree is influenced by its relative mobility to other nodes. An AODV 

node does not proactively beacon signals to its neighbourhood unless it is part of an active route, i.e. it is 

supporting a route to a specific destination. In that case, an AODV node issues periodic beacons to indicate 

that it is still there. This forms part of AODV’s proactive route maintenance technique. Otherwise, nodes 

only detect the existence and the failure of links as a result of the signalling generated during the route 

discovery, route maintenance and packet-switching mechanisms which are demand-driven. In light of this 

fact, AODV nodes are classified as either active or inactive with regard to their signalling profile. An active 

AODV node is one that is issuing signals, i.e. control or data packets, as a result of demands that have been 

placed on the network. An inactive node is one that does not issue such signals. DSR nodes do not engage in 

any proactive signalling at any time. DSR nodes only detect the existence and the failure of links as a result 

of the signalling generated during the route discovery, route maintenance and packet-switching mechanisms 

which are demand-driven. Like AODV nodes, DSR nodes are classified as either active or inactive with 

regard to their signalling profile. In OLSR, the detection of link-states is a primary component of the routing 

protocol’s technique to sense the neighbourhood and disseminate link-state information to all other nodes so 

that they may construct network topology tables to populate their route caches. OLSR nodes may be 

considered to be permanently active with regard to their signalling profile.

The results presented in Figure 5.3 -  5.5 are based on the toughest mobility model, i.e. the Os pause time. 

This model places the most stress on the node-to-node links. While the y-axis is self-explanatory for each 

experiment, the number along the x-axis for each graph corresponds to individual rounds of tests, the 

averages of which are shown on the graph. So, for each combination of mobility model and density model, 

nine rounds of tests were carried out. As may be expected, OLSR nodes exhibit the most fidelity to the actual 

simulation parameters. A common theme across the results is that each of the protocols reports an increase in 

their node degree when the node mobility increases. The reason for reporting a higher node degree than the 

simulated average is that the nodes take too long to remove nodes fi'om their caches in high mobility 

environments. It may be seen that DSR is the worst offender as regards maintaining nodes in its cache. 

However, it is also evident that active DSR nodes, i.e. those that are engaged in routing traffic have a better 

estimation of the node degree as their attempted use of neighbouring nodes act as a form of link-sensing and 

failed nodes are removed more quickly. AODV, which has a harsher route cache timeout policy than DSR, 

but which does not engage in the active link-sensing of OLSR, delivers almost as much accuracy as the more 

costly OLSR.
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As regards average link duration as a metric for measuring the relative mobility of nodes, it may be seen that 

there is no correlation between average link duration and node mobility for DSR. This is as a direct 

consequence of the extended lifetime that DSR affords cached routes. Only OLSR, and to a lesser extent 

AODV, show a correlation between increasing node mobility and decreasing average link duration. However, 

it may be seen for OLSR that it cannot distinguish between a moderate and high mobility environment, under 

any density model, using average link duration. As OLSR is particularly prone to the effects of increased 

node mobility, such a metric would not suffice. However, turning to the average rate of link change metrics, 

it may be seen that OLSR can distinguish between different mobility scenarios based on its observed rate of 

link changes. The same is true for both DSR and AODV which each demonstrate an ability to distinguish 

between the different mobility models. However, in the case of DSR there is a difference between what an 

active node measures, i.e. one issuing and possibly receiving more signals, and the average DSR node.

It may be observed that for some of the evaluations, there are relatively large variations in reported averages. 

For example, the DSR average link duration for active nodes in the high density, low mobility setting varied 

from 24s to 39s. It has an arithmetic mean of 32.5 and a large standard deviation of 5.2. In order to establish 

if the cause of these large variations was caused by the choice of runtime (900s), a number of further 

evaluations were carried out to establish whether the use of longer runtimes would result in a smaller 

standard deviation.

The reason for this approach stems for the observation that the greatest variance occur in scenarios in which 

there are fewer events to sample than in others. To clarify, consider the difference between the reported 

average link duration figures for DSR and OLSR. In the case of DSR, the link duration averages show a large 

variance, regardless of the experiment settings, indicating that a possible cause of the larger variance is due to 

the lack of notifiable link change events (the DSR timeouts mean that it does not remove old neighbours as 

soon as the other protocols). When the infrequency of these events is viewed in conjunction with the runtime 

lengtli, it is apparent the lack of such events may cause such large variations.

A sample set of extended evaluations (1200s and 1800s) was carried out for each protocol. For each protocol, 

one set of the conditions was repeated, the high density, high mobility experiment. These experiment settings 

were chosen as the 900s runtime evaluations of the protocols under these scenario settings yielded large 

variations in the reported results. Referring to Figure 5.6, it may be observed that the longer runtimes do 

result in more equilibrium in the results. The longer runtimes, particularly the 1800s, yield a much smaller 

standard deviation for the both the DSR link duration and link changes. In the case of DSR average link 

duration, the arithmetic mean is and the standard deviation is., much tighter than the 900s results. However, it 

should also be observed that while the longer runtimes do ensure that better averages are yielded, they do not 

enable the nodes to more accurately reflect the real noed degree and node mobility values. These variations 

between the real node degree and perceived node degree are not dependent on the runtime length, but rather 

on factors that were outlined earlier.
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In all, the metrics demonstrate that there is a lot of information available to the nodes. While the performance 

results presented above have been calculated using offline techniques, each node can perform the same 

myopic measurements itself at run-time. Nodes store the observed data for node mobility, node density and 

traffic loading in an External State Vector (ESV). As the networking conditions are subject to change as the 

nodes move about in an autonomous manner and the level of traffic loading changes, nodes should be 

enabled to distinguish between short-term and long-term changes as the network will only be reconfigured 

for lasting changes.

In sum, the ability to distinguish between transient changes and more diutumal ones using a filter is 

important. As a node does not have access to any baseline data for the environment that it is operating in, it 

must use adaptive filters suited to this environment. [KimOl] has investigated the suitability of a number of 

filters for network measurement tasks. The authors have argued that an exponentially-weighted moving 

average Flip-Flop filter controlled by an x-chart as proposed in [Rig94] is the most suitable filter for the 

mobile ad hoc networking enviroimient. The Flip Flop filter provides the combination of both agility and 

stability. The filter’s weighting parameters can be tuned to suit the fidelity of the underlying routing 

protocol’s measurements.

5.6 Summary

This chapter has developed the concept of enabling a node to observe the environment in which it is 

operating. It was shown in Chapter 2 that the ad hoc routing protocols are primarily influenced by networking 

conditions that are completely outside their control. Specifically, it has been shown in the literature that 

nodes are influenced by the relative mobility of nodes, the degree of the nodes and the traffic that is loaded 

onto the system.

In Chapter 3 it was proposed that nodes should be enabled to observe those conditions so that they could be 

fed back into an adaptive mechanism that would allow the network to change its routing protocol. However, 

there are strict conditions underlying the design of flexibility enabling mechanisms in this work and none of 

the conventional network measurement techniques could be used. Rather, it was determined that the node 

should use a completely distributed technique that would not rely on active probing of the network. Nor 

would it depend on the use of the multi-hop routing capability of the network.

In light of this a number of metrics were identified to measure the node mobility, node degree and traffic 

loading on the system. These metrics make use of the information which is available to the node by means of 

ambient signalling. The proposition and evaluation of such metrics, which are based on completely 

distributed and local information is novel. In order to evaluate the use of these metrics and to further 

understand the performance of the three candidate routing protocols, a series of trials were carried on the 

DAWN testbed. The trials indicate that the proposed metrics may be used by a node to observe and 

appreciate its networking conditions. However, in light of the fidelity of some of the measurements, the use 

of adaptive filters is recommended. Furthermore, a performance comparison of the three protocols identified 

a number of distinct scenarios in which one protocol is much more suited to the environment than any other 

protocol.
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Auto-Configuration

6.1 Introduction

As outlined in Chapter 3, a key requirement of flexibility in a multimodal ad hoc network is that of 

auto-configuration of the network-layer. This chapter introduces and explores the issues involved in enabling 

flexible nodes to freely roam throughout a heterogeneously configured network. As the nodal composition of 

the flexible ad hoc network, from the point-of-view of node configurations, may change over space and time, 

nodes that move from region to region or nodes that are booted up after a period of mactivity must adapt to 

the prevailing regional configuration.

The following sections of this chapter will detail the objectives and challenges that motivate this feature of 

the flexible networking system. Returning to the design blueprint introduced in Chapter 4, the overall 

approach to the design of this component is then laid out. The blueprint influences the subsequent layout of 

the remainder of the chapter.

As one o f the design aims of the flexible multi-protocol network-layer is to be as sympathetic to the 

underlying fundamentals of the primary network-layer routing components as possible, the design approach 

eschews, in so far as it is possible, the use of techniques that induce extra signalling costs. In this context, it is 

important to understand and characterise the degree to which an ad hoc node can appreciate the configuration 

of its local environment using the signalling generated by the primary network-layer components; such
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matters are discussed in Section 6.3. This discussion continues the theme that was developed in the last 

chapter.

A detailed review and analysis of a number of distributed computing techniques that may inform the design 

of such a component is then presented in Section 6.4. Many of the observations noted in this review are 

generally applicable to the reconfiguration component described in the next chapter. Covering ad hoc 

management schemes, address auto-configuration and self-stabilisation techniques, this review helps to 

highlight the limits of some approaches and the possible application of other approaches within the confines 

of the networking system described in Chapter 4.

Finally, Section 6.5 presents the design of a protocol that addresses the problems that are associated with 

network-layer routing protocol auto-configuration. The auto-configuration protocol is composed o f two 

sub-protocols; the Stateless Configuration Initialisation protocol and the Configuration Conflict Detection 

and Resolution protocol. As the design of the second protocol is dependent on the self-stabilisation 

techniques o f local checking and local correction, a short primer on the specifics of these techniques is also 

presented in Appendix B as self-stabilisation falls beyond the general scope of networking teclinologies and 

concepts.

6.2 Auto-Conflguration: Initialisation, Join, Migration & Merging

6.2.1 Objectives

The primary objective of this component is to allow nodes to dynamically auto-configure their 

network-layers with respect to their choice of routing protocol so that the state of the network, when viewed 

as the union of the states of its constituent nodes, is consistent and stable regardless o f the naturally occurring 

disruptive events that occur. The proposed component should be flexible and robust enough to cope with the 

naturally occurring network events of node initialisation, node join, node migration, network partitions and 

network mergers. It should also be extensible so that other protocols may be accommodated in future systems 

and it should, naturally, incur as little overhead as possible. Essentially, it should ensure that a stable 

multi-protocol configuration prevails throughout the network.

6.2.2 Challenges

The design of an auto-configuration component is challenged by every attribute of the proposed ad hoc 

network; specifically, it is challenged by the open, autonomous and distributed nature of the system, as well 

as the lossy and often asymmetric links. It may be noted that a single-protocol network-layer, typically cited 

in the literature, would not introduce such complex network-layer configuration issues; it is the 

multi-protocol nature of the proposed network-layer, coupled with the aforementioned attributes o f a realistic 

ad hoc network, which challenges the design of the auto-configuration component.

As described earlier in Chapter 3, with regard to Figures 3.10 and 3.11, a network of flexible multi-protocol 

nodes may be composed of, or decomposed to, a patchwork of heterogeneous regions of nodes, operating
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their own choice of routing protocol, that reflect the varying underlying dynamics of the network. As ad hoc 

networks are transient in nature, especially when compared to more traditional infrastructure-based networks, 

it should be expected that networks may dissolve or reform after a time. Individual standalone networks may 

never encounter another standalone network in the course of their existence, or alternatively, multiple 

standalone networks may merge if the mobility of the constituent nodes causes multiple networks to occupy 

the same physical space. In essence, the networking landscape may feature multiple networks and multiple 

isolated, i.e. non-networked, nodes at any time. The challenges posed by common and naturally occurring 

mobile ad hoc network events are briefly noted here to bring the objectives into clearer focus.

Figure 6-1 A Single Node Boots-up and Auto-Conflgures Itself by Joining the Network

A single node may be powered-on or booted-up in any region at any time, as depicted in Figure 6.1 at time 

Tx. The region may be occupied by a network that is configured in one of the possible protocol states. The 

challenge for the auto-configuration component is to ensure that Node 9 determines the network 

configuration in a low-cost way and configures itself by Ty, so that it may join the network.

Figure 6-2 Node Migration between Two Standalone Networks

When a node is up and running, as depicted for Node 9 in Figure 6.2 at time T,, it may physically move from 

the region occupied by the green nodes to the region occupied by the blue nodes at time Tz. The challenge for 

the auto-configuration component in this scenario is to enable the node to detect that it has moved from one 

region to another, or as depicted at time Ty, has moved to a position between both regions, so that it can

I  1 3
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configure itself appropriately. The component is challenged by the signalling nature of the nodes in the green 

and blue regions, as well as the signalling nature of Node 9 itself Nodes may glean information about the 

surrounding network composition through the normal signalling generated by nodes in the course of 

operating their choice of routing protocol. Consequently, the migrating node may move from an active 

signalling area to an inactive signalling area, or the node itself may be actively signalling or inactive. Such 

signalling characteristics impact the manner in which the migrating node, Node 9, and receiving network, the 

blue region, handle the migration event.

Figure 6-3 Two Standalone Networks Merge

Somewhat similarly to the migration scenario depicted in Figure 6.2, the nodes may also experience network 

mergers when two alternatively configured regions of nodes come to occupy the same physical space and 

ether. The absolute physical movement of the nodes is not relevant; only relative node movement affects the 

operation of ad hoc routing protocols. Figure 6.3 depicts a green region and a red region of nodes moving 

toward each other, relatively, at time T ,. By time Ty, the nodes have come to occupy the same space, but they 

are partitioned at the network-layer. Unlike the migration or join events, where an isolated node is received

I 14
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by a network, in a merger event two functioning networks must be combined. Again, each network will have 

its own signalling characteristics which affect the amount o f information that the two networks glean about 

the merger event. The challenge for the auto-configuration component is to enable both networks to 

homogenise their choice of routing protocol within a bounded time at least cost to the packet-forwarding 

operation of the network-layer.

6.2.3 Design Blueprint

Returning to the blueprint of the flexible multi-protocol network-layer which was introduced in Chapter 4, 

the design challenges for this component can be summarised as finding mechanisms that enable nodes to 

configure their choice of routing protocol so that they may form a network with their neighbouring nodes 

based on observations made possible by ambient signalling. The main elements o f the component are 

highlighted in Figure 6.4.

Application
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Figure 6-4 Blueprint for Design of Auto-Configuration Component

The actions taken by a node will be informed by its current state and its network observations. A node’s state 

is defined by its current routing protocol configuration, whether or not it is actively networking with other 

nodes and the state of its links to neighbouring nodes. The node may observe the network by leveraging the 

information carried in packets that are issued in the course of normal networking, i.e. it may extract 

information fi'om the packet headers of routing packets and data packets issued by neighbouring nodes. The
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absence of such packets provides equally meaningful information. The effect of a node’s current state on its 

ability to passively observe its networking environment by means of ambient signalling is discussed in the 

next section.

The analysis of the observations made possible by way o f the ambient signalling should enable a node to 

detect whether it is in a legal state, i.e. whether or not it is operating the correct protocol, or whether it should 

trigger the node to take remedial action. Any such analysis will be predicated on the identification of what 

constitutes a legal global network configuration for nodes in a flexible multi-protocol ad hoc networking 

system. If the node detects that it is in an illegal state it must make decisions, whether unilateral or 

multilateral, to correct the network state with respect to the desired network configuration. As this component 

is tasked with resolving routing protocol configuration conflicts between nodes brought about by naturally 

occurring network events such as node migration, network mergers and node initialisation, the techniques 

that will be used must allow for situations in which both conflicting groups of nodes must resolve their 

configuration differences (multilateral decisions) and situations in which a single node is out of step with the 

network (unilateral decisions).

6.3 A Node’s Perspective through the Lens of Ambient Signalling:
Network Conflguration

As noted in the previous section, the design of a network-layer configuration component revolves around a 

node’s ability to make pertinent observations about the environment in which it is operating. A node’s ability 

to make such observations, based on ambient signalling techniques, is determined by a number of node 

characteristics. This section presents a discussion of such characteristics and describes the consequences of 

various combinations of such characteristics on a node’s ability to appreciate its networking environment 

from the point-of-view of the network configuration.

As discussed in Chapter 5, the level of activity on the ether surrounding a node determines a node’s 

awareness of its local networking environment. From the auto-configuration component’s perspective, it is 

the configuration of the neighbouring nodes which is important, and not the density or mobility of those 

nodes. The signalling generated by the network-layer, either through route discovery, route maintenance or 

packet-switching, informs nodes as to the nodal composition of their neighbourhood. A node’s perspective 

on the local composition of the network may be characterised by a number of network-layer and 

physical-layer properties; the signalling activity of the network-layer, the quality of the node-to-node radio 

links and the connectedness of the node.

Nodes may be generally classified as either active or inactive with regard to their signalling profile. Actively 

signalling nodes are nodes that issue packets on a regular basis, i.e. with enough frequency to suit a node’s 

routing protocol so that it may discover and maintain connections with neighbouring nodes; the specific 

minimum intervals vary among the protocol specifications. Proactive nodes, i.e. nodes operating table-driven 

protocols such as DSDV or OLSR, continually issue packets to maintain up-to-date topology information 

regardless of the traffic demands on the network. Nodes operating on-demand protocols such as AODV and 

DSR issue packets when they are attempting to discover and maintain routes and when they are forwarding
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packets. However, when traffic falls off, nodes operating reactive protocols become quiet, i.e. they become 

inactive from a signalling point-of-view. Regions of nodes may be characterised by this signalling 

characteristic; an inactive region may consist of quiet DSR nodes which, after a time corresponding to their 

route cache timeouts, will expunge any information about their neighbourhood if no traffic is applied to the 

region. This characteristic of a node or a region of nodes has a bearing on the manner in which nodes may 

notice and react to inconsistencies in the state o f the network-layer configuration over a region of nodes.

Furthermore, node-to-node links may be characterised by their quality, i.e. whether or not the links are 

symmetric or asymmetric. This link property is determined by the underlying radio properties intervening 

between the transmitting and receiving nodes. (Asymmetric and symmetric links may also be referred to as 

unidirectional and bidirectional links, respectively.) A symmetric link is one in which both nodes on either 

side of a link receive the transmissions from the other side. An asymmetric link is one in which only one 

node receives transmissions from the other node. Asymmetric links may occur when the transmission range 

of one node is less than the transmission range of the neighbouring node, as depicted in Figure 6.5. The 

dashed pink rings denote the extent of each node’s transmission radius. For any given node, the link between 

it and an adjacent node may be asymmetric. The bidirectional link between any pair of nodes may be 

considered to be composed of two asymmetric (or unidirectional or anti-symmetric) links; one from node u to 

node V, the other from node v to node u. Using this link model, it may be said that each node has an incoming 

link from its neighbour and outgoing link to its neighbour. If the link between the two nodes is asymmetric, 

then it may be the node’s incoming link or its outgoing link that is down. In Figure 6.5a, node u's outgoing 

link to V is not up, but it can receive a signal from node v. Figure 6.5b shows the contrary case where node v 

is aware o f node u as node u’s outgoing link, i.e. node v’s incoming link, is up and working.

Figure 6-5 Link Asymmetry may Occur in the Incoming or Outgoing Direction

Such asymmetric links are accommodated in each of the candidate routing protocols. DSR and AODV 

explicitly recognise and accommodate the existence of asymmetric links, allowing for the discovery of routes 

that may follow asymmetric paths from end-to-end, either partially or completely. While OLSR relies on 

symmetric links to construct its optimal multi-point relay set of repeater nodes, it also accommodates 

asymmetric links which are advertised in its topology update messages.
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Figure 6-6 Non-Mutuality of Neighbourliness

As a consequence of a node’s level of signalling activity and the possible presence of asymmetric links, a 

node will not always have a full view of its neighbourhood if it can only rely on locally broadcast messages. 

A node can only know of nodes that it receives messages from. In the case where a node’s incoming link is 

down, the node cannot independently infer whether its outgoing link to another node is up or down. It may 

only learn of the status of this link if the information is purposefiilly diffused via another neighbour, a 

method employed by the three routing protocols in the course of discovering the network topology. However, 

such diffusion techniques amount to multi-hop route discovery and are unsuitable for use in an 

auto-configuration component as they replicate the services o f the underlying routing protocols. 

Consequently, the auto-configuration component should only be reliant on locally broadcast information that 

does not need to be relayed through intermediate nodes. The possibility of asymmetric link quality means 

that local state knowledge can vary from node to node; in essence it means that the neighbourliness o f two 

nodes is not always mutual. An example of such a situation is depicted in Figure 6.6. While Node 1 is a 

neighbour of Nodes 2, 3, 4 and 6, as those nodes can receive messages from Node 1, only Nodes 2, 4 and 5 

are neighbours o f Node 1. The impact of the non-mutuality of neighbourliness impacts the techniques that 

can be relied upon in designing robust network protocols.

Bearing the activity o f the nodes and the quality of the links between them in mind, it is possible to 

categorise nodes as being either isolated from the network or connected to the network. As nodes are 

autonomous with respect to their mobility, they may move away from the area occupied by the network that 

they had joined, leaving them physically isolated from their network. Alternatively, a node may not become 

physically removed from its network but it may experience physical-layer events that cause it to lose 

incoming links from its neighbours, thereby also rendering it isolated from its network.

In short, an isolated node is one that has lost contact with its network regardless of the underlying causes. A 

node can easily establish the fact of its isolation by querying its Neighbourhood Table. If the node has no 

recorded neighbours, then it may consider itself to be isolated. Referring to Figure 6.7, after the process of 

initialisation Nodes 1, 2, 3, 4, 5 and 6 operate the DSR protocol. Node 1 is within transmission range of five 

other DSR-configured nodes. The dashed pink rings denote the extent of each node’s transmission radius. As 

no traffic has been applied to this region of the network since it was initialised, these nodes are inactive with 

regard to signalling. While Node 1 is within transmission range o f every other node, and they are within 

transmission range of it. Node 1 is not aware of the presence of those neighbouring nodes. In the absence of 

such neighbourhood knowledge. Node 1 considers itself to be isolated. Indeed, an inactive network region.
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such as the region composed of Nodes 1, 2, 3, 4, 5 and 6, consists a group of isolated nodes; while they may 

be part of the same network, they are not aware of each other as they are not connected.

Figure 6-7 Illustration of Isolated and Connected DSR and OLSR Nodes

In another section of the network. Node 18 operates OLSR. As this is a proactive protocol. Node 18 

repeatedly issues packets. It may be seen that Node 16, also operating OLSR, is within transmission reach of 

Node 18. While Node 16 is aware of Node 18’s existence, as a result of the asymmetric link between Node 

16 and Node 18, Node 18 cannot learn of Node 16’s existence. Node 18, while actively signalling, may 

consider itself to be isolated from the network.

On the other hand, a connected node is one which is part of a network and is actively connected to at least 

one other node in that network. A node may simply detect whether it is connected to its network by querying 

its Neighbourhood Table. Nodes 11, 12, 13, 14, 15 and 16 are operating OLSR and as they are all within 

transmission range o f each other and are actively signalling, these nodes are aware of their neighbours. Also, 

Nodes 7, 8 and 9, operating DSR and experiencing a flow of traffic, are also connected as the signalling 

activity causes them to become aware of each other.

To summarise the effects of these network-layer and physical-layer characteristics on a node’s local network 

perspective, it is helpful to review Figure 6.8 which depicts a variety of nodes experiencing the various 

aforementioned characteristics and to consider the effects of these characteristics on the nodes’ ability to 

auto-configure themselves in the face of such naturally occurring network events. The dashed orange lines 

indicate possible node-to-node links which may be established between nodes if they were to issue packets;

I
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the unbroken orange lines indicate symmetric links which have been established between nodes through 

signalling.
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Figure 6-8 Node Isolation and Signalling Activity: The Im pact on Reaction to Network Events

In the first case, two groups of nodes occupy the same physical area and ether to the left of Figure 6.8. One 

group of nodes is configured to use AODV, the other DSR. No traffic is applied to this region of the network 

at this time. As a consequence of the lack of service demand from higher layers, all of the reactive nodes in 

this region are silent which will leave them isolated after a time. The absence of signalling in this region 

means that Node 7 is unaware of the (physical or geographical) neighbouring presence of Nodes 1, 32, 34, 

36, 35, 38 and 33 which are within transmission range of it. While Node 7’s immediate possible 

neighbourhood consists of a mix of both AODV and DSR nodes, the configuration of these nodes has no 

relevance to Node 7 as it has not attempted to connect to the network owing to a lack of demand for its 

services from higher layers. As such, as an inactive node, in the presence of other inactive nodes, there is no 

conflict between Node 7 and its neighbour’s configurations. Problems would only arise if such a node, or 

nodes neighbouring it, became active in which case the affected nodes would have to deal with a merger 

event.

In the second case, an active but isolated node. Node 29, is moving towards the active region of DSR nodes 

to the right of Figure 6.8. As the region of DSR nodes is active, these nodes are connected to each other and 

are somewhat aware of each other’s presence, in so far as the node-to-node link quality allows. As Node 29 

encroaches on the DSR region both it and the nodes that it impinges upon will detect each other due to the 

signalling being generated by the routing protocol or packet-switching components of their network-layers. 

Such signalling, together with both Node 29’s and the DSR region’s awareness of their connectivity status 

should enable them to resolve the configuration conflict by means of Node 29 adopting the DSR protocol.

While the reliance on signalling generated by the primary network-layer components means that nodes may 

not be configured ‘correctly’ from a network-wide point-of-view at all times, i.e. the region of the network to 

the left of Figure 6.8 would remain inconsistent due to a lack o f awareness of the situation, this does not lead 

to networking problems as such inconsistencies are permissible in the absence of network-layer service 

demand in that region of the network. By utilising the signalling information that is generated by the primary 

network-layer components, the corrective actions of the auto-configuration component are directly triggered 

by the needs of primary network-layer components. However, in order that the auto-configuration component
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does not impede the network-layer’s multi-hop ad hoc routing service it must act m a fast and efficient 

manner once it detects inconsistencies in the state of the network’s configuration.

In the absence of network-layer activity there is no need for a node to actively pursue corrective action. 

However, when network-layer activity restarts, the information needed to auto-configure the network is 

provided by the signalling generated by the primary network-layer components.

6.4 Techniques of Interest

Having made observations about the composition of the network in which the node is operating, the node 

must be enabled to act on such observations in a collaborative manner such that its decisions, whether 

unilateral or multilateral, cause the network to converge to a desired state.

In order to inform this aspect of the design of configuration components for the flexible muUi-protocol 

network-layer system, it has been found necessary to consider a number of techniques, systems and concepts 

that already exist in the literature. Many of the observations noted in this review are generally applicable to 

the reconfiguration component described in the next chapter. The techniques that are surveyed include 

address and router configuration in ad hoc networks, self-stabilisation and ad hoc network management 

schemes. While these techniques do not exhaust the body of possible sources of interest, they have been 

chosen because they are representative of a number of different approaches to the issues surrounding the 

distributed organisation of systems. Prior work in the area of techniques that enable network-layer flexibility 

of the kind proposed and discussed in this chapter and in Chapter 3 is very limited.

The fundamentals o f each technique are introduced and overviewed in the following subsections. These 

techniques are analysed with respect to their suitability for use in a flexible muhi-protocol ad hoc networking 

system. This review helps to highlight different types of flmdamental distributed design approaches that may 

or may not be extended to the mobile ad hoc networking domain.

6.4.1 Ad Hoc Network Management

Ad hoc network management schemes such as the Guerrilla scheme [She03], the Ad Hoc Management 

Protocol [Che99], [Gur98] and [KanOI] have been developed specifically for ad hoc networks. They are used 

to manage networks in response to perceived changes in the state of the network. While, at first glance, an ad 

hoc network management scheme may seem like a suitable technique to address all of the problems 

associated with the enabling of flexibility at the network-layer of ad hoc networks, closer analysis reveals 

that the schemes used are too reliant on centralised and hierarchical structures.

Such management schemes are modified versions of the Simple Network Management Protocol (SNMP) 

[Cas90], the aim o f which is to provide fault, performance and configuration management to TCPAP-based 

networks [Aid94]. Fault management deals with the detection, isolation and correction of faults in network 

entities whilst configuration management is generally charged with the initialisation and shutdown of a 

network. Configuration management also handles the configuring of network entity parameters to provide 

differentiated services, the addition of new entities to a network and the upgrading of existing entities.
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Performance management involves the collection of network statistics and the tuning of the network 

parameters to improve performance. In order to provide these services, network management protocols must 

frequently observe the state of the network. The observed information is used to infer the QoS in the network 

relating to faults, congestion and attacks.

The Guerrilla management scheme for ad hoc networks is based on a three-tier (supervisor / nomadic 

manager / probe) system. A supervisor regulates and distributes management polices to nomadic managers, 

which in turn use active probes to locally manage ordinary nodes. The nomadic managers can be either 

manually selected or can be elected by way o f a clustering algorithm that creates trees of various depths. 

Such trees are rooted at the manager. The probes actively sense the network dynamics when they are 

transmitted in data packets to remote nodes. Monitoring probes may be transmitted multiple hops away to 

gather information on the neighbouring topology. The probes report back to their nomadic managers and data 

may be aggregated and sent further upstream for more centralised consideration. Further management probes 

are then disseminated to adapt the network in order to address perceived changes. The scheme presumes the 

existence of a functioning proactive multi-hop routing mechanism as the probes, nomadic managers and the 

supervisor may be multiple hops away from each other.

The ANMP scheme is similar to the Guerrilla scheme, using a three-tier structure to scale the management 

process. Again, the hierarchical structure is supported by a clustering algorithm. The authors argue that a 

hierarchical model is appropriate for data collection and propose two clustering algorithms. The first is based 

on GPS information while the second algorithm uses graph theory to generate the clusters. The algorithms 

presuppose the existence of a functioning routing protocol. The clustering algorithms are used to divide the 

network into logical partitions for ease of management at a higher level. The authors of ANMP view ad hoc 

networks as an extension of the wired static networks for which SNMP was designed and do not believe that 

SNMP-like architectures are incompatible with the ad hoc networking domain. As such, ANMP has been 

designed to be SNMP-compatible. Charles E. Perkins, on the other hand, believes that, in the context of 

mobile ad hoc networks, SNMP-type architectures are “completely o ff the map"' [PerOl]. Application-layer 

management schemes require the support of too many lower level services, such as peer-to-peer multi-hop 

routing and clustering, to be contemplated for adaptation for use at the network-layer.

Not withstanding the merits o f ad hoc network management schemes with regard to network organisation, it 

is apparent that they conflict with the stated assumptions underlying the design of the flexible system which 

were enumerated in Chapter 4. As a consequence, ad hoc management schemes will not be analysed further 

in relation to their suitability to enable the flexible components identified in Chapter 3.

6.4.2 Address and Router Auto-Configuration

Address and router auto-configuration is an area of research within the ad hoc networking community that 

covers the investigation of mechanisms that allow nodes (routers) to automatically configure certain variable 

parameters that are necessary for network participation. At this stage, it is perhaps wise to note the 

differences between the network-layer configuration presented in this literature and the network-layer 

configuration proposed in this thesis. The aim of the network-layer configuration in this literature is to ensure
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that each node is uniquely identifiable, whereas the aim of network-layer configuration in this thesis is to 

ensure that multi-protocol nodes cooperate to employ a suitable ad hoc routing protocol. Addresses and 

routing protocols are both variable and dependent network parameters. They are variable in that a transient, 

autonomous, self-configuring mobile ad hoc networking node may need to adapt these parameters in 

response to the changing network scenarios. They are dependent parameters as a node’s choice of address 

and routing protocol must be compatible with the choices being made by the other participating nodes. 

Nonetheless, it is possible to make a number of observations about the processes used in this literature that 

may apply to the flexible components proposed in this thesis.

As conventional approaches, such as the Dynamic Host Configuration Protocol (DHCP) [Dro97] or manual 

configuration, are not suitable for mobile ad hoc networks, the issues surrounding the automatic 

configuration of ad hoc routers have received some attention in [Bol02b], [McaOO], [Nes02], [Par04], 

[Sun03b], [Shi04], [Ton03] and [Vai02], Thorough reviews of this literature may be found in [Sun04] and 

[Wen04], McCauley et al. [McaOO] have developed a Dynamic Registration and Configuration Protocol 

(DRCP), which adapts DHCP for the ad hoc networking domain, together with a Dynamic Address 

Allocation Protocol (DAAP). The authors aim to provide a flexible and robust router registration and address 

auto-configuration system for quasi-dynamic networks; networks that fall somewhere between mobile ad hoc 

networks and more stable back-boned networks, where only the peripheral nodes are mobile. They argue that 

the DHCP model is a satisfactory model to extend into this domain. As the network is ‘quasi-dynamic’, and 

not a truly mobile ad hoc network, the scheme does not seek to address the problems caused by network 

partitions and mergers.

Most of the other approaches that have been proposed for use in mobile ad hoc networks disagree with the 

contentions of [McaOO]. The rest of the literature recognises network events such as node initialisations, node 

joins, node departs and network mergers as events that are typical of a transitory ad hoc network. As they are 

not exceptional events, they should be dealt with by tailor-made auto-configuration mechanisms rather than 

modified DHCP-based schemes. One such approach is the MANETconf [Nes02] scheme, which presents a 

distributed dynamic host configuration protocol for nodes in a mobile ad hoc network. The authors of 

MANETconf have modified the Ricart-Agrawala [Ric81] mutual exclusion algorithm for use in the ad hoc 

networking context, removing the original algorithm’s constraints on bounded message delays, reliable 

multicasting, fixed network size and topology changes. Each and every node keeps a copy of the list of 

allocated addresses rather than relying on a single central server to hold this information. It is argued that a 

mutual exclusion algorithm is required to control access to the network’s address pool in the absence of a 

central server. New nodes wishing to join the network choose an already configured node as an agent to do 

their bidding while a soft-state address is assigned to them. The soft-state approach allows a node to take an 

address while the allocation process is ongoing. If the attempted allocation is denied to the node, or if the 

node does not receive a confirmation message within a fixed period, then the node relinquishes the address. 

This approach guarantees termination of the process in the presence of lost or delayed confirmation 

messages. MANETconf may be described as a stateful scheme, meaning that each and every node in the 

network knows the exact global network configuration with regard to address allocation. As the scheme is 

stateful, in a network that may experience many mergers, partitions and joins, the overhead incurred during
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the exchange of state information between nodes is not insignificant in the context of the constrained 

bandwidth of a wireless ad hoc network.

Boleng presents the more radical of the approaches, challenging the status quo with regard to the addressing 

structure [Bol02b]. Existing schemes assume the use of conventional IP-like addresses and address blocks. 

This scheme enables nodes to use a minimal addressing structure that adapts to the changing size o f the 

network. The variable-length addressing scheme is motivated by the authors’ desire to reduce control 

overhead by using the minimum number of bits possible to address every network node uniquely, e.g. a 

network of up to 16 nodes would use 4 bit addresses whereas a network of up to 65,536 hosts would use 16 

bit addresses. As the address size reflects the size of the network, it must be changed when nodes join (or 

leave) the network or if two standalone networks merge. Nodes are allocated sequential addresses, i.e. when a 

node joins the network it receives the next-highest address available in the address block. The means by 

which this scheme enables node joins is very similar to the MANETconf scheme, involving the use of a 

bidding agent and communication with every other node to inform them of the arrival of the new node and 

the allocation of the address. The authors acknowledge that this type of procedure introduces a considerable 

amount of overhead. Boleng also modifies the network-layer packet header so that two extra fields are 

created to indicate the address length being used in the network and also the highest address that has been 

allocated. This information amounts to global state information that must be kept consistent across the 

network at all times. The variable-length address approach adds extra complexity to the traditional problems 

associated with address auto-configuration: changing the variable address length requires all nodes to take 

action during runtime, i.e. ‘on the fly '.

Another interesting feature of Boleng’s scheme is the way in which it allows nodes of one network partition 

to detect nodes of another partition using the address state information, i.e. the 2-tuple of the current highest 

address and address size carried in the network-layer packet header. The 2-tuple values held by neighbouring 

nodes should be relatively close in value, i.e. the address size and the highest current address should not vary 

wildly from neighbour to neighbour. If a node detects a neighbouring tuple value that is beyond some 

threshold, then it may assume it has come into contact with a foreign network partition. The use of this 

approach means that the network does not have to manage a separate network identification scheme. While 

Boleng has introduced extra complexity into the addressing scheme by using a variable address structure, this 

approach has lead the author to consider more issues than are normally prevalent in address auto- 

configuration schemes, namely the reconfiguration and simplification of the global state information.

While the MANETconf and Boleng schemes provide strong network consistency, the proposal presented by 

Vaidya introduces the concept of weak consistency [Vai02]. Strong network consistency aims to ensure that 

all nodes are always fully consistent with regard to the desired network state, i.e. each node has a unique 

address at all times. Weak consistency, on the other hand, relaxes the demand that all nodes should be 

consistent at all times and introduces techniques that allow the network to mitigate the possible negative 

effects due to possible inconsistencies. In contrast to the stateful configuration approach of MANETconf and 

Boleng, [Vai02] proposes the use o f a stateless address configuration algorithm. The use of stateless address 

mechanisms, when a node tentatively picks its address based on local knowledge such as its MAC address, 

generally requires that a separate mechanism is used to resolve address conflicts in the network, e.g. two
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nodes using the same address. Such schemes are referred to as duplicate address detection algorithms, which 

themselves may be weak or strong. Strong duplicate address detection schemes guarantee that there will be 

no duplicate addresses within the network whereas the goal of a weak duplicate address detection scheme is 

to prevent a packet from being routed to the ‘wrong’ destination address in the event of duplicates existing in 

the network.

Vaidya proposes the use of a weak duplicate detection scheme primarily because the strong schemes are 

reliant on the use of timeouts. Previous schemes such as those presented in [Bol02], [PerOO] and [Nes02] 

used timeouts to account for lost or delayed messages. However, Vaidya argues that ad hoc networks will 

often be subject to unbounded delays and has shown that if even one link between two nodes is unbounded, 

then a timeout-based strong duplicate address detection algorithm may fail. This is a reflection of the 

distributed consensus impossibility result which will be discussed in the next chapter. Unbounded delays may 

occur when nodes leave the network permanently or when the network partitions. It is not practical to place a 

bound on such delays, which would be manifested by the use of a large timeout, when such delays are very 

likely to occur. The delays brought about by lengthy timeouts would slow the convergence of the scheme. It 

is also noted that even if the delays were bounded, it is not trivial to determine the bound when the network 

size is unknown; this would be especially true of an open network.

The [Vai02] stateless address configuration mechanism bears some similarity to the IPv6 mechanisms that 

allow nodes to determine link-local addresses which have a limited internetworking scope. The weak 

duplicate address detection algorithm proposed by Vaidya involves modifications to the underlying routing 

protocols that allow for the detection of duplicate addresses in the course of normal network routing. 

Essentially, each node is expected to have a unique ''key', e.g. a MAC address or randomly chosen number, in 

addition to its network-layer address. In effect, each node has a dual identity. The uniqueness of these keys is 

to be assured by use of a separate duplicate address detection algorithm. The approach is similar to IPv6, 

except that instead of embedding the key (e.g. a MAC address) into the network-layer address, the key is 

embedded in the underlying routing protocol headers instead.

Finally, Sun et al. comprehensively describe a scheme that enables dynamic, distributed address 

configuration [Sun03b]. The scheme operates in multiple stages, building primarily on an earlier address 

auto-configuration protocol [PerOO]. The scheme involves address generation, address duplicate detection 

and address registration with an Address Authority. It is perhaps the most mature and comprehensive 

solution to this problem yet published, advancing on the work presented in the publications previously cited 

in this section. The authors accept the contention of Vaidya, that unbounded message delay renders strong 

duplicate address detection impossible. However, they argue that in a well-connected network it is possible to 

bound delays by choosing appropriate timeouts. Essentially, the scheme overcomes the problems of the 

seeming impossibility of strong consistency by operating on the premise that it is possible to have strong 

consistency in a well-connected network partition and that it is possible to successfully merge two such 

partitions. Sun et al. foresee well-connected nodes organising themselves using the combination of a weak 
distributed request/reply algorithm that is supplemented by two centralised back-up entities. The use of such 

centralised back-up entities requires the use of multi-hop routing services. Nodes that are not well-connected, 

e.g. nodes at the periphery of the network, nodes that do not have steady links and nodes that leave or join the
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network sporadically, are accommodated by developing other strong mechanisms that allow them to integrate 

with the network when they become well-connected again.

In summary, the benefit of stateful schemes is that they leave no room for ambiguity about the state of the 

network. MANETconf, Boleng, and to an extent Sun et a l,  aim to ensure that all the nodes are strongly 

consistent at all times. Multi-hop routing protocols and higher-level services and applications may function 

seamlessly over the network as they would if the nodes were using pre-assigned static addresses. However, 

the MANETconf and Boleng schemes incur much overhead with regard to message passing and state tables. 

Both schemes require initialising nodes to proactively negotiate with the entire network using positive 

confirmation techniques. Contrary to the stateful approaches, stateless schemes absolve the network of the 

requirement to maintain consistent global state information, but in so doing they require the implementation 

of mechanisms that mitigate against state inconsistencies. The Vaidya scheme proposed a weak duplicate 

address detection scheme which essentially tackles problems that may arise from the existence of duplicate 

addresses by using an alternate addressing scheme in parallel with the main scheme. However, the benefits of 

such a low-cost stateless configuration and weak duplicate address detection approach may be offset by the 

changes necessary to many elements of the pre-existing network-layer components.

6.4.3 Self-Stabilisation

Self-stabilisation (or stabilisation) is the branch of computing that focuses on the ability of a system to 

converge, within a finite number of steps, from an arbitrary state to a state that exhibits desired system 

behaviour. In other words, a protocol would be said to be self-stabilising if its specification does not require a 

particular initial state to be imposed on the system to ensure the correct behaviour of the protocol. Also, 

significantly, in contrast to a distributed consensus protocol that must be terminated in some way, a self- 

stabilising protocol is non-terminating. (Distributed consensus is reviewed in the next chapter.) The process 

of self-stabilisation continues as long as the system persists.

Self-stabilisation has been reviewed in the context of this thesis in order to inform the solution about means 

by which a distributed system may be strengthened in the face of disruptive events. In this thesis, such events 

may be manifested though the normal network events of migration, network partitions and mergers or 

network reconfiguration. A flexible multi-protocol system may be viewed as a multi-state distributed system 

that is subject to state perturbations through such events. The concept, or technique, of self-stabilisation is a 

general approach that may be applied to many distributed algorithms or protocols.

While the concept of a correct initial state makes sense in a single sequential program, such a concept in a 

distributed system o f processes seems artificial. In the context of networking, a self-stabilising networking 

system may have an initial global state with arbitrary messages in its links, i.e. in outgoing or incoming 

queues, and arbitrary corruption in the protocol state variables of the network’s nodes. A self-stabilising 

networking system would eventually converge to correct global behaviour. The concept was originally 

pioneered in 1973, when Edsger W. Dijkstra, abeady noted in the field of graph theory for his self-named 

shortest path algorithm, published a short paper that introduced the idea of self-stabilising systems in a 

distributed computing environment [Dij74]. Dijkstra introduced the concept in the context of stabilising a
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distributed mutual exclusion algorithm on a ring (of processes). It took some years before the value of his 

contribution in that terse paper was further explored and developed. Leslie Lamport highlighted the work in a 

1983 address to an Association for Computing Machinery (ACM) distributed computing conference, which 

led others to investigate the self-stabilisation approach to the development of robust fault-tolerant algorithms 

in distributed computing environments. Since that time, the model presented in [Dij74] has been expanded 

and its limits have been explored under varying system models, conditions and assumptions. Reviews of this 

field may be found in [DolOO] and [Sch93].

Jayaram et al. have shown that a crashing network protocol in an asynchronous, memory-less environment, 

in which messages may be lost, can be driven into an arbitrary global state [Jay96]. The authors considered 

network protocols like IP and High Level Data Link Control (HDLC) that do not require nodes to have 

non-volatile memory. After a crash and restart, whether due to power failure or system corruption, the 

protocol state variables are set to their initial values as the values at the time of crashing have been lost. 

While non-volatile memory is cheap and it may now be factored into protocol design, historically protocol 

designers have not relied upon the existence of non-volatile memory. Current ad hoc routing protocols such 

as AODV have been designed on the assumption that protocol state information may be lost when a node 

crashes and reboots. [Jay96] proves that system crashes, even ones as simple as node failures, may send 

networking systems into arbitrary states unless the protocols are self-stabilising.

Thus the self-stabilisation property is desirable in distributed networking systems that have to cope with 

unanticipated faults. The fault-tolerance that stabilisation brings to a protocol is often cited as the prime 

motivating factor for design of self-stabilising protocols. As noted, the configuration components proposed in 

Chapter 3 have a shared objective; to bring about a consistent state in the network so that remote nodes may 

communicate over multiple hops. It should be recalled that in a multimodal ad hoc networking system the 

global network state is the union of the local nodes’ states. Inconsistencies in the global network state of a 

distributed system may be viewed as faults.

The applications o f self-stabilising systems have been expanded from mutual exclusion algorithms to 

spanning tree construction algorithms, used for multicasting and clock synchronisation algorithms. 

Self-stabilisation applies to distributed systems which may be a networked group of processes or 

multiprocessor computers. The latter example may use a shared memory communication model which lacks 

any analogy with the ad hoc networking environment and analysis of, or observations on, this type of 

self-stabilisation system are not presented here.

The time complexity of self-stabilising systems varies. Clearly, a protocol that promises convergence to 

correct system behaviour is desirable, but not at a cost of a lengthy period of time during which the system 

may act inefficiently or not at all. The convergence time of a self-stabilising protocol should be such that the 

protocol manages to stabilise before new faults occur, otherwise a cycle of instability may exist. This would 

be unacceptable in a networking context. As was shown in Chapter 2, the performance of certain ad hoc 

routing protocols suffered when the protocol took too long to converge in the face o f continual change in the 

network topology. Self-stabilising techniques that rely on centralised concepts and entities may be slow to 

converge and have a high message complexity. They may also be reliant on functioning multi-hop routing 

services.

127



6 E im b lin g  Aiito-C^onfig iira tion

Awerbuch et al. [Awe91] and George Varghese [Var92], in an attempt to address and simplify the issues 

surrounding the problem of convergence time and message complexity, refined the concept of 
self-stabilisation by introducing the notions of local checking, local correction and counter flushing among 

other concepts. As noted, in the networking context the global state of a network is defined as the local state 

of each node and link, i.e. the messages on the link passing between nodes. Simply and briefly put, the 

network model is represented in the usual manner by a symmetric, directed graph. Each link in the system 

may be viewed as an individual subsystem, as illustrated in Figure 6.9. For every pair of nodes, i.e. each link, 

there is an arbitrary leader, the selection of which may simply be a function of the two nodes’ addresses or 

unique identifiers.

Link Subsystem 1

Link Subsystem 3
Link Subsystem 2

Figure 6-9 System Viewed as Union of Overlapping Subsystems

The main thrust of the idea behind local checking is that for many protocols it can be shown that whenever 

the protocol is in an illegal global state some link subsystem must also be in an illegal state. The efficiency of 

this approach compared to a global checking one is that state information does not have to be collated at a 

central node before it is checked for consistency. Each link subsystem can be checked in parallel. Local 

correction operates using a similar principle to that of local checking. Many protocols can be returned to a 

legal state by having each underlying subsystem independently correct itself to a legal state so long as the 

correction of one link does not invalidate another overlapping link.

Sender Receiver

credit
queueregister

credits

Figure 6-10 Varghese's Local Checking and Correction Example

Informally, the local checking and correction concepts may be explained by way of a simple example used in 

[Var92] which features two connected nodes, a simple network, that use a credit-based flow control protocol 

to throttle the flow of messages between them, depicted in Figure 6.10. The Sender node may send messages
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to the Receiver node which buffers the messages in a queue of finite size. If the Receiver’s queue is full, 

messages are dropped, so a credit scheme is used which allows the Receiver to indicate to the Sender the 

number of credits available. The Sender only sends messages when the credit register has a non-zero value, 

which it then decrements on sending a message. The Receiver sends the Sender a credit when it removes a 

message from its queue. Without further explanation of the detail of the scheme, it is apparent that the loss of 

messages or credits during the execution of the protocol or the crash/restart of either node would throw the 

protocol into an arbitrary state from which it could not recover of its own accord. Indeed, the initial correct 

operation of the scheme assumes that the value of the Sender’s credit register is set to the size of the 

Receiver’s queue and that the Receiver’s queue is empty.

The imposition of local checking and correction techniques on such a protocol enables it to self-stabilise. 

Local checking would involve the Sender node ascertaining that a local predicate holds true at all times. A 

local predicate is a locally checkable condition which, if true, indicates that the link is behaving normally. In 

this case the predicate that must hold true is that the number of credits in the Sender’s credit register added to 

the number of messages in the Receiver’s queue is equal to the maximum credit register value. If this 

predicate is false then the system needs to be locally corrected. Local checking involves the Sender node 

issuing a request to query the state of the Receiver node; specifically, what number of messages is in its 

queue? The Receiver node responds with a reply message indicating its present state. If the predicate does not 

hold true, then the Sender node can send a message to the Receiver to correct the link and stabilise the 

protocol.

Varghese has shown that if a local checkable protocol is also one-way checkable then the protocol may use 

local checking by periodic sending o f state instead of local snapshots if each local predicate is also separable. 

A separable local predicate is one that can be split into two one-way predicates for each direction in the link 

subsystem. If a protocol is one-way checkable, it is faster and cheaper and simpler than a protocol that uses 

snapshots and resets.

While the concept of local checking may be applied to many protocols, local correction is often not 

applicable due to an inability to impose such sufficient conditions on the underlying protocol for its 

successful self-stabilising operation. In cases where local correction is not possible, Varghese suggests that 

global correction mechanisms may be used. One such global correction mechanism is the distributed global 

reset protocol proposed by Arora et al. [Aro94]. While global resetting replaces the notion of local correction 

by local reset, it may still be triggered by a local checking mechanism. However, such a global reset 

algorithm is comprised of leader election, spanning tree construction and diffusing computation elements. 

The fu-st two components clearly violate the assumptions that have been made about the flexible system. 

Leader election introduces hierarchy into the system and spanning tree construction is itself analogous to 

multi-hop route construction.

Composite systems may be designed around separate system components that address different system faults 

or unanticipated changes. If individual system components can be stabilised, then it is possible to stabilise a 

larger composite system. In the case of network protocols this results in partitioning the protocol into 

separate elements that are capable of correcting their own state. While the notion of self-stabilisation is not 

explicitly referenced in the published networking literature, the protocols that are components of networking
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systems are generally self-stabilising. Stateless protocols such as IP are stabilising by definition while stateful 

protocols such as RIP, OSPF, AODV and OLSR are stabilising, whether by accident or design.

In summary, protocols that incorporate self-stabilising mechanisms are robust to the challenges of 

asynchronous, lossy, message-passing distributed systems. There are many approaches to the design of 

self-stabilising protocols, varying fi'om global snapshots and distributed resets which require the centralised 

collation o f system information followed by the network-wide resetting of the local system entities to the 

localised proposals put forward by Varghese which may be used in general networks subject to the 

imposition of some conditions. In terms of time complexity and messaging overhead, the most cost effective 

self-stabilising protocols are ones that make use of local checking and correction techniques. Appendix B 

provides a more detailed primer on the concept of self-stabilisation by local checking and local correction.

6.4.4 Summary

Both the concept of router address auto-configuration and the technique of self-stabilisation lend themselves 

to the task of designing an auto-configuration component. The literature on router address auto-configuration 

was analysed even though the configuration of unique addresses and the configuration of uniform choice of 

routing protocols have orthogonal configuration objectives; the former seeks nodal-configuration 

heterogeneity, the later seeks nodal-configuration homogeneity. Whilst acknowledging the differences 

between the two objectives, it was noted that addresses and routing protocols are both dependent and variable 

parameters of the network. Both addresses and routing protocols have non-local significance in a network as 

collaborating nodes must use a combination o f unique addressing and uniform routing protocols to provide 

end-to-end connectivity. The authors of the published literature acknowledge the difficulties of designing a 

distributed and collaborative configuration mechanism.

The analysis of the literature on address auto-configuration revealed that there are two primary approaches to 

the collaborative auto-configuration of addresses in ad hoc networks. The published techniques use either 

consistent stateful approaches or possibly-inconsistent stateless approaches. The stateful techniques involve 

all nodes having complete knowledge of the address configuration of every node in the network. A node is 

configured with a new address based on the active cooperation of all other nodes. There is no ambiguity in 

the network as regards the configuration of any node. On the other hand, the stateless techniques adopt a 

more localised approach in which global state knowledge is not required; rather, nodes tentatively configure 

addresses based on local information and configuration conflicts are resolved as and when they are detected. 

The literature has shown the signalling overhead involved in the stateful techniques to be high, whilst the 

configuration inconsistencies incurred by the lower-cost stateless techniques are readily surmountable. The 

address configuration literature also draws attention to the use of various types of network partition 

identifiers as a means to enable mobile wireless ad hoc networks to control the effects o f network partitioning 

and merging.

It was noted in the description of self-stabilisation that the main thrust of the concept is to allow a distributed 

system to converge, within a finite number of steps, fi'om an arbitrary state to one that exhibits the desired 

system behaviour. To put self-stabilisation into the context of the proposed network-layer auto-configuration
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component; an arbitrary state exists when a migrating node or merging network impinges on another network 

region which was heretofore exhibiting desired system behaviour, i.e. all nodes were using the same protocol. 

If the auto-configuration component is designed to be self-stabilising, it could correct the arbitrary behaviour 

of the migrating or merging nodes so that the network operates correctly within a bounded time. 

Self-stabilisation techniques operate by imposing verifiable conditions on the underlying protocol or 

algorithm which may be continually checked and corrected, if necessary, thus stabilising the system with 

respect to the desired system behaviour. Furthermore, the non-terminating nature of the self-stabilisation 

approach, i.e. that a self-stabilising protocol or algorithm constantly detects and corrects its behaviour, is 

suited to the mobile ad hoc networking environment as such an open, autonomous system undergoes 

continual change.

The self-stabilisation literature has examined a wide variety of self-stabilisation approaches for many 

different types of distributed systems. Many self-stabilisation approaches described in the literature propose 

the use of global detection and correction techniques, techniques which are not suited to mobile wireless ad 

hoc networks. However, the literature has identified the local correction and detection approach as being 

suitable for application in a distributed setting such as that exemplified by mobile wireless ad hoc networks. 

Such self-stabilisation techniques offer the most robust and low-cost solution to the design of a configuration 
component.

Indeed, when self-stabilisation techniques and address auto-configuration techniques are viewed in 

conjunction with one another, the parallels between the two general approaches of each technique become 

evident. Both the stateful address auto-configuration techniques and the global detection and correction 

self-stabilisation techniques are equally inefficient in the context of the distributed system, especially when 

the distributed system is that represented by a realistically modelled wireless mobile ad hoc network. The 

dynamic and open topology, the unbounded population size and the multi-hop nature of the communications 

involved in each approach introduce signalling and global-state requirements that may overwhelm, or at least 

place heavy demands upon, the primary network-layer components. As the routing protocol is one of the 

primary network-layer components, the overhead involved in configuring the choice of routing protocol must 

not impinge on the operation of the routing protocol itself, rather it must be sympathetic to the fundamental 

signalling characteristics of the routing protocol in use. On the other hand, both the stateless router address 

auto-configuration techniques and the local detection and correction techniques take a less benign view of the 

characteristics of distributed systems with regard to organising and effecting a distributed collaborative task.

It was also noted that composite systems, i.e. systems that are composed of multiple individual components, 

may be made self-stabilising if the individual components are themselves self-stabilising. Routing protocols 

such as AODV, DSR and OLSR are inherently self-stabilising. Therefore, other distributed components that 

are developed to work in tandem with these self-stabilising routing protocols, such as the auto-configuration 

component, should also adhere to a similar design objective so that the entire system has the desirable 
qualities associated with self-stabilising distributed systems.
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6.5 The Auto-Configuration Component

The auto-configuration component incorporates the elements identified in the blueprint described in Section 

6.2.3. The auto-configuration protocol is presented as two separate sub-protocols; the Stateless Configuration 

Initialisation (SCI) protocol and the Configuration Conflict Detection and Resolution (CCDR) protocol. 

Firstly, an overview of the component is presented in the next section. This overview sets out the design 

rationale for the component which is based on the foregoing discussions in this chapter. Then in the 

following section, the state variables and messages used by the protocols in this component are introduced 

and explained. Finally, in the last two sections, the SCI protocol and the CCDR protocol are presented.

6.5.1 Overview of Component

The overriding aim of the auto-configuration component is simple; each node should operate the same 

protocol as its neighbours; nodes should be enabled to dynamically auto-configure their network-layers with 

respect to their choice of routing protocol so that the state of the network, when viewed as the union of the 

states of its constituent nodes, is consistent and homogeneous regardless of the naturally occurring disruptive 

events that occur.

More general objectives for the design of this protocol mandate that it is robust, extensible and generates a 

low overhead. The component should be robust enough to deal with each of the naturally occurring network 

events that were described in Section 6.2, stabilising the network configuration in a timely manner. It should 

also be extensible so that other protocols may be accommodated in future systems. The manner in which such 

system upgrading or modification would take place is beyond the scope of this thesis, but some issues 

surrounding it are briefly discussed in Chapter 11. As previously stated, the auto-configuration component is 

a secondary network-layer component and it should not generate overhead which would conflict with the 

operation of the primary network-layer routing components, or which runs counter to the general approach to 

mobile wireless ad hoc network protocol design.

Bearing the attributes of both stateless router address auto-configuration and localised self-stabilisation in 

mind, it is proposed that the flexible multi-protocol network-layer should employ some aspects of these 

techniques that are suited to the network-layer routing protocol auto-configuration tasks. As a node only 

needs to be compatible with its immediate one-hop neighbours, this allows the protocol to be designed 

around a near-stateless approach which is similar to the stateless address configuration protocols that 

combine weak global consistency with a local configuration conflict detection algorithm. The scheme is 

near-stateless, rather than stateless or stateful, as, while it does not require complete knowledge of the global 

state of the network, it does rely on information about the state of the local neighbourhood. The need to 

record and evaluate the local state of the network introduces a minimal degree of statefulness into the 

protocol. The last section examined some of the issues surrounding a node’s ability to perceive its local 

environment with regard to the configuration of its neighbouring nodes. The characterisation of the degree to 

which different types of nodes can appreciate their environment is fundamental to the design of the 

auto-configuration component.
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It is also necessary to bear in mind that two other complementary flexibility components are proposed in this 

thesis; the internetworking component and the reconfiguration component. The reconfiguration component 

proactively goes about reconfiguring regions of the network in response to the underlymg networking 

dynamics. The reconfiguration component sets the boundaries between regions o f nodes where the 

underlying dynamics of the network warrant the use of different ad hoc routing protocols. The 

internetworking component facilitates this regional heterogeneity by enabling end-to-end connectivity across 

a heterogeneously configured network.

In order to enable the auto-configuration of nodes, the reconfiguration of regions of nodes, and the 

internetworking of heterogeneous regions, the flexible multi-protocol network-layer allows nodes to change 

from one protocol to another at runtime and to simultaneously operate two routing protocols within the same 

network-layer. A node which operates two ad hoc routing protocols simultaneously is referred to as a 

Boundary Node. Boundary Nodes have special significance in terms of regional internetworking, as will be 

discussed in Chapter 8.

Figure 6.11 provides a simple illustration of the possible runtime changes that a node can make to the 

configuration of the routing protocols operating in its network-layer. As illustrated in Figures 6.1 la, a node 

can change from using AODV to using either of the other two available routing protocols if either the 

auto-configuration or reconfiguration component triggers such a change. Nodes can also simultaneously 

operate two routing protocols. Figure 6 .l id  depicts a node that cycles through a series of protocol 

configurations; (anticlockwise) from OLSR to OLSR and AODV simultaneously to AODV to AODV and 

DSR simultaneously to DSR and OLSR simultaneously and back to OLSR. This feature is triggered and 

controlled by the auto-configuration component. The specific detail of the dynamic changing of protocols 

and the simultaneous operation of protocols is discussed in Chapter 8.

Figure 6-11 Nodes Can Change Protocols Dynamically and Operate Two Protocols Simultaneously

The auto-configuration protocol incorporates the self-stabilisation techniques of local checking and local 

correction to develop a robust solution suited to the harsh distributed computing environment exemplified by 

a wireless mobile ad hoc network. The protocol is completely distributed; each node takes local independent 

actions based on a combination of local state variables and information received from neighbouring nodes in 

packets that are issued by those nodes’ primary network-layer components; indeed the absence of 

information from neighbours also informs a node’s decisions.

The design of the auto-configuration protocol is described in the following sections. The auto-configuration 

component is split in to two distinct protocols; the Stateless Configuration Initialisation (SCI) Protocol and 

the more complex Configuration Conflict Detection and Resolution (CCDR) Protocol. The SCI protocol
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deals simply with the configuration of a single node when it boots up. The node’s routing protocol is 
tentatively configured and some state variables necessary for the operation of the CCDR protocol are 
configured. Once the SCI protocol has configured those network-layer parameters it terminates and the 

CCDR protocol becomes operable. The CCDR protocol is non-terminating; it operates as long as the node is 
alive.

The protocols are presented in a number of stages. Firstly, Section 6.5.2 provides a brief primer on the 

specific self-stabilisation techniques that will be used to design the CCDR protocol. Having identified the 

self-stabilisation techniques of local checking and correction as being suitable techniques to incorporate into 

the design of an auto-configuration protocol, it is necessary to thrash out some of the details of these two 

techniques so that their impact on the component design may be understood. The local variables and 

messages that form the basis of the protocols are discussed in Section 6.5.3. Finally, in Sections 6.5.4 and 

6.5.5, the SCI protocol and the CCDR protocol are presented.

6.5.2 Local State Variables and Node Status Messages

To introduce the local state variables and messages that are used in the description and operation of the 

protocols, it is useful to consider Figure 6.12 which depicts a network that is composed of two contiguous 

regions of nodes. The region on the left is configured to use DSR and the region on the right is configured to 
use OLSR. Each node-to-node pair of connected nodes forms a link subsystem.

DSR Region

Region Sequence 
Number; 143 ;

M—- 0 \

(u,v) Link Subsystem ' '  ̂ ,

Protocol Leeend• - AODV

• -DSR• -OLSR

I OLSR Region

Region Sequence 
Number; 221

Figure 6-12 A Network, Two Regions and A Link Subsystem

The (m, v ) link subsystem shown in Figure 6.12 is depicted in full detail in Figure 6.13; the state of the link 

subsystem is fiilly described by the local states of the two nodes and the messages that mtervene between 

them. Each node stores a number of state variables that are used in the operation of the protocol, as depicted 

in Figure 6.13. The details of these state variables and the Node Status messages are described below;

Active Routing Protocol: This entry simply records the routing protocols that the node is configured to use. 

The first protocol to be configured in the node is referred to as the A protocol and the second one to be 

configured, if the need arises, is the B protocol. The protocols’ Region Sequence Numbers are also tagged as 

A or B protocol entries. As shown in Figure 6.13, Node u records DSR as its A protocol and OLSR as its B 

protocol, while Node v records OLSR as its A protocol.



Eiiiibling A u to-C oiif ig i i ia t ion  6

Region Sequence Number: The Region Sequence Number uniquely identifies a region of homogeneously 

configured nodes to which the node is presently connected. The Region Sequence Number is motivated and 

discussed in the next section. Node u records its Region Sequence Numbers as A: 143 (for the DSR region) 

and B: 221 (for the OLSR region) and Node v records its Region Sequence Number as A: 221.

. . . .  j

Local Stateiyi)

u: Active Protocol : A:DSR / B:OLSR 
u: Region Sequence N o .: A:143 / 3:221 
u: Neighbourhood Table:
Neighbourhood Table
Entry Neighbour jActive iRegion 

ID: Protocol Sequence 
Protocol Wo.

ESV Data 
(Degree)

0 r 4: A A; DSR A: 343 2
1 5: A A: DSR A: 343 3
2 3: A A: DSR A; 343 3
3 6: A A; DSR A; 343 2
4 v:B B: OLSR B: 701 3

Local State{y)

v: Active Protocol(s) : A:OLSR 
v: Region Sequence No. : A: 221 
v: Neighbourhood Set :
Neighbourhood Table
Entry Neighbour

ID:
Protocol

Active
Protocol

Region 
Scquenc 
e No.

ESV Data
(Degree)

0 11: A A: OLSR A: 701 4
1 15: A A: OLSR A: 701 3
3 u: A A: DSR 

B: OLSR
A: 343 
B: 701

5

Figure 6-13 Local State of the («, v) Link Subsystem

Node Status Messages: The link subsystem is also described by the information contained in what will 

generically be referred to as Node Status messages. A Node Status message is carried in every packet 

received from every neighbouring node, regardless of the main payload of the packet. All flexible 

network-layer nodes encapsulate their network-layer payload, whether it is a control packet or a data packet 

from a higher layer, within a Network-Layer Packet. The Network-Layer Packet was described in Chapter 4. 

A Node Status extension is appended to the all Network-Layer headers. As the network-layer detects 

duplicated and out-of-order messages using the unique combination of each packet’s unique Source Address 

field and unique Packet Identifier field, each Node Status message is only processed once by the receiving 

node’s auto-configuration component. The Node Status message has local scope only and is not repeated by 

any node.

The Node Status Extension is illustrated in Figure 6.14. It contains the Region Sequence Number and the 

External State Vector (ESV) data pertaining to the node that issued the packet. The External State Vector, 

which was described in the last chapter, details the Mobility, Degree and Traffic characteristics of the node 

that issues the Node Status message. Only the Degree value in the ESV field is used in this component as it
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indicates whether the issuing node is connected or not. A connected node will declare a non-zero Degree 

value, whereas an isolated node will declare a Degree value of zero.

Node Status Extension

Active Protocol

Region Sequence Number

External State Vector

Figure 6-14 Node Status Message Extension

If the node issuing the Node Status messages is operating two protocols simultaneously, this means that it is 

currently connected to two differently configured networks. As such, the node will maintain the Region 

Sequence Numbers of the two regions to which it is connected. The node will also collate information about 

the networking conditions pertaining to those two regions. Such a node will attach two Node Status headers 

to every packet that it issues. Thus, the complete state of the node’s protocol configuration, i.e. that it is 

simultaneously operating two protocols, is revealed to nodes receiving the Node Status messages. Node u, in 

Figure 6.12, would attach two Node Status headers to the Network-Layer header of each packet that it 

broadcasts, one for the DSR region and one for the OLSR region.

As noted in the Section 6.4.3, one-way checking is sometimes referred to as ‘periodic checking by sending of 

state’. The periodicity of the sending of such state information determines how quickly a fault is detected. It 

has been observed that the three candidate protocols have varying signalling characteristics, ranging from the 

frequency-consistent signalling of OLSR to the aperiodicity of the signalling generated by the reactive 

routing protocols; the signalling of reactive protocols is related to the traffic demands on the network. The 

Node Status packets, which carry the state information that is used to do the periodic one-way checking of 

the local predicates, are always carried in the headers of the packets generated by the primary network-layer 

routing components, i.e. the routing protocol components and the packet-switching components. It will be 

shown in Section 6.5.4 that the variable nature of the periodicity with which these packets are sent does not 

diminish the capability of the auto-configuration protocol.

Extended Neighbourhood Table: The basic Neighbourhood Table was described in Chapter 4. Each entry in 

the Neighbourhood Table is managed in accordance with the associated routing protocol, i.e. each neighbour 

is entered and removed as dictated by the implicit or explicit route deletion rules for each ad hoc routing 

protocol. Two examples of the Extended Neighbourhood Table are illustrated in Figure 6.13. As shown in 

Figure 6.13, entries 0, 1, 2 and 3 in Node u's Neighbourhood Table are associated with its A protocol, DSR, 

and entry 4 is associated with its B protocol, OLSR. The protocol identified in the Neighbour ID: Protocol 

column indicates which one of the Node m’s  Active Protocols detected, and manages, the entry. The Active 

Protocol column indicates which protocols are active in the neighbouring node. The Extended 

Neighbourhood Table contains additional data fields for each neighbour entry. The modified table contains 

three extra data fields to record the Region Sequence Number and ESV information that is carried in the Node
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Status packets which are issued by each neighbouring node. As noted earlier, only the Region Sequence 

Number and the ESV Degree values are used in the operation of the auto-configuration protocol. The receipt 

of two Node Status messages in a single packet from the same node indicates that the sending node is 

simultaneously operating two ad hoc routing protocols. Referring to entry 3 in Node v’s Neighbourhood 

Table, it is possible to see that the neighbour entry for Node u reflects the fact that it is operating DSR and 

OLSR simultaneously.

6.5.3 Stateless Conflguration Initialisation (SCI) Protocol, Region Sequence 
Number

■ Introduction

The auto-configuration component is triggered as soon as a node is booted up; the component immediately 

engages the Stateless Configuration Initialisation protocol. As part of the initialisation process, each node 

must configure its Region Sequence Number in addition to its ad hoc routing protocol. The description of the 

Region Sequence Number and the Stateless Configuration Initialisation protocol are presented in tandem as 

they are dependent on each other.

The Region Sequence Number gives a unique identity to regions of nodes that are not like-configured. As 

illustrated in Figure 6.13, the DSR region has an identity of 143 and the OLSR region has an identity of 221. 

The Region Sequence Number is constructed such that these two regions cannot have the same identity while 

heterogeneously configured.

As the Configuration Conflict Detection and Resolution protocol uses the self-stabilising techniques of local 

checking and local correction it is necessary to impose a partial order on the link subsystems so that they may 

be corrected locally. Otherwise, since the link subsystems are not independent, the correction (or 

reconfiguration) o f one link subsystem may cause einother link subsystem to become invalid. The reliance of 

the local correction techniques on the existence of dependency-stable local predicates is detailed in Appendix 

B. However, within the context of this work, groups of link subsystems operate the same ad hoc routing 

protocol on a regional basis. Local correction will be applied locally by nodes with reference to their regional 

configuration. In short, a partial order has to be imposed on regions which are not like-configured. Applying 

the same reasoning used for local correction of a link subsystem to a regional subsystem of the network, i.e. 

applying it to groups o f link subsystems, it is possible to construct stable local predicates if an acyclic 

dependency can be enforced on heterogeneous regional subsystems of the network. The use of such a unique 

region identifier for link subsystem correction is further described in Section 6.5.4.

■ Choosing an Appropriate Region Identifier

The purpose of a region identifier is to give each homogeneously configured region of nodes an identity that 

allows associated nodes to recognise each other and which may also be used to create an artificial hierarchy 

between heterogeneously configured regions when configuration conflicts occur. Such an identifier must be 

unique to each homogeneous region of nodes and must also be independently computable. The identifier
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must also be independent of the actual routing protocol configuration of that region and it must be partition- 

safe.

The identifier must be unique for the simple reason that it is to be used as an arbitrary tie-breaker between 

regions of nodes. If the identities of two regions are guaranteed to be unique then it is possible to use the 

regions’ identities to arbitrarily influence their actions in a resolution of some configuration conflict. The 

identifier should be independently computable in order to reduce the overhead necessary to maintain it. The 

address auto-configuration scheme described in [Sun03b] used a centralised approach that required a 

hierarchical authority node to initialise and maintain the network identifier in addition to periodically 

broadcasting it to every other node in the partition. Such an approach is not viable in the networking system 

proposed in this thesis under the design constraints that have been enumerated in Chapter 4.

T y >  Tx

Network ID: 1

, /Kegion Sequence 
^  No: 9

3 j  Network ID: 1

Xz > Xy

5 J  Region Sequence 
No: 32

Network ID: 1

Region Sequence
No: 9

Network ID: 1

Protocol Leeend• -AODV

• -D SR

@-OLSR

Region Sequence 
No: 9

etwork ID: 1

^  Region Sequence 
No: 20

Figure 6-15 Network Identifiers Must be Partition-Safe

The identifier must be independent of the actual routing protocol configuration for the region, i.e. the value of 

identity should not be determined solely by the node’s current routing protocol. The auto-configuration 

component treats all of the available routing protocols equally and does not distinguish between their 

capabilities, whereas the reconfiguration component actively reconfigures nodes based on its knowledge of 

the perceived networking conditions and of the routing protocols’ different performance profiles. 

Consequently, the identity should not favour any particular protocol. Basing an identity on the current 

protocol’s identity would introduce an arbitrary, yet permanent advantage or disadvantage to some protocol. 

It was noted in Chapter 4 that the three candidate protocols use unique prime numbers to identify them in 

packet headers; DSR: 2, AODV: 3 and OLSR: 5. If a region of DSR nodes and a region of OLSR nodes were
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to be identified by their protocol values, then the OLSR region would always have a higher region identity 

than a DSR region resulting in a pennanent, yet artificial, regional hierarchy.

The identifier is also required to retain its uniqueness when faced with a partition event. The motivation for 

demanding this property is explained by way o f an example. Figure 6.15 depicts a network at time T ,, which 

consists o f ten nodes configured to use DSR and identified by the same network identifier, 1. By time Ty, the 

network has been partitioned and two network regions now exist. The two network partitions are still 

configured to use DSR and are still using the same original network identifier, 1. If  these two partitions were 

to merge again, while still identically configured, then there would be no configuration conflict and no need 

to rely on the region identifier. However, by time Tz the two partitions have reconfigured themselves to use 

alternative protocols as the networking conditions have changed. By time Tz, one partition has been 

configured to use AODV while the other is configured to use OLSR. However, the two partitions are still 

using the same original network identifier, 1, even though the two networks are now heterogeneously 

configured. If the two partitions were to merge at this stage, there would be a configuration conflict but the 

regions would still share the same identity.

The stateful M ANETconf [Nes02] protocol uses the lowest node address in a given network partition as the 

partition identifier. The uniqueness and partition-safeness o f  this identity marker is assured as the protocol 

guarantees the node addresses to be unique at all times. Since total state information is held at each node in 

the network partition, each node can easily ascertain the lowest address in the partition, and thus each node 

may ascertain the network partition identity. A similar approach was taken in [Bol02] which used the 2-tuple 

o f  the highest partition address and the address to size to identify the network partition. This type o f  stateful 

information is not available to nodes in the proposed networking system.

■ The Region Sequence Number

In order to address each o f the abovementioned requirements, the proposed network identifier takes the form 

o f a novel sequence number that cycles though a sequence o f prime numbers dictated by the 

protocol-to-protocol transitions that occur within each network partition. This number is referred to as the 

Region Sequence Number.

AODV • • DSR : 7 AODV • -> • OLSR : 17

DSR • • OLSR : 11 OLSR • • DSR : 19

OLSR • -> • AODV : 13 DSR • -> • AODV :2 3

Figure 6-16 Unique Protocol-to-Protocol Transition Identifiers

Each unique protocol-to-protocol transition, i.e. a change from using one protocol to using another protocol 

at runtime, is assigned an arbitrary prime number value. The values for each o f  the six protocol-to-protocol 

transitions possible in this networking system are listed in Figure 6.16. The Region Sequence Number is 

independently incremented by a node whenever it undergoes a protocol change, e.g. if  a DSR-conflgured



6 E n ab l i n g  A i i l o -Conf iwura t i on

node changes over to OLSR it increments its Region Sequence Number by 11. If a region of nodes undergoes 

such a change, then each node can independently modify its Region Sequence Number so that the entire 

region then has the same identity.

Referring to Figure 6.17, it is possible to see that a node’s identifier, which will be seeded by one of the three 

unique protocol identifiers, will then cycle through a sequence of prime numbers. As the sequence number is 

dependent on the protocol-to-protocol transitions, and as the transitions are identified by these unique prime 

numbers, then two regions can only ever have the same Region Sequence Number if they were initially 

configured to the same protocol and then subsequently experienced the same protocol-to-protocol transitions.

Initial Value: 2 Initial Value: 3

+13 .+23 +19, .+7
+7/ +23,

>17+19,

+17/+13> +19y
+23 Initial Value: 5 +7+19' +13'

+7+17 +23+11+11 .+17
v+19+13,

+21

+7 + 11,
+17 +23'

+13+19

Figure 6-17 The Three Possible Region Sequence Number Cycles

In sum, two regions can never have the same Region Sequence Number unless they are like-configured and, 

importantly, the Region Sequence Number is independent of the current regional routing protocol 

configuration.

■ Stateless Conriguration Initialisation

The unconfigured node tentatively configures itself by executing the following steps. Firstly, the node 

randomly chooses one of the routing protocols available to it; AODV, DSR or OLSR. As illustrated in Figure 

6.18, the node then increments its Region Sequence Number from zero to the protocol’s prime number value, 

e.g. a node that picks DSR will now have a Region Sequence Number of 3. Then, in the second step, the node 

randomly chooses one of the protocol-to-protocol transition steps that it can take.

Again referring to Figure 6.18, a node that initially chose DSR can now randomly choose between AODV 

and OLSR. The node then increments its Region Sequence Number by the protocol-to-protocol transition 

value. For example, if the node had initially chosen OLSR and then transitioned to AODV, it would now
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have a Region Sequence Number o f 18. The node now has its A protocol configured and that completes the 

costless stateless initialisation process.

The two-round process has the effect o f giving each protocol a chance to dominate in the early stages of 

network creation as each region may be initialised with a high or low Region Sequence Number. As 

illustrated in Figure 6.18, a DSR node may have a Region Sequence Number o f  either 9 or 24 and an OLSR 

node may have a Region Sequence Number o f  either 14 or 19. This two-round randomised initialisation 

process gives each protocol a chance to lock-in other nodes in the early stages o f  a network’s life-cycle.

Unconfigured
Node U  CJ U

Random initial i  i  i
protocol selection /  \  /  \  /  \

Random \  J :  V  \
transition +7 ^  + 1 7 ^  + 2 3 ^  + 1 1 ^  -1-13 ^ + 1 9 ^

selection = 9  = 1 9  =26 =14 =18 =24

Figure 6-18 Tw o-Round Initial R andom  Protocol Selection

The Region Sequence Number is 1 byte long, i.e. it ranges from 9 to 255, and uses the following 

wrap-around-proo/ technique to compare Region Sequence Numbers. This technique is used in the OLSR 

protocol [Cla02]. The Region Sequence Number RSNl is said to be "greater than" the Region Sequence 

Number RSN2 if, and only if: (RSNl > RSN2 && (RSNl -  RSN2) <= (255-9)/2) || (RSN2 > R SN l) && 

(RSN2 - R S N l) > (255-9)/2). Thus when comparing two Region Sequence Numbers, it is possible, even in 

the presence o f  wrap around, to determine the order o f the sequence numbers. Also, when a Region Sequence 

Number cycles through, or to, zero, the protocol-to-protocol transition that takes it past 255 is matched to the 

nearest initialisation value for that protocol, e.g. if  a DSR to OLSR transition wraps around to 12, the number 

is incremented to 14 so that it aligns with nodes which may have just initialised to OLSR. The lowest 

possible initial value is 9. This process preserves the integrity o f  the Region Sequence Number.

The configured but isolated node is now in a legal state and is ready to connect to and network with other 

nodes. However, other nodes may not be like-configured and so the node engages the Configuration Conflict 

Detection and Resolution protocol.

6.5.4 Configuration Conflict Detection and Resolution (CCDR) Protocol 

■  In troduction

The second part o f  the auto-configuration component is built around a protocol that detects and resolves 

conflicting ad hoc routing protocol configurations in a fast, robust and low cost manner; a conflict occurs 

when a node-to-node link subsystem does not conform to the desired network state. The CCDR protocol uses 

closed, separable and dependency stable local predicates such that two one-way predicates may be imposed 

on each link subsystem in the network. The use o f  closed, separable and dependency stable local predicates
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means that the cheap, fast and robust techniques of local one-way checking and local one-way correction 

may be used. The local predicate for the CCDR protocol will be described in terms of isolated and connected 

nodes, which have ah-eady been configured by the SCI protocol, and the Node Status messages that pass 

between the two nodes in each link subsystem. The CCDR protocol handles the type of naturally occurring 

disruptive events that were described in Section 6.2.2; group initialisation, node join, migration and mergers. 

These events are disruptive if they bring heterogeneously configured nodes within transmission range of each 

other; while the nodes can communicate on a node-to-node basis they cannot communicate on a multi-hop 

basis if they are incompatibly configured.

The use of local checking and local correction techniques within the CCDR protocol allows it to make use of 

the signalling generated by the existing primary network-layer components; the protocol does not need to 

originate any packets itself Crucially, for a wireless mobile ad hoc network, the protocol also allows nodes to 

act autonomously and asynchronously to bring about a stable network configuration that conforms to the 

desired objectives.

■ Legal Global State

In the main, the legal global state only permits homogeneously configured node-to-node links. However, 

region-to-region links must also be permitted within this framework; two heterogeneously configured regions 

may be linked by means of intermediary nodes operating two protocols simultaneously to enable 
internetworking between the two regions. As regional variations in the configuration of nodes are an integral 

part of the networking system made possible by the flexible multi-protocol network-layer, the 

auto-configuration component must allow for the existence of intermediary nodes that enable regions to 

internetwork and co-exist. Isolated, or unconnected, nodes are also accommodated in the system; as such 

nodes are not connected to any other nodes they cannot conflict with any other nodes. Such isolated nodes 

are independent systems; their state is inherently valid so long as they remain isolated.

■ Local Predicates

In order to develop the CCDR protocol it is necessary to identify local predicates for the global system that 

are closed, stable and separable. It should be remembered that a predicate is simply an attribute or condition 

that can be checked or verified by some means. The auto-configuration link predicates will hold true when 

the local predicates at each of the link subsystems in the network hold true.

A local predicate of the network for the (m, v ) link subsystem is based on a subset of the states of the (m, v ) 

link subsystem. A local predicate is defmed such that only when the local link subsystem of the network, on 

which it is defined, is in a valid state should the local predicate be satisfied or hold true. The link subsystem 

variables for the flexible multi-protocol network-layer node were described in Section 6.5.2. They numbered 

the node’s active routing protocols, its Region Sequence Numbers and, if connected to other nodes, its 

Neighbourhood Table entries.

The key literature on self-stabilisation by local checking and local correction [Awe91], [Var92], did not 

allude to the effects of dynamic network topologies on the use of such techniques. However, it does show
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that a self-stabiHsing system can be composed of individually self-stabilising components. Since the 

underlying ad hoc routing protocols are inherently self-stabilising, the effects of the changing topology of a 

wireless, mobile ad hoc network on the CCDR protocol can be mitigated by incorporating the information 

regarding such topology changes into the CCDR protocol’s design.

The CCDR protocol is based on two separable local predicates. The first predicate checks that a node is 

configured correctly with regard to the last neighbour from which it has received a Node Status message. The 

second predicate ensures that a node operating two protocols simultaneously is configured correctly with 

regard to those nodes recorded in its Neighbourhood Table.

Predicate One: The first predicate states that Node u, the receiving node should operate at least one ad hoc 

routing protocol which Node v, the sending node, operates. It also says that whenever Node u and Node v do 

operate the same ad hoc routing protocol(s), that Node w’s Region Sequence Number should be greater than, 

or equal to. Node v’s Region Sequence Number for the corresponding ad hoc routing protocol.

Predicate Two: The second predicate is based on Node m’s Neighbourhood Table entries. It says that Node u 

should only continue to operate two ad hoc routing protocols if, for both protocols, it has at least one 

neighbour that is only operating each of those ad hoc routing protocols. For example, if Node u is operating 

both OLSR and AODV, then there should be at least one neighbour that only operates AODV and at least one 

neighbour that only operates OLSR.

Both of these predicates are closed; the second predicate is only dependent on local state variables which are 

controlled by the CCDR protocol itself or the underlying ad hoc routing protocol which adds and removes 

entries to and from the Neighbourhood Table. Likewise, the first predicate is only dependent on information 

carried in Node Status messages and the local state variables. The integrity of the Node Status message is 

guaranteed to be in sequence and unduplicated.

All corrective action taken by Node u is taken locally. Node u reacts to the violation of either predicate by 

changing its own configuration, either its ad hoc routing protocol or its Region Sequence Number, or both. 

The protocol operates by setting Node m’s  values to correct the link subsystem rather than attempting to 

adjust the state of both nodes in the subsystem.

Predicate One: Local Checking and Local Correction. When Node u detects that it is not operating the 

same protocol as Node v, it must compare its position in the dependency hierarchy, relative to Node v’s 

reported position, before taking corrective action. Two dependencies are imposed on link subsystems in this 

protocol. Firstly, all isolated nodes are equally independent, i.e. each isolated node is a system consisting of 

one node, and they always yield to any other node, whether or not it is isolated or connected. As an isolated 

node lacks a connection to any other node, there is no reason to attempt to preserve its current configuration 

if it conflicts with another node with which it could network if alternatively configured.

An isolated Node u yields to Node v by taking on its configuration, i.e. adopting Node v’s ad hoc routing 

protocol setting and changing its Region Sequence Number to match Node v’s.
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A connected Node u, i.e. a node that is part of a region consisting of at least two nodes, takes corrective 

action only if its Region Sequence Number is less than the Region Sequence Number of Node v. If Node u is 

operating the same protocol(s) as Node v, but Node v has a higher Region Sequence Number associated with 

its protocol(s) then Node u takes local corrective action by updating its lagging Region Sequence Number to 

match Node v’s superior declared Region Sequence Number. This corrective action ensures that a region of 

nodes that share the same protocol will eventually share the same Region Sequence Number, enabling each 

of the nodes to take the same unilateral, but regional, action with regard to that ad hoc routing protocol.

If Node u is only operating its A protocol and it receives a Node Status message from Node v indicating that 

Node V is operating one (or two) different ad hoc routing protocol(s). Node u yields to one of Node v’s ad hoc 

routing protocols if it has a lower Region Sequence Number by activating its B protocol and setting it to 

match the configuration of the corresponding protocol in Node v .

However, as the CCDR protocol’s stability is built around the imposition of partial orders in the networking 

system, which is brought about by the use of the Region Sequence Number and the distinction between 

isolated and connected nodes, a situation can arise in which an isolated node within range of a connected 

node may continue to remain incomapatibly configured due to the system of partial orders used. This 

protocol penalty is depicted in the scenario illustrated in Figure 6.26(g).

Predicate Two: Local Checking and Local Correction. Node u receives interrupts from the Neighbourhood 

Table when a neighbour entry is modified, e.g. a neighbour entry is removed or a neighbour that was 

operating a single protocol starts simultaneously operating two protocols. When Node u is simultaneously 

operating two protocols itself, it ensures that at least one of its neighbours is operating one o f Node w’s two 

protocols in single operation mode. If Node u does not have at least one such neighbour, it deactivates the 

first protocol for which it detects this change; the only reason for Node u to operate two protocols 

simultaneously is to facilitate internetworking between heterogeneous regions.

Tw (3 o (0 •
^  '^w o (0 (?) •

Ty >  Tx o CO Co •
Tz >  Ty Q o (0 Co

Figure 6-19 Region Sequence Numbers avoid Corrective Thrashing

The usefulness of the Region Sequence Number may be demonstrated by considering Figure 6.19, which 

depicts a simple chain of nodes; three are using DSR and two are using AODV. In the absence of an imposed 

partial order on the system, a node may attempt to correct the link subsystem whenever it detects a 

configuration conflict. For example, at time Tw, Node 1 and Node 2 send each other Node Status messages.
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Reacting to these messages, both nodes activate their second protocol so that they may internetwork. As there 

is no partial order between the DSR nodes and the AODV nodes, there is no restraint on both Nodes 

choosing to correct the link subsystem. However, according to Predicate Two, neither Node 1 nor Node 2 

should not be operating in dual-mode as neither of them have a conflicting single-mode node as a neighbour 

at time T ,. By time Ty, both nodes have deactivated their second protocol and have reverted to single-mode 

operation. However, they are now back at the point where they discovered the initial conflict. It may be seen 

that without the imposition of the partial order on the system, the nodes could correctively thrash for ever, 

continually alternating between single and dual-mode operation without reaching a stable configuration.

In making use of the signalling generated by the primary network-layer components, the CCDR protocol is 

not slow to react to configuration conflicts. By its very nature, a conflict can only occur when a node attempts 

to contact another node. Both isolated nodes and connected nodes detect conflicts in a timely manner. 

Connected nodes, by defmition, must signal regularly or else they lose contact with their neighbours. The 

ambient signalling provided by connected regions of nodes allows both isolated and connected nodes to 

detect and resolve any configuration conflicts that may exist. An isolated node in the presence of other 

isolated nodes can only detect and resolve conflicts if it starts signalling to those nodes and forces them to 

adopt its configuration. By definition, a node will start signalling if it wants to form a network with other 

nodes as a result o f demands from higher layers. Such an isolated node would, by definition, issue route 

requests or hello packets, regardless of the type of ad hoc routing protocol. Such signalling will illicit route 

responses or hello packets from the newly connected and configured nodes, which were formerly quiet, 

isolated and possibly incompatibly configured, thus allowing normal ad hoc networking to occur.

■ CCDR Protocol Pseudo-Code

Each node sends a Node Status message for each protocol that it operates in the header of every packet that it 

broadcasts. Referring to Figure 6.20, it may be seen that Node u issues two Node Status messages. The first 

one, corresponding to its A protocol, indicates the A protocol as being DSR (w.I*rotocol.A = DSR), the 

Region Sequence Number associated with the A protocol as being 143 (u.RegionSeqNo.A = 143) and the 

Degree o f the node, as perceived by the A protocol’s neighbour detection techniques, as being 4 (w.Degree.A 

= 4). The second message indicates the M.Protocol.B, w.RegionSeqNo.B and w.Degree.B values. The 

receiving node parses these values in accordance with the CCDR protocol.

Pseudo-code for the CCDR protocol is presented in Figures 6.21, 6.22 and 6.23. Lines I to 42 show the local 

checking and local correction that is triggered by receipt of a Node Status message. Lines 43 to 51 show the 

local checking and local correction that is triggered by the self-stabilising ad hoc routing protocols making 

modifications to the Neighbourhood Table. A series of examples that illustrate the local checking and local 

correction process is then presented.
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DSR Region

Region Sequence 
Number: 143 ;

Protocol Legend
P  - AODV 

I  -D SR  

Q  -OLSR

^Node Status ^Protocol: DSR 

iRegion: 143 Degree: 4
Node Status J^tocol: OLSR

OLSR Region

Region Sequence 
Number: 221

(u,v) Link Subsystem

jRegion: 221 Degree: 1
Node Status Protocol: OLSR

^on:221 Degree: 3

M.Protocol.A = DSR 
M.RegionSeqNo.A = 143
«.Degree.A= 4 ^  Node Status v.Protocol.A = OLSR

^v.RegionSeqNo.A =221 
/ / .P ro toco l.B  = O L .S l i  V J  V 7 v.Degree.A = 3
// .R cu ionS cqr  
//.f)ci’rce .B  I

sqNo.A = 143
.= 4 Node Status i

( «  ) ( V y
K ' i l l  XZ/ Node Slants V  y '.'UiSO.Ii =  221 ^

Figure 6-20 One-Way Checking: Interpretation of Node Status Messages
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M.Protocol.A 
M.RegionSeqNo.A 
M.Degree.A= (0 || >0)

Protocol. B 
i/.KegionSeqNo.B 
i/.l)ei>ree.B >0

Node Status message received from Node v

Node Status ov.Protocol.A 
v.RegionSeqNo.A 
v.Degree.A = (0 || >0)

V.Protocol.B 
v.RcgioiiSeqNo.B 
v.Deurce.B X)

1

2

3

4

5

6
7
8

9

10 

1 1  

12

13

14

15

16

17

18 

19

(i/.Degree.A = = 0) //Node « is isolated

(u. ActiveProtocol.A = = v. ActiveProtocol.A)
{
if (m. RegionSeqNo.A > = v. RegionSeqNo.A)

{
PREDICATE HOLDS

}
{UPDATE M. RegionSeqNo.A= v.RegionSeqNo.A}

else

else 
}
{
CHANGE

}
else if (w.Degree.A > 0) 

{

M.ActiveProtocol.A = v. ActiveProtocol.A
M.RegionSeqNo.A = v. RegionSeqNo.A
(w.Degree.A is updated by the ad hoc routing protocol)

//Node u is connected

if (m. ActiveProtocol.A = =  v. ActiveProtocol.A)
{
if (m. RegionSeqNo.A > = v. RegionSeqNo.A)

{
PREDICATE HOLDS

}
else if (v.Degree.A > 0) //Node v is connected

{
UPDATE u. RegionSeqNo.A = v. RegionSeqNo.A 
}

}
else if (v. ActiveProtocol.B is active) //Node v is operating two 

{ //protocols simultaneously
if (m. ActiveProtocol.A = = v. ActiveProtocol.B)

{
if (m. RegionSeqNo.A > = v. RegionSeqNo.B)

{
PREDICATE HOLDS

}
else (UPDATE u. RegionSeqNo.A=v.RegionSeqNo.B}

}
}

Figure 6-21 Conflict Detection and Resolution Protocol Pseudo-Code, Predicate One: Part I of II
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36

37

(w.ActiveProtocol.B is active) //Node u is operating two 
{ //protocols simultaneously
if (m. ActiveProtocol.B = = v. ActiveProtocol.A)

{
if (m. RegionSeqNo.B > = v. RegionSeqNo.A)

{
PREDICATE HOLDS

}
else if (v.Degree.A > 0)

{
UPDATE u. RegionSeqNo.B = v. RegionSeqNo.A 
}

}
else if (v. ActiveProtocol.B is active) //Node v is operating two

{
if

//protocols simultaneously 
(m. ActiveProtocol.B = = v. ActiveProtocol.B) 
{
if («. RegionSeqNo.B > =v. RegionSeqNo.B)

{
UPDATE M. RegionSeqNo.B = v. RegionSeqNo.B 

}
}

}
}

//Node u is only operating 
//a single protocol 
//Node V is connected

jelse if (m. ActiveProtocol.B is not active)
{
if (v. Degree.A > 0)

{
if (m. RegionSeqNo.A < v. RegionSeqNo.A)

{
ACTIVATE M.ActiveProtocol.B = v. ActiveProtocol.A 

u. RegionSeqNo.B = v. RegionSeqNo.A 
(M.Degree.B is updated by the ad hoc routing 
protocol)

}
else if (v. ActiveProtocol.B is active)

{ //Node V is operating tvvo
// protocols simultaneously 

if (w.RegionSeqNo.A<v.RegionSeqNo.B)
{

ACTIVATE M.ActiveProtocol.B = v. ActiveProtocol.B 
M . RegionSeqNo.B = v. RegionSeqNo.B 
(M.Degree.B is updated by the ad hoc routing 
protocol)
}

}
else {NO CORRECTION-DEPENDENCY BARRED}
}

} else { PREDICATE HOLDS}
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Figure 6-22 Conflict Detection and Resolution Protocol Pseudo-Code, Predicate One: Part II of II

Interrupt received from Neighbourhood Table: NEIGHBOUR ENTRY MODIFIED

43

54

45

46

47
48
49
50

51

if («. ActiveProtocol.B is active) //Node u is operating two
{ // protocols simultaneously
if (Node « ’s last B SINGLE MODE neighbour was removed)

{ //May occur if last single mode node goes dual or leaves 
DEACTIVATE i/.ActiveProtocol.B

I I  }
else if (Node m’s last A SINGLE MODE neighbour was removed)

{ //May occur if last single mode node goes dual or leaves 
DEACTIVATE M.ActiveProtocol.A
REASSIGN M.ActiveProtocol.A = m. ActiveProtocol.B

M.RegionSeqNo.A = M.RegionSeqNo.B 
M.Degree.A = w.Degree.B

// Node u is now only operating the A protocol 
}

;lse { PREDICATE HOLDS }

I )

Figure 6-23 Conflict Detection and Resolution Protocol Pseudo-Code, Predicate Two 

■ CCDR Examples

It may be useful to consider the following examples o f link subsystems which apply the CCDR protocol in 

varying node-to-node scenarios. CCDR examples (a) to (i), below, examine a series of possible link 

subsystems that may occur within a network consisting of nodes operating the flexible multi-protocol 

network-layer and which have access to AODV, DSR and OLSR. For each example, the state of the two 

nodes making up the link subsystem, Node u and Node v, are described in terms of the pertinent state 

variables; Active Protocols, Region Sequence Numbers and Degrees. If a correction o f the link subsystem 

has been necessary, the corrected local state is also shown. For the sake of brevity, only example (d), Figure 

6.25 (d), is explained as an aide to understanding the format of the examples. This link subsystem consists of 

Node u operating OLSR and Node v operating DSR. Both nodes are connected, as indicated by their 

non-zero Degree values. When Node u receives Node v’s Node Status message it parses it according to the 

CCDR protocol; specifically at lines 30-35, since Node u is only operating a single protocol and Node v’s 

Region Sequence Number is higher. Node u corrects the link subsystem by activating its B protocol and 

setting it to the values of Node v’s configuration. The two nodes are now able to network.
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M.Protocol.A = DSR (a) v.Protocol.A = OLSR
M.RegionSeqNo.A = 9 v.RegionSeqNo.A = 19
M.Degree.A = 0  v.Degree.A > 0©

Corrected - Lines 1-8 - Node u changes to adopt Node v’s configuration

«.Protocol.A = OLSR rORRFrTFn v.Protocol.A = OLSR
M.RegionSeqNo.A = 19 v.RegionSeqNo.A -  19
«.Degree.A>0 v.Degree.A > 0

( W ) Node Status ( ^  )

M.Protocol.A = DSR v.Protocoi.A = DSR
M.RegionSeqNo.A = 9 v.RegionSeqNo.A = 24
M.Degree.A = 0 Z '  \  v.Degree.A = 0

©  Node Status ©

Corrected -  Line 5 - Node u updates Region Seq. No. to 24

D ♦ 1 A _  TkCD V.Protocol.A = DSR
M.Protocol.A -- DSR CORRECTED v.RegionSeqNo.A = 24
M.RegionSeqNo.A = 24 & m

M.Degree.A > 0
Node Status© v.Degree.A = 0

v.Protocol.A = DSRM.Protocol.A = DSR
M.RegionSeqNo.A = 9 v.RegionSeqNo.A = 24
M.Degree.A > 0  ^  ^v .D egree.A  > 0

©  Node Status

Corrected -  Lines 10-14 - Node u updates Region Seq. No. to 24

M.Protocol.A ~ DSR CORRECTED v.Protocol.A — DSR
M.RegionSeqNo.A = 24   v.RegionSeqNo.A = 24
M.Degree.A > 0 ^  ^ '^ ’.Degree.A > 0

Node Status I V©
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Figure 6-24 CCDR Examples - (a), (b) and (c)

M.Protocol.A = OLSR 
M.RegionSeqNo.A = 14 
M.Degree.A > 0 ©

(d)

Node Status ©
v.Protocol.A = DSR 
v.RegionSeqNo.A = 24 
v.Degree.A > 0

Corrected - Lines 30-35 - Node u sets its B protocol Node v’s A protocol configuration

CORRECTEDM.Protocol.A = OLSR 
M.RegionSeqNo.A = 14 
M.Degree.A

M.Prolocol,B = DSR 
z^.KegioiiScqNo.B = 
//.D csrec.B  > 0

Node Status ©
v.Protocol.A = DSR 
V.RegionSeqNo.A = 24 
v.Degree.A > 0

M.Protocol.A = DSR 
M.RegionSeqNo.A = 9 
M.Degree.A > 0

w.Protocol.B = OLSR 
zv.RegionScqNo.H = 14 

D ecree.B  ■ 0
©

(e)

Node Status ©
v.Protocol.A = OLSR 
V.RegionSeqNo.A = 19 
v.Degree.A > 0

Corrected - Lines 20-25 - Node u updates its B Region Seq. No. to match Node v

M.Protocol.A = DSR 
M.RegionSeqNo.A = 9 
M.Degree.A > 0

//.Protocol.B = OLSR  
i/.RegionSeqN'o.B = 19 

Degree.B > 0
©

CORRECTED

Node Status ©
v.Protocol.A = OLSR 
v.RegionSeqNo.A = 19 
v.Degree.A > 0

M.Protocol.A = DSR 
M.RegionSeqNo.A = 68 
M.Degree.A > 0 ©

(t)

Node Status ©
NO CORRECTION

No Correction -  Lines 30-42 -  Dependency barred.

v.Protocol.A = OLSR 
V.RegionSeqNo.A = 14 
v.Degree.A > 0

//. Protocol, B = AOD V 
//.RegionSeqlMo.B = 18 
//.Deuree.B > 0

Figure 6-25 CCDR Examples - (d), (e) and (f)
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M.Protocol.A = DSR 
M.RegionSeqNo.A = 9 
M.Degree.A > 0 ©

(g)

Node Status

©

v.Protocol.A = OLSR 
v.RegionSeqNo.A = 14 
v.Degree.A = 0

PREDICATE HOLDS

No Correction -  Lines 1-42 -  Predicate Holds

M.Protocol.A = AODV 
M.RegionSeqNo.A = 18 
M.Degree.A

>'.KogioiiSct|No. 
)c!irce.n 0

( l i \
li = ( ) I .SR V J
.'uNo.B = 14 ^ ----- ^

(h)

Node Status

©

v.Protocol.A = OLSR 
V.RegionSeqNo.A = 19 
v.Degree.A > 0

' roU;;ol  i t  -  \ ( ) 1) \

■’.CLiiiinScLiN' i.B -  2()

Corrected - Lines 20-29 - Node u updates both its Region Seq. No.s to match Node v

M.Protocol.A = AODV 
M.RegionSeqNo.A = 26 
M.Degree.A

CORRECTED

//.PfDtoci'I.H = 
2/.i^cgioiiSc<.|N().B - 
//.Dc'sree.B; 0

B = ()LSR V y
Node Status 0;

v.Protocol.A = OLSR 
V.RegionSeqNo.A = 19 
.Degree.A > 0

. i - M  . .  ;  . ( t r
H -  2i

i .1 )i. r T l ' C  H  0

M.Protocol.A = AODV 
M.RegionSeqNo.A = 18

(i)

M.Degree.A = 1

i i . V t  .1,1} = O L S R
j/.Rculi'iiScqNo.H = 14

NEIGHBOUR ENTRY 
REMOVED:
Node 7: Protocol: AODV

i/.Dcgrec.B 0

Corrected - Lines 43-51 -  A protocol Deactivated. B protocol Reassigned to A protocol

M.Protocol.A = OLSR 
M.RegionSeqNo.A = 
M.Degree.A

3LSR ^
CORRECTED

Figure 6-26 CCDR Examples - (g), (h) and (i)

■ CCDR: Node Migration and Join

The concept of node join and node migration was introduced and motivated in Chapter 3. Within the context 
of the operation of the auto-configuration protocol, node join and node migration occur during the course of
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normal networking as nodes parse Node Status information according to the CCDR protocol rules. Node join 

and migration involves an isolated node, i.e. a node that has lost contact with its network, coming within 

transmission range of a network that has a different ad hoc routing protocol configuration. The node and the 

network may differ by both routing protocol and Region Sequence Number, or they may differ by Region 

Sequence Number alone.

Region Sequenc^.'j^  
Number: 24 ' Q

Ty > Tx

(£) Region Sequence 
^ --'‘Sjumber: 26

Protocol Legend
- AODV

-DSR

-OLSR

:Q>

Tj: Node 5 issues a Node Status 
message which is received by Node 4. 
Node 4 ignores it in accordance with 
Lines 1 -42 
[CCDR example (g)]
Ty: Node 1 issues a Node Status 
message which is received by Node 5. 

' 'v  Node 5 changes to AODV as its A 
(£)\ protocol in accordance with Lines 1-8.

' [CCDR example (a)|

i(i) -(2>
Region Sequence 

^-''"SJumber: 26

Figure 6-27 CCDR: Node Migration and Join

In the example depicted in Figure 6.27, an isolated DSR node has entered a region of connected AODV 

nodes. The signalling of the DSR Node is ignored in accordance with the CCDR protocol; a connected node 

does not adapt itself to suit an isolated node at any time. On the other hand, the AODV network is connected, 

which means that its nodes are signalling each other. When the DSR node receives a Node Status message at 

time Ty, the DSR node unilaterally adopts the configuration of the AODV network in accordance with Lines 

1- 8 of the CCDR protocol, thereby correcting the network state.

■  CCDR: Network Mergers

The more complex configuration conflict detection and resolution scenario arises during the merger of 

networks. Again, such disruptive networking scenarios were introduced and motivated in Chapter 3. A 

merger, using the meaning set out in Chapter 3, occurs when two heterogeneous networks, i.e. connected 

regions of nodes, come to occupy the same physical space and ether. The merger may come about if the 
edges of the two nodes meet or if the two networks either fully or partially overlap.
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Region S e q u e ^ e ^  ( p ' \  ^
Number: 9 / ' '  - Jk

Region Sequence 
Number: 26

Protocol Leeend• -AODV• -DSR• -OLSR

Ty >

Region S eq u em i^  ^  ^
Number: 9 / i

y  # '■ ', 1 , Regibn Sequence^  y ^^Niimber: 26

Tx: Node 1 issues a Node Status 
message which is received by Node 8 
and Node 10. Both Nodes ignore it in 
accordance with Lines 30-41 
[CCDR example (f)J 
Tyj Node 10 issues a Node Status 
message which is received by Node 1. 
Node 1 activates OLSR as its B 
protocol in accordance with Lines 30- 
35
(CCDR example (i)J

m .

T^>Ty I- ■I
Region Sequericej^ 
Number: 9 /

i ©
m ! #
,̂4

•  •
• •  .

Re^on Sequence 
^  ^,Number: 26

Tz: Node 1 receives an interrupt from 
its Neighbourhood Table to indicate 
the modification of a neighbour entry. 
Node 1 detects that it no longer has 
any single mode DSR neighbours 
and, in accordance with Lines 43 -  51 
of the CCDR protocol, it deactivates 
it’s A protocol, DSR, and reassigns its 
B protocol, OLSR, to A.

Figure 6-28 CCDR: Network Mergers

The example illustrated in Figure 6.28 depicts a partial merger scenario where an AODV region and an 

OLSR region have come to overlap the same physical space and ether. The overlapping region consists o f a 

mix of nodes operating incompatible ad hoc routing protocols. While Node 1 is within transmission range of 

Node 7 they may not exchange multi-hop routing information; the same applies for other similar pairs of 

nodes in this example. As the nodes are actively signalling in order to maintain connectedness with 

neighbouring nodes, OLSR nodes will receive AODV signals and vice versa. At time T,, Node 1 issues a 

Node Status message which is received by OLSR nodes 8 and 10. Following the CCDR protocol, lines 30 -
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42, these nodes ignore the Node Status message from Node 1. A time later at time Ty, OLSR Node 10 issues 

a Node Status message which is received by Node 1. Node 1 yields to this message, in accordance with lines 

30 -  35 of the CCDR protocol and activates it B protocol as OLSR.

The AODV nodes. Node 2, Node 3, Node 12 and Node 15, also go through the same process, although not 

necessarily at the same time as the protocol runs independently at each node and allows nodes within the 

same region to react asynchronously. Each node simply acts in accordance with the same CCDR protocol 

rules based on its own observations, i.e. received Node Status messages.

By time T ,̂ Node 1 has received an interrupt from its Neighbourhood Table to indicate that a neighbour has 

been modified. Lines 43 to 51 of the CCDR protocol detect that Node I ’s last single mode DSR-configured 

neighbour has been removed (it has either lost contact or the node has become a dual mode node) so it 

deactivates DSR, its A protocol and reassigns OLSR to its A protocol.

6.6 Summary

This chapter has focussed on enabling the auto-configuration of the network-layer’s routing protocol. The 

challenges and objectives for such a component were identified and explored out with a view to developing a 

robust auto-configuration component. Following the design blueprint that was identified in Chapter 4, the 

various elements of the auto-configuration component were identified. These are based on the recurring need 

for observation, analysis and decision-making. The node’s perspective on the network configuration was 

explored; a detailed characterisation of a node’s ability to observe the network based on ambient signalling 

was presented. Such a characterisation clarifies the process of identifying and developing the various node 

properties that the auto-configuration protocol must anticipate.

As the component is concerned with the distributed organisation of a multi-state system of autonomous 

nodes, a detailed analysis of ad hoc management techniques, address auto-configuration schemes and the 

concept of self-stabilisation were presented in an effort to identify techniques for incorporation into the 

component. Having identified elements of the stateless address auto-configuration schemes and the technique 

of self-stabilisation by local checking and local correction as being suitable, a robust, extensible and low-cost 

auto-configuration protocol was then developed. The auto-configuration protocol consists of two 

sub-protocols, the Stateless Configuration (SCI) protocol and the Configuration Conflict Detection and 

Resolution (CCDR) protocol. The SCI protocol uses techniques analogous to the tentative stateless 

auto-configuration techniques used in the area o f address auto-configuration. Coupled with the CCDR 

protocol, which incorporates robust and low-cost localised self-stabilisation techniques, the two 

sub-protocols ensure that the network, which is composed of collaborating multi-state autonomous nodes, is 

able to maintain a stable and legal global state with regard to the configuration of the nodes’ network-layers. 

The next chapter presents a component which proactively goes about reconfiguring the network-layer’s 

routing protocol in response to changed networking conditions in the context of the stable networking 

environment brought about by this auto-configuration component
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7.1 Introduction

As outlined in Chapter 3, a key requirement of flexibility in a multimodal ad hoc network is that of being 

able to reconfigure the network-layer’s choice of routing protocol. This chapter introduces and explores the 

issues involved in enabling groups of nodes to change their choice of routing protocol when the prevailing 

networking conditions undergo significant lasting change.

The following sections will clearly detail the objectives and challenges that motivate this feature of the 

flexible networking system. Then, returning to the design blueprint introduced in Chapter 4, the overall 

approach to the design of this component is laid out. As exemplified in the design of the auto-configuration 

component, one of the aims of the flexible multi-protocol network-layer is to be as sympathetic to the 

underlying fundamentals of the primary network-layer routing components as possible. To this end the 

design approach continues to eschew, in so far as it is possible, the use of techniques that induce extra 

signalling costs.

As the reconfiguration of the network reduces to the task of co-ordinating and organising the actions of a 

distributed group of nodes, a review and analysis of the area of distributed consensus is presented in Section 

7.3. Distributed consensus is the fundamental concept underlying all distributed agreement problems. This 

review develops and furthers the discussion that was presented in the last chapter concerning ad hoc 

management schemes, address auto-configuration and self-stabilisation techniques. The review of distributed
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consensus helps to highlight the limits of this concept and also helps to identify some of the fundamental 

elements of such a technique that must be incorporated in the design of the reconfiguration component.

It is apparent from the review of distributed consensus that the reconfiguration of nodes is not a trivial task; 

the mobile ad hoc network is a much more dynamic and heterogeneous environment than the typical 

distributed system cited in that literature. In order to further the design of the component it is necessary to 

introduce a more flexible decision model which takes account o f the distinctive qualities of ad hoc nodes. 

Section 7.4 explores the concept of diffusion of iimovations in an attempt to deduce a model or framework 

for the reconfiguration component which builds upon the observed characteristics of the participants in a 

societal innovation-decision-making processes.

Finally, Sections 7.5 and 7.6 present a protocol that addresses the problems which are associated with 

network-layer protocol reconfiguration by incorporating the more flexible approaches to disfributed 

consensus with a modified version of the iimovation-decision process. The Reconfiguration-Decision 

Protocol revolves around a continuous Persuasion Stage and a once-off Decision and Implementation Stage. 

The protocol enables nodes to make soft-state decisions according to a strict set of rules based on their 

network observations, their neighbours’ observations and their neighbours’ soft-state decisions. A hard 

decision is only implemented if the conditions persist.

7.2 Reconfiguration 

7.2.1 Objectives

The objective of this component is to enable nodes to reconfigure themselves so that they are using the ad 

hoc routing protocol most suited to the prevailing networking conditions. The evaluation literature which was 

reviewed in Chapter 2 has comprehensively shown that various protocols are suited to disparate networking 

conditions. Whilst acknowledging the equivalence of the routing protocols, in that they all provide a 

multi-hop peer-to-peer routing service, it is apparent from the published literature that the efficiency with 

which different protocols deliver that service is dependent on the underlying networking conditions. It was 

also noted that the effects of local tuning of routing protocols’ parameters has limited scope to ameliorate the 

ability of the protocols to handle diverse networking conditions. It is proposed in this thesis that a flexible 

multi-protocol network-layer should enable networks to utilise the optimum routing protocol for the 

prevailing networking conditions.

The literature shows that there is both a causal and correlational relationship between the local networking 

conditions, as particularly exemplified by node degree, node mobility and traffic loading, and the 

performance profiles of the affected nodes. The techniques described in Chapter 5 enable nodes to passively 

collate information regarding the significant local networking conditions. It was shown that these low cost 

metrics, which rely on the ambient network-layer signalling, capture and quantify the variation in the 

underlying networking conditions. Using this information, the aim of this component is to enable nodes to 

reconfigure the network-layer in response to significant long-term changes in the networking conditions, e.g. 

significant changes in the node mobility, node density and traffic loading so that the nodes are using the
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protocol most suited to the prevailing conditions. As the network-layer is tasked with delivering as much data 

as possible {maximal throughput) using the least amount of network resources {minimal control overhead), 

the reconfiguration component is specifically tasked with optimising the choice of routing protocol with 

respect to these objectives.

7.2.2 Challenges

The design of this component is challenging on many fronts. Many of the problems associated with 

organisation of distributed systems and networks were described in the last chapter. Much like the 

auto-configuration component, the design of a reconfiguration component is challenged by every attribute of 

the proposed ad hoc network; specifically, it is challenged by the open, autonomous and distributed nature of 

the system, as well as the lossy and often asymmetric links.

Whereas the auto-configuration component enables nodes to take unilateral reactive corrective action when 

the state of the network is corrupted by naturally occurring networking events, the reconfiguration 

component seeks to change the routing protocol in use across a body of connected nodes in an organised and 

agreed manner. As such, the reconfiguration component must address issues that the auto-configuration 

component did not face. These issues centre around the network determining when and how to initiate, 

execute and terminate the reconfiguration process.

Furthermore, the open nature of the network means that nodes may enter or leave the network while the 

network is trying to reconfigure itself The component must accommodate such population uncertainty and it 

must accommodate the unexpected departure of nodes participating in the reconfiguration process. The lack 

of synchronised global timing means that nodes cannot co-ordinate their actions based on a universal 

timeframe. Also, the distributed nature of the network inhibits communication between remote nodes, 

making co-ordination between distant nodes more difficult. It should be remembered that the system does not 

allow the flexibility-enabling components to make explicit use of the multi-hop routing services at the 
network-layer.

As the network may experience spatial and temporal variation in the networking conditions that it 

experiences, nodes may have competing objectives. The protocol must provide a means of reconciling the 

objectives of individual nodes and it must enable the network to decompose itself into multiple 
heterogeneous regions if necessary.

7.2.3 Design Blueprint

Returning to the blueprint of the flexible multi-protocol network-layer which was introduced in Chapter 4, 

the design challenges for this component can be summarised as finding mechanisms that enable nodes to 
reconfigure their choice of routing protocol so that the network they are forming uses the most suitable 

protocol based on observations and information made possible by means of techniques like those described in 
Chapter 5. The main elements of the component are highlighted in Figure 7.1. Once again, the successful 

operation of the component turns on its ability to observe the networking environment, analyse the 
observations and make co-ordinated decisions.
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Figure 7-1 Blueprint for Design of Reconfiguration Component

The actions taken by a node will be informed by its current state, its network observations and the network 

observations of its neighbours. A node’s basic state from the point-of-view of this component is its vector of 

collated myopic measurements which informs it as to the prevailing networking conditions.

The issues surrounding network observation have been discussed in both Chapters 5 and 6. In Chapter 5 it 

was shown that nodes can appreciate the prevailing networking conditions, while in Chapter 6 it was shown 

that a nodes’ networking status does not have a detrimental effect on its ability to use ambient signalling to 

inform itself about the network state. Furthermore, it is shown that neighbouring nodes can share their 

observations in such a manner that allows nodes to collate a wider view of the local networking conditions.

As this component is tasked with allowing groups of nodes reconfigure their routing protocol, the techniques 

that will be used must allow for situations in which nodes have conflicting objectives for the reconfiguration 

of the network-layer. The component must enable nodes to build a consensus while also allowing for the 

innate characteristics of ad hoc nodes, i.e. their autonomous movement and lossy node-to-node links.

7.3 Distributed Consensus

In order to inform the design of a multi-lateral reconfiguration component it has been found useful to 

consider techniques and concepts that aheady exist in the literature. As noted in the last chapter, prior work
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in the area of techniques that enable network-layer flexibility of the kind proposed and discussed in this 

chapter and in Chapter 3 is very limited. This review extends the discussion presented in Section 6.4 which 

focused on address auto-configuration techniques, ad hoc management schemes and the concept of 

self-stabilisation.

■ Distributed Consensus

Distributed consensus is concerned with the reaching of agreement among remote processes and is one of the 

fundamental co-ordination problems of distributed computing [Att98]. For the sake of consistency with the 

literature, the terms process or processor are used in this section in lieu of the networking terms node or host. 

In the consensus problem, a set of processes must co-ordinate their actions so that they all reach agreement 

on a decision based on their initial inputs which may be conflicting. Distributed consensus has applications in 

many areas. Among them are atomic broadcast protocols, transaction-commit protocols, the synchronisation 

of clocks, mutual exclusion and the election of leaders [GueOO]. In the case of the transaction-commit 

protocols which are widely used in distributed database systems, the decision may be binary in nature, i.e. 

either the remote processes ‘abort’ or ‘commit’. In the case of mutual exclusion, processes agree on which 

one of them can enter the critical section. In any case, consensus protocols are not concerned with what 

decision is being made, only that all processes agree on the same conclusion. A broad review of consensus 

protocols for distributed systems may be found in [Tur92] which presents a discussion of possible 

applications of distributed consensus protocols over a range of different distributed systems which are 

characterised by varying fault, communication, transmission, message-ordering and processor assumptions.

To reach consensus, every process begins in an undecided state and proposes a value drawn from a set of 

possible values. The processes then communicate with one another to exchange their proposed values and 

then each process sets its decision variable, thereby entering the decided state. The correctness of a 

consensus protocol is characterised by the fulfilment of the following three conditions: consistency o f 

agreement, validity (or integrity) and termination. In short, this means that; firstly, all processes agree on the 

same decision variable and that decision is final; secondly, that the agreed value must have been some 

process’s proposed value and that lastly, each process sets its decision variable within a finite number of 

steps. Termination defmes the liveness property associated with the consensus problem, i.e. this condition 

must eventually hold true. Agreement and validity are the safeness properties, i.e. these conditions must hold 

true at all times during the execution of the protocol. The agreement condition may be varied to allow for 

different types of decisions; in a uniform consensus protocol all processes must agree on the same decision 

variable but in a weaker majority agreement protocol only the majority of processes need to agree. It should 

be noted that consensus protocols require participating nodes to be aware of the number of other processes 

participating in the scheme in order to determine whether or not there is consensus or majority agreement. All 

other agreement problems may be shown to be at least as hard as consensus, not easier [Gue97]; therefore, a 

review of the distributed consensus problem highlights difficulties, constraints and opportunities that are 
present in all other distributed agreement problems.

Distributed consensus protocols may appear to be good candidates for use in distributed systems, such as 

mobile ad hoc networks, that require remote processes to agree on a common values or states that have global 

significance. Such a requirement may arise in a flexible ad hoc networking system when remote processes try
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to reconfigure the network-layer by choosing a more suitable ad hoc routing protocol when the networking 

conditions have changed. While distributed consensus protocols have been successfully designed and 

deployed in systems that mirror the shared-memory model, distributed consensus protocols may not be as 

readily applied to the mobile ad hoc networking domain, as modelled by an asynchronous message-passing 

system. Distributed consensus algorithms must overcome fundamental difficulties that are introduced by 

factors such as asynchrony, limited local knowledge and failure. The effects of each of these factors are 

amplified in the mobile ad hoc networking context.

Most of the existing literature that describes solutions to the consensus problem assumes the existence o f a 

network of reliable channels; a reliable channel is an abstraction that assumes that the underlying 

communication medium does not lose a single message. A reliable network provides services such as reliable 

ordered multicast and reliable broadcast which are fundamental to many distributed consensus protocols. The 

termination condition o f a consensus protocol may be guaranteed by the reliability of the multicast operation 

as every process eventually receives the proposed decision value. In the context of a flexible unicast-based 

network-layer the assumption of reliable communication is unreasonable given that the network-layer does 

not normally offer reliable service primitives, merely a best-effort connection-less service. Reliable multicast 

communication is the preserve of higher service layers which may be built upon the basic service of 

multicasting protocols such as MAODV or ODMRP which themselves have different service objectives to 

unicast protocols such as AODV, DSDV, DSR and OLSR.

Many deterministic consensus protocols also assume the existence of a synchronous system, i.e. synchronous 

processes operating over synchronous communications systems. Synchronous systems assume that message 

exchanges take place in rounds and processes may make use of timeouts to detect other faulty processes. In a 

synchronous system a reliable channel eventually delivers each message, in spite of failures, within a 

specified time bound. However, it is acknowledged that real systems are asynchronous; they are subject to 

many possible faults such as network partitioning; asymmetric links, message duplication and message loss. 

In an asynchronous system processes can respond to messages at arbitrary times. It is also acknowledged in 

the literature that process clocks are unlikely to be synchronised. Within the context of a wireless mobile ad 

hoc network, the network-layer offers an unreliable time-fi’ee communication service in which messages may 

either be eventually delivered or lost.

The seminal contribution of Fischer, Lynch and Patterson proved the impossibility of distributed consensus 

under certain conditions [Fis85]. Fischer et al. demonstrated that deterministic distributed consensus is 

impossible in an asynchronous message-passing system if even one process crashes; a crashing process is the 

simplest form of system failure. This result is often called the FLP result. Impossibility results, such as the 

FLP result, are important as they inform us when a ''hard' distributed problem has no solution. Much work 

has been carried out in an effort to identify other impossibility results that indicate where a designer should 

not put efforts into resolving a problem and a comprehensive study o f such impossibility results is presented 

in [Fic03].

The basic reason why consensus cannot be achieved in a completely asynchronous system is that it is 

impossible to distinguish between a process that has crashed and one that is just very slow. Such a scenario is

162



Enab l ing Reconfigurat ion  7

typified by a mobile ad hoc networking system. The effect of asynchrony and failure occurrences actually 

creates an uncertainty, as perceived by a process, about the state of the system that can make it difficult, or 

even impossible, to determine a system view that can be validly shared by all non-faulty processes. The 

implications of this result are that there is no robust solution to this problem without making other 

assumptions about the computing environment. This has prompted the research community to explore 

mechanisms that can circumvent the FLP impossibility result for deterministic consensus in an asynchronous 

system. Some have suggested the use of randomised consensus or failure detectors or additional timing 

assumptions to get around the impossibility of deterministic consensus. Failure detectors are a practical 

solution to implement from the point-of-view of their simplicity and general applicability [Gue97]. Also, in 

the context of mobile ad hoc networking, the failure of processes is a common occurrence that must be 

overcome if processes are to run any type of consensus algorithm.

■ Failure Detectors

A failure detector is a distributed entity, or oracle as it is called in the literature, which provides the 

participating processes with a view of other processes that have crashed during the execution o f the 

consensus protocol [Cha96]. Failure, as defined by processes crashing, would be a common feature of a 

mobile ad hoc network where nodes may leave or fail unannounced. Byzantine (or arbitrary) failure is not 

considered in this thesis, nor is it considered in the design of failure detectors. Byzantine failure may be 

countered by demanding that messages between processes are digitally signed. A failure detector helps a 

consensus protocol to operate in the presence of faulty or slow processes by helping the system to distinguish 

between such processes. Failure detectors are not necessarily accurate, especially if they operate in an 

asynchronous environment and they may be classed as either reliable or unreliable.

Chandra et al. present the concept of an unreliable failure detector for an asynchronous system susceptible to 

crash failures [Cha96]. Unreliable failure detectors classify processes as either suspected or unsuspected, the 

detectors cannot be certain as to whether a process has actually failed or not. Failure detectors will be 

uiu’eliable as they themselves may make mistakes if they are based on message-passing in an asynchronous 

system, a property that is consistent with the earlier FLP impossibility result. The failure detector is 

manifested in the system at each process by a local failure detector module that monitors a subset of the 

processes in the system. If a process is suspected it means that the failure detector has, perhaps, not received 

a message from the process within some time limit. Even though the system is asynchronous, practical time 

limits may still be used to infer hints about the status of the process. If a process is unsuspected it means that 

the detector module has recently received some information, perhaps a message, to suggest that the process 

has not failed. The response that a failure detector gives to a process about the state of other suspected or 

unsuspected processes is only as good as the information at that process which is dependent on the 

communication conditions. As these conditions may vary from process to process, the failure detector may 

give different responses at different processes.

An example o f an unreliable failure detector, q, may be implemented using a heartbeat mechanism. Each 

process, p, sends a is alive’ message to every other process every T seconds, akin to a hello message in a 

network protocol. The failure detector estimates the maximum message transmission time of D seconds. If a 

‘/7 is alive’ message is not received 'mD+ T  seconds then q reports that p  is suspected. If p  then sends a is
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alive’ message q reports that p  is unsuspected, i.e. process p  is OK. In practical systems there are bounds on 

maximum transmission times, whether the system is asynchronous or not. If the value chosen for Z) + T  is too 

small then a failure detector is likely to suspect a lot of non-crashed processes regularly as the window to 

receive ‘p  is alive’ messages is too small for the underlying system properties. A small value for D + T  may 

also result in the is alive’ messages wastefully using up bandwidth. On the other hand, if the value chosen 

for £) + r  is too large then crashed processes may go unsuspected by the detector. In a practical system, a 

solution is to tailor the timeout values to the observed network delays.

It may be observed that the heartbeat mechanism is similar to neighbour-sensing processes used in a 

proactive ad hoc routing protocol such as OLSR. OLSR uses periodic link sensing messages, i.e. ‘p  is alive’ 

messages, and topology update messages to enable distributed nodes to build a view of nodes that are alive in 

the system. OLSR sends messages every T  seconds, where T  is based on the link transmission time estimate 

for the underlying system. However, such control signalling is not present in reactive protocols which are 

purposefully quiet when there is no demand to route traffic. Significantly, failure detectors which observe the 

state of processes that are not within direct communication range of the detector itself depend on the 

existence of multi-hop communication facilities.

When a failure detector is being used, the processes involved need to be modelled as either crash/recovery 

processes or crash/no recovery processes. Failure detectors generally assume the former model. The main 

difference between two such processes is that the crash/recovery process has access to persistent memory that 

allows it to pick up where it left off when it crashed. In some cases a crash/recovery process model is needed 

as consensus may not be realised in the system if the recovered process cannot partake in the consensus 

execution. For example, consider a system of three processes executing the y* run of a majority agreement 

protocol. If one of the processes crashes and recovers during that run of the protocol, but is not allowed to 

participate in the run being executed, then the consensus process may deadlock if the remaining processes do 

not agree, i.e the two remaining processes cannot form a majority agreement. In the case of the crash/no 

recovery process model a process may learn of the result after agreement has been reached by the remaining 

uncrashed processes. Such a process is allowed to participate in ftiture runs of the protocol, i.e. the ( j+ l f '  run 

of the protocol.

As a network may experience failure when nodes crash or when nodes temporarily move out of 

communication range it is necessary to consider both types of models. For the case of a node failing by 

crashing, such a node may follow the crash/no recovery model as a node will generally not have any 

persistent memory. In the case of a node failing through transient link failures the node may follow the 

crash/recovery model depending on the type of agreement scheme implemented. In practical systems, 

processes can deem another process that has not responded for more than a bounded time to have failed. 

While the process may not have really failed, the other processes can act as if it did. Such failure detectors 

allow a distributed consensus algorithm to make a process failure '’fail-silent' by discarding any fiiture 

messages that they receive from the ‘failed’ process for the rest of the consensus execution time. This has the 

effect of turning an asynchronous system into a synchronous one.
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■ Group Membership

One area in which the concept of distributed consensus has been applied to ad hoc networks is in the 

development of group membership schemes. Group membership schemes are of interest to the ad hoc 

networking community as they enable spontaneous communities to cooperate at application level, mirroring 

the ability of nodes to internetwork at the network-layer. Group membership is essentially an agreement 

problem as processes must agree on the system view. A review of group membership schemes for 

asynchronous systems is presented in [Gal96]. Group membership services provide a middleware solution to 

the designers of distributed applications. A group membership service maintains a consistent view among 

correct processes of the set of correctly functioning processes that cooperate to provide a service. The group 

membership scheme also provides information on specific state information, such as the queues of accepted 

requests, requests not yet completed and the state of the resources used to provide the service. Many 

distributed applications rely on the notion of membership, i.e. each node maintains an estimate of which 

other nodes participate in the computation and are alive and connected. Generally, group membership 

protocols require nodes to have heartbeats indicating whether a node is dead or alive; again this is akin to the 

hello messages used in proactive routing protocols for link sensing or the messages used by failure detectors.

While many of the group membership schemes have been designed to deal with varying degrees of node 

mobility, Briesemeister at al. [Bri02] suggest a scheme that may be suitable for mobile ad hoc networks 

which is based on the notion of local group membership; other mobility-tolerable schemes rely on location 

information [RomOl], [Pic99]. The authors acknowledge the work of Chandra et al. [Cha96b] which shows 

that group membership is impossible in a single partition network. Single partition membership services 

allow only one network component to run the service as processes in other network partitions are considered 

faulty. Chandra et al. [Cha96b] note that group membership is a weaker form o f the consensus problem. The 

approach suggested in [Bri02] considers partitionable group services which allow for multiple disjoint views 

to exist concurrently in different network components, i.e. processes and partitions. The authors argue that a 

service designed for mobile ad hoc networks should be partitionable as disconnections may occur frequently. 

Their localised group membership scheme allows an unbounded number of processes to exist. The nodes 

participating in the group need not be aware of an upper limit on the population size. It is also accepted that a 

mobile ad hoc network will characteristically experience lossy transmission, a point rarely acknowledged in 

other literature. The localised group membership service is built around a neighbourhood service that 

employs a heartbeat mechanism to enable processes to produce a list of neighbouring nodes that are expected 

to be alive. The heartbeat operates in an asymmetric manner so that neighbouring processes do not have to 

have to share a symmetric link, an important attribute in the context of wireless networking. This application 

of the distributed consensus technique serves to illustrate the narrow scope within which consensus has been 

applied to mobile ad hoc networking systems. In essence, the scheme devised in [Bri02] is little more than a 

very reliable neighbourhood detection service.

■ Summary

Notwithstanding the possibility or impossibility of applying a distributed consensus protocol to an 

asynchronous system, such protocols are also characterised by their message complexity which may be 

polynomial or exponential with regard to the number of processes involved. This characteristic is important
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when considering the applicability and scalability of such a protocol to the wireless mobile ad hoc network. 

The literature on distributed consensus algorithms largely focuses on system models that bear little 

resemblance to that of the wireless mobile ad hoc network and consequently they are often modelled by 

totally connected networks in which reliable multi-hop communication is not an issue. While certain 

characteristics of the wireless mobile ad hoc network are represented in the literature, the incorporation of 

these characteristics into the system model is generally the exception rather than the rule.

Key Stages in Consensus

In spite of any of the technical hurdles to realising a distributed agreement solution in an mobile ad hoc 

networking system, it is apparent from the literature that there a number of key stages in the construction of 

an agreement protocol that must be incorporated into any practical solution. Firstly, a proposal must be 

initiated by some process suggesting that an action be taken or that a state be assumed by the participating 

process; in short, a decision variable must be proposed. Then, a period of deliberation or consultation takes 

place, which may be iterative, in which processes make a decision. Finally, the decision-making process must 

terminate when the participating processes either accept or reject the proposal.

Soft-state Termination

The issue of terminating the decision-making process within the context of a mobile wireless ad hoc network 

has been addressed in part by the proposal made in the MANETconf [Nes02] address auto-configuration 

scheme; MANETconf exemplifies the difficulties faced by distributed agreement schemes in a mobile ad hoc 

network. This scheme adapted the Ricart-Agrawala mutual exclusion algorithm [Ric81] so that it could 

overcome some of the hurdles inherent in an ad hoc network. In short, the MANETconf scheme employs a 

soft-state approach which allows a node to take an address while the mutex-based allocation process is 

ongoing. If the attempted allocation is denied to the node, or if the node does not receive a confirmation 

message within a fixed period, then the node relinquishes the address. This approach guarantees termination 

of the process in the presence of lost or delayed confirmation messages. The use of soft-state decisions and 

passive confirmation techniques in an ad hoc network may overcome difficulties in assuring the termination 

of an agreement scheme. However, unlike the MANETconf scheme, a decision-making process for 

reconfiguration cannot rely on explicit multi-hop routing services of the nodes participating in the network to 

deliver messages to other non-neighbouring nodes.

Local Decisions

Another hurdle, which was briefly referred to earlier, is that consensus is required among all of the processes 

in the system, implying that the number of processes is known. Even in the less stringent case of majority 

agreement protocols, the number of participants must be known so that the definition of what constitutes a 

majority within the system may be ascertained. In terms of the aims of the reconfiguration component, a 

number of observations can be made about the possible application of distributed consensus to the entire 

network. The main observation is that the reconfiguration of an ‘entire’ network is not possible as it is not 

possible to appreciate what constitutes the entire network. Nodes can only be assumed to have local 

knowledge pertaining to their neighbourhood which is dependent on the activity of the signalling profiles of
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the neighbouring nodes. For information regarding the state of the network beyond the nodes’ immediate 

neighbours, such information may be found in the route cache of the nodes. However, it has been noted that 

the extent or completeness of such information is dependent on the underlying routing protocol. In any case, 

regardless of the protocol in use, the information concerning the total node population, as provided by the 

route cache, is transient, lossy and unreliable.

In sum, it has been shown in the literature that is only possible to maintain a correct view of local processes. 

The local group membership scheme [Bri02] cited above provides an illustration of the fact that local 

decisions are the only ones possible in an independent ad hoc network.

Finally, while it is possible to circumvent the failure of processes during the execution of a round of 

decision-making, such a process may subsequently recover, or connect to the system, after a decision has 

been taken and acted upon. In the context of a reconfiguration decision, this may result in a node being left 

out-of-step with its neighbouring nodes once it regains a connection to the network.

7.4 DifTusion of Innovations: From Innovators to Laggards, Knowledge to 
Implementation

In designing a multilateral reconfiguration agreement protocol within the bounds defined by distributed 

consensus literature which were outlined in the previous section, it is necessary to tease out the 

characteristics of the participating nodes. In particular, since the mobile ad hoc network consists of 

autonomous nodes with varying networking experiences, it is useful to categorise these different types of ad 

hoc nodes with respect to the part that they would play in the reconfiguration decision-making process. To 

this end, this section presents a discussion of pertinent elements of the concept of diffusion o f innovations', a 

detailed review of this social-science concept is presented in Roger’s oft-cited publication [Rog96]. While 

there are other socio-economic models which attempt to describe this phenomenon, it will be shown in the 

next section that some aspects of the diffusion of innovations model promoted by Rogers may be used in the 

design of a reconfiguration protocol. The veracity of the model is not at issue in this work.

■ Introduction

The concept of diffusion of innovations arises in the study of social and cultural behaviour with regard to 

how innovations come to be adopted or rejected by members of a society. Simple examples of various forms 

of this concept range from the adoption of the QWERTY keyboard standard over the ergonomically superior 

DVORAK keyboard to the adoption of citrus fruits by the British Navy in the fight against scurvy from the 

seventeenth to the nineteenth century. Nowadays, non-governmental organisations, which are described as 

change agents in the literature, are often concerned with the diffusion of new agricultural techniques or 

disease-control techniques in developing countries. An innovation is a new idea that may bring some sort of 
benefit to the adopter.

At this stage a simple parallel is drawn between the concept of diffiision of innovations and the 

reconfiguration of the multi-protocol network-layer. Within a social context, human adopters undergo an 

innovation-decision process in which they leam of an innovation and come to a decision as to whether or not
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they will adopt it. The innovation-decision process is characterised by the channels over which individuals 

learn of the innovations, whether they perceive a need for them and what their disposition is towards change. 

Innovation, in the context of this thesis, is an analogy for change at the network-layer, specifically a change 

in the ad hoc routing protocol when the need arises due to significant and lasting changes in the networking 

conditions. Ad hoc nodes exhibit many of the same characteristics of individuals involved in an 

innovation-decision process. Nodes have varying degrees of connectedness to other nodes and varying 

degrees of experience of the network. The innovation may be seen as the idea to adopt a routing protocol that 

will improve the efficiency of the participating nodes.

Observation of the diffusion of innovations in real life has led researchers to fit a model to those 

observations. The model consists of characterisations of the participants in the diffusion process as well as 

definitions of the various stages and elements of the innovation-decision process itself The literature defmes 

diffusion as the process by which innovation is communicated through certain chatmels over time among 

members of a social system. It is a special kind of communication in which the exchanged messages are 

concerned with new ideas. Communication is the process in which participants create and share information 

with one another in order to reach a mutual understanding. This definition implies that communication is a 

process of convergence (or divergence) as two or more individuals exchange information in order to move 

towards each other (or away fi'om each other) in the meanings that they ascribe to certain events. This is what 

happens in a process of diffusion such as when a change agent seeks to persuade a client to adopt an 

innovation.

The literature distinguishes between centralised and decentralised diffusion. In the case of centralised 

diffusion, decisions regarding such matters as when an innovation should be diffiised, how it will be diffused 

and how it should be evaluated are decided by a small number of individuals heading a change agency. In the 

decentralised diffusion model, which is patently of more relevance to this work, such decisions are shared by 

the clients, the potential adopters. In extremely decentralised systems, there may be no change agency and 

the potential adopters are solely responsible for the self-management of the diffusion of innovations. This 

form of diffusion relies on communication through what are referred to in the literature as horizontal 

networks, a concept somewhat analogous to a distributed ad hoc network. New ideas, or innovations, may 

grow out of the experience of certain individuals, or potential adopters, rather than through the specific 

promotion of centralised change agents.

■ Innovation-Decision Process

The innovation-decision process is the process through which an individual or decision-making unit passes 

from first knowledge, or awareness, of an innovation to forming an attitude towards the innovation, to 

deciding to adopt or reject it, to implementation of the new idea, and to confirmation of this decision. As the 

process happens over time, the five steps in the process are individually conceptualised as; knowledge, 

persuasion, decision, implementation and confirmation. Exceptions to this sequence of events may occur; this 

model is built around observations of many Western cultures and variations have been noted in its application 

to societies with different cultural values.
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An innovation can either be adopted or rejected by individual members of the system or the decision can be 

made by the social system which can decide to adopt an innovation by collective or authoritarian means. 

These notions of decision-making gives rise to the terms optional, collective and authority decisions. 

Optional innovation-decisions are made by an individual independently of the decisions made by other 

members of the system. Nonetheless, the decision is still influenced by the system and interpersonal 

connections. Collective innovation-decisions are made by consensus among the members of a system. Each 

unit in the system must conform to the system’s decision once it has been made. Authority decisions are 

made by relatively few individuals in the system who have power, status or expertise. The individual member 

has very little or no influence on the decision and must follow it once made.

Before describing the five stages of the innovation-decision process, a short description of the diffusion 

channels and sources is presented. The communication channels are, as with most other concepts, the means 

by which the messages get from the source to the receiver. Channels are either interpersonal or mass media in 

nature. Messages originate from either localite sources, i.e. those which are parochial in outlook, or 

cosmopolite sources. The two channels play different roles in creating knowledge of an iimovation versus 

persuading an individual to form an attitude towards an innovation. As may be anticipated, a mass media 

channel allows the few to reach the many in order to spread information, but may only lead to awareness 

among the many and possibly changes in the few with weakly held attitudes. Interpersonal channels involve 

direct face-to-face (or neighbour-to-neighbour) exchange between two individuals. They allow for persuasion 

and are best when two-way exchanges are possible. Cosmopolitan sources are found to be more important at 

the knowledge stage and localite channels are more important at the persuasion stage. Cosmopolite sources 

are normally outside the interpersonal social system whereas localites are those within the social system.

Knowledge, the first stage in the innovation-decision process, occurs when a decision-making unit is exposed 

to the innovation’s existence. Within the diffusion of innovation research community there is debate as to 

whether knowledge arises out of exposure to, or awareness of, the innovation or whether knowledge is driven 

by need. Need is driven by an individual being in a state of dissatisfaction that arises when one’s desires 

outweigh the actualities, i.e. when the individual’s current technology or technique or product does not 

provide the service that the individual desires. The iimovation may be seen as a way to meet this desire, so 

when an individual forms a need it then seeks awareness of an innovation. In more artificially contrived 

situations, need may arise when a change agent makes an individual aware of an innovation through mass 
media messages, leading to possible individual dissatisfaction.

Persuasion occurs when the decision-making unit forms a favourable or unfavourable attitude towards the 

innovation. Mass media messages are generally not enough to provide reinforcement in the persuasion stage; 

individuals seek reinforcement from personal connections and consider the innovation in light of their current 

situation. As the innovation carries a degree of risk, individuals want to know that their thinking is in line 

with that of their peers so that it reduces uncertainty about the innovation. At this stage, an individual may be 

selective with regard to where it seeks information or how it receives and interprets that information. During 
this stage the adoption or rejection of an innovation is not a foregone conclusion, but there is a tendency for 
attitudes to become more consistent during this stage.
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Decision occurs when the decision-making unit engages in activities that lead to either the acceptance or 

rejection of the innovation. Adoption is a decision to use the innovation, rejection is a decision not to adopt 

the innovation. Decision-making units or individuals will often trial an innovation on a probationary period at 

this stage as part of the decision to adopt. However, in many cases it is not possible to trial the innovation 

alongside the status quo and so the innovation must either be accepted or rejected in its totality. However, in 

some cases and for some innovations, the trial of a new idea by a peer can be a substitute for their own trial; 

such ‘trial by others’ provides a vicarious trial for the individual during this stage. In addition to their 

trial-ability, innovations are also characterised by the relative advantage they offer, their compatibility with 

the needs of the potential adopter, and the operability of the innovation, i.e. the degree to which the results of 

the innovation are visible to others.

An innovation can be rejected at any stage of the process, e.g. it can simply be ignored at the knowledge 

stage and forgotten about. At the decision stage, the literature distinguishes between two types of rejection. 

Passive rejection occurs when a node never really considers adopting the innovation. Active rejection, on the 

other hand, occurs when a node does consider the adoption o f the innovation but then rejects it. This 

consideration may include the trial of the innovation, whether trialled by the individual or by others.

Implementation occurs when a decision-making unit puts the innovation into use. This stage normally 

follows directly after the decision stage within a very short period of time. The innovation finally loses its 

distinctive quality as the separate identity of the new idea disappears. This stage often represents the end of 

the decision-innovation process for many individuals.

Confirmation then occurs when a decision-making unit seeks reinforcement of an innovation that has already 

been made, but the unit may reverse the decision if it is exposed to conflicting messages about the 

innovation. At this stage, the individual seeks to avoid a state of dissonance or to reduce it if it occurs. If the 

individual is in a state of internal disequilibrium or dissonance, then the individual would ordinarily seek to 

eliminate or reduce it through discontinuance of the innovation. Discontinuance is a decision to reject the 

innovation having previously adopted it. It takes the form of a replacement discontinuance, which occurs 

when an individual rejects an idea in order to accept a better idea that supersedes it, or a disenchantment 

discontinuance, which occurs when an individual rejects an idea because of dissatisfaction with it and moves 

back to the previous state. In designing a reconfiguration component, the notion of replacement 

discontinuance fits closely with the concept of continually adopting a new protocol when circumstances 

dictate such action, i.e. the stated aim of such a fiexibility-enabling component. The notion of replacement 

discontinuance suggests that the innovation-decision process is a continual and cyclical process in which the 

system will look for another innovation if it fails to receive reinforcement about the most recently adopted 

iimovation. The flexible ad hoc networking system has the same objective of constantly observing and 

adapting and then observing again, and so on.

■ From Innovators to Laggards

The literature goes on to provide neat characterisations of the actors in the innovation-decision process using 

ideal types. Within the difiiision of innovation research field these ideal types are used to guide research
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efforts and to serve as a common comparison framework for the exposition of research ideas and findings. 

Ideally, the categories should be exhaustive, i.e. they should include all types of decision-making units in the 

study, they should be mutually exclusive and they should be derived from the one classificatory principle. 

The most popular classificatory principle is based on the innovativeness of the decision-making unit. The 

literature describes innovativeness as the degree to which an individual or unit of adoption, e.g. a node, is 

relatively earlier in adopting new ideas than other members of the system. Five adopter categories are 

defmed; innovators, early adopters, early majority, late majority and laggards.

Innovators are generally active information seekers about new ideas; in terms of sources, they are 

cosmopolites. They have a high degree of exposure to pertinent information and are eager to try new ideas. 

The innovator is willing to take a risk on change, accepting that not all attempts at innovation will be 

successful. However, while the innovator’s venturesomeness is important in kick-starting the diffusion 

process, it does not play an important role in the persuasion of others to adopt the innovation due to its 

risk-taking profile. Nonetheless, the innovator does have the important role of acting as the gatekeeper that 

controls the introduction of irmovations to other individuals.

Early adopters have the largest degree of persuasive opinion leadership in most social systems; in terms of 

sources, they are localites. Early adopters have a high degree of connectedness and make reasoned decisions. 

They serve as models for later adopters. The early adopter has to be more judicious in its innovation 

decisions in order to continue to command the respect of others. They decrease local uncertainty about an 

innovation by adopting it and conveying messages to other near-peers by means of interpersonal networks.

The early majority forms a bridge between the early adopters and the late majority. They may deliberate over 

the adoption of the innovation for a relatively longer period than either the innovator or the early adopter. 

The early majority do not lead opinion as the early adopter does, but through frequent interaction with their 

peers, they tend to follow the early adopters. They are crucial in terms of tipping the balance within a society 

towards adoption o f the innovation. They provide an interconnectedness between groups of early adopters.

The late majority are often forced to adopt the innovation as a result of economic necessity and increasing 

social pressures. The late majority, being sceptical, wait until most of their social system have ab-eady 

adopted, i.e. the late majority are more influenced by peer pressure than the utility of the innovation. The late 

majority adopt an innovation after the average member of the social system has already done so.

Laggards, as the name suggests, are the last in a social system to adopt an innovation. They have no opinion 

leadership qualities and are very local in outlook; in fact many are near isolates in social networks. The point 

o f reference for laggards is the past, their decisions are made in terms of what has been done in previous 

generations. Laggards are often lagging far behind in their awareness of a new idea. Laggards are prone to 

disenchantment discontinuance as they tend to fall into using an innovation after the more reasoned stages of 

the innovation-decision process have ended.
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■ Critical Mass and the Heterophily of Individuals

There are two further points that are worth noting about this theory. The first concerns the concept of critical 

mass; the second revolves around the heterophily of interacting individuals. Critical mass occurs at the point 

at which enough individuals have adopted an innovation so that the rate of further adoptions becomes 

self-sustaining. Critical mass is important in the diffusion of interactive innovations where each additional 

adopter increases the utility of the adoption for all adopters. Reaching the point of critical mass involves 

persuading the early adopters to adopt the innovation after the innovators have introduced the new idea to the 

system. An interactive innovation is one for which the utility of the innovation rises as the number of 

near-peer adopters also rises. For an interactive innovation, such as a new routing protocol, until there is a 

critical mass of adopters, there is little advantage in adopting the innovation. After the critical mass has been 

reached the social system encourages further adoption by individual members of the system. In the case of an 

interactive innovation, individuals are likely to watch the other members of their group in an effort to discern 

what the group choice may be. The outcome for the group then turns on each member watching what the 

other members will do.

Accompanying the notion of critical mass at the societal level is the concept of a threshold at the individual’s 

level. A threshold is the number of other individuals who must have adopted an innovation before a given 

individual will do likewise. In the case o f the diffusion of an innovation, a threshold is reached when an 

individual is convinced to adopt as a result of knowing that some minimum number of other individuals in 

the system have also adopted. So, the reaching of critical mass turns on the actions of individuals with respect 

to their own thresholds.

The final point of interest taken fi-om this theory concerns the homophilousness of the interacting individuals. 

The interaction between individuals and its impact on the diffusion of innovations between them is affected 

by the similarity of the individuals. Homophily, specifically in this context, is defined as the degree to which 

pairs of individuals who interact are similar in attributes. In societal terms, homophily is exemplified by 

attributes defined by beliefs, education and social status. In fi'ee-choice situations, an individual has a 

stronger tendency to interact with someone who is like them. The effects of homophily can be explained by 

the fact that similar individuals normally belong to the same groups, live or work near each other, and have 

the same interests. The physical and social closeness of such individuals makes homophilous communication 

more likely and such communication is normally quite effective. When individuals share common meanings 

and a mutual subcultural language, their communication of ideas is likely to have a greater effect in terms of 

sharing knowledge, forming attitudes and fomenting change. However, the diffusion of innovations, by its 

very definition, can only occur between participants who are somewhat heterophilous with regard to their 

grasp of an innovation, i.e. one can only diffuse knowledge or persuasion to someone who knows less than 

you or who has a less favourable attitude than you. Ideally, the individuals would be homophilous regarding 

other societal variables even though they are heterophilous regarding the innovation. Such heterophily 

manifests itself in the differences between innovators and early adopters or between early and late majorities.
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■ Summary

It is without question that the diffusion of innovations in a social environment is a different proposition to the 

reconfiguration of the network-layer of a distributed group of nodes in a mobile ad hoc network. Nonetheless, 

the diffusion literature provides some well-rounded and well-reasoned descriptions of the characteristics of 

the diffusion process as it relates to the organisation and structure of some societies with regard to their 

adoption of innovations. The model is flexible as it is based on the actions of autonomous individuals who 

are influenced both by societal norms and a desire for individual advancement.

The diffusion model may be used to extend and adapt distributed agreement techniques for use in a mobile ad 

hoc network. Many of the elements of the innovation-decision process, and the descriptions and 

characteristics of the actors party to the various stages of the process, may be imposed on nodes in the mobile 

ad hoc network setting. An ad hoc network is not a society where individuals have free choice and can act in 

an irrational manner. The manner in which individuals learn of, form attitudes towards, and decide upon the 

innovations may be used to flesh out the design of a reconfiguration process which depends on strong local 

communication and weaker regional communication. Other aspects of the model such as the reaching of 

critical mass for interactive innovations and decisions based on trial-by-others are also applicable to the 

reconfiguration process.

7.5 The Reconfiguration Component

The reconfiguration component builds upon the network observation techniques of the type that were 

presented in Chapter 5 and the self-stabilising effects of the auto-configuration component that was presented 

in Chapter 6. The design of the reconfiguration component takes its cues from both the distributed consensus 

literature and the diffusion of innovations literature. The detail of the reconfiguration component will be laid 

out in the subsequent sections. The component is completely distributed, relying on opportunistic 

communication between nodes on both a local and regional basis.

The component operates in three stages; the Persuasion Stage, the Decision Stage and the Implementation 

Stage. The component’s Reconfiguration-Decision Protocol (RDP) extends and modifies elements of the 

innovation-decision process for the task at hand. This section briefly introduces the three stages in the 

reconfiguration process before going on to discuss the background to the design of the component from a 

practical point-of-view. Three experiments are presented in Section 7.7 to demonstrate the protocol.

7.5.1 Overview of the Component’s Protocol Design

The design o f the RDP is influenced by the strict limits within which distributed consensus protocols may be 

implemented and it is also influenced by the flexibility exemplified by the innovation-decision processes. It 

has been shown that the making of decisions in an ad hoc network using distributed consensus techniques is 

non-trivial due to the challenging characteristics o f the system. The dynamic nature of the network and the 

poor quality of communication channels, in comparison to typical distributed system settings, exacerbates the 

conditions which underlie the premise for the FLP impossibility result. However, local decision-making is 

possible, as exemplified by the local group membership scheme [Bri02] in which each node maintains a
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correct local view; a local group membership is akin to a precise neighbourhood sensing scheme which 

higher service layers may rely upon to be accurate. While the decision, i.e. the agreement among the nodes o f 

what constitutes the local view, does not appear to be a very complex one, it serves to demonstrate the 

difficulty of implementing an agreement protocol in an ad hoc network that meets the validity, integrity and 

termination conditions underlying the design of such a hard-state decision-making process.

Also, the MANETconf [Nes02] scheme modified the Ricart-Agrawala [Ric81] mutual-exclusion algorithm so 

that it was possible to implement that mutex scheme in an ad hoc network. The modification to the decision 

protocol involved the use of soft-state termination techniques. The MANETconf scheme also involves 

communication between a proposing node and every other node in the system; it makes use of multi-hop 

routing services. This soft-state decision-making approach allowed the authors to implement the scheme over 

a multi-hop network that could experience delays and partitioning.

Distributed Consensus Innovation-Decision Reconfiguration-Decision

Persuasion Persuasion

Implementation

Knowledge

Decision

Confirmation

Implementation

Decision

Decision-Initiation:
Value Proposed

Decision-Termination:
Value Accepted or 

Rejected

Decision-Making:
Exhange of Values

Figure 7.2 Three Decision Models

The RDP modifies the general layout of the innovation-decision process format, shown in Figure 7.2 

alongside the three steps involved in a distributed consensus protocol. The distributed consensus model and 

the innovation-decision model are both triggered when a proposal is made to the system. In the distributed 

consensus model a decision variable is proposed. The next step generally involves consultation with every 

other node in the system concluding in a clear termination of the process. In the innovation-decision model, a 

system of individuals progress fi’om first knowledge through to the persuasion, decision and implementation 

stages before seeking confirmation of their decision; the confirmation stage may lead to a replacement 

discontinuance if the decision-making unit is dissatisfied with the innovation. In contrast, the RDP jumps 

straight to the consultation stage, step two of the other approaches, without any proposal being made. The 

knowledge stage is not necessary in this system as the routing protocols are not true innovations. Each node 

is aware of the existence of each of the available protocols. Instead, the system may be seen as one in which

174



Enabling Reconrigiiradon 7

three protocols have been innovated and the nodes are continually seeking to confirm that their current choice 

is optimal for the given regional network conditions.

The Persuasion Stage of the RDP builds on these techniques that have demonstrated that a limited amount of 

distributed decision-making is possible in mobile wireless ad hoc networks. The Persuasion Stage enables 

each node to make decisions based on information received from neighbouring nodes. Even though the 

participants in the decision-making process are within one-hop of each other, i.e. they are within a bounded 

transmission time of each other, this system does not rely on the nodes entering into an active two-way 

dialogue as nodes are not allowed to originate their ovra signalling, i.e. they are not allowed to demand that 

the network-layer transmits a packet solely for them. A two-way dialogue involves a request/reply process 

which can stall a protocol if the reply is lost or delayed.

Instead, the Persuasion Stage involves a continuous process of passive observation and analysis of the 

networking conditions. Reconfiguration control beacons are piggybacked onto other outgoing packets which 

have been generated by a primary network-layer component. Each node makes soft-state decisions which are 

based only on passively received information and which may change as that information grows stale and 

expires. If the nodes manage to sustain a soft-state decision for a time, without altering it, then they enter the 

Decision Stage followed immediately by the Implementation Stage. The Implementation stage completes an 

execution of the reconfiguration-decision protocol and the nodes then re-enter the Persuasion Stage. The 

main elements of the RDP processes may be summarised as follows:

a  Each node continually observes its networking conditions and shares that data with its neighbours.

□ Each node repeatedly evaluates a soft-state preference based on its observations, the observations of 

its neighbours and its neighbours’ soft-state decisions, 

a  A hard-decision is made when a group experience of the networking conditions is sustained, 

a  Decisions can be implemented using a big-bang or creep approach.

7.5.2 Regional Reconfiguration and the Auto-Configuration Component

Due to the impossibility of knowing what constitutes the ‘entire’ network in an ad hoc setting, the 

reconfiguration happens within a region of the network. A region describes a group of nodes that are 

sufficiently well connected to form an ad hoc network and to pass reconfiguration beacons between them. 

Note that the nodes do not have to be sufficiently well connected to form a multi-hop ad hoc network, i.e. 

data does not have to be forwarded by any node. The RDP only requires local connectivity, even if it is very 

unstable for the underlying ad hoc routing protocol. This lower demand on the network connectivity makes 

the RDP robust when the current routing protocol is struggling under the prevailing conditions and should be 

reconfigured. In a special case, a region also describes an isolated single node. A region will rarely, if ever, 

encompass the entu'e population of nodes m the network due to the inherent mobility of the nodes, the 

occurrence of node disconnections at the network edges and network partitioning.

The RDP is executed within a region or part thereof; the process does not extend beyond the region’s 

boundaries. Referring back to the innovation of diffusions literature, and specifically with regard to the 

impact of the homophily of individuals, it was suggested that societal observations indicate that individuals
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who speak the same language and share attributes are more effective at mutually understanding each other. In 

this system, and specifically with regard to the RDP, only nodes within a homogeneous region may partake 

in the reconfiguration process for two reasons which are analogous to the homophily argument. Firstly, nodes 

using the same protocol share a common means of communication; the rate at which nodes receive 

reconfiguration beacons from each other is dependent on the activity in the network. OLSR nodes will 

receive beacons at regular intervals whereas the receipt of beacons by DSR nodes will vary depending on the 

traffic loading on the network. Secondly, the networking observations collated by nodes are dependent on 

their routing protocol. Nodes operating the same protocols collate network measurements using the same 

signalling techniques. The fidelity of the observation information generated by nodes operating the same 

protocols is also similar, as evidenced in Chapter 5.

Tw
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Ty > Tx

Tz > Ty

AODV: 
RSN 221

ISR:
SN 228

AODVt 
KSN 22:

AODV:
SSN2SLRSN 221
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Figure 7.3 Regional Fragmentation

Furthermore, the reconfiguration component enables the region to fragment into separate regions if the 

networking conditions exhibit a spatial variation that demands such action; the reconfiguration component 

does not require the agreement of all nodes in the region in which it is operating. Such fragmented regions 

then conduct their own independent evaluation of the networking conditions but they may recombine at a 

later time. To explain, consider an AODV region which is depicted in Figure 7.3. The AODV region (Region 

Sequence Number (RSN): 221) is engaging the RDP and when it executes the Decision Stage the network 

fragments into two regions. These two regions now execute their own RDP processes. The Persuasion Stage 

soft-state decisions of the two regions do not influence each other. However, if the DSR region (RSN:228) 

decides at a later stage to change back to AODV again, then its RSN will go to 251. The auto-configuration 

CCDR protocol will ensure that the entire region adopts the higher RSN and the enlarged region will operate 

the RDP as one region again.

The flexible multi-protocol network-layer uses two configuration components; the reconfiguration 

component being described here and the auto-configuration component described in the last chapter. The 

reconfiguration component’s decision protocol must be executed in a stable, homogeneous setting. The 

homogeneity requirement was motivated above and the stability refers to the ability of a region to correct the 

effects of naturally occurring, but disruptive, events such as nodes booting-up, joining, leaving and migrating 

at any time. The auto-configuration component ensures that such events are corrected as soon as a conflict is
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detected. The auto-configuration component provides the network configuration stability required to execute 

a protocol in which decisions are not reactive and instantaneous, but based on sustained observation.

The policies of the auto-configuration protocols supersede those of the reconfiguration-decision protocol. 

The network, through the operation of the auto-configuration protocols, only permits nodes to form 

homogeneous regions. If a node’s configuration has to be corrected by the auto-configuration protocol, then 

it abandons its current soft-state decisions and re-enters the Persuasion Stage using the observations 

generated since it was corrected. The only exception to this is when two regions operating the same protocol, 

but with different RSNs, come together, as depicted in Figure 7.3. In this scenario, the nodes correct their 

RSNs but continue to operate the RDP as normal as there is no substantive change to the network, i.e. the 

signalling mechanisms are the same in both of the merging regions. The Region Sequence Number is simply 

an administrative identifier which is only of use when a protocol conflict occurs.

7.5.3 Opportunistic Communication

The communication between nodes during the execution of the RDP and the connectedness of those nodes 

during the execution o f the protocol are interdependent issues. The diffusion of innovations literature 

introduced the concept of mass media and interpersonal communications. Mass media channels are used to 

raise awareness of an idea; interpersonal networks are used to make arguments for and against that idea. This 

notion is extended into the reconfiguration-decision process in the form of reconfiguration beacons. These 

local beacons are opportunistically issued by each node to share soft-state decision information at the 

Persuasion Stage and to enforce a hard-state decision at the Decision Stage.

Like the persuasion stage of the innovation-decision process, and unlike that of a distributed consensus 

protocol, such as the Ricart-Agawala mutex protocol, the RDP Persuasion Stage builds on the ‘interpersonal’ 

communication channels that exist between the peer-adopters, i.e. the persuasion stage builds on the local 

exchange between neighbouring nodes. The RDP Persuasion Stage does not rely on multi-hop 

communication with non-neighbouring nodes. Any reliance on the explicit multi-hop unicasting services 

violates a core premise underlying the design of a robust reconfiguration protocol which cannot, of itself, be 

the client for which the multi-hop routing services are provided.

Reconfiguration beacons, which differ in intent depending on which stage the process is at, are configured 

and issued by the reconfiguration component according to the RDP’s rules. As the reconfiguration 

component is a secondary network-layer component, such beacons are not actually broadcast by the node 

until the next time that a primary network-layer component issues a packet itself In practical terms, this 

means that a node operating the OLSR protocol will not issue a reconfiguration beacon until the next time 

that it issues a control packet, such as a hello or topology-update packet, or a data packet. The 

reconfiguration beacon is simply queued pending the occurrence of such a primary network-layer component 

event. This process is referred to as opportunistic flooding as the reconfiguration component makes use of the 

existing out-going signalling to effect its business. A node’s use of opportunistic communication, together 

with its passive observation of incoming ambient signals, ensures that this secondary component does not 

alter the various signalling profiles of the ad hoc network’s regions.
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7.6 Reconflguration-Decision Protocol (RDP)

The Persuasion Stage of the RDP is the most important element of the protocol. It is during the execution of 

this stage of the protocol that each node decides which protocol suits it, based on the node’s knowledge of its 

local network state. The node’s motivation for making that decision varies depending on the local network 

state.

7.6.1 The Persuasion Stage

The persuasion stage of the innovation-decision process is concerned with nodes forming an opinion about an 

innovation; they are either in favour of the innovation or against it. This attitude does not always lead to the 

node adopting the innovation, but is a good indication of what it will do in the decision stage. Analogously, 

nodes in an ad hoc region are continuously engaged in forming an 'opinion' about their preferred ad hoc 

routing protocol at all times. A node’s preferred choice at any given time amounts to a soft-state decision; the 

node’s hard-state decision is reflected in its current working routing protocol. A node’s soft-state decision 

may be in agreement with its hard-state decision.

Individuals in the diffusion of innovations model make their decision based on their adopter classification 

which is a reflection of how fast they are to adopt a new idea. To recall, the classifications were Innovator, 

Early Adopter, Early Majority, Late Majority and Laggards. The need for such classiflcations is based on the 

individuality and heterogeneity of the decision-making units in a society; the decision-making units do not 

use uniform techniques to make their decisions. The classifications are designed to capture characteristics in 

the decision-making units with regard to their exposure to information and their willingness to adopt.

The diversity of the decision-making units extends to the ad hoc networking context with regard to the nodes 

involved in the RDP. Consequently, the notions of Early Adopter, Early Majority, Late Majority and Laggard 

Nodes are introduced into the RDP to define the decision models used by nodes in the Persuasion Stage. 

Nodes make their soft-state decisions based on a series of rules that relate to their classifications which are 

closely analogous to their innovation-decision counterparts. Each node changes the decision-making rules 

that it uses based on the network observations available to it and its knowledge of the decisions of its 

neighbours. While it is preferable to make a decision based on evidence alone, nodes are also enabled to 

make decisions that are influenced by the choices of their neighbours. For the purpose of clarity it should be 

noted that a node that is referred to as an Early Majority (EM) Node, for example, is an ad hoc node that has 

made its decision based on EM decision rules.
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Figure 7.4 Early Adopters Have Similar Experiences

A simple scenario is illustrated in Figure 7.4 to illustrate the basic process of decision-making in the 

Persuasion Stage. The EA nodes at the centre of the network, for a time before have been experiencing
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similar conditions of high mobility (for arguments sake, say that mobility is the dominant factor in their 

choice of protocol) and they share their observations of these conditions. Each of these nodes is able to make 

an EA decision as its observations concur, within some bounds, with those of its neighbours. These EA nodes 

broadcast their decisions locally. Away from the centre of the network, the mobility conditions change and 

the average measurements indicate that the area is one characterised by moderate to low mobility. The nodes 

in this area of the network tend to have dissimilar network observations to their neighbours. However, the 

nodes in the moderately mobile area are aware that near-nodes are experiencing more consistent conditions 

as they have made, and announced, EA decisions to that effect. These nodes then make EM decisions in 

which the node is persuaded to make a decision on the strength of the EA nodes’ decisions. Further out, the 

LM nodes have equally inconsistent observations of the network to those of their neighbours. However, 

unlike the EM nodes which are influenced by the strong EA decisions, the LM nodes do not have such 

neighbours. The LM node is swayed by the fact that its neighbours have made a soft-state decision which 

may affect its own state. As the innovation in this system is an interdependent one, i.e. it is of no using it 

unless other nodes do, the LM node will be isolated from the other nodes if it does not tow the line with 

regard to what a number of its neighbours have decided.

Both the EM node and the LM nodes’ decisions are subject to the control of individual thresholds which 

dictate how easily persuaded a node can be. For instance an EM node may be required to have a majority of 
its neighbours as EA nodes before it adopts their decision whereas an LM node may have lower threshold 

that allows it to adopt the most popular decision that its neighbours have declared. The value to which the 

thresholds are set dictates how easy the persuasion process will spread. Setting the threshold too high would 

require a high degree of homogeneity within the network whereas lessening the threshold would allow the 

spread in a more heterogeneous environment.

Finally, some other nodes in the system are bound to find themselves with poor connections to the main 

network partition. These nodes collate observation data that is inconsistent with their neighbour’s data and 

cannot form a decision using one of the above-mentioned models. Instead, these LD nodes make no decision. 

They will follow whatever decision is made by other nodes, if a decision is made.

As can been seen, the process is an iterative one in which the nodes with less confidence in their 

observations, due their inconsistency with their neighbours, are persuaded by the decisions of more confident 

nodes. These nodes in turn influence the decisions of still weaker nodes. However, it is important to note that 

the process of persuasion is not one-way. If the characteristics of the area of high mobility in the network 

depicted m Figure 7.4 were to change, some time after t „ such that some EA nodes became more static, then 

the nodes may collate conflicting observations reflecting the more heterogeneous nature of that area of the 

network. In such a scenario, the EA nodes would lose confidence in their decision. If the EA nodes cannot 

rely on their network observations, then they will move on to the next weaker decision model, that of the EM 

node. However, once the EA decisions are removed from the system, the persuasion that has built up in the 

area will break-down since the EM nodes will have to down-grade their decision and then the LM nodes will 

have to down-grade also. Within a few iterations of evaluating decisions and opportunistically broadcasting 

those decisions, by time t*, the network will have reduced to a collection of LD nodes which caimot make 

any decision. Such a conclusion would fit with the heterogeneity which is persisting in the network.
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■ Conflicting Objectives

As evidenced in the network example above, when there is a conflict between nodes as regards their network 

observations, then it is not possible to make a decision; local agreement is a fundamental building block of 

this model. If the nodes cannot agree, they are left to use the protocol that they are already configured with. 

They may have been reconfigured to use this protocol at an earlier stage or their configuration may be the 

result of the auto-configuration component having corrected their states after some disruptive event.
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Figure 7.5 Urban Networking Scenario

Conflicting network experiences may also exist between nodes on a wider scale. The likelihood is that a 

real-life network, such as the network depicted in Figure 7.5, will exhibit different conditions in disparate 

areas of the network depending on the nodes’ autonomous movements and the uses to which the nodes are 

put. But in any network, no matter how large and diverse in character it is, each node experiences the 

network on a local basis and these experiences may be measured by local, myopic metrics. While local 

measurements do not describe the larger network environment, they do describe characteristics of a particular 

space within that network at a given time. Referring to Figure 7.5 again, it may be seen that the network 

extends from an urban park out onto a street. While the region on the left is characterised by low mobility, 
low density and recurrent traffic loading, the area on the right is characterised by moderate mobility, high 

density and sporadic traffic loading. A decision model like that used in the RDP enables the network to 

configure itself with regard to its local and regional observations. The fact that the network is composed of
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areas in which certain combinations of networking characteristics dominate means that the RDP’s Persuasion 

process can run as far as the Decision and Implementation Stage.

7.6.2 Soft-State Decision Making

As noted in Chapter 6, each node sends out a Node Status Header in every packet that it issues. Node Status 

Headers have neighbourhood scope only and contain information regarding the issuing node’s active 

protocol, Region Sequence Number and External State Vector (ESV) Data. Each node also issues a 

Reconfiguration Status Header in each packet along with the Node Status Header, shown in Figure 7.6. The 

beacon has two fields: the Decision, i.e. which protocol the issuing node prefers, and the Decision Type field 

which indicates which decision model the node used to arrive at the soft-state decision. The Decision Type 

field may have the following values; EA (Early Adopter), EM (Early Majority), LM (Late Majority) , LD 

(Laggard) and HS (Hard-State). The Laggard value indicates that the node could not make a decision and the 

Hard-State value is used to enforce a decision at the Decision Stage.

Reconfiguration Status

Decision 

Decision Type
 i

Figure 7.6 Reconflguration Status Header

The Neighbourhood Table shown in Figure 7.7, which was introduced in Chapter 4 and discussed further in 

Chapter 6, is used by the reconfiguration component to record information received from neighbours 

regarding their ESV data and soft-state decision choices. Entries are added to the table, refreshed and 

removed in accordance with the techniques associated with the routing protocol in use.

Neighbourhood table
Entry Active |N^ghbour!Region ESV Soft-State 

Protocol ID ;Sequencer Data Decision/
 i   jNumber Decision Type ;

0 jOLSR 14 5 ' ” - -
i  loLSR

. . n '
17 5 - -

Figure 7.7 Neighbourhood Table: ESV Data and Soft-State Decision

Each node periodically evaluates its recorded observations in order to arrive at a soft-state decision using 

rules based on the decision hierarchy which places the Early Adopter decision, which is based on network 

observations alone, at the top and the Laggard decision at the bottom, as illustrated in Figure 7.8. Each 

decision is based on the information that is available to the node when it executes an evaluation round. Initial 

Early Adopter decisions, i.e. the first decisions that can be made in the system, are made on the basis of a 

node’s observation that its network observations match those of its neighbouring nodes, which leads them to 

have a common preferred choice of ad hoc routing protocol. The aim of the reconfiguration protocol is to
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allow nodes to loosely exchange network observations and soft-state decisions that reflect the underlying 

heterogeneity or homogeneity of their experiences. If the networking conditions are such that neighbouring 

nodes do not have a common experience of the network, then those nodes will not progress the RDP towards 

a hard-state decision.

Late Majority

Early Majority

Early Adopter

Laggard

Each node attempts to make an Early Adopter 
decision first. If this fails, it tries to make one 
using the next model.

If no model is suitable, the node is termed a 
Laggard and makes no soft-state decision.

Node’s observations - ESV

Node’s neighbours’ soft-state decisions

Figure 7.8 Decision Hierarchy

Each node evaluates its soft-state decision periodically at a short fixed interval. This period is locally 

variable; it specifies how often a node takes a snapshot of its local network state. A node that becomes 

isolated and steps down to a reactive protocol can suspend the Persuasion Stage and stop evaluating its 

decision or set a larger value for the timeout. An isolated node then re-enters the Persuasion stage if it 
reconnects to the network.

■ Flushing Stale Data

It is evident that the accuracy of a node’s Neighbourhood Table varies from protocol to protocol, as 

demonstrated in Chapter 5. A neighbour will only persist in an OLSR cache for a short time before it is 

expunged. OLSR nodes are only allowed to miss two Hello messages from a node before they remove the 

entry, whereas a node can be stored in a DSR cache for up 300s before the node expunges it. The difference 

occurs due to the fact that OLSR is an active link-state sensing protocol and DSR is a lazy reactive protocol; 

DSR does not actively check the status of a cached neighbour unless it tries to use the out-going link and it 

fails. Consequently, DSR nodes in more mobile environments tend to have neighbour entries which are no 

longer valid from a routing point-of-view. However, the RDP is not concerned with the validity of the 

information as such; it will not be attempting to make use of the out-going links. The RDP is only concerned 

with the associated neighbour entry information such as the ESV Data and soft-state-decision data, to provide 

it with a view of the local network’s conditions as seen by neighbouring nodes. If the information persists in 
the Neighbourhood Table due to the routing protocol’s timeout mechanisms, the RDP may use very stale 
observation data if it uses every entry in the Neighbourhood Table. To the RDP, neighbouring nodes are 

simply a timed series of data sources, nothing else. To combat this problem, the decision-making node can 
employ a suitable filter, e.g. an EWMA filter, to place greater weight on the most recently received data and 
to diminish the effects of data that has not been refreshed.
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■ Early Adopter Nodes

In an innovation-decision process, early adopters should make judicious choices which are based on sound 

reasoning. Innovation-decision early adopters lead other individuals with less knowledge or experience on 

which to base their decisions. In this system, the Early Adopter Node is a node which follows that model by 

basing its decision purely on the evidence that it collates from the networking environment, i.e. its own 

observations, and possibly its neighbours’ reported observations. The Early Adopter Node also maintains a 

Decision Counter which is incremented each time the node reconfirms its Early Adopter soft-state decision. 

The counter is set to zero if the node has to dovm-grade its decision.

Figure 7.9a depicts a decision-making node. Node x, at time Xy, just as the node is about to evaluate its 

decision. Node x has 8 one-hop neighbouring nodes from which it has received reconfiguration beacons 

containing the nodes’ ESV data sets.

ESV
ESV

(a) ;sv
ESV.

ESV

ESV

ESV ©  ©
ESV ESV

T^> >Ty

Figure 7-9 Early Adopter Decision: Node’s and Neighbours’ Observations Only

Each node examines the ESVs from its neighbours according to the control imposed by a suitable filter which 

discriminates in favour of the most recently cached beacons. It is important to note that Node Status and 

Reconfiguration Headers are received by nodes rather than being sent to nodes. The distinction is that this 

protocol, and indeed the auto-configuration protocols, only rely on information that a node passively receives
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from neighbouring nodes in the course of their normal signalling. The fact that Node 2 is a neighbour of 

Node X at this time does not imply that Node x is a neighbour of Node 2, i.e. the link cannot be assumed to be 

symmetrical. The configuration protocols do not attempt to sense the quality of the links either, as the OLSR 

protocol does, as this amounts to active neighbourhood discovery. The decision-making node. Node x, is only 

concerned with the nature of the prevailing networking conditions as observed by its neighbours and passed 

on to it through the reconfiguration beacons.

The decision-making node’s External State Vector, i.e. its myopic observations, maps to a particular ad hoc 

routing protocol choice as was demonstrated in Chapter 5. However, the Early Adopter node does not make 

its decision in isolation from its neighbours. Unilateral choice is not possible as the decision affects other 

nodes. Instead, the node compares its own observations with the averaged observations of the data it has 

received. The node can only adopt an Early Adopter decision if its myopic observations are, within some 

threshold, closely matched to the averaged observations of its neighbours.

The Early Adopter model could use more sophisticated means to combine the observations that it has collated 

and to determine its soft-state choice. However, the manner in which the Early Adopter makes its decision 

does not affect the rest of the operation of the protocol. In that sense, the RDP represents a framework within 

which more sensitive observation collation and filtering methods could be designed.

If the node manages to make an Early Adopter decision, the node updates its Decision and Decision Type 

variables to reflect the node’s current soft-state decision. The node beacons these values in headers of every 

subsequent packet that its routing protocol issues until such time as the node changes its Decision.

However, the case may arise where a node does not originate any traffic after it has made its decision or the 

node could be experiencing out-going asymmetry on each of its links, a fact that it is not aware o f In either 

case, the node’s current decision will not be relayed to its neighbours and this decision will not have any 

further influence on the persuasion of other nodes. This turn of events, as depicted in Figure 7.9b does not 

affect the protocol as it does not depend on those other nodes receiving a confirmation beacon from Node x. 

The fact that other nodes would not receive Node ;c’s decision does not mean that they are denied a 

confirmation of their decision, such is the nature of the soft-state approach to the design of this protocol.

■ Early Majority Nodes

The next category of decision is the Early Majority decision. This is a decision in which a node cannot make 

an Early Adopter decision, i.e. one based only on its observations. This situation occurs in ad hoc network as 

the experience of nodes may vary such that nodes do not collate a sufficiently similar network view. To 

counter the Early Majority Node’s uncertainty about the data available to it, the node uses its knowledge of 
the Early Adopter decisions of other neighbouring nodes to influence its decision.
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Figure 7-10 Early Majority Decision: Early Adopter Neighbours Only

Specifically, an Early Majority node adopts the decision reported by its neighbours if more than some 

threshold of them are advocatmg an EA decision for a single protocol. Consider Node 14 in Figure 7.10 

which has received three beacons that have not been timed out by its route cache. One of those beacons came 

from Node x, which has adopted an EA decision. Depending on the Early Majority threshold value, the 

receipt of one EA decision may be enough for it to adopt the chosen protocol or it may demand more stability 

in the network by demanding that at least a simple majority of its neighbours have made an EA decision in 

favour of one particular protocol.

■ Late Majority and Laggard Nodes

The last category of decision making is the Late Majority decision. As the ad hoc routing protocol is an 

interactive innovation, i.e. its utility increases as the group of adopters grows, Late Majority Nodes are forced 

to adopt the decision of their neighbours if their observations are such that they cannot make a stronger 

decision, i.e. an Early Adopter or Early Majority one. Like the Early Majority, the majority in Late Majority 

does not refer to the threshold it must pass as an individual node before is can adopt a decision, but rather to 

its place as part of the later group of nodes that adopt a decision with much more ease once a core group of 

support, built on solid observations, has been founded.

The Late Majority Node is influenced by the number of its neighbours that have declared as EA or EM nodes 

for a particular protocol. The threshold used by the Late Majority Node is lower than that used by the Early 

Majority Node as it is more concerned with being associated with the most dominant protocol should that
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protocol be adopted in the near future. If a node is unable to make a soft-state decision using one of the other 

rules, then it records its soft-state decision as Laggard

7.6.3 The Decision and Implementation Stages

The RDP progresses to the Decision Stage when one of the Early Adopter’s Decision Counters reaches a 

level that indicates that the EA node has been advocating an EA decision for a defined period of time. 

Remember that the EA node increments its Decision Counter by one every time that it reconfirms its 

decision. By choosing appropriate values for the period in which nodes evaluate decisions and then choosing 

an appropriate number for the Decision counter the RDP can be allowed to progress rapidly through the 

persuasion stage or it can be made to move slowly through towards the Decision Stage.

The Early Adopter Node issues a Reconfiguration Status Beacon with the Hard-State in the Decision field. 

Each receiving neighouring node that has made the same soft-state decision, regardless of how it made the 

decision, adopts the hard-state decision by changing its protocol to the ad hoc routing protocol over to the 

new routing protocol and incrementing its Region Sequence Number to the appropriate value.

Those nodes then continue to beacon that hard-state decision for a set time. A hard-state decision cannot be 

down-graded like the other decisions. From then on, those nodes that have reconfigured their protocols will 

issue Node Status Header with an increased Region Sequence Number. As these nodes are connected, (they 

must be to have received the Reconfiguration Status Header), they attain a superior place in the 

auto-configuration CCDR protocol hierarchy. Consequently, neighbouring nodes that receive a Node Statue 

Header indicating the new header value must adopt the decision.

The node that issued the beacon does not change itself until it receives a beacon from another node indicating 

that the decision has been implemented by another connected node. This relates back to the point made with 
regard to Node x  in Figure 7-8b.

7.6.4 Creep: Trial-By-Others

In a special decision-making case, nodes can execute the decision-making process unilaterally without 

reaching the standard that EA nodes must reach. These nodes which take a trial-by-others approach are 

infiuenced by neighbouring nodes that are already using the protocol which the decagon-making node has 

adopted as its soft-state decision. This situation occurs if the decision-making node is adjacent to another 

region, i.e. a group of nodes that are not like-configured. At least one of the decision-making node’s 

neighbours will be operating in dual-mode. i.e. as a Boundary Node which is set up when two 
heterogeneously configured regions meet or when one region decomposes using this component.

In the network depicted in Figure 7-11, Node 2 has made a soft-state decision, of any kind, in favour of DSR. 

As Node 13 sits on a DSR/AODV region-to-region boundary, it has a DSR neighbour to which it is 

connected. If Nodes 2 and 13 were not connected then Node 13 would not be operating as a Boundary Node.
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Node 2 operates a Decision Counter similar in intent to the EA’s Decision counter. If it passes a preset level, 

the node may unilaterally enter the Decision Stage. In doing so, Node 2 does not send out a Hard-State 

Reconfiguration Beacon.

Figure 7-11 Trial-By-Others: Creep

When Node 2 executes this type of decision, which does not spread like a regular decision, it must take 

account of its neighbours. If the reconfiguring node’s only neighbour is the Boundary Node which is 

influencing it, then the node changes over to the adopted protocol in a step-change. However, if the Node has 

other AODV neighbours in region #1, it switches to AODV/DSR Boundary Node status to maintain 

connectivity to the nodes in its first region. This is shown in Figure 7-11, where Node 2 sets up as a 

Boundary Node at time Ty. The auto-configuration component then corrects the network as shown in Figure 

7-11 at time Ty. The Boundary Node, as exemplified by Node 13 at time T , , does not engage in 

trial-by-others approach as it is acting as a conduit between the two heterogeneously configured regions. The 

use of a trial-by-others approach along region-to-region boundaries lets the configuration of one region creep 

into another region as the conditions dictate.

7.7 Demonstrative Experiments

In this section, three example scenarios are presented, each of which demonstrates the feasibility of the RDF. 

These simulated scenarios also give some indication of the way in which the RDF performs. A suitable 

metric for the evaluation of such a protocol is the Network Recovery Time [Sub99]. Network Recovery Time 

is the time taken for a network to recover after a condition indicates the reorganisation of the network. 

Specifically, it is the time taken for the network, or a partition thereof, to become functional again after 

changes in traffic, mobility or other network characteristics. In the following experiments the Network 

Recovery Time is taken to be the time between the initial perturbation of the networking conditions and the
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final reconfiguration of the last network node to the new protocol choice. The experiments were conducted 

under the same conditions as those experiments described in Chapter 5.

The RDP protocol was configured such that each node evaluated its decision every 1000ms. An EA decision 

had to persist for 10 iterations (i.e. the Decision Counter must reach 10) before the node could engage the 

Decision Stage. The choice of the length of the decision evaluation period and the Decision Counter value 

was based on some initial runs. In practice, the choice of such values would be subject to rigorous testing and 

evaluation to find the most suitable values. It is also possible that such values could be configured by each 

node on an individual basis in response to the observed local dynamics. For example, a node in a particularly 

volatile setting might insist that the Decision Counter value be set higher so that the node was sure as to the 

persistence of the change in conditions.

7.7.1 Changing Mobility Conditions

Scenario One, the ‘changing node mobility’ scenario demonstrates the ability of nodes to react to pertinent 

changes in the node mobility characteristics of a network. In this scenario, the mobility o f a group of nodes is 

changed from that o f a moderate mobility model to that of a high mobility model, after a time. This change 

has the effect of decreasing the average link duration experienced by each node as nodes create and lose links 

more frequently. The nodes move under a moderate node degree model and under a sporadic offered traffic 

loading model for the duration of the experiment. The details of such models are set out in Chapter 5.

Specifically, a group of 30 nodes were initially distributed in a space of 350m by 350m according to the 

random waypoint (RWP) mobility model [Bro98]. The radio transmission radii for each node were set at 

100m. These parameters yield an average node degree of 8 neighbours per node, a moderate node degree. 

Initially, a moderate mobility model was used in this scenario; the RWP parameters were; minimum velocity 

-Im/s ; maximum velocity -  5 m/s and a pausetime of 20s. After a runtime of 400s, noted as Tx in Figure 

7.11, the mobility model was changed to represent a higher mobility model. Specifically, the RWP 

parameters which govern the movement of each node were changed as follows: minimum velocity -  5 m/s; 

maximum velocity -  10 m/s and pausetime 10s. For the purposes of this experiment the nodes were initially 

configured to use the OLSR protocol, the best protocol for the initial conditions.

To demonstrate the workings of the protocol, the experience of a single sample node in this experiment is 

described. The following points, which bear reference to Figure 7.12, provide a description of the pertinent 

aspects of the reconfiguration process for this node. Point A in Figure 7.12 draws attention to the two 

threshold levels which have been identified as crossover points, i.e. where changes in the node mobility are 

significant enough to warrant the use of another protocol. At this point, the sample node is experiencing 

conditions which mirror those of its neighbours, as is evidenced by the ESV data.

At Point B it may be observed that the node fails to make an EA decision but oscillates between an EM 

decision and an LM decision. At this point, it may be seen that there is a disagreement between the node’s 

observations and the reported ESV observations. While the ESV observations are still in the range of 

observations for a moderate mobility model, the node’s observations, which are due to its particular
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interaction with the network, corresponds to a lower mobility scenario, hence the higher average link 

duration.
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Figure 7-12 Reconriguration in Response to Changing Node Mobility

Moving on to Point C, which occurs after , the mobility model transition point, it may be observed that 

both the node’s observations and the reported ESV observations reflect the increase in the relative mobility of 

the nodes as the average link duration falls off. During this time, between T, and T„ the ESV beacons reflect 

the new state of the network faster that the node’s own observations do. This may be a reflection of the fact 

that the node has been experiencing a localised maximum of lower node mobility as reflected in the extended 

link duration averages. Regardless, the ESV beacons lead the node to adopt an EM decision in favour of a 

new protocol, AODV.

By T „ both the node’s observations and the ESV observations have fallen below the high/moderate mobility 

threshold. As the observations are now below an average of 15,000ms link duration, both observations 

indicate that the node/network is subject to higher mobility. At this point it can be seen that the node has 

changed its Decision, opting to select AODV as its preferred routing protocol by means of an EA decision. 

After successfully holding with this decision for 10 iterations, this node then progressed to the Decision 

Stage of the RDP, so that by Tz the node has reconfigured itself to use AODV.

The Network Recovery Time for this group of nodes was 26s, i.e. the time between T, and Xz for the whole 

group of nodes. The group time consisted of an average o f 11s for each node to allow its observations to 

reflect the altered networking conditions, coupled with an additional average of 15s for the nodes to make 

and adopt the decision. The second time of 15s was due to some nodes’ observations initially oscillating
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above the threshold and thus resetting the Decision Counter to zero. This time also incorporates the time 

taken for the Decision and Implementation Stages to be enacted at nodes which were distant from EA nodes 

and consequently had to await the opportunistically broadcast hard-state decision beacons. The time taken for 

the sample node was 16s, 6s for its observations to reflect the mobility changes and then 10s for the decision 

to be made. The difference between the sample node and group times may be accounted for by the fact that 

clusters of EA nodes may form in different areas of the network in a shorter time when neighbouring node’s 

observations converge quickly. In this case, the sample node’s neighbourhood converged faster than the 

group observations did.

7.7.2 Changing Node Degree Conditions

Scenario Two, the ‘changing node degree’ scenario demonstrates the ability of nodes to react to pertinent 

changes in the node degree characteristics of a network. In this scenario, a group of nodes move from 

occupying a small space to occupying a larger space after a time. This change has the effect of decreasing the 

average node degree of each node as the nodes occupy a larger space. The nodes move under a low mobility 

model and under a recurrent offered traffic loading model for the duration of the experiment. The details of 

such models are set out in Chapter 5. In this scenario a group of 30 nodes were initially distributed in a space 

o f 350m by 350m according to the random waypoint (RWP) mobility model [Bro98]. The radio transmission 

radii for each node are set at 100m. These parameters yield an average node degree of 8 neighbours per node, 

a moderate node degree. After the a runtime of 400s, the space within which the nodes may move was 

changed to 550m by 550m yielding an average node degree of 4 nodes per neighbour. For the purposes of 

this experiment the nodes were initially configured to use the OLSR protocol, the best protocol under the 

initial conditions.

To demonstrate the workings of the protocol, the experience of a single sample node in this experiment is 

described. The following points, which bear reference to Figure 7.13, provide a description of the pertinent 

aspects of the reconfiguration process for this node. Point A in Figure 7.13 draws attention to the two 

threshold levels which have been identified as crossover points, i.e. where changes in the node degree are 

significant enough to warrant the use of another protocol.

At Point B it may be observed that this particular node falls into a local maximum with regard to the number 

o f neighbours it meets, causing it believe itself to be in an area of high node degree. At this point, it may be 

seen that there is a disagreement between the node’s observations and the reported ESV observations. The 

ESV observations are still in the range of observations for a moderate node degree model. Again, as with 

sample node shown in the last scenario, the fact that this node cannot make any stronger decision than an EM 

decision indicates that the ESV beacons that the node has received indicate that the majority of other nodes 

have a different network view and have consequently made a conflicting decision.

Moving on to Point C, which occurs after T ,̂ the node degree model transition point, it may be observed that 

both the node’s observations and the reported ESV observations reflect the decrease in the average node 

degree as the space within which the nodes roam has increased. Just before Ty, the ESV observations dip 

below the low/moderate node degree threshold and the node adopts both EM and LM decisions for DSR as
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its observations conflict with its neighbours. However, by X, both the node’s observations and the ESV 

observations have fallen below the threshold. At this point it can be seen that the node has made an EA 

decision in favour of DSR. After successfully holding with this decision for 10 iterations, this node then 

progressed to the Decision Stage of the RDP, so that by Tz the node has reconfigured itself to use DSR.

LD
14 -

LM

5  10 - -

EM

EA

O LSR  
■ DSR 

AODV

■■■■■■■■■I
o o o o o o o o o co<

0 4:
Experiment RunTime (s) 

Node's Degree (Nodes/Neighbour) ESV Degree (Neighbours/Node) ■ CurrentProtocol

Node Degree Thresholdo Decision +  DecisionType

Figure 7-13 Reconflguration in Response to Changing Node Degree

The Network Recovery Time for this group of nodes was 24s. This time consisted of an average time of 1 Is 

for each node’s observations to reflect the change in node degree conditions. After this, the nodes took an 

additional 13s to enact a decision. For the sample node in this experiment, the recovery time, i.e. the time 

between X, and x„ was 18s.

Finally, at Point E, it can be seen the node’s observations waver as it enters localised spots of the network 

that raise its perception of the average node degree. As the node’s observations disagree with the ESV 

observations received by it, the strength of its decision oscillates between an EA and an EM in favour of its 

current protocol choice.

7.7.3 Changing Traffic Conditions

Scenario Three, the ‘changing traffic’ scenario demonstrates the ability of nodes to react to pertinent changes 

in the offered traffic load characteristics of a network. In this scenario, the type of traffic load offered to a 

group of nodes is changed from a recurrent traffic load to a sporadic traffic load after a time. The nodes move 

under a moderate mobility model and a high node degree model for the duration of the experiment. The 

details of such models are set out in Chapter 5. In this scenario, a group of 30 nodes were initially distributed 

in a space of 260m by 260m according to the random waypoint (RWP) mobility model [Bro98]. The radio
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transmission radii for each node were set at 100m. These parameters yield an average node degree of 14 

neighbours per node, a high node degree. Initially, each node in the experiment was offered a recurrent traffic 

load, i.e. each node was tasked with delivering data to a specific sink node, such as may occur in a sensor 

network scenario. After a runtime o f 400s, the offered traffic load model was changed to that of a sporadic 

load. Each node was tasked with delivering data to a variety of nodes at different times and for different 

durations, as described in Chapter 5. For the purposes of this experiment the nodes were initially configured 

to use the AODV protocol, the protocol best suited to the initial conditions.

To demonstrate the workings of the protocol, the experience of a single sample node in this experiment is 

described. The following points, which bear reference to Figure 7.14, provide a description of the pertinent 

aspects of the reconfiguration process for this node. Point A in Figure 7.14 draws attention to the threshold 

level which has been identified a crossover point, i.e. where change in the characteristics of the offered traffic 

loading are significant enough to warrant the use of another protocol.
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Q 20000
o>at
S?
®  10000 - OLSR

D S R
AODV

Experiment RunTime (s)

■*—Node's Traffic Loading (s) 
o  Decision

ESV Traffic Loading (s) 
+  Decision Type

■ Current Protocol

Traffic Loading Threshold

Figure 7-14 Reconflguration in Response to Changing Offered Traffic Loading

At Point B it may be observed that both the node’s observations and the ESV observations have plateaued. 

This has occurred as all nodes in the experiment are subject to recurrent traffic which means the average 

duration of support for a destination continues to grow as the experiment progresses. However, as the 

crossover point for traffic loading has been found to be at 10,000ms, the ESV beacons only use 2 bytes 

(maximum integer value - 65,356) to represent this metric. The EWMA filters used to record the observed 

data capture the actual average destination support times, but since this data is not shared by nodes in ESV 

beacons, the truncated data, upon which decisions are made, is shown.
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Moving on to Point C, which occurs after T„ the traffic loading model transition point, it may be observed 

that both the node’s observations and the reported ESV observations reflect the change in offered traffic load. 

It may be seen in the diagram, just before Xy, that the node’s observations dip below the threshold while the 

ESV observations are still above it. This leads the node to adopt weaker EM and LM decisions in favour of 

AODV, indicating that its confidence in that protocol is weakening. By T„ both the node’s observations and 

the ESV observations have fallen below the recurrent/sporadic threshold. As the observations are now below 

10,000s average destination support time level, the observations indicate that the node/network is subject to a 

more sporadic traffic loading. At this point it can be seen that the node has changed its Decision, opting to 

select OLSR as its preferred routing protocol. After successfully holding with this decision for 10 iterations, 

this node then progressed to the Decision Stage of the RDP, so that by Xz the node has reconfigured itself to 

use OLSR.

The Network Recovery Time for this group of node was 19s. This shorter Network Recovery Time may be 

accounted for by the fact that traffic measurements are based solely on protocol requests made directly to the 

node’s routing protocol. The metric used, the average destination support time, will reflect any change in the 

traffic loading on the node immediately as the requests for support for a destination will either cease or 

continue. This is in contrast to the radar-like mobility and degree metrics. The Network Recovery Time 

consisted of an average of 8s for each node before its observations indicated the need for change coupled 

with an additional average of 1 Is for the nodes to reach a decision. The sample node, represented in Figure 

7.13, took 19s. For the three examples, the time taken for the nodes to react to the changes in the networking 

conditions relates to the filters in use. In all three scenarios presented here, the nodes use EWMA flip-flop 

filters with a gain value of 0.1 and moving range window of size 16. If the size of the window was increased 

or if the gain value was decreased then the filter would be slower to track the changes. The converse would 

also hold true.

7.8 Summary

This chapter has focussed on enabling the reconfiguration of the network-layer’s routing protocol. The 

challenges and objectives for such a component were identified and thrashed out with a view to developing a 

robust reconfiguration component. Following the design blueprint that was identified in Chapter 4, the 

various elements of the reconfiguration component were identified. These are based on the recurring need for 

observation, analysis and decision-making. As the component is primarily concerned with the distributed 

organisation of the network based on the node’s observation of their networking conditions, a review of the 

area of distributed consensus protocols was presented. However, this review demonstrated that the there are 

severe limits to the kind of system in which a hard decision protocol of the kind exemplified by traditional 

distributed consensus protocols can be implemented. However, some of the literature revealed that the use of 

soft-state decisions enables nodes to engage in decision protocols that do not require active confirmation 

techniques to be employed, a key hurdle in ad hoc network.

Consequently, a review o f decision models used in other disciplines, which would be amenable to the 

conditions experienced in ad hoc networks, was undertaken. After investigating the theory of the diffusion o f
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innovations, it was found possible to construct a decision-making model which caters to the varying 

characteristics of the participants in a mobile ad hoc networking system.

A Reconfiguration-Decision Protocol was developed which is largely based on the theory behind the use of 

persuasion in the innovation-decision model. It was shovm in this chapter that such a model is suited to the 

characteristics of an ad hoc network which cannot guarantee reliable communication between nodes or the 

constant presence o f all the participants. Furthermore, the RDP was designed in compliance with the 

underlying assumptions, namely that it should not interfere with the signalling of the primary network-layer 

components.
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Enabling Ad Hoc 
Internetworking

8.1 Introduction

As outlined in Chapter 3, one of the key requirements for a multimodal ad hoc network is the ability to 

internetwork between heterogeneously configured regions of nodes. This level of networking flexibility is 

necessary in a system that allows nodes to be configured to use one of a number of ad hoc routing protocols. 

The nodes auto-configure themselves as they move through a network composed o f regions of nodes 

operating different routing protocols or they reconfigure themselves in response to changed networking 

conditions. As a result of the multi-state nature of the network-layer, heterogeneous, but contiguous, regions 

o f nodes may be formed in which nodes operate incompatible routing protocols. Even though multiple 

regions of nodes may be within transmission range o f each other, the heterogeneity of the ad hoc routing 

protocols partitions the network.

The following sections will detail the objectives and challenges that motivate this feature of the flexible 

networking system. The overall rationale underlying the design proposed in this thesis is then presented in 

Section 8.3. The specific operation of a scheme that addresses the problems associated with inter-regional 

networking is then presented, using the three candidate protocols to illustrate the difficulties that must be 

overcome, in Sections 8.4 and 8.5. The AODV, DSR and OLSR protocols are ideal candidates to illustrate 

and expose the issues that arise in solving this problem as each of their route discovery, route maintenance 

and packet-switching approaches are quite different, as detailed in Appendix A.
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8.2 Ad Hoc Internetworking

8.2.1 Objective

The objective of an ad hoc internetworking component is to enable route discovery, route maintenance and, 

most importantly, packet-switching services to operate across a network composed of multiple 

heterogeneously configured regions of nodes. To preserve the robust characteristics of the constituent ad hoc 

routing protocols, the internetworking component must observe the specific distributed principles underlying 

the design of each of those constituent ad hoc routing protocols.

8.2.2 Challenges

Enabling internetworking between heterogeneous regions of nodes should not compromise the inherent 

characteristics of the underlying non-hierarchical ad hoc routing protocols. As with the auto-configuration 

and reconfiguration components, techniques to enable internetworking should also be designed in a manner 

that does not impact on the autonomy of the nodes or on the open and distributed nature of the network. A 

brief overview of existing approaches to the organisation and interconnection of heterogeneous subnets or 

networks illustrates that current techniques will not suffice.

National Backbone 
(BGP)

Corporate AS (OSPF)

College AS (OSPF)Governm ent AS (RIP)

Figure 8-1 Hierarchical Internet Structure

Mobile wireless ad hoc network nodes differ from the routers and gateways found in the Internet’s 

autonomous systems (ASs) in many respects. Typically, ASs consist of wired, static, manually configured 

routers and are connected to specific gateways that allow for communication between autonomous systems. 

The ASs are usually arranged in a hierarchical maimer, using backbones to internetwork. Figure 8.1 depicts a 

typical hierarchical Internet system structure composed o f three ASs using a variety of interior routing 

protocols. While one AS may use the Routing Information Protocol (RIP), another AS may use the Open 

Shortest Path First (OSPF) protocol. These heterogeneously configured domains are interconnected by means 

of a hierarchical backbone that uses a gateway protocol, such as the Border Gateway Protocol (BGP), to 

exchange routing information between one AS and another. BGP routing policies may be much more 

complex than those used by OSPF and RIP, more often than not including routing policies influenced by 

commercial or political factors. It should be noted that both the hierarchical backbone routers and the ASs 

use fixed  and dedicated gateway machines, as depicted by the red nodes in Figure 8.1, to control
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communication between the ASs and the backbone. These gateways provide a permanent point of contact 

between one AS and another, via the backbone.

Within the mobile ad hoc networking community there has been a suggestion that wireless gateways, using 

the Mobile IP standard [Per96],[Per96a], should be used to connect ad hoc networks to the Internet [Sun02], 

[JonOO], [Xu03]. The interconnection of mobile ad hoc networks and the fixed Internet has a different aim to 

that of the internetworking of standalone mobile ad hoc networks proposed here. The gateways described in 

[Sun02] allow ad hoc networks to internetwork to the Internet through designated Mobile IP Agents. Figure 

8.2 depicts a static Internet gateway (the large red node) that has a wireless interface acting as a Mobile IP 

Foreign Agent. Ad hoc nodes that come within transmission range of the Foreign Agent may use Mobile IP 

techniques to access addresses within the Internet. This approach promotes the idea of a single homogeneous 

ad hoc network as an extension to the fixed Internet, whereas the internetworking proposed in this thesis 

remains within the confines of the mobile ad hoc networking context. It should be noted that both concepts 

are complementary; there is no reason why a flexible multi-protocol ad hoc network should not connect to 

the existing fixed Internet using the above-cited technologies.

Figure 8-2 Internet to Ad Hoc Network Connections through Fixed Gateways

In an open mobile wireless ad hoc network the size and spatial scope of the network changes dynamically as 

nodes join or leave the network. A network may also partition as nodes move in opposing directions. In an ad 

hoc network that allows nodes to adapt to the perceived networking conditions in a distributed and 

regionalised manner, the network may decompose itself into a patchwork of contiguous regions of nodes 

operating different routing protocols. Consequently, as nodes move about in an autonomous manner, the 

gateway nodes that are on the boundary of the two heterogeneously configured regions of nodes may change. 

There is no permanence to the gateway nodes, as there is in the case of nodes that act as a gateway in the 

Internet structures as depicted in Figure 8.1 and 8.2; their position relative to other nodes and adjacent 
networks is inherently transient.

Within the context of the flexible multi-protocol network-layer proposed in this thesis, the autonomous 

mobility and heterogeneous configuration of nodes is facilitated by the auto-configuration and 

reconfiguration components such that the networking scenario illustrated in Figure 8.3 may arise. Figure 8.3 

depicts a network composed of two regions of nodes at time T, . The region of green nodes on the left of the
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diagram is using DSR and the region of blue nodes on the right is using OLSR. At time T ,, Node 50 occupies 

a position that would allow it to provide a gateway between the two heterogeneous regions o f nodes; 

enabling traffic to flow from DSR Node 25 to OLSR Node 66. However, given the mobile nature of the ad 

hoc network, a time later, at time Ty, Node 50 has moved away from its former position as an intermediary 

and Node 7 now provides a similar point of contact between the two regions, enabling traffic to flow from 

DSR Node 25 to OLSR Node 66. So, not only are the DSR and OLSR regions of nodes independently 

mobile, but the pomt of contact between the two regions is also changing as result of that inherent node 

mobility.

Figure 8-3 Multiple Heterogeneous Ad Hoc Networks Require Dynamic Interconnection

Therefore, to enable the objective of internetworking two mobile regions of heterogeneously configured 

nodes, the component must operate in the absence of fixed gateway nodes. The component should be able to 

use non-hierarchical techniques to the discover gateways that are temporarily set-up and tom-down as the 

configuration of the network changes over space and time.

8.3 Inter-Regional Multi-Protocol Routing

In order to design an internetworking component that respects the underlying characteristics of the routing 

protocols it seeks to meld together, it is insightful to consider the basic approaches taken by these protocols 

in carrying out their normal routing tasks within a homogeneous network, i.e. in a conventional 

single-protocol ad hoc network setting. The non-hierarchical routing protocols used in this thesis represent 

the distributed reactive and proactive classes of protocols. Both of these approaches cope with the dynamic 

and autonomous characteristics of ad hoc networks in different ways. In reactive protocols, such as AODV
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and DSR, nodes discover routes when requested to do so by higher layers. They have no prior knowledge of 

the topology of the network. If the route changes after it has been established, then a new route is discovered 

or the broken one is maintained. This route maintenance generally also happens in a reactive manner. 

Conversely, proactive protocols seek to have a constantly updated view of the entire network topology 

regardless o f any demand for routes. The effects of the autonomous mobility of the nodes, as reflected in the 

transient nature of the topology, are learned of in a proactive manner so that the route cache continually 

captures the state o f the network’s topology.

Extending the same philosophy to the task o f heterogeneous routing, or internetworking, requires the 

incorporation of techniques that enable nodes to learn of, and store, information regarding routes that extend 

beyond the source nodes’ own ‘home’ networks in an ad hoc manner that is in accordance with the nodes’ 

normal routing policies. The techniques used in this component must maintain the important traits of each of 

the constituent ad hoc routing protocols; namely, they should ensure that the heterogeneous network is 

scalable, that it is free from routing loops and that its signalling profile corresponds to the signalling profiles 

of the underlying constituent routing protocols, i.e. the level signalling generated within any region should 

not be detrimentally affected by the heterogeneity o f the entire network. Furthermore, the manner in which 

the networking conditions affect the routing protocols should not change, e.g. OLSR should not become 

inefficient at high densities when heretofore it was optimised for such conditions when operating as a 

standalone protocol.

In order to achieve these aims it is necessary to conceptually divide the network into Home and External 

Networks which are connected by means of Boundary Nodes, i.e. nodes which operate the protocols of the 

networks on either side of the region-to-region boundary. An internetworking component, the Broker, will 

control the transformation and the flow of control and data packets between the heterogeneous regions. 

Specifically, to ensure that the internetworking technique is scalable, the Broker must control the diffusion of 

broadcast packets across boundaries and it must control the infusion of routing information from one region 

into another heterogeneously configured region. Applying such techniques guarantees that scalability, 

freedom from routing loops and the existing signalling profiles are maintained. In order to elaborate on the 

approach that is taken in this thesis, some nomenclature is introduced at this stage.

8.3.1 Home Networks, External Networks, Boundary Nodes and External Routes

The concepts o f Home Networks, External Networks, Boundary Nodes and External Routes are introduced 

so that it is possible to distinguish between the various elements of the global network system that feature in 

the internetworking o f a multi-protocol ad hoc network. Figure 8.4a depicts a sample network of four 

contiguous but heterogeneously configured regions of nodes. The auto-configuration and reconfiguration 

components dictate the regional composition of the network, vis-a-vis its network-layer configuration. In 

particular, the auto-configuration component, as described in Chapter 6, detects when a node sits on the 

boundary of two regions and should concurrently operate the protocols of the two regions that it straddles. 

Such a node is a Boundary Node. For example. Node 3 in Figure 8.4a straddles Region I (AODV) and 

Region II (DSR) and concurrently operates both AODV and DSR.
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From the point-of-view of Node 1 in Region I (AODV), the AODV nodes within this homogeneous region 

comprise its Home Network. Node 1 may use normal AODV techniques to find routes to any node in this 

region. Likewise, Node 6’s Home Network is Region II (DSR) and Node 16’s Home Network is Region III 

(OLSR).

Nodes distinguish between routes that begin and end within their own region, the Home Network, and routes 

that extend through a Boundary Node into another heterogeneously configured region o f nodes, i.e. an 

External Network. A route that extends through a Boundary Node into an External Network is considered to 

be an External Route. From Node 1 ’s point-of-view in Region I, a node that it discovers in any o f the other 

regions, e.g. Region III, is regarded as an External Node. The configuration of that node does not concern 

Node 1. Source nodes are not required to record any information about the type o f routes or regions that 

constitute the External Network, other than the cost, measured in hops, from the Boundary Node to the 

External Node; the fact that an External Route may traverse multiple regions within the External Network is 

of no consequence to the source node.

Figure 8-4 Home Networks, External Networks, Boundary Nodes and External Routes

To clarify, consider Node 1 which is communicating with Node 7 in another region. The route from Node 1 

to Boundary Node 3 occurs within the source node’s Home Network, i.e. Region I (AODV). However, the 

route extends from Boundary Node 3 to the destination node. Node 7, which is in another region or External 

Network. From Node I ’s perspective, and indeed from the perspective of the intermediate nodes on the route
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AODV

^R eg io n  IV 
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in that region, such as Node 2, the rest of the route, i.e. Node 3 to Node 7, is considered to be an External 

Route. Information about this route is kept in the External Route Cache of each node. More detail about the 

operation of the External Route Cache is presented later. The only information that Node 1 must record is the 

Boundary Node through which the External Node is accessible and the distance from the Boundary Node to 

the External Node, the External Distance. For example, consider the route from Node 1 to Node 16 in Region 

III, as depicted in Figure 8.4b. Node 1 simply records that Node 16 is an External Route accessible through 

Boundary Node 4 at a distance of 5 hops from the Boundary Node.

However, in order to gather such information in a manner that respects the underlying characteristics of the 

constituent ad hoc routing protocols it is necessary to leverage more information from the existing routing 

protocol control packets in addition to introducing some new structures, message fields and message 

processing techniques.

8.3.2 Brokering Inter-Regional Route Discovery, Packet-Switching and Route 
Maintenance: An Overview

As normal ad hoc network routmg comprises the three phases of route discovery, route maintenance and 

packet forwarding, the internetworking component has to accommodate each of these phases if it is to enable 

heterogeneous regions of nodes to experience a seamless end-to-end unreliable packet-switching service 

across a network of the type exemplified in Figure 8.4a. While the route discovery, route maintenance and 

packet-switching phases of the three protocols are tackled by different mechanisms, they ultimately reduce to 

topology diffusion techniques and packet-switching techniques which, in their intent, have much in common. 

All routing protocol discovery and route maintenance phases, whether using a unified approach as in OLSR 

or a decoupled approach as in AODV and DSR, reduce to the issuing, receipt and processing of various kinds 

o f topology-information-request messages and topology-information-update messages. 

AODV_Route_Reciuest and DSR_Route_Request are examples of topology-information-request 

messages, i.e. messages that explicitly query routing information about a specific destination node. 

Topology-information-update messages include the AODV_Route_Reply, AODV_Route_Error, 
DSR_Route_Reply, DSR_Route_Error, 0LSR_Hg11o, OLSR_Topology_Control, OLSR_MIS 
and OLSR_HNA messages, which contain routing information that may be used by all nodes regardless of 

whether the node has explicitly requested the routing information or not. A description of these messages and 

their use is given in Appendix A.

Within homogeneous networks, operating either AODV or DSR or OLSR, broadcast control packets are 

diffused from the source in waves according to protocol-specific rules. AODV and DSR nodes use expanding 

ring techniques and binary exponential back-offs to control the dissemination of broadcast packets whereas 

an OLSR node uses an optimised set of neighbours, the MPR set, to relay broadcast messages on its behalf 

Each of the protocols handle the unicasting of packets, whether data packets or control packets, according to 

their own protocol-specific rules, in each case based solely on the packet’s destination address and its TTL 

field. However, the diffusion of control packets comes to a halt when the packet reaches a node at the edge of 

the region as a control packet of one protocol is not intelligible to nodes operating other protocols. In short, 

an AODV control packet cannot be processed by a DSR node or an OLSR node, and vice versa.
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Consequently, the diffusion of control packets cannot continue into another heterogeneously configured 

region without suitable modification. Referring back to Figure 8.4a, it is possible to see that if Node 1, which 

is in Region I (AODV), issues an AODV_Route_Request for Node 16, the packet will diffuse as far as 

Nodes 3 and 4. However, when these nodes rebroadcast the request, as mandated by AODV, Nodes 5 and 6 

will receive the request but will not be able to process it. Effectively, the AODV control packets only have 

scope within the AODV region.

The technique proposed in this thesis enables a node to spread the intent of its control packet from one region 

into another in a process of cross-border propagation which is managed by the internetworking component 

residing in a Boundary Node; the component is referred as the Broker.

■ Boundary Node Brokers

This description serves to give an overview of the general function of the Boundary Node Broker. More 

detailed descriptions of the operation of the Broker are presented by way of detailed worked examples in 

Sections 8.4 and 8.5. By suitably leveraging the information contained in both the Network-Layer header and 

the information in the individual protocols’ control packets, it is possible to extend the diffusion of broadcast 

control packets and the directed packet-switching of control and data packets from one region into another 

region. The actions and services of the Broker are transparent to all other nodes; packets that are issued by 

the Broker appear to other nodes as though they are packets that are simply being forwarded or repeated by a 

regular single-protocol node. The Broker does not initiate a route maintenance or route discovery process on 

behalf of another node, rather it enables an existing route discovery or route maintenance process to extend 

into a heterogeneously configured region. It is important to appreciate this distinction as it is a key element in 

the preservation of the existing signalling and scalability properties of the underlying protocols.

In describing the Broker component, the concepts of a Source Network and a Destination Network are 

introduced to describe the network regions that a Broker Node sfraddles; the distinction between Source and 

Destination Network depends on the direction in which the packet is travelling. The Broker must transform 

every packet that is received from the Source Network into an equivalent packet compatible with the protocol 

o f the Destination Network, i.e. the network into which the modified packet will be sent. The Broker 

distinguishes between topology-information-request messages, topology-information-update messages and 

data packets. For example. Figure 8.5 depicts a simple two-region network. Node 1 is attempting to discover 

a route to Node 22 using the AODV protocol. When the AODV_Route_Request reaches Boundary Node 

13, the Broker at Node 13 transforms the packet into the equivalent DSR topology-information-request 

message, i.e. a DSR_Route_Request message, before re-issuing the packet as though it was being 

repeated by Node 13 according to normal DSR procedures.

The transformation of data packets is relatively straightforward; the Broker simply modifies the 

Network-Layer header according to its stored routing information for the Destination Node and forwards the 

packet. As noted in Chapter 6, the Boundary Node operates two protocols and maintains a route cache for 

each of the regions to which it is connected, thus enabling it to switch packets between the two regions.
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8.3.3 Controlling Diffusion into the External Network

In order to preserve the underlying scalability and signalling properties of each constituent routing protocol, 

the Broker must ensure that the manner in which packets are diffused into the Destination Network is 

compatible with the diffusion technique of that region. The preservation of the underlying scalability of each 

independent ad hoc routing protocol is key to ensuring that the distributed ad hoc internetworking technique 

is also scalable. Using a combination o f an External Requests Table, the TTL (tune-to-live) and Hop Count 

fields of the Network-Layer header and a common control-packet identifier, the Broker can control both the 

rate at which, and the extent to which, packets cross over into heterogeneous regions.

#1 AODV_Route_Request #2 DSR_Route_Request
w
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Network k

t.TTL = 20

TTL = 35

Destination
Network

i End-to-End Roul 
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Figure 8-5 End-to-End Route Discovery Process: Phase One 

■ External Requests Table

The External Requests Table has two fimctions. The first function is to limit the rate at which control 

messages are diffused across a region-to-region boundary. The second is to store a flag indicating that a node 

in the Home Network is awaiting information about a destination node; this function shall be described by 

means o f the worked examples in Section 8.4.2. The External Requests Table is a modified version of the
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FIFO Route Request Tables used in DSR networks. Every Boundary Node maintains a protocol-independent 

External Requests Table. The External Requests Table has seven fields; the Request Source field, the 

Destination field, the Consecutive Requests field, the Hop Count field, the TTL field, the Request Blocked 

Timer field and the Expunge Timer field, as depicted in Figure 8.6.

The Request Source field holds the address value o f the source node that initiated the request process and the 

Destination field records the target address value of that request. The Hop Count and TTL fields hold the 

updated values contained in the Network-Layer header that encapsulated the request.

External Requests Table 
Entry Request Destination Consecutive jHop 

Source Requests ^o u n t

^ h 1- ■ [
TTL Request Expunge 

Blocked Tinier 
Tinier

i*

Figure 8-6 External Request Table

The rate-limiting purpose of the External Requests Table is analogous to the fimction of the Route Request 

Tables used in reactive protocols to control the rate at which broadcast request messages are issued by a 

node. In designing routing protocols with an aperiodic signalling content, i.e. where a node issues request 

messages as and when the demand arises, the protocol generally utilises a throttling mechanism to control the 

rate at which such messages are disseminated.

A problem arises when the Source Network’s routing protocol issues broadcast packets at a faster rate than 

the Destination Network’s routing protocol would issue them were it operating in the Source Network. If 

control packets are allowed to pass from region-to-region without being suitably throttled, then the signalling 

characteristics, and consequently the scalability, of the Destination Network will be compromised.

For example, consider the network depicted in Figure 8.5. If nodes in the AODV region were issuing 

AODV_Route_RGquest packets using a binary exponential back-off technique with an initial interval of 

500ms, but the DSR network limits the rate o f topology-information-request messages to a longer interval of 

1000ms, then the Broker must throttle the rate at which it allows such messages to diffuse across the border 

from one region into another. Otherwise, the signalling characteristics of the Destination Network’s 

network-layer, which are controlled by parameters of its ad hoc routing protocol, would be altered.

When a Boundary node receives a request message, which will have been broadcasted, it checks the External 

Requests Table to ascertain whether or not it may forward the request or whether it must block the packet. If 

no entry for the source/destination pair exists in the table abeady, the Broker transforms the packet in the 

normal way and then creates an entry for the request. In creating the entry, the node records the Source 

Address in the Request Source field and the targeted address in the Destination field. It also records the Hop 

Count and the TTL. The Broker sets the Consecutive Requests flag to 1. The Request Blocked Timer is set 

using the Destination Network’s routing protocol’s own request throttling mechanism. For example. Node 13 

in Figure 8.5 would use the DSR throttling technique and would set the timer to 1000ms in accordance with
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the DSR settings for a first request attempt. The Expunge Timer is set to at least the maximum round-trip 

time that a request may take to return to the node, based on the estimated hop-to-hop time and the modified 

TTL value, i.e. 2 x Node Traversal Time x modified TTL. The TTL modification is explained in the next 

section.

When another request with the same source/destination pair is received, the Broker performs the following 

steps. If the Request Blocked Timer has not expired, the Broker Node delays the request at the node until the 

timer expires. The Consecutive Request field is incremented and the Expunge Timer is set again. If the 

Destination Network’s routing protocol is using a binary exponential back-off, then the value of the Request 

Blocked Timer may be doubled as it is the second attempt. If the Blocked Timer has expired when a second 

request is received, then the broker just resets all of the entries in the table and lets the request through. If 

another request is received for the same source/destination pair while the Broker is already holding back 

another request, then the latest request is silently dropped. This rate-throttling mechanism ensures that one 

region cannot flood another region with more control messages than its own protocol allows its own nodes to 

issue themselves.

■ TTL and Hop Count

The second element of the process that the Broker must invoke when controlling the diffusion of control 

packets ensures that the scope of a packet, as dictated by the TTL field of the Network-Layer header, is in 

accordance with the maximum TTL value specified by the protocol in the Destination Network. The TTL 

value limits the lifetime of a packet. In conventional networks the TTL field is used to quench packets which 

may get into routing loops or other arbitrary cycles so that they do not waste excessive network resources. 

While this application of the TTL also holds true in mobile ad hoc networks, the TTL also serves another 

purpose, that of limiting the extent of the route discovery or topology update processes.

As the topology of an ad hoc network is subject to change, ad hoc routing protocols limit the length of routes 

that may be discovered by mandating that the Source Node sets the TTL value to an ‘appropriate’ value, thus 

limiting the effective diameter of the network when viewed as centred about the source node. If the TTL is 

too large, nodes may engage in route discovery cycles which are too ambitious, and consequently costly, for 

the type of underlying networking conditions. If a node seeks to establish a long route, say 20 hops, in a very 

mobile network, such a request may never be satisfied due to the incompatibility of the route discovery 

technique being used and the networking conditions being experienced. The TTL value may be set on a 

network-wide basis or on a node-by-node basis, depending on the ability of the underlying ad hoc routing 

protocol to adapt its local parameters to the prevailing network conditions. Regardless of whether the TTL 

value is statically or adaptively set on a node-by-node or network-wide basis, the Boundary Node uses the 

maximum allowed TTL value of the Destination Network’s routing protocol to limit the scope of the packets 

being diffused into it fi"om the Source Network.

To explain, consider two adjacent regions of nodes which are heterogeneously configured, such as the 

network depicted in Figure 8.5. The AODV region sets a network-wide maximum initial TTL value of 35 

hops while the DSR region sets a network-wide TTL value of 20 hops. When Node 1 issues an 

AODV_Route_Request message, it is flooded throughout the AODV region with an initial TTL value of
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35. This field is ordinarily decremented at each intermediate node. When the request message reaches the 

Boundary Node 13, the remaining TTL value is 34. If the Broker were to simply transform the intent of this 

message by issuing a DSR_Route_Request message with TTL 33, then the DSR request issued by this 

node would travel further than a request initiated within the DSR region itself Such an unmodified message 

would compromise the characteristics of the DSR region as such a request message may discover a route 

which is too long to be efficiently supported by the DSR protocol within that region.

In order to curtail the extent of the cross-border flooding of this packet, the Broker makes an extraordinary 

modification of the Network-Layer header by reducing the TTL to 20 fi'om 34, 20 being the TTL value that 

the Boundary Node would use were it originating a request itself However, it then has to take account o f the 

number of hops that the request has already expired in reaching the Boundary Node, as indicated by the Hop 

Count field. In this case the request has a Hop Count of 2 at Node 13 so the new TTL of 20 is fiirther reduced 

by 2 to 18. This modification has the effect of creating a packet that appears to have been originated with an 

initial TTL of 20, as would be true for a packet originated by DSR Node 13. In performing this modification, 

the Broker ensures that the message conforms to the Destination Network’s routing protocol parameters. The 

modification is shown in the Network-Layer headers of messages B and C, illustrated in Figure 8.5.

In sum, the effects of this modification of a broadcast-diffusion packet are two-fold. Firstly, the technique 

ensures that the internetworking technique preserves the scalability of the Destination Network’s ad hoc 

routing protocol. Secondly, as a consequence of preserving that scalability the technique ensures that the 

source node in the Home Network only learns of routes that the External Network can support according to 

its own interpretation of the networking conditions.

■ Common Control Packet Identifier

The fmal element of the process of controlling the diffusion of control packets across region-to-region 

boundaries involves the modification of the unique identifiers that the protocols use to control the quenching 

of broadcast packets.

In conventional networking systems, each o f the three protocols uses a unique packet identifier to stem the 

dissemination of their broadcast packets. For DSR, the DSR_Route_Request message is the only 

message that is broadcast throughout a DSR network. The DSR_Route_Request message contains a 16- 

bit unique identifier. The flooding of DSR_RoutG_Request messages is quenched based on the 

Network-Layer header’s Source Address of the message and the unique identifier in a similar manner to the 

AODV approach. Details of these control messages are described in Appendix A.

Since OLSR is a proactive link-state protocol in which a few different messages are flooded regularly 

throughout an OLSR network to enable the construction of complete routing tables, the protocol places a 16- 

bit unique identifier in each of the messages that are broadcast. OLSR_TC_Messages, 
OLSR_MIS_Messages and OLSR_HNA._Messages are flooded throughout the network. OLSR quenches 

the flooding of such messages based on the Network-Layer header’s Source Address and the unique 

identifier number of each message.
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AODV_Route_RGquest messages are flooded throughout an AODV network. Each 

AODV_Route_RGquGst contains a unique 32-bit identifier, the RREQ ID. As AODV_Route_Request 
messages are flooded through the network, intermediate nodes quench the flooding of the messages based on 

the Originator Address specified in the control message and the RREQ ID. It should be noted that the other 

protocols used the Network-Layer Source Address.

As the messages are translated fi'om one protocol to another by the Broker component, it is desirable that the 

unique identifier of the broadcast message is maintained into the new region. The need for this feature arises 

where a broadcast message enters another region through multiple Boundary nodes. Each Boundary Node 

should create a new message which is identifiable as having emanated form the same source node. To resolve 

this issue, all packets are quenched on the basis of their Network-Layer Source Address and Packet Identifier 

fields which are imiquely set by the source node regardless of the routing protocol in use. Referring to Figure 

8.5, it may be seen that the AODV_Route_Request message enters the DSR region through two Boundary 

Nodes. However, even though the request is now in the form of a DSR_Route_Request message, the 

nodes in the DSR region can still quench the second request as it uses the same unique identifiers.

8.3.4 Infusing External Routing Information into the Home Network

Another key purpose of the Broker component is to control the infusion of routing information relating to an 

External Route, which extends into an External Network, back to nodes in the Home Network. In order to 

infiise such information into the Home Network, the Broker abstracts the routing information pertaining to 

the discovered External Route. Ordinary nodes in the Home Network only record abstracted information 

about External Networks in their External Route Caches. The External Route Cache is described next, 

followed by a description of the technique used to infuse external routing information into the Home 

Network. The issue of routing loop avoidance in the presence of such heterogeneous routing information is 

also discussed.

■ External Route Cache

Every node maintains a protocol-independent External Route Cache in addition to its own normal, 

protocol-prescribed route cache. The distance-vector based External Route Cache has three fields; the 

External Node field, the Boundary Node field and the External Distance field. The structure is depicted in 

Figure 8.7. In order to facilitate ad hoc internetworking, the distance-vector concept is modified to have the 

following meaning. The destination referred to by the distance-vector refers to the External Node, i.e. the 

destination node that lies in an External Network and which was originally sought by the source node. The 

next-hop field refers to the Boundary Node, a node within the source node’s region which offers access to the 

External Network. The distance refers to the distance, in hops, from the Boundary Node to the External 

Node.

To clarify, consider again the sample network illustrated back in Figure 8.4a. The source node. Node 1, has a 

route to Node 7. The route from the source node. Node 1 to the Boundary Node, Node 3, falls within the 

AODV region of the network. This route appears as a normal DSR route cache entry, as depicted in Figure
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8.4a. The route from Boundary Node 3 to the destination in the DSR region, Node 7, is an External Route. 

This route appears in the External Route Cache.

AODV Distance-Vector Cache (Node 1) 
Entry Destination Next Distance Type 

Hop .
{3________ ]2 [2 [Forward

AODV External Route Cache (Node 1)
Entry External Boundary External

Node Node Distance
6 “IT......... . 1 ........ .......

Figure 8-7 External Route Cache Structure

If Node 1 required a route to Node 7, it would query its DSR route cache first. Since this request would fail, 

Node 1 would then query its External Route Cache which would indicate that Node 7 is accessible through 

Boundary Node 3. As Node 1 has a route to Boundary Node 3, it may route data to Node 7. The entries 

recorded in the External Route Cache are managed in conjunction with the corresponding entries in the 

node’s regular route cache. When normal routing protocol-specific mechanisms expunge entries from a 

node’s route cache, dependent External Routes are also removed. Explicit route maintenance techniques, 

described in Sections 8.5, enable route maintenance information to be relayed from one region to another 

when appropriate. Sections 8.4 and 8.5 provide more specific detail about the use of the External Route 

Cache.

■ External Route Infusion

As noted, the Broker Node is responsible for controlling the infusion of external routing information back 

into the Home Network. Referring to the example network depicted in Figure 8.8, it may be seen that the 

second stage o f a route discovery process, which extends across an AODV-DSR network, involves the relay 

of a DSR_Route_Reply message back to the source node. Node 1. When the reply reaches Boundary 

Node 13 the scope of the DSR protocol ends. The source-routing information contained in the 

DSR_Route_Reply message cannot be injected into the Home Network as is. Rather, it is necessary to 

abstract the pertinent information from the DSR_Route_Reply message before infusing it into the Home 

Network. Distance-vector routing information is the most absfracted form of routing information used in 

contemporary networks. Unlike link-state routing or source routing, distance-vector routing information 

reveals very little information about the actual route from source to destination. As noted above, the 

distance-vector simply indicates the cost of reaching the destination node, normally in hops in an ad hoc 

network, and it identifies the next-hop node that should be used to reach that destination.

This External Route information, in the form of a distance-vector, must be conveyed to the source node using 

topology-update messages that are understood by the protocol of the Home Network. Both DSR and OLSR 

provide for the identification of External Networks and External Routes using topology-update messages. In 

the case of OLSR External Networks are identified using the OLSR_HKA message, described in Appendix A. 

DSR provides for the identification of External Networks through the use of flags in its 

DSR_Route_Reply and DSR_Source_RoutG messages. The DSR specification does not specify the 

interaction of the protocol with External Networks but it does, as with OLSR, recognise that the
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internetworking of a DSR network and another network is a possibility. Specifically, the External Network 

flags in the DSR messages allow for the identification o f nodes that lead to External Networks, i.e. Boundary 

Nodes. The interaction of DSR with ‘gateway’ nodes and External Networks is not specified or expounded 

upon in the literature. The D S R _R oute_R eply  message is modified to include an extra Distance field if 

the Last Hop External fiag has been set. This field accommodates the inclusion of External Distance 

information.

#2 AODV_Route_Reply/
AODV E x t e r n a l  Mafcworle R o u te  R e p ly

Source
Network

#1 DSR_Route_Reply

t

Destination
Network

>woxlc_Layer
(Source:22 
Destination: 1, 
TTL:16, ID:23,
Hop Count:3) 
AODV_Rout«_Raply 
(Hop Count:2, 
Dest. Address:3, 
Dest. Seq. No.:2, 
Grig. Address: 1) 
AODV_Extamal_Net 
work_ Route_Raply 
r(Destination:12, 
Boundary:9, 
Distance:5)

Discovery Process 
(Phase 2) 

 ®----

.work_Layar
(Source:22 
Destination: 1, 
TTL:18, ID:23,
Hop Count:2) 
AODV_Routa_Raply 
(Hop Count:2, 
Dest. Address:3, 
Dest. Seq. No.:2, 
Grig. Address: 1) 
AODV_Extemal_Net 
work_ Route_Raply 
(Destination:12,

' ̂ Boundary: 9, 
Distance:5)

Natwork_Layer
(Source:22 
Destination: 1, 
TTL:19, ID:23,
Hop Count:1) 
DSR_Routa_Raply 
(HopList: 
13,11,22, Last 
Hop External: No)

Natworlc_I,ayar
(Source:22 
Destination: 1, 
TTL:20, ID:23,
Hop Count:0) 
DSR_Routa_Raply 
(HopList: 
13,11,22, Last 
Hop External: No)

Figure 8-8 End-to-End Route Discovery Process: Phase Two

However, in the case of AODV there is no provision made for the identification of Boundary Nodes or 

conventional ‘gateway’ nodes in the manner that both DSR and OLSR provide. The AODV specification 

discusses the interaction of subnets in which each subnet has a routing prefix but does not provide any 

specific recommendations or suggestions. This approach is based on the assumption of hierarchical 

addressing structures that are prevalent in conventional networks. The AODV protocol does however allow 

for the use of unspecified extensions to the A O D V _R oute_R equest and AODV R o u te  R e p ly
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messages. In order to describe the existence of External Networks and External Nodes, it is proposed that an 

AODV_RoutG_Reply_ExtGrnal_Network extension message be defined.

The format of the AODV_Route_RGply_External_Network extension message is illustrated in Figure 

8.9. The message contains the following fields; an External Node field, a Boundary Node field and an 

External Distance field. Again, Sections 8.4 and 8.5 provide more specific detail about the use o f these 

messages and message extensions within the context of the operation of the internetworking component.

AODV_Route_Reply_Extemal_Network

External Distance

Boundary Node

1 External Node j

.......... ......... . ■ ■ ■ -------- ------------

Figure 8-9 AODV_Route_Reply_External_Network Message Format 

■ OLSR: Associated Hosts and Networks

OLSR is a proactive protocol and, as such, any node in the network is aware of every other connected node in 

the OLSR network at any given time. The OLSR specification also provides an extension that allows for the 

identification of associated hosts and networks. The OLSR specification acknowledges that certain nodes 

may act as gateways to external networks that do not operate the OLSR protocol. As with the other candidate 

protocols, the authors of OLSR designed the network based on the assumption of a hierarchical internetwork 

structure which would involve the use of hierarchical addressing structures. Taking such a view, they 

proposed that a node which has associated hosts or networks should periodically issue Host and Network 

(OLSR_HNA) messages. These messages are issued by each gateway node that offers connectivity to another 

non-OLSR network and list the network/host addresses and the network prefixes. Each node within the 

OLSR network is then able to incorporate this information into its route cache.

External Node Address[l]

External Distance [1]

External Node Address [2]
----------- 1

External Distance [2]
----------- 1

----------- 1

Figure 8-10 Modified OLSR HNA Message Format

In this system, a Boundary node is equivalent to a conventional gateway node. In this system, each Boundary 

Node operating the OLSR protocol issues OLSR_HNA messages that describe the known nodes (hosts) in the
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other network to which the Boundary Node is connected, subject to the limits of the OLSR protocol. 

However, since protocol-specified OLSR_HNA messages deal with hierarchical addressing, the message must 

be slightly modified for use in this system, in detail rather than intent. Specifically, the network/host address 

field now records the External Node Address and the network prefix field records the External Distance to 

the External Node fi’om the Boundary Node, as illustrated in Figure 8.10.

The combination of the regular OLSR topology updates and the OLSR_HKA messages means that any 

connected OLSR node is aware of the existence of every node in the OLSR network and it is also aware of 

the existence of Boundary Nodes that offer connectivity to External Networks that are not operating the 

OLSR protocol. Boundary Nodes are identified as those nodes that originate the OLSR_HNA messages.

When a data packet is presented to the networking layer in a node operating the OLSR protocol, the data 

forwarding mechanism would normally inspect the route cache for a valid route to the specified target 

address. If a route exists, the data packet would be forwarded to the next hop in the route to the target 

address. In the absence of a valid entry in the OLSR-maintained route cache, the data packet would be 

dropped. However, circumstances may arise in which the node bearing the target address requested by the 

higher layer is situated in the External Network, unbeknownst to the OLSR nodes. Each OLSR node can 

determine whether or not it is connected to an External Network if it has a single entry in its External Route 

Cache; this cache lists each of the Boundary Nodes to which the OLSR network is presently connected.

The flexible system necessitates a modification to the OLSR protocol to enable it to fully internetwork in a 

muhi-protocol environment. This system uses an OLSR_HNAQ message to enable the OLSR network to 

trigger a search of its External Networks, if any exist. The proactive nature of the OLSR protocol coupled 

with the fact that each node has total knowledge of the connected network topology results in every other 

node learning of a successful response to the issuing o f an OLSR_HNAQ message. An OLSR node’s 

awareness of its region is only limited by the regular network constraints such as the allowed network 

diameter (TTL) and the connectivity of the nodes. If an OLSR node’s request for an External Route is 

successful, then the entire network will learn of the route that leads to the External Node.

An OLSR node may attempt to initiate a search of the External Network if it receives a packet fi-om a higher 

layer for which it does not have a valid route or if, as a Boundary Node, it receives a request from another 

region. The OLSR node does not buffer the data packet pending the discovery of External Route information 

into the OLSR network. If the OLSR network is experiencing sporadic traffic loading, then a subsequent 

route demand from the initiating node or any other node may be satisfied by its query of the External 

Network.

The format of the OLSR_HNAQ message, the OLSR Host and Network Association Query message, is 

identical in form to the OLSR_HNA message except that the destination specified in the External Node 

Address field is unknown to the network, i.e. it is the target address. If the OLSR_HNAQ message is 

originated by an ordinary OLSR node, then the External Distance field is set to zero. If the message is issued 

by a Boundary Node as a result of a query from another region, then the External Distance field is used to
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reflect the distance between the original source of the request and the Boundary Node. Each time that a node 

forwards the message the Distance value is incremented.

OLSR_HNAQ messages are sent in the empty portions allotted for OLSR_HNA messages. When a node 

wishes to originate an OLSR_HNAQ message it queues it for the next periodic OLSR_HNA broadcast. If the 

OLSR node issuing the request is a Boundary Node that is using its full OLSR_HKA message space, then the 

OLSR_HHAQ message is not sent. OLSR_HNA messages may be issued on a periodic basis in accordance 

with the OLSR-specific rules. The use of OLSR_HKAQ messages does not alter the signalling characteristics 

of OLSR. By limiting OLSR_HHAQ messages to any space left in OLSR_HNA messages, this technique 

ensures that the use OLSR_HNAQ messages cannot add to the OLSR overhead anymore than OLSR_HNA 

messages ah^eady do.

Furthermore, each OLSR node maintains an External Request Table, as described in Section 8.3.3, which is 

used to limit the rate at which OLSR_HNAQ messages are issued by the network. Since the response to a 

query of the external network will be infused into the whole network, and not returned to the specific node 

which initiated the query as is the case of the reactive protocols, the OLSR network treats each OLSR_HNAQ 

message as if it has been issued by the network and not just the node that did issue it.

Each OLSR node uses the typical binary exponential back-off mechanism to control the rate at which the 

network issues the query messages. Before a node attempts to originate or rebroadcast an OLSR_HNAQ 

message, it checks the External Requests Table for a Destination entry bearing the same value as the External 

Node Address field specified in the message. Unlike AODV and DSR, OLSR nodes to not record the source 

address of the request as it is the network that is issuing the request through its Boundary Nodes. Also, if a 

forwarding node has no knowledge of a Boundary Node it drops the OLSR_HNAQ message as it will not 

reach an External Network.

The effects of this technique are that the network only ever engages in one search for each destination, rather 

than engaging one search for each querying node. This allows more OLSR_HNAQ messages to be carried in 

the OLSR_HNA message space.

Also, if a node receives an OLSR_HKAQ message specifying a destination for which it has a route, the 

receiving node drops the message without propagating it any further. The reason for a discrepancy between 

nodes regarding their topology knowledge may be accounted for by the stability of their connectivity to other 

nodes and their distance from the specified destination. If the querying node is beyond the allowed network 

diameter, then it will never receive routing information regarding the destination nodes regardless of any 

effort to stimulate an external query.

Once an OLSR_HNAQ message arrives at a Boundary Node it is treated as a topology-request-message in 

accordance with the provisions that have been described ab-eady in Section 8.3.3. and which will be further 

clarified by example in Section 8.4.2.
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■ Avoiding Routing Loops

As the constituent ad hoc routing protocols of this system have been designed to guarantee freedom from 

routing loops within a homogeneously configured standalone ad hoc network, it is necessary that the ad hoc 

internetworking technique also ensures that routing loops are not formed in a heterogeneously configured 

network. A routing loop occurs if stale and incorrect routing information is allowed to persist in the 

network’s routing tables such that nodes cannot fmd a route to a destination node as the routing information 

directs them to incorrect next-hop nodes.

The scenario which may be anticipated to occur involves a network composed of two regions; Region A 

operating Protocol A, Region B operating Protocol B. Nodes in Region A may be aware of routes to nodes in 

Region B which are recorded as External Routes. At some stage an External Node in Region B migrates to 

Region A. The nodes in Region A may discover this node while they still have information recorded about 

the External Node. Nodes always treat routing information collated by their own routing protocol as being 

more up-to-date than routing information acquired from an External Network.

To avoid routing loops, when a node learns of a route to a destination address within its own Home Network, 

by means of its own protocol, then the node removes any entries for that node in its External Route Cache. 

Furthermore, whenever a node receives information about an External Node in the form of an External 

Route, it only creates an entry or updates an old one if the Home Network portion of the routing information 

in the topology-update message is accepted as beuig valid by the Home Network’s routing protocol.

8.4 Inter-Regional Route Discovery

As the ad hoc internetworking process is a complex one, which may involve a number of different scenarios, 

presentation of the techniques is most clearly done by means of worked examples. Two scenarios are 

presented in this section covering every region-to-region combination that may occur during the route 

discovery and topology-update diffusion phases of the internetworking process.

Route discovery is the first phase of a dynamic routing protocol to be invoked, regardless of whether it is 

reactive or proactive in nature. Within proactively operated networks, route discovery occurs immediately 

and continuously through the use of the neighbourhood sensing and topology-update diflftision techniques. In 

reactive protocols, targeted route discovery mechanisms are invoked when a node has a demand for a specific 

route. Proactive protocols provide total information, insofar as the underlying characteristics of the network 

allow, whereas reactive protocols provide partial, but specific, route information, subject to the same network 

constraints.

When data packets are generated by higher level layers in the communication stack they may have unicast, 

multicast or broadcast addresses. In the case of broadcast addresses, the packet is flooded through the 

network subject to packet quenching mechanisms at the network-layer. The route discovery mechanism and 

route cache of the ad hoc routing module of the network-layer are not invoked for broadcast addresses. The 

use of multicast addresses is outside the scope of this thesis as the candidate protocols only provide for the
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route discovery and route maintenance of unicast-based routes. Other ad hoc routing protocols and protocol 

extensions are being developed and standardised to support multicast routing.

If the packet is a unicast one, then the services of the ad hoc routing protocol are called upon. The unicast 

packet will specify a single destination node by passing the required Destination (or Target) Address to the 

network-layer along with the higher layer’s data packet. No matter which ad hoc routing protocol is in use, 

the Route Cache will be queried for a valid route to the specified Destination Address.

8.4.1 Route Discovery: Scenario One

In the first scenario, as depicted at the top of Figure 8.12, a network is composed of three regions of nodes. 

An AODV region is adjacent to a DSR region which is adjacent to an OLSR region. Figure 8.12 also 

provides an illustration of the messages that are passed between the nodes in this example, corresponding to 

the description provided below. The Network-Layer headers only depict fields used in this process; the 

node-to-node fields are not shown. Node I tries to discover a route to Node 12 for a data packet that has been 

passed to the network-layer from a higher layer. The AODV protocol places a copy of the data packet in its 

FIFO Send Buffer and then begins the route discovery process. None of the reactive nodes in this example 

have cached routing information at this time.

In this scenario, the AODV region is the Home Network and the DSR and OLSR regions form the External 

Network. However, from the DSR region’s perspective, when it diffiises the request control packets into the 

OLSR region, it too is a Home Network and the OLSR region is an External Network. Consequently, the 

techniques described in the last section regarding the diffusion of control messages and the infusion of 

routing information will be explored at each of the region-to-region boundaries.

As an aside, it should be noted that if a Boundary Node receives data from a higher layer for which it does 

not currently have a valid route it would separately invoke the route discovery mechanisms of each of its 

protocols. A Boundary Node operating both AODV and DSR only operates one FIFO Send Buffer, i.e. it 

holds one copy of the data packet pending the discovery of a route through either region.

1.1 Node 1 originates a route request, AODV_Route_RequGst(Originator Address: 1, 
Originator Sequence No.: 1, Destination Address 12, Destination Sequence 
No.: Unknown, Hop Count: 0) subject to its own controls as set out in Appendix A, encapsulated in 

a Network Layer Packet with the following header values; Network_LayGr (Source Address: 1, 
Destination Address: BROADCAST, TTL: 20, ID: 17, HopCount: 0) .  The Packet ID is 

set by the node to uniquely identify the packet, regardless of its contents. The Sequence Number of the 

routing protocol packet header is set by the AODV protocol’s regular methods. The TTL specified in the 

Network_Layer header indicates the maximum network span that the AODV network allows; in this 

region it is set to 20. The Route Cache and External Route Cache for Node 1 are empty at this stage, as 

shown below.
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AODV Distance-Vector Cache (Node 1) 
Entry Destination Next Distance Type 

Hop

' F  > i-......

AODV External Route Cache (Node 1) 1

Entry External Boundary External
Node Node Distance

1.2 Node 2 receives the AODV_Route_Request, processes it, and rebroadcasts it since it cannot originate 

an AODV_Route_Reply itself. The Hop Count in both the request and the N etw ork _L ayer is 

incremented by 1 and the TTL of the N etw ork_L ayer header is decremented by 1. The same modification 

is made whenever a packet is forwarded by a node. If, after decrementing the TTL, the TTL is 0, then the 

packet is silently dropped, rather than being rebroadcast. As specified by AODV, Node 2 creates a 

reverse-path entry in its Route Cache as shown below.

AODV Distance-Vector Cache (Node 2) 
Entry Destination {Next iDistance Type

— f "I Reverse

AODV External Route Cache (Node 2) 
;Entry External Boundary External 
! Node Node Distance

  ^ E Z n

1.3 Both nodes 3 and 4 then each receive the AODV_Route_Requost, process it, and respectively 

rebroadcast it since they cannot originate an AODV_Route_Reply message. Both nodes create a 

reverse-path entry in their Route Caches, as illustrated for Node 3 below.

AODV Distance Vector Cache (Node 3) 
Entry Destination Next Distance 'Tpe 

__________ ^Hop
"1

:Reverse

AODV External Route Cache (Node 3) 
E ntiy jExternal Boundary External

jV ode Node Distance

F
— I
. . j

DSR Source-Route Cache (Node 3) ^  

Entry Destination Path '

i l I

DSR External Route Cache (Node 3) 
'Entry External Boundary External

Node Node Distance ̂ r  F T I
As Node 3 is a Boundary node, operating both AODV and DSR, it passes the AODV_Route_Request to 

its Broker component which issues a D S R _R ou te_R eq uest(Target Address: 12, HopList: 
3) encapsulated in the same N etw ork_Iiayer (Source Address: 1, Destination Address: 
BROADCAST, TTL: 18, ID: 17, HopCount:2) header subject to it clearing the rate limiting

control of the External Requests Table. Since the Broker is issuing the D SR _R oute_R equest on behalf of 

another node it does not modify the Source Address in the Network-Layer header. Rather, to signify that 

Node 3 is the first hop in the DSR path, it adds Node 3 to the Hop List whereas heretofore DSR would have 

inferred that the source of the request was specified in the Network-Layer header’s Source Address field. 

This protocol modification, which is a modification of an implementation detail rather than a modification of 

a technique, is carried out by all DSR nodes at all times. Consequently, DSR nodes expect the entire 

source-route, fi-om first hop to last hop, to be specified in the Hop List.
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The TTL o f the Network_Layer would be shortened if  the network diameter o f  the DSR region was less 

than the maximum initial TTL contained in the Network_Layer header received from the AODV network 

region, thus ensuring that discovered routes are viable in the DSR network region. The Source Address and 

Packet ID o f the Network-Layer header are not modified during the process so that Node 1 is identifiable as 

the initiator o f  the request process at every stage o f the process, in any part o f the internetwork. Node 4 

would also issue a DSR_Route_Request with the same Network-Layer header end-to-end field values, 

allowing DSR nodes to quench the storm o f requests.

1.4 Node 5 does not operate the AODV protocol and cannot process or rebroadcast the

AODV_Route_Request messages that it may receive from Node 3 and Node 4; it simply drops those

messages. Node 5 processes the DSR_Route_Request message according to the DSR protocol, possibly 

caching the routing information in the message as shown below. Node 5 then rebroadcasts the 

DSR_Route_RequGst(Target Address: 12, Hop List: 3,5) encapsulated in the modified 

Network_Layer header, NGtwork_Layer(Source Address: 1, Destination Address: 
BROADCAST, TTL: 17, ID: 17, HopCount:3). Since the Source Address in the

Network_Layer header is not the same as the first hop in the Hop List, contained in the

DSR_Route_RequGst, Node 5 may deduce that Node 1 is an External Node accessible through Node 3. It 

adds an entry to its External Route Cache for Node 1, noting that this node is accessible though Boundary 

Node 3, as shown below. Node 5 may calculate the distance from Boundary Node 3 to External Node I by 

subtracting the distance from it to Node 3, i.e. the original Hop List length, from the current Hop Count in the 

Network Layer, giving an External Distance o f  2.

DSR Source-Route Cache (Node 5)
Entry jDestlnation

j
Path

0 |3 3

DSR External Route Cache (Node 5)
Entry External jBoundary iExternal 

Node p od e Distance
0 1 3 2

1.5 Node 7 processes the DSR_Route_Request normally, adding itself to the Hop List. It then broadcasts 

the DSR_Route_Request(Target Address: 12, HopList: 3,5,7) encapsulated in the

modified Network_Layer(Source Address: 1, Destination Address: BROADCAST,
TTL: 16, ID: 17, Hop Count: 4) packet. Node 7 may also cache the route data as Node 5 did.

1.6 Node 9 then receives the DSR_Route_Request from Node 7 and caches the routing information as 

Nodes 5 and 7 did, as shown below. Since Node 9 is not the target o f  the request and cannot answer the 

request from its Route Cache, it passes the request to its Broker component as it is a Boundary node 

operating both DSR and OLSR. Since the OLSR component o f the node operates proactively, it will have a 

route to Node 12 in its link-state cache as the node is connected, as shown below.
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DSR Source-Route Cache (Node 9) 
Entry Destination Path

7,5,3

DSR External Route Cache (Node 9) 
Entry External Boundary External

Distance
> J

Node Node
!0

OLSR Link-State Cache (Node 9)
Entry Destination Next 

Hop
Distance Boundary 

Node
0 10 jio 1 Yes
1 11 ]11 1 No
2 12 |l l 2 No

OLSR External Route Cache (Node 9) 
Entry External Boundary External

Node Node Distance

Since the length o f the route to Node 12 is less than the Network_Layer TTL, the Node 9 Broker 

component can send a DSR_Route_Reply to Node 3 which is the first node in the Hop List, i.e. the source 

of the DSR part of the request, with the following header parameters; DSR_Route_Reply (Hop List: 
3, 5, 7, 9, 12, Last Hop External: Yes, Distance: 2) encapsulated in a

Network_Layer packet with the following header values, NGtwork_Layer (Source Address : 9, 
Destination Address: 1, TTL: 20, ID: 23, Hop Count: 0). The reply is sent using 

the normal DSR mechanisms; it either uses a cached route, if the node has been able to cache routing 

information, or else the reply piggybacks a request for Node 3, as specified by DSR.

1.7 Normal DSR processes let the reply get to Node 3; each node caches routing information in accordance 

with the DSR configuration at each node. As the Destination Address of the NetworJc_Layer header is 1, 

which is not the final address in the DSR_Route_Reply Hop List, the Broker component of Node 3 may 

deduce that a reply should be forwarded on to Node 1. The Broker issues an AODV_Route_Reply and 

AODV_ExtGmal_Network_Route_Reply to Node 1. The AODV_Route_Reply(Hop Count:
2, Destination Address: 3, Destination Sequence Number: 2, Originator
Address: 1) is sent as if the Destination Address requested in the original request message was Node 3. 

This allows Node 1 to build a forward path to Node 3. The

AODy_External_NGtwork_Route_Reply(Boundary Node: 3, External Node 12,
External Distance: 5) allows the nodes along the path to Node 1 to learn of the route to External 

Node 12. These packets are encapsulated in the Network_Layer(Source Address: 9,
Destination Address: 1, TTL: 17, ID: 23, Hop Count: 3) packet. The Broker Node 

specifies the AODV_Extemal_NGtwork_Route_Reply External Distance as being 5 as the distance is 

equal to the current Hop Count added to the Distance specified in the DSR_Route_Reply.

1.8 Nodes 1 and 2 process the AODV_RoutG_Reply(Hop Count: 2, Destination Address:
3, Destination Sequence Number: 2, Originator Address: 1) message as normal,

creating a forward path to Node 3. They then process the 

AODV_External_Network_RoutG_Reply(Boundary Node: 3, External Node 12,
External Distance: 5) by adding the information to their External Route Caches, as shown below 

for Node 1.
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4 0 D V  Distance Vector Cache (Node 1) AODV Eiternal Route Cache (Node 1)
Entry Destination iNext {Distance jType 

Hop i .
Entry lExternal jsoundary jExternal 

^ode iNode Distance
0 3 2 |2 [Forward 0 |12 |3 S

The route discovery phase for this scenario is completed once the reply message reaches the source node. 

Both the source node and the intermediate nodes that have cached the route information may now begin to 

switch packets on an end-to-end basis from the AODV region across to the OLSR region. The route 

maintenance mechanisms of the reactive regions begin to operate once the route has been established.

8.4.2 Route Discovery: Scenario Two

In the second scenario, as depicted at the top of Figure 8.13, a network is composed of three regions of nodes. 

A DSR region is adjacent to an OLSR region which is adjacent to an AODV region. Figure 8.13 also 

provides an illustration of the messages that are passed between the nodes in this example, corresponding to 

the description provided below. Node 1 tries to discover a route to node 12 for a data packet that has been 

passed to the network-layer from a higher layer. The DSR protocol places a copy of the data packet in its 

FIFO Send Buffer and then begins the route discovery process. None of the reactive nodes in this example 

have previously cached routing information.

2.1 Node 1 originates a route request, DSR_Route_Request(Target Address: 12, Hop
List: 1) subject to its own controls as set out in Appendix A, encapsulated in a Network Layer Packet with 

the following header values; NGtwork_Layer (Source Address: 1, Destination Address: 
BROADCAST, TTL: 20, ID: 13, HopCount: 0). The Route Cache and External Route Cache for 

Node 1 are empty at this stage, as shown below.

DSR Source-Route Cache (Node 1)
Entry {Destination

1
Path

0 -

DSR External Route Cache (Node 1)
Entry External

Node
Boundary
Node

External
Distance

0 - - •

2.2 Node 2 receives the DSR_Route_Request, processes it, and rebroadcasts it since it cannot originate a 

DSR_Rout:G_Reply itself. The Hop Count in both the request and the Network_Layer is incremented 

by 1 and the TTL of the Network_Layer header is decremented by 1. The same modification is made 

whenever a packet is forwarded by a node. If, after decrementing the TTL, the TTL is 0, then the packet is 

silently dropped, rather than being rebroadcast. Node 2 caches the route to Node 1 in its Route Cache as 

shown below.
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DSR Source-Route Cache (Node 2) DSR External Route Cache (Node 1)
Entry Destination Path Entry External Boundary External

Node Node Distance
0 1 1 « E..... t........L.

2.3 Nodes 3 and 4 are Boundary nodes operating both the OLSR and DSR protocols. As Nodes 9 and 10 

provide access from an OLSR region to a non-OLSR region, they advertise their connectivity to an External 

Network by issuing OLSR HNA messages in accordance with the OLSR specification. The OLSR HNA 

messages are received and processed by the other nodes in the OLSR region. Nodes 3 and 4 would create 

entries in their Route Caches to record the existence of Nodes 9 and 10 as Boundary Nodes. The Route Cache 

for Node 1 is shown below.

DSR Source-Route Cache (Node 3)
Entry Destination Path

........ 7, 5,3

DSR External Route Cache (Node 3) 
Entry lExternal Boundary External

:Node Node Distance

OLSR Link-State Cache (Node 3)
Entry Destination Next Distance Boundary 

Hop Node
0 4 4 1 Yes
1 5 5 1 No
2 6 5 2 No
3 7 5 2 No
4 8 5 3 No
5 9 5 3 Yes
6 10 5 4 Yes

OLSR External Route Cache (Node 3)
Entry External Boundary External

Node Node Distance

» ■  E.:::;: F~... . h

Both Node 3 and Node 4 would then independently send an OLSR_HNAQ (External Node Address : 
12, External Distance: 2) message subject to the normal OLSR controls. These messages would 

be flooded through the OLSR network as far as Nodes 9 and 10. OLSR control messages are always 

originated in a new Network-Layer header as the header is used by receiving nodes to interpret OLSR routing 

information. As the messages flood the network they would be quenched according to the rate limiting 

control of the External Requests Table, as specified in Section 8.3.4.

2.4 Nodes 9 and 10 receive the OLSR_HNAQ messages encapsulated in NGtwork_Layer (Source 
Address: 3, Destination Address: BROADCAST, TTL: 18, ID: 14, Hop Count: 
2) packet. This message is passed to the Broker component of Boundary Node 9, which then issues an 

AODV_Route_Request(Originator Address: 9, Originator Sequence No.: 1,
Destination Address 12, Destination Sequence No.: Unknown, Hop Count: 0). 
The encapsulating packet has the following modified values, Network_Layer (Source Address: 4, 
Destination Address: BROADCAST, TTL: 20, ID: 17, Hop Count: 0). Node 4 would 

also issue a AODV_RoutG_Request message which would have the same header values, allowing the 

DSR network region to quench the request storm.
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Figure 8-13 Scenario Two: Networli Diagram and Route Discovery Messages
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2.5 Node 11 processes the AODV_Route_Request as normal, creating a reverse-path to node 9 and 

rebroadcasting the packet.

AODV External Route Cache (Node 11)
Entry External Boundary External 

Node Node Distance
0  ^  r  F  1 - . . . . . . . .

2.6 Node 12 receives the AODV_Route_Request for which it is the target. Node 12 originates an 

AODV_Route_Reply(Hop Count: 2, Destination Address: 12, Destination
Sequence Number: 1, Originator Address: 9) message encapsulated in a

Network_Layer(Source Address: 12, Destination: 9, TTL: 20, ID 72, Hop
Count: 0) packet. The message is unicasted back to Node 9 along the reverse-path that was set-up by the 

request process.

AODV Distance Vector Cache (Node 12)
Entry Destination ;Next Distance Type

Hop _̂______
0 [9 111 j2 '""{Reverse

2.7 Node 11 processes the AODV_Route_Reply as normal, caching the forward-route information. The 

Network_LayGr fields are adjusted so that the TTL is decremented and the Hop Count is decremented.

2.8 Node 9 then receives and processes the AODV_Route_Reply as normal, caching the forward-route 

information. Node 9 then issues OLSR_HNA (External Node[0]: 12, External 
Distance[0]: 2, External Node[l]: 11, External Distance[l]: 1) according to 

regular OLSR rules. The other OLSR nodes also cache the route information.

AODV External Route Cache (Node 12)
Entry ;External Boundary External

Node Node Distance

T..■ F’.........

AODV Distance Vector Cache (Node 11) 
Entry Destination‘Next Distance Type 

flop
0 [9_________,9 |l jkeverse
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AODV External Route Cache (Node 9)
Entry External ^Boundary ;External 

Node iNode Distance
0 .

AODV Distance Vector Cache (Node 9)
Entry 1>estination Next iDistance iType

Hop
0 11 11 1 Forward
1 12 11 _ 2 Forward

OLSR External Route Cache (Node 9)
Entry External

Node
Boundary
Node

External
Distance

0 ■ ■ -

OLSR Link-State Cache (Node 9)
Entry jDestination

!}
Next
Hop

J>istance Boundary
Node

0 10 10 1 Yes

1 7 7 1 No

2 8 7 2 No

3 5 7 2 No

4 6 7 2 No

5 3 7 3 Yes

6 4 7 3 Yes

2.9 When Node 3 receives the OLSR_HNA it will cache the route information regarding the External Route to 

Node 12. Whenever a Boundary Node’s OLSR Route Cache is updated it checks its External Requests Table 

to ascertain whether there is a match for a request for a route that is still pending. Node 3 finds a pending 

request from Node 1 with a Hop Count of 2. Since this Hop Count and the distance specified in the OLSR 

Route Cache are less than the original DSR TTL which is also specified in the External Requests Table, 

Node 3 issues a DSR_Route_Reply (Hop List: 1, 2, 3, 12, Last Hop External: Yes, 
Distance: 5) encapsulated in a new Network_Layer packet with the following header values, 

Network_Layer(Source Address: 3, Destination Address: 1, TTL: 20, ID: 99, 
Hop Count: 0).

2.10 Nodes 1 and 2 process the reply, in which the Last Hop External Flag is set true, adding the External 

Route information to their External Route Caches.

The route discovery phase for this scenario is completed once the reply message reaches the source node. 

Both the source node and the intermediate nodes that have cached the route information may now begin to 

switch packets on an end-to-end basis from the DSR region across to the AODV region. The route 

maintenance mechanisms of the reactive regions begin to operate once the route has been established.

8.5 Inter-Regional Packet Forwarding and Route Maintenance

Once a node has been established across an ad hoc internetwork, packets may be switched from source to 

destination. However, as established routes may break down, the internetworking nodes must maintain routes 

and inform the relevant nodes and regions that the routes have failed.

These explanatory examples continue the network scenarios that have already been used to elucidate the 

Route Discovery techniques in the previous section. The worked examples demonstrate how the basic 

unreliable packet-switching service is provided across a heterogeneous internetwork. The route maintenance
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technique is shown in tandem with the packet-switching technique as reactive route maintenance only occurs 

on active routes over which packets are being switched.

In a multi-region network, a route may break down on either side of a Boundary Node, i.e. in the Home 

Network or in the External Network. The maintenance of routes in a multi-region scenario reduces to 

informing the source node that a route has failed. If the route fails within the Home Network, then the normal 

protocol route maintenance procedures are followed. However, if the failure occurs in the External Network, 

then the error must be relayed back to the source node in the Home Network. In the following examples, the 

destination node fails as a packet is being forwarded towards it. Failure may occur if Node 12 shuts down or 

moves away from the node which connects it to the established route.

8.5.1 Packet Switching and Route Maintenance: Scenario One

The first scenario is depicted at the top of Figure 8.14. The scenario replicates that shown in Figure 8.12 in 

which a route from Node 1 to Node 12 was established. Figure 8.14 also depicts the message headers that are 

used during the packet-switching and route maintenance phases in this network scenario.
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Figure 8-14 Scenario One: Network Diagram and Packet-Switching, Route Maintenance Messages
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When a data packet is passed to the network-layer from a higher layer intended for Node 12, Node 1 attempts 

to switch the packet to Node 12 using the recently established route which it has cached.

3.1 Node 1 fmds a route to Node 12 in its External Route Cache. This cache contains an entry for Node 12 

specifying Node 3 as the Boundary Node that provides access to the External Network. Node 1 then 

successfully queries its Route Cache for a route to Node 3. Node 1 forwards the data packet to Node 2 

encapsulated in a Network_Layer packet with the following header values, Network_Layer (Source 
Address: 1, Destination 12, TTL: 20, ID: 22).

AODV Distance Vector Cache (Node 1) 
Entry Destination Next Distance Type

_________ Hop i_______
0 Is '2 '(2 [Forward

AODV External Route Cache (Node 1)
Entry External Boundary External

Node Node Distance
0 12 . •5

3.2 Node 2’s packet-switching mechanism processes the packet as Node 1 did. It queries its Route Cache and 

External Route Cache for a route to 12 and then forwards the packet to Node 3, encapsulated in 

Network_layer packet with the following header values, Network_Layer (Source Address : 1, 
Destination 12, TTL: 19, ID: 22).

3.3 Node 3 processes the packet as Nodes 1 and 2 did. It unsuccessfully queries its AODV Route Cache and 

AODV External Route Cache. The packet is passed to the Broker component as the Boundary Node operates 

AODV and DSR. The Broker successfully queries the DSR External Route which indicates that Node 12 is 

accessible through Boundary Node 9. The Node 3 Broker then successfully queries the DSR Route Cache for 

a route to Boundary Node 9. Node 3 source routes the packet to Node 9 by attaching a 

DSR_Route_Header(First Hop External: yes. Last Hop External: Yes, Hop
List: 1, 3, 5, 7, 9, 12) to the packet and encapsulating it in the same Network_Layer packet 

with the following header values, NGtwork_Layer(Source Address: 1, Destination
Address: 12, TTL: 18, ID:22, Hop Count: 2).

AODV Distance Vector Cache (Node 3)
Entry Destination Next Distance Tpe

Hop
{2 iReverse0 1 2

AODV External Route Cache (Node 3)
Entry External Boundary External

.Node Node Distance
0 f - -

DSR Source-Route Cache (Node 3) 
Entry Destination Path

DSR External Route Cache (Node 3) {
Entry 'External Boundary External 

Node____ Node Distance
' 'P  I

3.4 Nodes 5 and 7 process the source-routed packet as specified by DSR, decrementing the TTL and 

incrementing the Hop Count in the Network_Layer header as appropriate. Unlike the 

DSR_Route_requGst and DSR_Route_Reply messages, intermediate nodes cannot cache External 

Route information contained in the DSR_Route_Header message as it does not provide enough
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information about the External Node; such nodes are identified as external to the DSR region by the First and 

Last Hop External flags. However, nodes may continue to cache route information about the DSR portion of 

the source route.

3.5 Node 9 receives the data packet as the last node specified in the DSR_Route_Header. However, as 

Node 9 is not the destination specified in the DSR_Route_Header Hop List field, it passes the packet to 

the Broker component. As Node 9 is a Boundary Node it checks its alternate OLSR Route Cache for a route 

to Node 12. However, as Node 12 has failed, normal OLSR techniques will have removed the link-state 

information about Node 12 from the OLSR Route Cache at Node 9. When the Broker component at Node 9 
queries the OLSR Route Cache for a route to Node 12 the query will fail. The Broker component then issues 

aDSR_Route_Error(Error Type: Node unreachable, Error Source Address: 9,
Error Destination Address: 3, Unreachable Address: 12) message specifying that 

Node 12 is unreachable. This message is unicast to Node 3, encapsulated in a Notwork_LayGr packet 

with the following header values, Network_Layer(Source Address: 9, Destination
Address 1, TTL: 20, ID: 36 Hop Count: 0). The Destination Address of the

Network_Layer packet reflects the real source of the data packet. Node 1.

DSR Source-Route Cache (Node 9)
Entry jDestination

i
Path

0 3 7, 5,3

DSR External Route Cache (Node 9)
Entry External

Node
Boundary
Node

External
Distance

0 1 3 2

OLSR Link-State Cache (Node 9)
Entry jDestination Next

Hop
Distance (Boundary 

Node
0 11 11 1 No

OLSR External Route Cache (Node 9)
Entry External

Node
Boundary lExternal 
Node 'Distance

0 - ■

3.6 The error message gets to Node 3 by means of normal DSR processing and forwarding techniques. Nodes 

7, 5 and 3 remove their External Route Cache entries for Node 12. Since Node 3 is a Boundary node, the 

DSR_Error(Error Type: Node unreachable, Error Source Address: 9, Error
Destination Address: 3, Unreachable Address: 12) is passed to the Broker component 

which then issues an AODV_Error(Dest Count: 1, Unreachable Address: 12,
Unreachable Sequence Number: Unknown) encapsulated in the modified

Network_Layer(Source Address: 9, Destination Address 1, TTL: 17, ID: 36
Hop Count: 3) packet. The Unreachable Sequence Number is specified as unknown as the node was not 

an AODV node within the AODV Home Network.

3.7 Nodes 1 and 2 process the AODV_Error(Dest Count: 1, Unreachable Address: 12, 
Unreachable Sequence Number: Unknown) message in the normal manner. External Route Cache 

entries for Node 12 are removed. As Node 12 is not an AODV node within Node 1 or Node 2’s region, these 

nodes do not require a sequence number for Node 12 to avoid the occurrence of routing loops.

8.5.2 Packet Switching and Route Maintenance: Scenario Two
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The second scenario is depicted at the top of Figure 8.15. The scenario replicates that shown in Figure 8.13 in 

which a route from Node 1 to Node 12 was established. Figure 8.15 also depicts the message headers that are 

used during the packet-switching and route maintenance phases in this network scenario.

When a data packet is passed to the network-layer from a higher layer intended for Node 12, Node 1 attempts 

to switch the packet to Node 12 using the recently established route which it has cached.

4.1 Node 1 finds a route to Node 12 in its External Route Cache, specifying Node 3 as the Boundary Node 

that provides access to the External Network. Node 1 then successfully queries its Route Cache, shown 

below, for a route to Node 3. Node 1 forwards the data packet to Node 2 encapsulated in a 

Networlc_Layer packet with the following header values, NGtwork_Layer (Source Address: 1, 
Destination 12, TTL: 20, ID: 41) packet including a DSR_RoutG_Header (First Hop
External: No, Last Hop External: Yes, Hop List: 1, 2, 3,12). When Node 2

receives the packet it switches it to Node 3 in accordance with the DSR_Route_Header source route 

information.

DSR Source-Route Cache (Node 2) 
Entry Destination Path

DSR External Route Cache (Node 1) 
Entry External Boundary External 

Node Node Distance

4.2 Node 3 processes the packet as Nodes 1 and 2 did. It unsuccessfully queries its DSR Route Cache and 

DSR External Route Cache. The packet is passed to the Broker component as the Boundary Node operates 

DSR and OLSR. The Broker successfully queries the OLSR Route Cache, as shovm below, which indicates 

that Node 12 is accessible.

DSR Source-Route Cache (Node 3) 
Entry Destination Path

]3 '  |7 ,5 ,3 ...............

DSR External Route Cache (Node 3) 
Entry External Boundary External 

Node Node Distance

F V  h
OLSR External Route Cache (Node 3)
Entry External Boundary External

Node Node Distance
0 i \ 2

1 - L  -
i2

OLSR Link-State Cache (Node 3)
Entry Destination Next

Hop
Distance Boundary 

Node
0 4 4 1 Yes

1 5 5 1 No

2 6 5 2 No

3 7 5 2 No

4 8 5 3 No

5 9 5 3 Yes

6 10 5 4 Yes
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The Node 3 Broker then forwards the packet into the OLSR region. The packet is switched to Node 10 

through the OLSR region using the regular OLSR technique. Each intervening OLSR node will have stored 

routing information regarding Node 12.

4.3 Node 9 receives the data packet destined for Node 12. Node 9 unsuccessfully queries its OLSR Route 

Cache and it passes the packet to the Broker component. The Broker finds a route to Node 12 in the AODV 

Route Cache, shown below. The Broker component then forwards the packet to Node 11 with the following 

header values, NGtwork._Layer(Source Address: 12, Destination Address 3, TTL:
20, ID: 55 Hop Count: 0).

AODV External Route Cache [Node 9)
Entry External

Node
Boundary
Node

External
Distance

0 - ■ -

AODV Distance Vector Cache (Node 9)
Entry Destination Next

Hop
Distance Type

0 11 11 1 Forward
1 12 11 2 Forward

OLSR Link-State Cache (Node 9) OLSR External Route Cache (Node 9)
Entry jDestination

i
Next
Hop

Distance Boundary
Node

Entry External {Boundary External 
Node iNode Distance

0 10 1 Yes 0 1 p  2

1 7 1 No

2 8 2 No

3 5 2 No

4 6 3 No

5 3 3 Yes

6 4 3 Yes

4.4 Node 11 attempts to switch the packet to Node 12 but discovers that the link to Node 12 has failed. Node 

11 may attempt an AODV local repair on the route to Node 12. If that fails too. Node 11 then issues a 

AODV_Error(Dest Count: 1, Unreachable Address: 12, Unreachable Sequence
Number: Unknown) message as normal encapsulated in a Network_Layer(Source Address: 
1, Destination 12, TTL: 20, ID: 54) packet.

4.5 The AODV_Error(Dest Count: 1, Unreachable Address: 12, Unreachable
Sequence Number: Unknown) message gets to Node 9 by means of normal AODV techniques. The 

entry in Node 12’s Route Cache for Node 9 is removed. Node 9 no longer issues OLSR_HNA messages 

advertising Node 12.

4.6 At Nodes 4 and 6 the route information regarding Node 12 is removed from the OLSR Route Cache as it 

is not refreshed by the receipt of OLSR_HNA messages. Intermediate nodes in the OLSR region also remove 

entries for Node 12 as per protocol-specific mechanisms.
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Figure 8-15 Scenario One: Network Diagram and Packet-Switching, Route Maintenance Messages
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4.7 Upon the receipt of the next data packet from Node 1 destined to Node 12, Node 3’s query of its route 

caches will fail to find a route to Node 12. Node 3 then issues a D S R _ E rro r (Error Type: Node
unreachable, Error Source Address: 3, Error Destination Address: 1,
Unreachable Address: 12).

4.8 Otherwise, the D S R _ E rro r(Error Type: Node unreachable. Error Source
Address: 9, Error Destination Address: 3, Unreachable Address: 12) is

processed by Node 1 and Node 2 which remove Node 12 from their respective External Route Caches. Both 

nodes may then try to re-establish a fresh route if there is a demand.

8.6 Summary

This chapter has focussed on issues pertaining to the ability of a heterogeneously configured ad hoc network 

to allow ad hoc internetworking between various regions that constitute the entire network. Ad hoc 

internetworking has been identified as one of the key features that enable the creation of networks that may 

react to network demands by reconfiguring regions of the network to use different ad hoc routing protocols 

which are suited to the underlying network conditions.

It is readily apparent that the existing concepts which are both used and proposed to enable internetworking 

between autonomous systems or between the Internet and a mobile ad hoc network would not suffice. The 

internetworking o f heterogeneously configured conventional networks is based on the use of statically 

configured gateways and hierarchical backbone solutions which are completely unsuitable for a mobile 

wireless ad hoc network.

This chapter presented a comprehensive internetworking technique that enables connected regions of nodes 

to discover routes that extend from one region into another in a completely ad hoc, distributed manner that is 

as scalable as the underlying ad hoc routing protocols themselves. The concepts of Home Networks, External 

Networks, External Routes and External Route Caches were also introduced in this chapter. In order to 

maintain the scalability and efficiency of the constituent ad hoc routing protocols; AODV, DSR and OLSR, 

the internetworking technique uses the existing signalling techniques of each routing protocol to effect its 

business. This enables each o f the protocols to engage in an ad hoc internetwork without changing the 

characteristics of the protocols or the robustness of the distributed system.

A Broker component was presented and its function was explained. The Broker sits in each Boundary Node 

and is responsible for ensuring that the scalability of the internetwork is maintained by throttling the rate at 

which control packets pass from one network into another. The Broker component is also responsible for 

transforming packets as they pass from one region into another so that they may be processed in the receiving 

region.
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Conclusions

9.1 Introduction

This chapter presents the conclusions that may be drawn from this thesis, the essence of which is that it is 

both necessary and feasible to design a flexible system at the network-layer of an open, mobile, wireless, ad 

hoc network. Section 9.2 reviews the specific contributions identified in the mtroductory chapter and details 

how they were achieved. Section 9.3 highlights some future work that can follow on from this body of work. 

Section 9.4 concludes the thesis.

9.2 Review of Contributions

The main purpose of this work has been to demonstrate the necessity and feasibility of a robust flexible 

multi-protocol network-layer for use in open, dynamic and mobile wireless ad hoc networks. The following 

discussion reviews the contributions that have been made to substantiate that claim.

A comprehensive survey and analysis o f ad hoc networking was presented, focussing extensively on the 

routing protocols used in such networks. A strong motivation for the design o f a reconfigurable, 
multi-protocol network-layer was advanced.

A comprehensive overview o f ad hoc networking was provided in this thesis, the main discussion of which 

was presented in Chapter 2. The review focussed on the diversity of form and function which characterises 

the technologies underlying the creation of ad hoc networking systems. The analysis revealed that there is 

much uncertainty as to the future form of ad hoc networks, both with regard to their purpose and also with 

regard to which core technologies will succeed. The review has shown that many new techniques are
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proposed for use in ad hoc networks, replacing existing protocols and technologies which have been 

developed for static, planned and wired networks. It was shown that the mobile ad hoc networking domain 

demands that such communication stack technologies be re-examined and redesigned, not merely 

incrementally modified or tweaked for this challenging networking environment.

In an extensive analysis o f multi-hop routing protocols it was shown that there is a wide array of multi-hop 

distributed routing protocols on offer, each of which have been shown in the literature to exhibit varying 

performance profiles when challenged by different networking scenarios. Consequently, a very detailed 

analysis of the causes of these variations in the performance of the routing protocols was carried out and the 

three networking factors of node density, relative node mobility and traffic loading were identified as having 

the greatest effect on an ad hoc node’s ability to efficiently engage its routing protocol.

In sum, it was shown that ad hoc networks demand solutions tailored to their unique characteristics; the 

solutions and architectures associated with static. Internet-type systems will not suffice. The review 

concluded by proposing the development of a flexible multi-protocol network-layer that can independently 

and dynamically respond to the network’s needs.

The concept o f flexibility and adaptability in ad hoc networks was developed through the re-engineering of  

the structure o f the network-layer for mobile ad hoc networks. The specific requirements o f such a 

network-layer were reasoned and enumerated.

As the central aim of this thesis was to demonstrate the feasibility of the development of a flexible 

muhi-protocol network-layer, extensive consideration was given to the development of a system that would 

support such a complex and sophisticated distributed system. The conclusion of this analysis was that system 

components enabling auto-configuration (initialisation, joining, migration and merging), ad hoc 

internetworking between heterogeneous regions of the network and network-layer reconfiguration of regions 

of nodes in response to changes in the observed networking conditions were key to maximising flexibility at 

the network-layer.

A consequential conclusion of that analysis was that current network-layer structures would not suffice for 

such an adaptive concept. Current network-layer structures are built with a changeover timeframe of years in 

mind whereas the flexible network-layer would be expected to organise itself over a timeframe of the order 

of seconds, such is the dynamic nature of the environment.

The analysis determined that those core features of a flexible network-layer centred on the network’s ability 

to observe and analyse its environment with a view to either correcting or optimising its configuration in 

response. Notably, it was also determined that the components enabling such flexibility at the network-layer 

should not undermine the already-optimised ad hoc routing protocols in use at the network-layer. To that end, 

the explicit use of multi-hop routing services was eschewed throughout the design of the system.

A set o f metrics for observing and analysing the networking conditions pertaining to the efficiency o f a 

node’s network-layer configuration was introduced. Techniques to enable the local and passive collation 

of such metrics were developed.
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Flexibility to reconfigure the network-layer in this system assumes the ability to observe, analyse, reason and 

conclude about the configuration changes desired. It was shown that nodes must be enabled to appreciate the 

network factors that affect their operating efficiency in order to intelligently reconfigure the network. In order 

to observe and analyse such network factors, it was found necessary to develop metrics that fit with the 

system objectives. It was shown that there is some difficulty in determining network analysis metrics for 

autonomous nodes in a completely distributed, non-hierarchical system. The use of conventional techniques 

such as those used in network management schemes was rejected as such systems sit on top of the 

network-layer. Instead, costless, passive, localised metrics were devised, allowing each node to collate 

information that is freely available within the network-layer of each autonomous node. These metrics enable 

each node to independently measure the relative mobility o f the node, the degree of the node and the traffic 

loading on the node.

Novel techniques for enabling the auto-conflguration o f ad hoc nodes were developed. These techniques 

ensure the stable and consistent configuration o f a distributed multi-state networking system by providing 

for the robust and lightweight just-in-time correction of distributed network variables.

This mechanism was based on the requirement that all nodes operating a flexible multi-protocol 

network-layer should be able to independently manage their own network-layer configuration. The 

component had to be designed in a completely distributed manner, capable of dealing with any manner of 

naturally occurring disruptive network events. In designing the component, ad hoc management schemes, 

address auto-configuration schemes and the concept of self-stabilisation were comprehensively analysed and 

reviewed.

The concept of self-stabilization by local checking and correction was identified in this thesis as a suitable 

technique on which to base such a robust and distributed autonomous-configuration protocol. The resulting 

auto-conflguration protocol was built on an initial tentative stateless network-layer configuration protocol 

(the SCI protocol) coupled with a non-terminating, self-stabilising protocol (the CCDR protocol) which 

detects and corrects inconsistencies in the network state.

Novel techniques for enabling the reconfiguration of ad hoc nodes were developed. These techniques 

enable a mobile ad hoc network to reconfigure its variable parameters in response to the networking 

factors that affect its performance efficiency.

This novel mechanism was motivated by the need for nodes to change their choice o f routing protocol at 

runtime in response to infiuential changed network factors. The literature was shown to demonstrate that 

there are limits to which classical distributed consensus-type protocols could be applied to the mobile 

wireless ad hoc network setting on account of the Fischer-Lynch-Patterson (FLP) impossibility result. The 

novel technique presented in this thesis accepted those limits by its use of local, soft-state decision-making 

protocols which fall within the FLP constraints.

A novel fi-amework was presented, one that builds on the social-science theory of diffusion of innovations, a 

theory which describes a flexible decision-making model. The use of this concept enabled the development

237



9 Conclusions

of an autonomous reconfiguration protocol which addresses the constraints imposed by the mobile ad hoc 

networking system model.

Novel techniques for enabling the ad hoc internetworking of heterogeneously configured ad hoc domains 
were developed. These techniques facilitate end-to-end, multi-hop, peer-to-peer networking in an 

internetwork o f dynamically reconfigurable heterogeneous routing domains.

A novel technique was developed to enable the network to offer seamless multi-hop peer-to-peer ad hoc 

internetworking across a network composed of multiple heterogeneously configured regions (or domains). As 

shown in this thesis, the spatially and temporally diverse nature of open ad hoc networks strongly suggests 

the development of a more sophisticated multi-protocol network-layer which would enable the creation of an 

ad hoc internetwork of autonomous domains: each domain using an interior routing protocol which is 

optimally suited to the prevailing demands. Such a reconfigurable networking system is made possible by the 

above-cited novel techniques.

However, maintaining multi-hop, peer-to-peer connectivity in such a heterogeneous internetwork of 

autonomous and dynamically configured systems was shown to be a non-trivial task. An extensible 

framework was presented, one that builds on the existing proven and robust interior ad hoc routing protocols, 

such as AODV, DSR and OLSR, extending their design philosophies to the task of seamless ad hoc 

interdomain routing. The design of the framework took a completely distributed approach, in keeping with 

the robust design philosophy of the underlying interior routing protocols. The concepts of Home Networks, 

External Networks and External Route Caches, as well as techniques that enable nodes to discover and use 

routes across an ad hoc internetwork, were introduced in this work.

9.3 Future Work

This thesis has focussed on enabling ad hoc networks to autonomously organise themselves at the 

network-layer in response to the divergent networking demands and conditions that may be experienced in a 

realistically characterised ad hoc network. The contributions presented in this thesis have demonstrated that it 

is both necessary and feasible to look beyond contemporary network architectures and solutions when 

seeking to explore a domain as challenging as that represented by mobile ad hoc networks. However, the 

problems addressed in this thesis only represent a subset of the issues which must be addressed if ad hoc 

networks, and indeed any future packet-based wired or wireless networks, are to succeed in more divergent, 

more dynamic and more demanding environments than have ever existed heretofore. It has already been 

acknowledged in Chapter 7 that the whole issue of decision-making in complex distributed systems needs to 

be further advanced, possibly by trying to take more cues from the literature emanating from diverse 

disciplines such as economics and social science. As this thesis is an exploration of flexibility in ad hoc 

networks, a number of topics are suggested as meriting research in the near fiiture.
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9.3.1 Disaggregated Network Architectures

As technologies such as ad hoc networks become a reality, facilitating a move towards pure packet-based 

wired, wireless and hybrid networks, the global networking landscape will become increasingly fractured and 

heterogeneous in its makeup. As networks head in this direction, there will be a need to architecturally 

accommodate the increased flexibility required by increasingly disaggregated networks. Disaggregation is a 

term that is used to describe networks that are non-homogeneous, distributed and subject to control by 

competing entities. Network disaggregation can occur in any of the traditional layers of a network protocol 

stack or it may occur outside the technological sphere, i.e. in the commercial or regulatory spheres. 

Furthermore, network disaggregation may occur over both the space and time continua.

To further explain the concept of disaggregation, the notion of a control plane is introduced. Such a plane 

may exist for many purposes: technical -  network route management, MAC management, distributed PKI 

management, resource discovery management; commercial -  billing, ownership; or regulatory -  RF 

spectrum licensing, anti-monopoly controls. The purpose of a control plane, regardless of what type it is, is to 

ensure a degree of organisation across an inherently distributed system. In the absence of such control planes, 

individual network entities cannot interact in a collaborative manner.

Accounting and authorisation plane ^
Network routing plane ► Disaggregated
RF spectrum licensing plane J  control planes
Spatial extent of network

X

Figure 9.1 Control Plane Disaggregation over Space

As the scope of the network extends over both space and time, there will be a need to disaggregate the 

control within each plane so as to address local, i.e. time-local and space-local, conditions. Referring to 

Figure 9.1, it may be seen that there are three space-oriented control planes extending over this sample 

network. Looking at the accounting and authorisation plane, it may be seen that the plane is divided into two 

domains (the light and dark blue parallelograms). This infers that the network is subject to control by two 

authorities which have jurisdiction in two separate spatial locations. The network routing plane, arbitrarily 

positioned below the accounting and authorisation plane in Figure 9.1, is also split into two domains. 

However, it should be observed that the discontinuity in the control of the networking routing plane does not 

match that of the accounting and authorisation plane. In short, the decisions to disaggregate these two planes 

are independent events.

In Figure 9.2, the time-oriented disaggregation of the RF spectrum plane is illustrated, with a discontinuity 

occurring at a around noon. This disaggregation in RF spectrum control may represent a change in spectrum 

usage permissions at this time. Such a temporal change in control over RF spectrum may occur where service 

providers are given the right to use spectrum in accordance with user demand, e.g. spectrum may be given 
over to traffic information monitoring and dissemination in the morning to accommodate the heavy load of 

the rush hour and then transferred to environmental monitoring in afternoon for pollution and weather 
tracking services when those needs become dominant.
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Accounting and authorisation plane 
Network routing plane 
RF spectrum licensing plane 
Temporal extent of network

Disaggregated 
control planes

Morning Noon Night t

Figure 9.2 Control Plane Disaggregation over Time

Furthermore, while a control plane may map directly to a protocol layer, as in the case of the network routing 

plane, in other cases it may not. In such cases, the manner in which a node or network partition intersects the 

control plane may demand a new and different way of representing and implementing the technical 

management services and protocols necessary to enable disaggregation. Control planes may be independent 

of each other, as in the case of a network routing plane and an application accounting plane, or they may be 

dependent planes, e.g. the ownership plane and the security plane.

Relating this idea back to the work presented in this thesis, the network-layer routing protocols and 

packet-switching services represent an implementation of a control plane. As illustrated in both Figure 9.1 

and Figure 9.2, the network routing plane is not uniformly controlled over all space and time. The techniques 

developed in this thesis represent the kinds of management services that are necessary to allow the network 

to disaggregate at the network-layer ui order to accommodate diverse demands and conditions, whilst also 

ensuring that the end-to-end network communication services are still preserved.

This thesis demonstrates there are a number of concrete technical tasks that must be addressed before any 

control plane may be disaggregated: namely zero-configuration, collective reconfiguration and inter-domain 

transacting. Autonomous (or zero) configuration will always be necessary for any control plane where there 

can be no prior expectation of the state of the control plane prior to the node/network engaging with it. 

Collective reconfiguration techniques will be necessary for nodes/network partitions to cope with dynamic 

changes in the control plane. Finally, as the essence of a disaggregated network architecture is that it allows 

competing or alternative networks and network services to operate, there must be a facility to allow nodes 

communicate across a disaggregated global network in seamless manner.

9.3.2 Volatile Systems

In moving away from centralised, wired and static networks, to a network architecture that is much more 

fluid there will be a need to address the inherent volatility in such systems. Volatility is a term that may be 

used to describe the characteristics of a system that make it susceptible to uncontrollable, unforeseeable or 

unplanned changes which may have the effect of disrupting the structure of the networking system, e.g. the 

relationships between neighbouring, peer and end nodes. Any network that exhibits some of the following 

attributes may be seen as a system susceptible to volatility: node mobility, open network structures, variable 

link quality, variable signalling techniques and variable connectivity among others. The consequences o f 

such volatility are that it disrupts distributed protocols, programmes and techniques which are heavily 

dependent on the underlying physical and topological structure of the network.
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The structure of any network revolves around the nodes of that network and the links intervening between 

those nodes. When the network is wired and centralised, the links are generally reliable and the location of 

the nodes is not subject to unplanned change. The quality of the links is also assured to a high degree, such 

that centralised control and monitoring of the network state is possible. Such stability generally negates any 

need for dynamic reconfiguration within the system. Generally, reconfigurability is only desirable as a means 

to address some deficiency in the current network configuration; deficiencies brought about by changes in the 

networking conditions and demands. As networks become increasingly mobile and dependent on wireless 

links, the variability of the network’s quality-of-service, i.e. its end-to-end throughput, delay and capacity 

characteristics, becomes larger. Such variability demands the reconfiguration of protocol and system 

parameters so that the network is best-configured with regard to the prevailing conditions.

Emerging network architectures, of which ad hoc networks are but one example, will be increasingly built 

around adaptable and reconfigurable hardware and software. In practice, such reconfigurability introduces the 

notion of multi-state systems that can change their state, or have it changed for them, in response to different 

needs. In the context o f reconfigurable services and applications designed for distributed networking systems, 

the state of those services will often be determined by the union of the states at the individual nodes and links 

that make up that system.

In this thesis, issues of reconfigurability, multi-state protocols and system volatility were addressed by means 

of the auto-configuration protocol described in Chapter 6. However, such protocols and techniques must 

become more prevalent in all fiiture networks susceptible to volatility, even volatility of the weakest kind 

such as a single failing link or link of inconsistent quality. In the absence of strong (in the distributed 

computing sense) leadership and monitoring services, individual nodes are responsible for ensuring the 

correction of their own state. To this end, the concepts that were introduced by Dijkstra [Dij74] must be 

applied more consistently to fiiture protocols and distributed techniques designed for systems that may be 

easily perturbed.

9.3.3 Service-Driven Protocol Stacks

This thesis espoused the view that a reconfigurable network-layer facilitated the kind of flexibility that is 

necessary to address the challenges faced by realistically characterised ad hoc networks. In doing so, it was 

shown that there is a need to move from the static configuration of a node’s network-layer to a more flexible 

system that allows nodes to configure themselves in response to changing networking conditions and 

demands. However, in this thesis, this service-driven reconfigurability was presented within the confmes of 

statically formed protocol stacks that generally conform to the model of the TCPAP or OSI-based protocol 

stacks. Such stacks are generally configured to have about seven layers ranging from the physical layer up to 

the application layer, regardless of specific demands that will be placed on those stacks. The whole concept 

of peer-to-peer networking, whether it is the interaction between clients and servers at the application-layer 

or remote nodes at the network-layer, is predicated on the understanding that all participating peer nodes will 

be using the same protocol stack.

In the context of open mobile ad hoc networking, it is assumed that each node entering a network has been 

setup with the same protocol stack structure. This ensures that all nodes in the network can interact on a
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peer-to-peer basis, whether it is a neighbour to neighbour interaction at the physical-layer or an end-to-end 

transaction at the application-layer. This assumption could easily be argued to be a contrivance in the context 

of an open, autonomous computing environment. In much the same way that this thesis proposed that nodes 

should not be expected to have configured their network-layer a priori, the same case can be made for the 

construction of a node’s protocol stack. Future networking systems will be far more distributed than today, 

depending on autonomous nodes and decentralised authority structures. There will be no standard node 

model to conform to as there will be no single regulatory network authority. The challenge will be to allow 

nodes to construct the appropriate protocol stack on-the-fly so as to address the current network demands. 

This type of dynamic stack construction will have to ensure consistency between neighbouring, peer and 

end-system nodes on a demand-driven basis.

Therefore, in moving towards an increasingly flexible and reconfigurable network architecture, a rethinking 

of the notion o f statically deployed protocol stacks may be required. Rather than creating a network of 

identikit nodes in the absence of network experience, it may be possible to move to a service-driven protocol 

stack model in which a node creates (and destroys) its protocol stack in response to demand. Returning to the 

core of the protocol stack ideals, which were highlighted in Chapter 4, a well-formed protocol stack consists 

of layers with clearly defined service interfaces. If such an ideal is adhered to, then it should be possible to 

construct appropriate protocol stacks in an on-demand basis if techniques and protocols are developed to 

ensure that the necessary peer-to-peer compatibility of transacting nodes, which fundamental to the operation 

of any protocol stack concept, are respected.

9.3.4 Cost-Benefit Comparison of Competing Network Solutions

In order for emerging network architectures and technologies to advance, they must be adopted by the 

markets that they are targeted to. While the adoption of new technologies is influenced by an array of factors, 

some of which may be intangible {the diffusion o f  the innovations) or incalculable, the perceived cost-benefit 

ratio of a new technology will almost certainly influence its possible adoption. In order to enable the ready 

comparison o f emerging architectures, it shall be necessary to objectively characterise both the costs and the 

benefits that accrue with each solution or architecture. However, as the set of solutions that will be available 

in the future will be quite diverse in terms of how they go about providing end-to-end data services, it will 

often be a case of comparing apples with oranges, so to speak. In order to compare the immediately 

incomparable, it will be necessary to reduce the essence of each solution to a $/kbps or $/QoS number so that 

the solutions are readily comparable for the potential user or adopter. In giving this number, it will also be 

equally important to ensure that the process of arriving at that number does not incur the same effort as the 

development o f the networking solution in question.

For example, a simple target market scenario may be a college campus that requires the availability of data 

services throughout the campus. While it is accepted that the solution will entail wireless technologies, it is 

not clear as to what wireless solution should be deployed as many candidate solutions exist. One solution, the 

apple solution, may be an advanced 3G offering which would require a contract with the 3G network service 

provider, the installation of base-stations and the trenching of cables to the 3G Radio Network Controller. 

Another sample solution, the orange solution, may be an IEEE 802.16 wireless mesh network which may
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connect to the college’s existing wired LAN and require little or no cable and trenching. Neither would this 

solution require a new contract with an external network service provider. Such a scenario may present 

difficulties to the potential adopter as there are many cost-benefit factors to bear in mind: the initial capex, 

the ongoing opex, the expected QoS, the labour force costs (industrial relations, redundancies, new hires) and 

other intangibles (political cost, student-college relations) etc. A successful model should allow for an array 

of such diverse costs and benefits to be represented by as few simple metrics as possible, such as diverse 

motor cars are often represented and classified by their engine capacity and fiiel efficiency.

In order to develop a model that can be used to provide a fast and accurate cost-benefit analysis of any given 

network architecture or solution, the use of a component-based model may be beneficial as it may enable 

reuse of components that appear in a number of solutions. For example, if it is possible to model the 

cost-benefit attributes of a wireless link subsystem or set of dependent link subsystems (the smallest 

component that may be modelled may not always have a direct correlation to the smallest network element as 

technical constraints may demand the grouping or coupling or multiple sub-components) then it may be 

easier to analyse the cost-benefit of larger systems that are built around these subsystems.

The real challenges will arise when technologies move towards increasingly flexible platforms, platforms 

which are increasingly reliant on reconfigurable software and simple, but fast and powerful, general purpose 

processing abilities. In such a scenario, the existing network may be able to entirely reconfigure itself to 

offer a new type o f solution using the existing hardware, e.g. radio front ends, memory and processors, but 

new software, e.g. new modulation schemes, new MAC schemes and new network schemes. In this case, the 

change could occur much more rapidly than is currently the case of the installation of a network solution at a 

greenfield site. In essence, the change over to a new network solution over a relatively short period of time at 

the site of an exiting solution approximates to a brownfield site deployment, albeit at a much more rapid 

pace. The notion of this kind of brownfield-site system-upgrading will become much less discrete and 

obvious event in the future. In such network settings, rapid local or regional reconfiguration may become the 

norm. However, the same demands on cost-benefit estimation hold true in such a scenario as a network will 

only be reconfigured if there is a cost-benefit in doing so.

9.4 Conclusion

This thesis represents a step forward in our understanding of what flexibility, adaptability and 

reconfigurability means at the network-layer of mobile, wireless, ad hoc networks. Rather than focussing on 

developing another new routing protocol that would address the inconsistencies of the existing body of ad 

hoc routing protocols, this thesis has proposed a novel system that leverages the strengths of existing ad hoc 

routing protocols by enabling the network’s nodes to autonomously organise themselves in response to 

changing networking conditions and demands. This work provides a sound basis on which to advance further 

research for fiiture reconfigurable networking systems and to develop the services necessary for the 

successful deployment of next-generation wireless networking systems.
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x m  Core Ad Hoc Routing 
Protocols

A.1 Introduction

Chapter 3 presented the concept of a flexible multimodal ad hoc networking system. Such a flexible system is 

composed of many distinct components. The core ad hoc routing components of such a system are presented 

in this appendix. Three representative ad hoc routing protocols have been chosen for study from among the 

many proposed generic routing protocols described in Chapter 2. For the purposes of clarity in other chapters, 

this appendix simply describes the operational details of the three protocols that have been used in this work. 

An understanding of, and familiarity with, the operation of these protocols is necessary to appreciate the 

work presented throughout this thesis. As such, this appendix is usefiil for those who are not familiar with the 

operation of AODV, DSR and OLSR.

A.2 Ad Hoc On-Demand Distance Vector Routing - AODV

■  Evolution and Design Objectives

The Ad Hoc On-Demand Distance Vector protocol is a reactive protocol that uses a distance-vector based 

approach to discover and maintain routes in a network. The protocol has been developed primarily by 

Charles E. Perkins and Elizabeth M. Belding Royer [Per99]. The protocol builds upon the proactive DSDV 

protocol. DSDV is a proactive distance-vector algorithm based on the classic Bellman-Ford routing 

mechanism [For62] that was developed by Charles E. Perkins. DSDV introduced sequence numbers to 

overcome routing loops that could otherwise frequently occur in mobile ad hoc networks. Each destination 

entry in the DSDV routing cache is marked with a sequence number that has been assigned by the destination 

node. The use of sequence numbers allows nodes to distinguish between stale routes and fresh routes. In 

DSDV, the entire routing table of each node is either periodically broadcast throughout the entire network or 

else, in an alternative implementation, a partial routing table dump may be triggered by link failures. 

However, while DSDV is an improvement on the distance-vector protocols used in conventional wired 

networks, such as RIP, it has been found to be slow to converge in mobile wireless ad hoc networks. The 

traditional requirement of distance-vector protocols to maintain routing information on the entire network 

introduces too much overhead into a wireless ad hoc networking system.

Following on from the lessons learned in the development of DSDV, AODV was designed as a "pure on- 

demand route acquisition system ’ in an attempt to minimise the flooding of control packets by creating routes
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on a hop-by-hop demand-only basis, using a distributed distance-vector technique. AODV primarily 

distinguishes itself from other reactive protocols by virtue of the distributed nature of its route (path) 

discovery procedure. The authors state that the primary aims of the protocol are; to broadcast discovery 

packets only when necessary, to distinguish between local connectivity management and general topology 

maintenance and to disseminate information about changes in local connectivity changes to those 

neighbouring nodes that are likely to need the information.

■ Operational Description

The AODV protocol is composed of number of distinct components: path discovery, route cache 

management, and path and local connectivity maintenance. The data forwarding component of the 

network-layer is not specified in the AODV literature but is critical to the operation of multi-hop 

communication in an ad hoc network. In this regard AODV follows the design of conventional networks 

where data forwarding is not the function of the routing protocol. Instead, it is handled in accordance with the 

specifications of the IETF RFC 1812 [Bak95], which details the requirements of an IPv4 router. Only the 

basic operations of these components are outlined here; detailed descriptions of the protocol may be found in 

[Per99], [PerOl], [Per02b] and [RoyOO].

AODV State Data FIFO Data BufTer(s)

□Sequence Number 
□Broadcast Identification Number 
(RREQ ID)

Send Buffer

Maintenance Buffer

AODV State Table Route Cache Structure(s)

□Route Request Table
Distance-Vector ^

Link-State

Paths

Figure A-1 AODV Protocol State Data, Tables, Route Cache and Data Buffers

Each AODV node maintains protocol state tables, state data, data buffers and a route cache; these are listed in 

Figure A.I. Each AODV node maintains its own Sequence Number, which appears in the route tables of 

other nodes as the Destination Sequence Number. Sequence Numbers are used to guarantee loop-freedom of 

routes towards any destination as they allow nodes to distinguish stale and fresh routing information.

The Broadcast ID Number is used to uniquely distinguish each broadcast packet sent by the node. Each node 

maintains a Route Request Table that allows it to avoid processing broadcast RREQ packets that it has
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already dealt with. Each node also maintains two FIFO data buffers for data packets waiting for routes to be 

discovered and data packets in transit awaiting an acknowledgement from the next hop node. Each AODV 

node maintains a distance-vector based cache for each Destination Address entry that contains information 

based on the most recent sequence number for that Destination, i.e. its Destination Sequence Number. This 

information also includes a Hop Count, i.e. the distance from the node to the Destination Address. Each of 

these AODV protocol elements will be described in fiirther detail as the discussion of the protocol 

progresses.

Path Discovery:

As noted, one of the key features of AODV is that the discovery of routes is done on a reactive basis. When a 

source node requires a route to a destination, for which no valid route is found in the source node’s Route 

Cache, the path discovery process is invoked. The source node broadcasts a route request message, 

AODV_Route_Request, to its neighbours. Before originating the request message, the source node buffers 

the waiting data packets, which have prompted the path discovery process, in a first-in, first-out (FIFO) Send 

Buffer. The source node also increases its own unique monotonically increasing sequence number which it 

then includes in the request message Originator Sequence Number field. The use of a new (increased) 

sequence number in each request ensures that the other nodes treat the current request as the latest 

information on the source node.

The details of the AODV_Route_Request message are shown in Figure A.2. Its RREQ ID is dictated by 

the router’s own unique monotonically increasing identification number for broadcast messages. The RREQ 

ID allows other nodes to distinguish between new route requests and old ones by looking at the unique 

combination of the AODV_Route_Request‘s Originator Address and RREQ ID. Each node has a unique 

address, which it uses to fill in the Originator Address of the AODV_Route_Request. The node’s address 

is chosen either manually or by another automated scheme independently of the AODV protocol. A record of 

all AODV_RoutG_Requests, based on the Originator Address and RREQ ID, is kept in the receiving 

node’s Route Request Table for a limited time so that broadcast AODV_Route_Request flooding storms 

may be quenched.

Subject to the limiting effects of the time-to-live (TTL) of the network-layer packet encapsulating the 

AODV_RoutG_Request packet, each neighbour then rebroadcasts the AODV_Route_RequGst to their 

neighbours until the destination is found or until an intermediate node with a route to the destination is found. 

In the example illustrated in Figure A.3a, node 1 seeks a route to node 20. Node I originates an 

AODV_Route_Request seeking node 20, by broadcasting the message to its neighbouring nodes, in this 

case nodes 6 and 9. The request message is rebroadcast until it gets to node 20 as none of the other nodes 
have fresh routing information.

If the node has a stale entry for this Destination Address in its Route Cache, it will have an associated 

Destination Sequence Number in the cache also. If so, the node places this most recently known Destination 

Sequence Number for the destination node into the AODV_Route_Request. AODV does not delete 

routing information from the cache as soon as it times out. Rather, it holds the information in soft-state, i.e. it
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is not used for routing packets but appears in the Route Cache, so that it may be used in the route discovery 

process. If the Destination Sequence Number is unknown, i.e. there is no entry for the Destination Address in 

the Route Cache, the source node sets the U Bit in the request message. The inclusion of the Destination 

Sequence Number in the AODV_Route_Request enables intermediate nodes to tell if the information that 

they hold on the destination node is fresher than the information that the source node holds. Also, if the 

source node only wants the destination node to respond to the AODV_Route_Request, it may set the D 

Bit.

AODV_Route_Request
■  II ! ■  II  ....  n i l . . . . . . . . . . . . . . . . . . . . . .   "  " l  I "  *

Hop Count 

RREQID

Destination Address

Destination Sequence No.

Originator Address

Originator Sequence No.

G, D & U Bits

AODV_Route_Error

Destination Count

Unreachable Destmation Address »

Unreachable Destination Sequence No. |

AODV_Route_Reply

Hop Count

Destination Address

Destination Sequence No.

Originator Address

Lifetime

A Bit

AC)DV_Rep!y_Ack

No Body

Figure A-2 AODV Control Messages

In order to control and limit the number of broadcast request messages that are originated and forwarded in 

the network, AODV nodes use an expanding ring search technique. This technique prevents unnecessary 

network-wide dissemination of AODV_Route_Requests. The idea of the expanding ring search is that a 

node should initially originate a request with a very low TTL which is specified in the encapsulating 

network-layer packet. A low TTL ensures that the request message does not spread too far, decreasing the 

possibility of it causing congestion. It allows a node to query nearby nodes for routing information. If the 

request fails, i.e. no reply is received within some time limit, then the source node repeats the request 

message a limited number of times, incrementally increasing the TTL each time up to a maximum limit, e.g. 

the permitted network diameter. The rate at which AODV nodes issue request messages is also limited so that 

a single node cannot overwhelm the network with broadcast messages for multiple destination nodes.
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Figure A-3 AODV Networking Example

Nevertheless, as the AODV_Route_RGquest propagates through the network each intermediate node 

creates a short-lived reverse path in its Route Cache if the Source Sequence Number indicates that the 

information, regarding the source node, is fresh enough. The reverse path is a path back to the source node 

that may be used by the AODV_Route_Reply message: in effect the reverse path is a record of the 

neighbouring node from which the first copy of each unique AODV_Route_Request was received. The 

reverse path information is only kept in the Route Cache for enough time to allow an 

AODV_Route_Request to traverse the network and possibly generate an AODV_Route_Reply back 

along the path. In the example illustrated in Figure A.3a, node 12 would record node 10 as being the next hop 

node on the path to the source of the AODV_Route_Request, node 1. Intermediate nodes may only reply 

to the AODV_Route_Request if they have a fresh route to the destination in their Route Cache, i.e. one 

with a Destination Sequence Number equal to, or greater than, the Destination Sequence Number in the
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request message. If the Destination Sequence Number in the message is higher than the value recorded by the 

intermediate node, then the intermediate node deletes its existing route entry for the Destination Address as 

its information is stale and retransmits the AODV_Route_Request subject to the hop limit specified in the 

encapsulating network-layer packet. If an intermediate node originates the AODV_Route_Reply it may be 

required to send a gratuitous AODV_Route_Reply to the destination node too if the G Bit was set in the 

request message. If intermediate nodes were to reply to all requests from a source node, then the destination 

node may never learn of a path to the source node. Many communication streams are bidirectional, e.g. TCP, 

and delay may be incurred by the destination node having to invoke a path discovery process for the return 

route.

When a request reaches either the destination or an intermediate node with fresh information a reply 

message, AODV_Route_Reply, is unicast back to the source along the reverse path. The nodes on the 

reverse path that receive the AODV_Route_Reply message create longer-lived forward paths in their 

Route Caches to the node that originated the AODV_Route_Reply. The value o f the timer associated with 

the forward-path is specified by the Lifetime field in the reply message. Figure A.3b depicts the situation that 

would occur if the first request to reach node 20 had come from node 14. Node 20 would issue a reply to 

node 14 and ignore the later identical request from node 16. In Figure A.3b, node 11 would record node 14 as 

being on the forward path to node 20. When an AODV_Route_Reply reaches the source node it may begin 

forwarding data that is pending in the Send Buffer, thus completing the path discovery process. If the path 

discovery process fails, the node dumps the data packets waiting in the FIFO Send Buffer.

One other feature of the path discovery process concerns the ability of AODV to overcome the existence of 

asymmetric links, or general link failures, in the network during the path discovery process. An 

A OD V_Route_Reply may fail to reach the source node if the path that it traverses contains an asymmetric 

link. If no other reply has been generated, the source node will have to wait until its original request times out 

before issuing another request. This cycle may be repeated until the source node gives up. Additionally, a 

node that has replied to a request over an asymmetric link will ignore subsequent identical request that may 

arrive over symmetrical links. To ensure that a reply is delivered to the source node, a replying node sets the 

A Bit in the A OD V_Route_Reply that it issues. A node that receives this request must acknowledge 

receipt of the message by sending an AODV_Reply_Ack message. If a node fails to receive an 

acknowledgement it will add the next hop, to which it had sent the AODV_Route_Reply, to a blacklist and 

will subsequently ignore request from that node.

Route Cache Management:

Both the reverse path and forward path route entries have associated timers, the expiration of which will 

cause the paths to be expunged from the Route Cache. The reverse paths’ timers are short-lived and they are 

expunged if a reply is not unicast back along the path within a short time. As depicted in Figure A.Sa, many 

nodes will have set up reverse paths during the path discovery phase but only a few of those nodes are 

actually on the discovered path; nodes 1,9, 10, 12, 11, 14 and 20. The other reverse paths will be deleted as 

they will not be used by node 1 .The longer-lived forward path’s timer expires if the route is not used and the 

timer is not refreshed; a route cache entry’s timer is refreshed whenever a node forwards data along its path.
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A node will only update its routing information based on an AODV_Route_Reply if the Destination 

Sequence Number in the message is greater than the one recorded in the Route Cache or if the Destination 

Sequence Numbers are equal but the Hop Count in the message is lower.

Data Forwarding:

The AODV specification documents do not dictate any mechanisms to handle the forwarding of data. The 

protocols authors consider AODV to be a route cache management protocol, expecting that data forwarding 

is handled separately in accordance with [Bak95]. In light of that, the forwarding of data in the implemented 

AODV network is done on a hop-by-hop basis using the entries in the route cache. The route cache used in 

the AODV protocol is designed to accommodate the distance-vector routing methodology used in the 

protocol.

Local Connectivity and Path Maintenance:

Nodes on an active route, i.e. a route over which traffic is being forwarded, generate periodic Hello 

messages. These messages are actually AODV_Route_Reply messages that have broadcast with a TTL of 

1 in the encapsulating network-layer packet, ensuring that they are not retransmitted beyond the one-hop 

neighbourhood. Nodes on an active route listen out for Hello messages from their neighbours and if a Hello 

message is not received within a defined period it is assumed that the link is broken and the node proceeds to 

delete dependent route entries and either send AODV_Route_Error messages to appropriate nodes or 

attempt to repair the link locally.

For each route maintained by a node’s route cache, a node maintains a list of precursors. Precursors are 

nodes that may be using the node to forward packets. The list of precursors for a destination route entry 

contains nodes to which an AODV_RoutG_Reply was forwarded or generated. AODV_Route_Error 
messages are sent to nodes on the precursor list. In some cases, nodes may choose to locally repair a broken 

path by issuing a limited fresh AODV_Route_Request for the destination node. In Figure A.3c, each node 

along the active path periodically beacons a Hello message to its neighbours but node 12 moves out of range 

of its neighbouring nodes 10 and 11. As node 12 has moved away, nodes 10 and 11 will notice this link 

failure and send AODV_Route_Error messages to nodes 9 and 14, the precursor nodes of 10 and 11 

respectively, as these nodes were using nodes 10 and 11 to reach node 12. As depicted in Figure A.3d, nodes 

9 and 14 will forward the AODV_Route_Error messages on to nodes 1 and 20 which are their respective 

precursor nodes. When the error message reaches nodes 1 and 20, these nodes may chose to initiate a new 

route discovery process is they still need to use the route that has been reportedly broken.

During the local repair process, which should not be noticed by the source node, a FIFO Maintenance Buffer 

holds data packets that were en route to their destination. Pending the reestablishment of the route, the 

packets are held in this buffer for a limited duration. If the local repair process fails, the buffered data packets 

are dropped.
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■ Additional Features 

Multicasting:

The authors of AODV have, in another specification document [Roy99b], extended the protocol for 

multicasting use. The Multicast AODV (MAODV) protocol requires some additional protocol state to be 

maintained at each node to allow nodes to form multicast trees and groups. However, MAODV is still reliant 

on the same underlying AODV flmctionality described above.

Heterogeneous Networks:

The AODV specification recognises the fact that an ad hoc network may have connections to other networks, 

or routing domains, that do not use AODV. However, the specification does not elaborate on any 

mechanisms to enable or maintain connectivity with such other networks.

A.3 Dynamic Source Routing - DSR

■ Evolution and Design Objectives

The Dynamic Source Routing protocol is a purely reactive protocol, the operation of which differs from most 
other approaches to dynamic routing in networks. The protocol, as its name implies, uses a dynamic source- 

initiated routing technique to get packets from a source to a destination in a mobile wireless ad hoc network. 

DSR represents a step-change in the design of routing protocols for mobile ad hoc networks and was 

designed by David Johnson, David Maltz and Josh Broch at Carnegie Mellon University [JohOl]. The 

authors were influenced by the design of IEEE 802 (i.e. link-layer) source routing bridges.

The DSR specification document [Joh02b] states that the “protocol is designed for mobile ad hoc networks 

with up to around two hundred nodes, and is designed to cope with relatively high rates o f mobility.” The 

authors also assume that the network diameter will often be small, e.g. 5 to 10 hops. It is also assumed that 

“the speed with which the nodes move is moderate with respect to the packet transmission latency and 

wireless transmission range o f the particular underlying network hardware in use." Also, while not 

compulsory, the protocol has been designed to take advantage of radio hardware for broadcast media that 

allow nodes to operate in a promiscuous receive mode. This mode enables the nodes to access all packets, 

regardless of the link-layer address, allowing the protocol to take advantage o f 'sniffed’ data. Only the DSR 

header and encapsulated network-layer header are sniffed; the data payload is not accessed, allowing its 

integrity to be secured on an end-to-end basis.

■ Operational Description

The DSR protocol is composed of a number of distinct components; route discovery, route maintenance, 

route cache management and data delivery. Only the basic operations of these components are outlined here; 

detailed descriptions of the protocol may be found in [Joh02b] and [JohOl], Unlike most other routing
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protocols that follow the lETF’s RFC 1812 guidelines for conventional routers when it comes to data 

forwarding, DSR employs a distinctive source-routing technique.

Each DSR node maintains protocol state tables, state data, data buffers and a route cache; these are listed in 

Figure A.4. The Broadcast ID Number is used to uniquely distinguish each broadcast packet sent by the node. 

Each node maintains a Route Request Table that allows it to avoid processing broadcast RREQ packets that it 

has already dealt with. The BlackList Table and the Gratuitous Route Reply Table are used in the route 

discovery process. Each of these DSR protocol elements will be described in further detail as the discussion 

of the protocol progresses.

Route Discovery:

As noted, one of the key features of the DSR is that all aspects of the protocol operate entirely on-demand. A 

node only invokes the route discovery mechanism when it requires a route to a given destination for which it 

does not have a valid route in its Route Cache. The source node broadcasts a route request message, 

DSR_Route_Request, to its neighbours indicating that it seeks a route to the specified Target Address. 

Before originating the request message, the source node buffers the waiting data packets which have 

prompted the path discovery process, in a first-in, first-out (FIFO) Send Buffer. The RREQ ID in the 

DSR_RoutG_RequGst message, the details of which are shown in Figure A.5, is dictated by the router’s 

unique monotonically increasing identification number for broadcast messages.

DSR State Data

□Broadcast Identification Number 
(RREQ ID)

DSR State Table

□Route Request Table 
□Gratuitous Route Reply Table 
□Blacklist Table

FIFO Data BufTer(s)

Send Buffer ✓

Maintenance Buffer

Route Cache Structure(s)

Distance-Vector , 

Link-State , ̂  

Paths

Figure A-4 DSR Protocol State Tables, State Data, Route Cache and Data Buffers

The RREQ ID allows other nodes to distinguish between new route requests and old ones by looking at the 

unique combination of the DSR_Route_Request's Source Address and RREQ ID. The Source Address 

is not found in a DSR-specific packet, rather it is found in the encapsulating network-layer packet. A record 

of all DSR_Route_Requests, based on the Source Address and RREQ ID, is kept in the Route Request

267



A C ore  Ad Hoc Routiii” Protocols

Table for a limited time so that D SR _R outG _R equest flooding storms may be quenched. Subject to the 

limiting effects of the TTL of the D S R _ R o u te_ R eq u est packet, each neighbour then rebroadcasts the 

D S R _ R o u te_ R eq u est to their neighbours until the destination is found or until an intermediate node with 

a route to the destination is found. In the example illustrated in Figure A.6a, node 1 seeks a route to node 20. 

Node 1 originates a D S R _ R o u te_ R eq u est seeking node 20 by broadcasting the message to its 

neighbouring nodes, in this case nodes 6 and 9. The request message is rebroadcast until it gets to node 20 as 

none of the other nodes have fresh routing information.
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DSR_Route_Request DSR_Route_Error

RREQ ID 

Target Address 
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Intermediate Hop Address [1] 

Intermediate Hop Address [2]
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Salvage | F Bit | L Bit Ack Identification

Segments Left Ack Source Address

Intermediate Hop Address [1] Ack Destination Address

Intermediate Hop Address [2]

Intermediate Hop Address [n]

Figure A-5 DSR Control Messages

DSR employs two techniques to control the flooding o f DSR_Route_Requests through the network: 

propagating requests and non-propagating requests. The hop limit of each DSR_Route_Request:, 
specified in the TTL field of the encapsulating network-layer packet, limits the number o f intermediate nodes 

that the request may be forwarded to. The hop limit is decremented whenever the request is forwarded. Only 

requests bearing a non-zero hop limit may be rebroadcast. DSR nodes issue non-propagating requests, i.e. the 

hop limit is akeady set to zero, when they only wish to query their neighbours. This is an inexpensive 

technique that allows a node to see whether the destination node is one of its neighbours or, if not, to see if 

any o f its neighbours know of a valid route to the destination. If the non-propagating request fails, then the 

source node may issue a propagating request. Propagating requests are issued with a hop limit greater than 

zero, thus allowing the request to be forwarded to nodes beyond the neighbourhood of the node. Nodes may
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also employ an expanding ring technique when issuing propagating requests: if a node reissues a request it 

increases the hop limit subject to an upper limit.

Figure A-6 DSR Networking Example

As the DSR_Route_Request propagates through the network each intermediate node, that cannot 

generate a reply message, records its own address in the request message as the next Intermediate Hop 

Address, after checking that its own address does not aheady appear in the route record. This route record 

would have been initialised as an empty list by the initiator of the request. When the 

DSR_Route_Request gets to the target node, e.g. node 20 in Figure A.6a, the target node returns a 

DSR_Route_Reply to the node that was the initiator of the DSR_Route_Request. The 

DSR_Route_Reply contains a copy of the route record that had accumulated in the
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DSR_Route_Request. The target node, and each intermediate node, records the route record in their own 

Route Cache for possible later use.

In some cases an intermediate node may have cached information about a route to the requested Target 

Address. In such an event, instead of rebroadcasting the DSR_Route_Request message, the intermediate 

node uses its cached routing information to fill out the rest of the route record contained in the 

DSR_RoutG_RequGst. It then checks the entire route record to ensure that there is no duplication of 

addresses, i.e. there are no routing loops. The intermediate node then returns a DSR_Route_Reply to the 

source node. One other feature of the path discovery process concerns the ability of DSR to overcome the 

existence o f asymmetric links, or general link failures, in the network during the path discovery process.

Some underlying link-layer protocols require that links are symmetric in nature for unicast transmission. In 

such a scenario DSR can test the symmetry of the discovered route by sending the reply back over the 

reversed route. For example, in the case of the network of Figure A.6b, node 20 would send the 

DSR_Route_Reply back to node 1 over the discovered route through nodes 14, 11, 12, 10 and 9. This 

route was chosen as first request to reach node 20 came from node 14 in this example. The reply would fail to 

reach node 1 if any of the links was asymmetric. If a DSR node discovers that a node is asymmetric, when 

the link-layer requires that links are symmetric, it may list the asymmetric link in a Blacklist Table so that it 

may avoid using it to forward DSR_Route_RGply messages. If the link-layer protocol can operate under 

both symmefric and asymmetric links then the reply may be returned to the source node by piggybacking it 

on a new DSR_Route_RequGst for the source node, i.e. the original target node now tries to discover a 

route to the original source node.

Whenever a node processes a DSR_Route_RequGst or DSR_Route_RGply message it checks the 

message’s route record for fresh routing information, regardless of whether the message was intended for the 

node or not. For instance, if node 13 in Figure A.6b overheard the DSR_Route_Reply from node 20 to 

node 1 as it was forwarded by nodes 14 and 11, it would be able to cache the route record. Such a route 

record should allow node 13 to contact any node on the route from node 1 to node 20 without engaging any 

extra control overhead. Whenever the information in the Route Cache is updated, whether it is from 

information taken from a DSR_Route_Reply message or overheard information, then the Send Buffer is 

checked for data packets that may be awaiting the new routing information. Otherwise, data packets are 

dropped from the Send Buffer after a defmed waiting period.

Route Cache Management:

Each route stored in the cache of a DSR node has an associate timer. The timer is refreshed whenever a route 

is used to forward data. Routes are deleted from the cache when the timer expires. New route discovery 

processes are invoked if the route is required again.

Data Forwarding:

Unlike most other protocols, pure DSR does not require intermediate nodes to maintain any routing 

information. The basis of source-routing, the technique used by DSR, is that the source node is responsible
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for gathering routing information that it then places in the DSR_Source_Route header of the data packet. 

As shown in Figure A.5, this header contains the entire record of the route from the source node to the 

destination node. As the data packet is unicast from node to node, intermediate nodes simply look at the 

source route record in the header to determine the next hop in the path. The use of source routing means that 

there is no requirement for intermediate nodes to maintain routing information about destination nodes that 

they are not currently routing data to.

DSR also engages a route shortening mechanism that a node invokes whenever it overhears a packet for 

which it was not the intended next-hop. If the receiving node notices that its address is mentioned later in the, 

as yet, unvisited section o f the route record, then it may send a gratuitous DSR_Route_Reply message to 

the source of the data packet informing it of the shorter route that now exists. The node also keeps a record of 

the gratuitous reply in its Gratuitous Route Reply Table so it may limit the number of gratuitous replies it 

sends to any source node.

Route Maintenance:

Route maintenance is the mechanism that enables a source node to detect, while source-routing a packet, 

whether the network topology has changed to such an extent that the existing route does not work anymore. 

Each node that either originates or forwards a source routed packet is responsible for ensuring that the packet 

is received by the next hop on the specified path. A node buffers the packet in its Maintenance Buffer 

pending an acknowledgement that the packet was successfully forwarded. Confirmation of receipt by the 

next hop may come in three forms; link-layer acknowledgment, active network-layer acknowledgement or 

passive network-layer acknowledgement. Link-layer acknowledgments may be used if cross-layer feedback 

is possible and the link-layer provides confirmation of unicasting success. If using passive network-layer 

acknowledgments, which presupposes promiscuous packet reception ability, a node listens for the forwarding 

of the data packet by the node to which it had forwarded the packet. For example, in Figure A.6c, node 10 

would have forwarded the data packet to node 12, expecting to overhear node 12 forwarding the packet to 

node 11. Failure to overhear such a transmission would indicate that the link had failed. The node may 

attempt to send the packet a number of times before it is satisfied that the link has failed. Passive 

acknowledgements cannot be used on the last hop as the destination node will not be forwarding the data 

packet. The last option is to use active network-layer acknowledgements. In this case, a forwarding node 

requests an acknowledgement from the next node in the route by inserting a DSR_Ack_Request into the 

packet header. The receiving node is expected to respond with a DSR_Ack. Again, a node may resend the 

source-routed packet and DSR_Ack_Request a number of times before inferring that the link has failed.

If a node determines that a link has failed it originates a DSR_Route_Error packet to the source node of 

the packet that failed to be routed, in this case an Unreachable Node error message. As depicted in Figure 

A.6d, nodes 10 and 11 would send error messages to nodes 1 and 20 if either of these nodes was the source of 

the data packet that failed to be routed across the broken link. Any node that receives the error message 

removes entries from its Route Cache that depend on the failed link specified in the message.

272



Core Ad Hoc Routing Protocols A

■ Additional Feature 

Heterogeneous networks:

The DSR specification documents recognise the possibility that a DSR network may have connections to an 

external network that does not operate the DSR protocol. While the documents do not detail the manner in 

which a network should interact with an external network, they do mandate that certain state information be 

maintained by the nodes to accommodate the presence of external networks. The L (last hop) Bit in the 

DSR_Route_Reply message allows nodes to identify nodes as being gateways between networks. 

Corresponding flags must also be maintained in the Route Cache to identify such nodes. The F (first hop) and 

L Bits in the DSR_SourcG_Route header may also allow data to be routed from and to gateway nodes.

A.4 Optimised Link State Routing - OLSR

■ Evolution and Design Objectives

The Optimised Link State Routing protocol builds on the prior work that was done in the development of 

stable link state routing protocols such as OSPF [Moy98]. The protocol was designed by a group of 

researchers at the INRIA, the national French research body [Cla02]. OLSR optimises the classical link state 

protocol for the resource-constrained mobile wireless ad hoc networking environment by reducing the size of 

its control packets and by minimising the flooding of these control packets by selecting an optimal subset of 

nodes, called multipoint relays (MPRs), to retransmit and diffuse these packets. The OLSR protocol is only 

concerned with the discovery of routing information and does not specify data forwarding mechanisms. This 

approach is in keeping with the conventional routing protocols.

The proactive nature of the protocol means that nodes have routes available immediately, whether or not they 

are needed. As the protocol maintains routes to all nodes in the ad hoc network it is said to be more suitable 

for “large and dense ad hoc networks". It is also noted by the authors that the protocol is suited to “networks, 

where the traffic is random and sporadic between ‘several’ nodes rather than being almost exclusively 

between a small specific set o f  nodes”. The authors have specifically targeted this protocol towards large, 

dense networks for which the multipoint relay optimisation is most suited [Qay02].

■ Operational Description

The OLSR protocol collates and disseminates network information in three main stages: the sensing of 

neighbours, the selection and declaration of MPRs and the dissemination of topology control messages. In 

conventional networks data forwarding is not the function o f the routing protocol, it is handled in accordance 

with the specifications of the IETF RFC 1812, which details the requirements of an IPv4 router. Only the 

basic operations of these components are outlined here; detailed descriptions of the protocol may be found in 

[JacOl] and [Cla02],
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OLSR State Data

□Broadcast Identification Number

OLSR State Table

□Neighbour Set
□2-Hop Neighbour Set
□MPR Set
□MPR Selector Set
□Topology Information Base
□Duplicates Table

Route Cache Structure(s)

Distance-Vector 

Link-State 

Paths

FIFO Data BufTer(s)
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Figure A-7 OLSR Protocol State Tables, State Data, and Route Cache

Each OLSR node maintains protocol state tables, state data and a route cache; these are listed in Figure A.7. 

OLSR nodes do not maintain any FIFO buffers for data packets waiting on routes or for packets awaiting 

acknowledgements in transit. All OLSR control packets are broadcast and contain a unique Broadcast 

Identification Number. OLSR nodes maintain a Duplicates Table that allows them to distinguish control 

packets that they have already processed. The Neighbour Set, 2-Hop Neighbour Set, MPR Set, MPR Selector 

Set and Topology Information Base tables are used by the OLSR node to track the neighbourhood nodes, to 

select relay nodes and to share topology information. The OLSR Route Cache contains link-state entries 

based on the information in these state tables. Each of these OLSR protocol elements will be described in 

further detail as the discussion of the protocol progresses.

Neighbour Sensing:

A periodic neighbour sensing mechanism allows an OLSR node to learn of the nodes in its neighbourhood 

and to tell with which nodes it has a symmetric (bi-directional) or asymmetric (unidirectional) link, i.e. it 

allows a node to determine the link-states. Establishing that such a link is symmetrical requires that the link is 

checked in both directions. OLSR_Hello messages are used to establish link quality information, see Figure 

A.8 for the format of the Hello message. The OLSR_Hello message contains information about a node’s 

neighbours and their link quality. The OLSR_Hello message contains a list of symmetric links, i.e. those 

neighbouring nodes with which there is bi-directional communication, asymmetric links, i.e. those 

neighbouring nodes that have been heard by this node but that have not declared that they have heard from 

this node, and MPR nodes, i.e. neighbouring nodes that this node has chosen to be in its MPR Set.
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Willingness MSSN
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Link [n]:Neighbour Address [p]

Figure A-8 OLSR Control Messages 

Multipoint Relays:

Before describing the operation of OLSR, it is necessary to introduce the concept of multipoint relays. The 

multipoint relays are a key feature of this protocol as they are used to mmimise the flooding of broadcast 

packets in the network by locally reducing the duplicate retransmission of such packets. Each node selects a 

set of its neighbourhood nodes which are in its MPR set. The difference between the neighbours of a node 

which are hi its MPR set and those neighbours which are not is that only the MPR set neighbours retransmit 

packets that the node has sent to them. The other non-MPR neighbours only process packets from the node, 

they do not retransmit them. Neighbouring nodes must know if they are in the MPR set of a given node so 

that they will retransmit the broadcast packets as requested. To this end, each node keeps a list of its 

neighbours that are MPR Selectors of that node. A node is expected to retransmit a broadcast message that 

comes from one of the nodes in its MPR Selector Set. Nodes learn of their selection as MPR nodes through 

O L SR _H ello  messages which are periodically beaconed.
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When a node receives an OLSR_Hello message it updates its Neighbour Set, its 2-Hop Neighbour Set and 

its MPR Selector Table; these are among the state tables listed in Figure A.7. Each received OLSR_Hello 
message may contain a list of nodes that are neighbours of the node that originated the OLSR_Hello but 

that are not neighbours of the recipient node. For example, in Figure A.9a, the OLSR_Hello message from 

node 1 will declare nodes 2, 3, 6, 7, 9 and 10 as its neighbours {the blue nodes). When node 7 receives the 

message from node 1 it will only recognise nodes 2 and 3 as its neighbours. By default, nodes 6, 9 and 10 are 

its 2-hop neighbours. The Neighbour Set and 2-Hop Neighbour Set information is used to chose the MPR 

Set.

When each node selects its MPR Set it is aiming to pick a subset of its one-hop neighbours such that the 

union of their Neighbour Sets contains all of the node’s 2-Hop Neighbour Set. To explain, in Figure A.9b, 

node 1 chooses nodes 2, 3, 9 and 10 as its MPR Set {thepink nodes)ss these nodes provide coverage for all it 

2-Hop Neighbour Set {the yellow nodes), i.e. each of node I ’s 2-hop neighbours are the 1-hop neighbours of 

the selected MPR nodes. The MPR Set does not have to be optimal but the protocol loses its efficiencies if 

the MPR Set is not minimal.

The information in the OLSR_Hello message also contains a sequence number that allows a node to detect 

stale information and a Willingness indicator. The sequence number allows nodes to distinguish messages 

that have been delivered out of order. The Willingness indicator describes a node’s preference for selection 

as a multipoint relay by other nodes. Relaying packets may be too resource intensive for a weak node, in such 

a case a node may set its Willingness level to zero. The algorithm used to select MPR nodes from among the 

symmetric nodes of the Neighbour Set may take the Willingness of the nodes into account. Nodes covering a 

larger subset of 2-hop neighbours and having a high Willingness setting would be preferential MPR nodes. 

As a non-optimal default, a node may choose its entire symmetric Neighbour Set to be its MPR Set. It has 

been shown that the MPR approach compares favourably to other flooding minimisation techniques such as 

Dominating Set Flooding, Reverse Path Forwarding and Super Flooding [Cla02c], [Qay02].

Topology Information Dissemination:

The efficient dissemination of the link state information in OLSR is built around the declaration of 

OLSR_Topology_Control (TC) messages that allow nodes to construct a routing table. TC messages are 

broadcast periodically throughout the network using the MPR system to minimise overhead. The TC message 

declares a node’s MPR Selector Set, i.e. the message contains a list of the neighbours that have selected the 

originator of the TC message as their multipoint relay. The pink nodes depicted in Figure A.9b, nodes 2, 3, 9 

and 10, would contain node 1 in each of their MPR Selector Sets as node 1 has chosen them to be in its MPR 

Set. Each node maintains a Topology Information Base that records information about the network that the 

node learns through the TC messages. Each entry in the Topology Information Base, a protocol state table 

listed in Figure A.7, consists of a destination node, i.e. an MPR Selector node as identified in the TC 

message, the address of the last-hop to that destination, i.e. the address of the originator of the TC message, 

and an associated sequence number that allows the node to flush out stale information. Each entry is deleted 

after a time if it is not refreshed.
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Figure A-9 OLSR Networking Example 

Route Cache Management:

The final part of the OLSR protocol involves each node building a routing table based on the entries in its 

Topology Information base and its Neighbour Set. The information in the Topology Information Base is a list 

of pairs of nodes in the form [last hop, destination], A node builds its routing table by going through this list 

and building up a route to each destination by linking the [last hop, destination] pairs together until the last 

hop is one of the entries in its Neighbour Set. For example, in Figure A.9c, a route fi’om node 1 to node 21 

may be established by linking the Topology Information Base entries [last-hop: 7, destination: 8] and [last- 
hop: 8, destination: 21] together with the Neighbour Set entry for node 7. The protocol employs a procedure 
that ensures that the shortest paths are calculated and then entered in the route cache for immediate use. In the
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ongoing example, the route entry for destination node 21 would be [destination: 21, next-hop: 7, distance: 

3], As the routing table is based on the information contained in the Topology Information Base and in the 

Neighbour Set, if any change occurs in either of these nodes then the routing table must be recalculated. If 

there are no changes, i.e. if the topology does not change, then the routing table does not need to be 

recalculated. However, the OLSR protocol continues to issue Hello messages and TC messages regardless of 

the rate of change of the network topology.

Data Forwarding:

OLSR does not specify the mechanism that should be used to forward data through the network, solely 

concerning itself with the process of periodic topology discovery. The OLSR route cache is based on the use 

of link-state information.

■ Additional Features

Multicasting:

The OLSR protocol does not specify any mechanism to enable multicasting. However, given the full routing 

state information that is available from the protocol’s normal operation, multicasting could be easily realised 

by use of simple tree construction and group membership algorithms in conjunction with the above-described 

protocol.

Heterogeneous Networks:

The OLSR specification recognises the fact that an OLSR network may be connected to other networks that 

are not running OLSR. The specification provides a message format, the Host and Network Association 

(HNA) message that allows ‘gateway’ nodes to advertise their connectivity to other networks. HNA message 

are disseminated in a similar manner to the Topology Control messages. A HNA Information Base may be 

constructed to hold the HNA information.
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B.l Introduction

Self-stabilisation (or stabilisation) is the branch of computing that focuses on the ability of a system to 

converge, within a finite number of steps, from an arbitrary state to a state that exhibits desired system 

behaviour. In other words, a protocol would be said to be self-stabilising if its specification does not require a 

particular initial state to be imposed on the system to ensure the correct behaviour of the protocol.

Self-stabilisation by local checking and local correction is a technique that employs localised mechanisms to 

observe and correct the state of a network in a fast and robust manner. The technique can be used to 

transform an existing protocol into a self-stabilising protocol or to guide the design o f new protocols from 

scratch. Correct network behaviour, reflecting the objectives of the network protocol is characterised in the 

form o f a set of legitimate states, or predicates. The global state of a network is defined in terms of a number 

of such predicates. A predicate is simply a property or attribute of the network that can be affirmed or denied 

by some means, often taking the form of an evaluation fiuiction. In practical software coding terms, 

predicates will often take the form of if/else statements that may evaluate conditions (predicates) and control 

the execution of subsequent protocol steps.

A protocol is said to be stabilised when it reaches a global legal state. A network protocol is locally 

checkable if it has been designed such that whenever the protocol is in a bad state, some link subsystem is 

also in a bad state and that link subsystem can detect this fact locally. The global state o f the network consists 

of the Cartesian product of the state of each node in the network and the state o f the links intervening 

between each pair of neighbouring nodes, i.e. the messages in flight between each such neighbouring pair. In 

systems of interconnected networks, states are described by discrete variables and state transitions are 

described by transition rules, often in the form of programmes or protocols.

When the concept of local checking and correction is employed, each link subsystem is checked and 

corrected in parallel. The parallel checking and correction of the system ensures a fast recovery of the system 

when faults occur. Figure B.l shows a single networking system of seven nodes which can be viewed as 

consisting of eight overlapping link subsystems. Link subsystem #5 consists of nodes u and v and the links 

between them. The local state of the (m, v ) link subsystem consists of the 4-tuple of the state of node u, the 

state o f node v, and the state of the two anti-symmetric links connecting them, i.e. the link from m to v and the 

link from v to u. This link subsystem will be used as an example throughout the following discussion.
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Figure B-1 One Global Network, Eight Local Link Subsystems

A local predicate of the global system (or network in this case) is defmed in terms o f a subset of the local 

states of that network. Specifically, a local predicate of the network for the (u, v) Imk subsystem is based on a 

subset of the states of the (m, v ) link subsystem. A local predicate is defined such that only when the local link 

subsystem of the network, on which it is defmed, is in a valid state should the local predicate be satisfied or 

hold true. A link predicate is the term used to describe the collection of local predicates, i.e. one for each link 

subsystem in the network. So, for the network depicted in Figure B .l, the link predicate would be the set of 

the eight local predicates for each of the eight link subsystems. Link predicates are defined such that only 

when the entire network is in a valid state should the link predicate, as manifested by the subset o f states of 

each of the local link subsystems, be satisfied or hold true.

B.2 Local checking

The global state of a network protocol is locally checkable using a link predicate set if the global state can be 

represented by the conjunction of all the local predicates making up the link predicate set. Local checking is 

used to ascertain whether or not each local predicate holds. If a local predicate does not hold, then the link 

subsystem must be corrected so that the local predicate may be affirmed again.

Roughly speaking, the network depicted in Figure B.2 can be seen to be in an illegal state, with regard to the 

goals of the auto-configuration protocol, as one of its link subsystems is invalid. Link subsystem #1, which 

consists of Node 3 and Node 4, is in an illegal state as a DSR-configured node is connected to an 

AODV-configured node. This link subsystem violates the objective of the auto-configuration protocol; 

namely that neighbouring nodes operate the same protocol. The network is only in a legal global state when 

each of the link subsystems is correct, i.e. when every local predicate holds. On the other hand, link 

subsystem #2 is in accordance with the objective of the protocol as Nodes 6 and 7 are using the same 

protocol. If the invalid link subsystem was corrected by some means then the entire network would enter a 

globally legal state. The issues that arise in this situation are as to how nodes in the bad link subsystem detect 

the illegal state and how they correct the link subsystem. The detection of illegal predicates and the 

correction of such are not trivial.
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Figure B-2 A Network Featuring An Illegal Link Subsystem

For example, if Node 4 were to attempt to correct the subsystem by configuring itself to DSR, then link 

subsystem #1 would be corrected, but the other link subsystems overlapping at Node 4 would be invalidated. 

The correction of the invalid link subsystems must not invalidate another link subsystem which would further 

corrupt the global network state. To address such issues, the design of a locally checkable and correctable 

self-stabilising protocol demands that the local predicates be closed for local checking to be possible and that 

they be stable for local correction to be possible.

B.3 Closed Predicates

Local predicates are often two-way, i.e. they involve the state of node u, the state of node v, and the state of 

the links intervening between the two nodes, i.e. the link from m to v and the link from v to m. A local 

predicate of the network, which is defined by the state or configuration of the link subsystem, is closed if the 

predicate still holds when the state of the link subsystem has been subjected to a legal state transition by the 

network protocol controlling the configuration of the global system. Each time a node executes a step of the 

network protocol it may change the global state of the network; however, if the local predicate is closed then 

the global state cannot be invalidated by such a state transition. Basically, the protocol must include some 

rules that detect and exclude spurious data or messages that could send it into an arbitrary state, assuming it is 

initially in a correct state.

Liak(y^Vi)

£inA(v-̂ w)Link(U'*v)

Link Subsystem (w, v) Link Subsystem (v, w)

Figure B-3 Two Overlapping Link Subsystems

To clarify the purpose of local predicate closure, consider the system illustrated in Figure B.3 which consists 

of the two overlapping («, v) and (v, w) link subsystems. The validity of the global state of this system is 

equivalent to the conjunction of the two local predicates, L(u, v) and L(v, w), where L(u, v), for example, 

denotes the local predicate for the link subsystem which is dependent on the state of node u, the state of node 

V and the state of the links from m to v and v to u. It may occur that one local predicate in this system is
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always false and that the false predicate is constantly changing from L{u, v) to L(y, w). As the system is 

asynchronous, the predicates cannot be checked all the time; they can only be checked on a periodic basis. 

Therefore, the checking procedure may never detect that there is a fault in the system as the fault continually 

moves from one link subsystem to the other. This is only possible if the protocol can be driven between 

illegal and legal states by arbitrary state transitions that are not controlled by the protocol. If the network 

protocol precludes the possibility of corruption, i.e. if the protocol detects bad values and ignores them, then 

state transition cannot be caused by spurious or corrupt data.

B.4 Two-Way Checking

If the local predicates are chosen such that they are closed, then the snapshot technique can be used to check 

the state of the local predicate, and thereby to check the global state of the network protocol. The snapshot 

technique generally employs a two-way mechanism whereby the leader of the link subsystem issues a 

Snapshot Request to the other node; leadership of a subsystem may be decided in an arbitrary manner, it may 

simply fall to the node with the higher unique node identifier.

Snapshot
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Snapshot
Response

H

(a)

One-way
Checking

State \L in k (u ^ v ) f  State

(b)

Figure B-4 Two-Way Snapshot and One-Way Checking

In the case o f the link subsystem depicted in Figure B.4a, node u is the leader and it issues a Snapshot 

Request to node v at time T,. Node v records its state information in the received packet, i.e. the state 

information that is pertinent to the local predicate being checked, and sends the Snapshot Response back to 

node u at time Ty. By way of example, a basic two-way snapshot mechanism may require that no other 

messages are sent across the link at the time of executing the snapshot, so that when node u receives the 

Snapshot Response from node v it will know the state of node m; its own state, the state of node v; which is 

contained in the Snapshot Response message, and the state of the intervening links; empty. Since the link 

predicate would be dependent on the state of that 4-tuple or a subset thereof, node u can readily check 

whether or not the link predicate holds. If not, node u can initiate the correction process for the link 

subsystem. More complex two-way snapshot techniques which allow for normal data flow to continue 

between the two nodes have also been developed. As noted earlier in the review section, the two-way
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snapshot protocol itself has to be stabilised. As messages may be lost or delayed the snapshot mechanism 

must endure faults. However, this is easily overcome by the use of the counter flushing technique which 

requires that counters are added to each message so that the sending and receiving nodes may pair up 

Snapshot Request and Response messages, ignoring delayed and out-of-sequence messages. The counter 

flushing technique is akeady widely employed in the routing protocols in the form of unique packet 

identifiers and sequence numbers.

B.5 Separable Local Predicates and One-way Checking

It has been noted that the typical mobile wireless ad hoc network is susceptible to variable node-to-node link 

quality. Specifically, the links intervening between nodes may be asymmetric. This link characteristic would 

render the use of the two-way snapshot local checking technique unworkable. It is noted that the literature 

has identified an alternative and faster one-way snapshot technique as being suitable under certain imposed 

conditions; in order to use this technique the local predicate must be separable in addition to being closed. A 

separable local predicate is one that may be split into two one-way predicates; one one-way predicate for 

each link direction. The link predicate for the link subsystem illustrated in Figure B.l, which is dependent on 

the state of nodes u and v and the state of the two anti-symmetric links intervening between them, is split into 

two one-way predicates 0{u, v) and (Xy, u). The one-way predicates must be designed such that both 

one-way predicates must independently hold true for the local predicate to hold true. The one-way predicate 

0(u, v) is checked by node u and is dependent on the state of local variables at node u and the state of node v 

as described by a message sent from node v to node u over the link. It should be keenly noted that the 

one-way predicate 0(u, v) does not involve the state of the local variables at node v or the link from node u 

to node v. The other one-way predicate for the (m, v ) link subsystem, CXy, u), depends on the state of local 

variables at node v and the state of node u as described by the message sent from node u to node v over the 

link. In essence, the one-way predicate at node u, for any of its link subsystems, is only dependent on its own 

state variables and the messages from the other nodes in its various link subsystems regarding their state.

It has been shown in [Var92] that if the network protocol is one-way checkable, then it can be locally 

checked by periodic sending of state, i.e. if nodes u and v periodically send the pertinent state information to 

each other, then both nodes can check their one-way predicates for violations in lieu of using a two-way 

snapshot mechanism. As shown in Figure B.4b, nodes u and v can send state information to each other at 

time T,, rather than checking the link predicate using the slower two-phase approach depicted in Figure B.4a.

B.6 Local Correction

A network protocol is locally correctable if an arbitrary (or illegal) global state can be corrected to a desired 

legitimate global state by applying independent local actions, thus leading to fast and robust stabilisation. 

Local correction may be used to ensure that a local predicate is corrected when the local checking process 

detects a fault. The process should be as efficient as the checking process, otherwise the robustness and 
efficiency of the system, with regard to its self-stabilisation ability, is compromised. The primary literature 
on self-stabilisation by local checking and local correction [Awe91], [Var92], has proposed the use of a local 
reset mechanism to restore the local predicate at a link subsystem. Generally, the proposed local reset
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technique has the aim of simultaneously applying a reset function to each of the nodes in the link subsystem, 

nodes u and v, whilst also clearing the intervening links of any messages; thus resulting in the state o f the link 

subsystem being corrected in accordance with the link predicate. Although the simultaneous resetting o f two 

nodes is not possible in an asynchronous subsystem, the literature proposes a two-way reset technique that 

has the same ultimate effect. When a local reset is applied to a link subsystem, the invalid global state of the 

network is transformed to another global state in which the local predicate holds again. In the literature, the 

specified local correction techniques actually involve initialising the values of the link subsystem, i.e. 

resetting the system.

Referring to the example of a credit-based flow control protocol described in Section 6.4.3 and illustrated in 

Figure 6.10, the Sender node could have initiated a reset by issuing a Reset Request message to the Receiver 

which would empty its queue upon receipt of the message, i.e. reset itself The Receiver would then send the 

Reset Response back to the Sender which would then reset its credit register to the maximum value, thus 

stabilising the protocol. Again, such a two-way reset process may itself be stabilised by means o f counter 

flushing. Alternatively, the Sender could have adjusted its credit register value upon receipt of the original 

Snapshot Response, i.e. the Sender could have set its credit register value to resolve the discrepancy between 

the two nodes rather than resetting both nodes by way of a request/response exchange. As with the one-way 

checking approach, this one-way correction approach would also be faster and more robust.

The literature defines a generic local reset function that will effect the local correction of a link subsystem. 

Such a local reset fiinction would be applied at a node in the link subsystem, when a fault is detected, with 

respect to the other node in that link subsystem, i.e. node u would apply the reset fimction to itself with 

respect to node v so that node u enters a legal state, as dictated by the predicate that has been violated. In the 

case of a two-way reset, both node u and node v apply the reset function with regard to each other, thus 

stabilising the link subsystem. Alternatively, using the faster and more robust approach, one node sets its 

values to suit the other.

As may be expected, there are conditions to observe when designing the local reset fiinction for local 

correction. Since overlapping subsystems may attempt to correct themselves at the same time, the correction 

of one subsystem may invalidate the correctness of another overlapping subsystem and may lead to so-called 

corrective thrashing between the overlapping subsystems. This would occur when subsystems are dependent 

on each other, and when the dependency is cyclic. Referring back to Figure B.3, if the (u, v) subsystem was 

dependent on the (v, w) subsystem, then the correction of the (v, w) subsystem may cause the (u, v) 

subsystem to become invalidated. However, if the subsystems can be designed to be independent of each 

other or if an acyclic dependency can be imposed on them, then the corrective thrashing can be avoided. 

Using the continuing example of the overlapping link subsystems depicted in Figure B.3, the stability 

property demands that the application of a local reset fimction at node u with respect to node v cannot affect 

the local predicate of the (v, w) link subsystem. An acyclic dependency relation can be assured by imposing a 

partial order on the link subsystems. If the link subsystem (u, v) is less than the (v, w) link subsystem, with 

respect to the partial order, then the time taken to correct the system is, at most, proportional to the length of 

the acyclic dependency chain.
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