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Everything in life has a form and function, follows a mathematical rule. Laws of

motion existed even before Sir Isaac Newton “discovered” them. It was just a

matter of realization of the existence of such equations. Maybe, there exists a

mother-of-all equation which governs the working of all forms and functions.

When looking at a specific system, some parameters zero out and the equation

contracts, giving rise to smaller simpler equations which dictate the principles

that govern entirety. Maybe, this is what they call God.
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Abstract

A critical factor contributing to the efficiency of execution of parallel applications
on parallel computing resources is the method chosen to map and schedule the tasks
of the parallel application. This problem, often referred to as the DAG schedul-
ing problem, of statically mapping and scheduling a weighted directed acyclic
graph (DAG) to a set of heterogeneous processors to minimize the completion
time (makespan) has been extensively studied. It remains intractable even with
severe assumptions applied to the task and machine models.

This thesis tackles two challenges faced by scheduling algorithms when map-
ping and scheduling tasks onto heterogeneous processors: (1) the execution time
of a task on heterogeneous processors is not well represented in the conventional
application DAGs (2) critical-path is poorly defined in the presence of communi-
cation and such heterogeneity.

We address the first challenge by adopting a better representation model for the
application DAGs and the resource graphs that enable processors to be selectively
faster for certain kinds of tasks. We propose, design and evaluate a simulated an-
nealing based task mapping algorithm that exploits this representation and maps
applications with task and data level parallelism onto a set of heterogeneous pro-
cessors. The novelty of this algorithm lies in guiding the random search using one of
the systemic parameters called temperature. We observe significant improvements,
in quality of the solutions for real world benchmarks, when compared against other
well established task mapping algorithms. As an additional contribution, we show
that similar meta-heuristic techniques are effective for partitioning road networks
for distributed simulation.

In the context of the second related challenge of finding critical paths on a set of
heterogeneous processors, existing solutions to calculate the critical path use mean
values of computation and communication. In the presence of heterogeneity and
communication costs these methods of calculating the critical path are rendered
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ineffective. We resolve this issue, by postulating that the critical path is inher-
ently defined by its mapping and formulate a polynomial time algorithm (Critical
Earliest Finish Time (CEFT)) to find the true critical path for a given application
DAG and parallel computing resources. This algorithm runs in O(P2e), where P
is the number of different classes of processors and e is the total number of edges
in the application graph. Based on our experiments, we show that the critical path
lengths produced by our algorithm is always at least as long as the ones produced
by CPOP for the conventional workloads. Our experiments also show that when
we leverage the better representation model from our earlier work, the paths found
by our algorithm are shorter than CPOP’s paths in 83.99% of the experiments.

We also extend our critical path finding algorithm into a DAG scheduling
algorithm (CEFT-CPOP) by using the path found by our algorithm (with its cor-
responding partial assignment) in conjunction with the critical path on a processor
(CPOP) algorithm, with a running cost of O(p2e), where p is the number of pro-
cessors. We compare the efficacy of our algorithm mainly against CPOP through
the use of makespan related comparison metrics like: schedule length ratio (SLR),
speedup and slack. We find that our algorithm outperforms CPOP even as a
scheduling algorithm, in nearly all aspects.

Thesis Supervisor: David Gregg
Title: Associate Professor
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Chapter 1. Introduction 22

O
ver the past few decades, there has been a growing demand for compu-

tational resources. With this ever increasing need, the community has

addressed the issue in one of the following two ways. Firstly, efforts

were made into increasing the compute capability of a single processor. With the

introduction of the 4-bit Intel 4004 in 1971 to the 64-bit Sandy Bridge and Ivy

Bridge processors in 2011, Intel and other companies like AMD have made signif-

icant strides in the processor industry. In the early 2000s however, focus started

shifting towards increasing the number of cores in a processor using a stamp-

and-repeat paradigm. This meant that all the cores were exactly the same, but

processors have multiple cores to provide support for parallel processing. However,

this idea of stamp-and-repeat doesn’t scale well as many applications benefit from

diversity rather than uniformity across cores as discussed in [Kumar et al., 2004].

Traditionally, software was written for serial architectures. This meant that

at any given time only one piece of the code was being executed on a single

piece of data1. But with the advent of parallel computing, newer algorithms were

devised that were capable of being executed on the parallel computing infras-

tructure concurrently. This was achieved by breaking the problem into smaller

independent/dependent pieces, each of which can execute its part of the algorithm

simultaneously with the other parts. With high performance computers deliver-

ing petaFLOPS performance on LINPACK [Dongarra and Luszczek, 2011] and

LAPACK [Anderson et al., 1999] these days, the gap between the projected per-

formance and actual performance delivered when an application is run is wide. A

very important problem that arises in the context of parallel computing is one of

mapping the application tasks onto the machines efficiently.

In many ways, computer architecture and high performance computing is at a

crossroads. Old style clock scaling and the idea of stamp-and-repeat do not work

as well as in the past. Energy dissipation is a huge problem from small machines

in hand-held devices to large machines in high performance compute clusters.

1SIMD operates on a single piece of code as well, but it operates on multiple data.
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Another concerning juncture at this crossroads is one of programmability.

Computer architecture and hardware execution models have significantly been on

the incline, while our ability to program them has not been able to stay on par2.

Interestingly however, there has been a significant shift in the design ideology

of computing architectures in terms of the diversity of CPUs, GPUs, GP-GPUs,

DSPs etc. As Kumar et al. suggest, heterogeneity will play a huge role in future

high performance machines.

Kogge et al. conducted a study in 2008 examining the road ahead to Exascale

computing. In terms of hardware projections, the authors suggest that technology

will allow upwards of 1000 simple and perhaps heterogeneous cores on a die. A

key impediment in the road ahead predicted by them was the near term evolution

of operating environments. The authors suggest that operating systems have to

evolve to address many of the challenges confronting high performance computing

due to the explosive development of technology. They claim that the most difficult

problem faced by the group dealt with power and energy. In specific, the problem

was one of finding technologies that allow building systems that consume low

enough total energy per operation. When these low power devices are operated at

desired computational rates, they exhibit an acceptable overall power dissipation

(energy per operation times operations per second). In conclusion, the report

suggests that the significant challenge will be in developing architectures, execution

models and programming models that leverage emerging technologies.

Apart from power and the other significant challenges to high performance com-

puting as mentioned above, a critical factor contributing to the efficiency of execu-

tion of parallel applications on parallel computing infrastructures is the method

chosen to map & schedule the tasks of the parallel application. An article from

NASA3 states that with the advent of hybrid super computers programming and

mapping tasks for optimal performance has become increasingly difficult and that

“innovators” are working on a scheduling and dynamic execution framework for

optimally scheduling tasks on different types of hardware.

2Case in point: IBM Cell processor
3Source: Scheduling Operations for Massive Heterogeneous Clusters. Link: http://www.

techbriefs.com/component/content/article/16854
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These applications can be represented in many ways : Directed Acyclic Graphs

(DAG) [Gerasoulis and Yang, 1992, 1993, Dick et al., 1998], Kahn networks [Caspi

and Pouzet, 1996] and Task Interaction Graphs (TIG) [Sanyal and Das, 2005, Jain

et al., 2004]. The most popular amongst these is the DAG representation and it

includes various characteristics of the application such as execution time of tasks,

data size of communication between tasks and the task precedence is preserved in

terms of dependence edges between nodes in the DAG.

The problem of dividing the DAG and scheduling it efficiently onto the given

execution environment is well defined in the literature and is referred to as the

DAG scheduling problem. This is a well known NP-complete problem [Graham,

1969, Johnson and Garey, 1979] in the general case as well as some simple specific

cases, even for homogeneous execution environments. It remains intractable even

with restrictive assumptions applied to the task and machine models [Papadim-

itriou and Yannakakis, 1979, 1990]. This problem however, is further complicated

in the heterogeneous setting as the execution time for tasks are varied across pro-

cessors, as explored in the sections to come. Due to the NP-complete nature of

the problem, research efforts have been more focussed towards finding low com-

plexity heuristic solutions. This dissertation on static scheduling algorithms for

heterogeneous processors is a step in that direction.
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1.1 Dissertation outline

The rest of this dissertation is organized as follows. The problem of partitioning4

and scheduling parallel applications onto parallel heterogeneous resources is put

into context in chapter 2 on page 28. For readers familiar with basic computer

architecture, this chapter serves to simply set the context. Section 2.1 on page 30

describes the representation of parallel applications and outlines some real world

applications that are often used in the context of application partitioning and

scheduling. In section 2.2 on page 37, we describe the multiprocessor model and

outline how heterogeneity is pervasive throughout the field of parallel comput-

ing. Finally in section 2.3 on page 45, we posit the problem of partitioning and

scheduling algorithms addressed in this dissertation.

We present an in depth discussion into the previous work in related areas in

chapter 3 on page 52. This chapter serves to provide terminology and describe

notation used throughout this dissertation. In sections 3.2 on page 59 through 3.6

on page 78, we discuss in great lengths the different state of the art partitioning and

scheduling algorithms under different categories. To conclude the literature review,

we put in context the applicability of partitioning and scheduling algorithms to

real world parallel computing resources in section 3.7 on page 80.

Chapter 4 on page 84 describes the simulated annealing approach based on

static partitioning and scheduling. In section 4.1 on page 89, we define the struc-

ture of the parallel input application graph and the parallel resource graph and

the objective function that dictates the goodness of the solutions. We present

the simulated annealing algorithm in the context of the mapping and partitioning

problem in section 4.2 on page 94 and present our modifications to the algorithm

to get an improved annealing scheduling in section 4.3 on page 97. Section 4.4

on page 100 presents simulation results based on real world benchmarks on syn-

thetically generated resources to demonstrate the effectiveness of the partitioning

algorithm.
4Partitioning and mapping are used interchangeably throughout the rest of this thesis
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In a similar vein to chapter 4 on page 84, the next chapter (chapter 5 on

page 110 describes the application of the simulated annealing algorithm and other

meta-heuristic solutions to the problem of road network partitioning. In section 5.1

on page 111, we posit the problem of partitioning road network graphs for dis-

tributed simulation. In the next section, we outline the definition of the road

network graph and the objective function which determines the goodness of a par-

titioning scheme based on some load balancing metrics. Section 5.3 on page 116

presents three spatial partitioning algorithms for road networks and discusses its

merits and demerits, while section 5.4 on page 119 describes in detailed the pro-

posed meta-heuristic solutions. We discuss the results obtained the various differ-

ent partitioning algorithms in section 5.5 on page 125.

Chapter 6 on page 134 moves away from the meta-heuristic solutions to a

deterministic polynomial time algorithm and describes our critical path finding

algorithm for heterogeneous processors. In section 6.1 on page 136, we outline the

major drawbacks and pitfalls of the existing methods of calculating critical path

and stress on the need for calculating the correct critical path. Sections 6.2 on

page 139 and 6.3 on page 144 formally explain our method of calculating critical

paths for applications on heterogeneous processors in polynomial time. Finally, in

sections 6.5 on page 152 and 6.6 on page 156 we discuss the results obtained and

compare them against the state of the art techniques.

Chapter 7 on page 176 concludes.

26



Chapter 2

Background



Chapter 2. Background 28

Figure 2-1: Future scaling trends in parallel applications 1

Figure 2-1 summarizes some of the trends observed in parallel and scientific ap-

plications over time. This gives an insight into the internal structure of high

performance applications and how they achieve high performance. In the figure,

the vertical axis refers to locality – a metric of repeated accesses to memory that

are close together physically. The horizontal axis refers to seriality – the amount

of inherent parallelism present. When seriality is 1, the application is entirely

serial. When it is close to zero, it is embarrassingly parallel. Over time, the ap-

plications have become increasingly irregular [Kogge et al., 2008]. Earlier high

end numeric applications used simple regular 3D grids where the data could be

positioned carefully. They also employed techniques that provided a high degree

of parallelism. Current generation applications however, use irregular grids with

a number of auxiliary table look-ups which translates to poor locality.

1Source: Kogge et al. [2008], figure 5.16
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Hence, in this chapter we discuss this growing complexity of applications and

the inter-relationship of computing systems today. In section 2.1, we present a brief

overview of the structure of parallel applications and some ways of representing

them as workloads. This is followed by a discussion of the state of the computing

systems today and its evolution in section 2.2. This chapter concludes by bringing

these two (the parallel applications and parallel computing resources) together in

the context of the problem at hand: partitioning and scheduling in section 2.3.
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2.1 Parallel applications

Parallel applications have been ever increasing in complexity as shown in figure 2-1

on page 28. According to the NASA Earth Science Vision 2030 report [Hildebrand

et al., 2004], in the future, a single application itself could be composed of multiple

smaller applications which by themselves would require a high-performance cluster

to run. In its simplest form, parallel computing is the use of multiple computing

resources for solving a computational problem :

• The problem is broken down into discrete parts that can be executed simul-

taneously

• Each part is further broken down into sets of instructions

• Instructions from parts may execute simultaneously on different processors

Consequently, a parallel program or parallel application (1) is a problem that

can be broken down into discrete pieces which may be solved serially or concur-

rently; (2) has a control flow/dependence tree which dictates the order of execution

of these discrete pieces. There are several advantages of using parallel applications

and parallel computing: (1) Exploiting the abilities of the underlying parallel hard-

ware (2) Shorter execution times for applications (3) Solving larger more complex

problems, like the ones mentioned in Section 2.1.2 in a feasible time frame. 2

2There are several other forms of parallelism like SIMD, ILP, bitwise parallelism etc. that
have other characteristics and definitions than the ones mentioned here. This doesn’t preclude
these forms of parallelism from being included in the work presented in the rest of this thesis.
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2.1.1 Representation of parallel applications

In the context of this thesis, some of the more commonly used application repre-

sentations to represent task-parallelism are briefed as follows.

2.1.1.1 Task Interaction Graphs

A Task Interaction Graph, commonly referred to as TIG, was presented by Dou-

glas L Long and Lori A Clarke in 1989 [Long and Clarke, 1989]. This model for

representation of concurrent programs, represents a task as a set of regions and a

set of interactions between regions. Long and Clarke’s work was an improvement

upon the seminal work of Taylor [Taylor, 1983a,b] in 1983. To model the behaviour

of a system, Taylor used a reduced flow graph representation of every task in a

graph and defined a concurrency graph. Unfortunately, the number of states in

this graph can be very large. Long and Clarke’s work helps mitigate this issue

of state space explosion by moving into a representation called a Task Interaction

Concurrency Graph TICG. In their paper, they claim to reduce the state space

by over fifty percent for the then common concurrency examples in the literature.

TIGs have been used to represent applications in the context of scheduling algo-

rithms in some specific cases [Jain et al., 2004, Sanyal and Das, 2005]. However,

they are not the preferred form of representation of applications in the scheduling

community.

2.1.1.2 Kahn Process Networks

In 1974, Gilles Kahn became one of the first to provide a theoretical basis for

dataflow computation in his short paper [Gilles, 1974]. In this paper he describes

a simple language for parallel programming and analyses its mathematical proper-

ties. This paper was an attempt to provide a concrete solution to the long-standing

debate of what the best primitive for writing system programs was. A system in

this model presented by Kahn is a set of sequential processes running concurrently

that communicate by passing data tokens through a set of unbounded single-sender

single-receiver FIFO queues.
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A process or actor in this system fires according to a set of predefined firing

rules. Each of these firings is assumed to be atomic, i.e. when a firing starts it is

assumed to finish depending on the speed of the processor. During each atomic

firing, an actor consumes a predefined number of input tokens and produces a

predefined number of output tokens. Kahn restricts that the actor is blocked

until it consumes the required number of input tokens. Writing to the single-

sender single-receiver FIFO queues however, is non-blocking. Kahn imposed a set

of restrictions on his model and proved that these restrictions make the system

deterministic. Due to this deterministic nature of the model, for a given set of

input tokens, there is only one possible sequence of output tokens. This implied

that the sequence of messages that pass through each queue does not depend on

the speed of the processes or the order in which the processes execute.

Another interesting feature that these set of rules provided was the choice

of the order of firing actors in the system. This required that signal processing

applications have as a goal the scheduling of the actor firings at compile time.

In the case of a multiprocessor system, a per processor list of scheduled actors

has to be obtained during compile time. However, KPNs cannot be scheduled

statically [Zurawski, 2005]. This is because the firing rules do not allow us to build,

before runtime, a sequence of firing such that the system does not block under any

circumstance hence necessitating the use of dynamic scheduling. However, with

dynamic scheduling comes associated implementation overhead. This becomes

one of the primary reasons Kahn Process Networks are not used to represent

applications in this thesis. Another disadvantage stems from the fact that KPNs

allow for unbounded communication queues and the potential growth of memory

needs of these unbounded buffers.

2.1.1.3 Directed Acyclic Graphs

Directed acyclic graphs are a common representation of parallel applications often

found in the literature. A weighted DAG is represented by the tuple G = V , E

where V represents the set of vertices vi|∀i ∈ 1..|V| and E represents the set of

all edges ei,j =< vi, vj >. Quite often, an extended version of this tuple is used:
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T2 T3 T4 T5

T7 T8 T9

T10

T1

T6

(a) Sample application DAG

Task P1 P2 P3
T1 22 21 36
T2 22 18 18
T3 32 27 43
T4 7 10 4
T5 29 27 35
T6 26 17 24
T7 14 25 30
T8 29 23 36
T9 15 21 8
T10 13 16 33

(b) Execution Cost Table

Figure 2-2: A sample application DAG and its execution cost table

G = V , E , C, T where C represents the set of communication costs and T represents

the set of computation costs. Figure 2-2 shows a sample application DAG with 10

nodes and an associated cost table for three processors. This is the model that is

used throughout this thesis and in each chapter, a brief overview is given on the

formulation and generation of these graphs.

Call to mind our discussion about the growing needs of scientific applications at

the beginning of this chapter. In the following two subsections, we illustrate some

of these applications that are currently used in the high performance computing

community using one of the aforementioned representations.

2.1.2 Grand challenge applications

In 1992, the Department of Energy (DOE) of the United States government setup

policy terms for high-performance computing funding called “Grand Challenge Ap-

plications”. A grand challenge is a fundamental problem in science or engineering,

with far-reaching applications that can be solved by the use of high performance

computing resources. This was an initiative to increase and facilitate the use of

these high performance machines in scientific computing. The grand challenge ap-

plications are considered to be some of the hardest scientific computing problems.

Some examples of this type of application include :
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• Computational Chemistry (CC)

• Computational Structural Biology

• Mathematical Combustion Modelling (MCM)

• Quantum Chromodynamics Calculations

• The Numerical Tokamak Project

• Global Climate Modelling (GCM)

• Groundwater Transport and Remediation (GTR)

• Computational Fluid Dynamics

• Symbolic computation

Speech processing

Natural Language Processing (NLP)

Computer Vision

• N-body simulation

The list of grand challenge applications continues to grow. Recently, Nuclear

Stockpile Research3 has been added to the same class of applications as these

massively compute-intensive applications.

2.1.3 Other real world applications

The Blue Brain project from EPFL Lausanne, has used a Blue Gene/P computer to

simulate a portion of the human cerebral cortex [Markram, 2006, Djurfeldt et al.,

2008], containing 1.6 billion neurons with approximately 9 trillion connections.

This was a mere one percent of the cerebral cortex. The Blue Gene/Q, third

generation of the Blue Gene series, has been used for even bigger and record-

breaking applications.
3Source: Why the Nuclear Stockpile Needs Supercomputers. Link: http://energy.gov/

articles/why-nuclear-stockpile-needs-supercomputers
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(a) Gaussian Elimination

T4 T5 T6 T7

T8 T9 T10 T11

T12 T13 T14 T15

T2 T3

T1

(b) Fast Fourier Transform

Figure 2-3: Application DAGs for Gaussian Elimination and Fast Fourier Trans-
form.5

A near real-time simulation of the electro physiology of the human heart, called

the Cardioid code, achieved nearly 12 petaFLOPS 14 petaFLOPS was achieved by

HACC, a cosmology simulation framework running a 3.6 trillion particle bench-

mark. Gaussian Elimination [Wu and Gajski, 1990, Cosnard et al., 1988], is an

algorithm which solves a linear system of equations by performing a sequence of

operations on the associated matrix of coefficients. Figure 2-3(a) shows the task

graph for the Gaussian Elimination algorithm operating on a matrix of size 5. The

total number of tasks in a Gaussian Elimination graph is given by m2 +m− 2
2

and in the case of the figure, the number of tasks when m = 5 is 14.

Figure 2-3(b) shows the task graph of another real world application, Fast

Fourier Transform. The FFT algorithm can be split into two parts: recursive calls

and the butterfly operation [Topcuoglu et al., 2002]. For a given input vector of

size m which is a power of two, there are 2×m− 1 recursive calls and m× log2m

butterfly operations. This application is especially unique in that all the paths in

this application are the critical-path and they all have the same weight [Cosnard

et al., 1988] rendering them unusable for the work presented in Chapter 6.

6Redrawn from [Wu and Gajski, 1990, Cosnard et al., 1988, Topcuoglu et al., 2002]
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T1

T2 T3 T4
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T36 T37 T38
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T41

Figure 2-4: Application DAG for Molecular dynamics code. 6

Another commonly found application in the literature is the modified molec-

ular dynamic code from [Kim and Browne, 1988]. The task graph of this code is

presented in Figure 2-4. This application serves as a benchmark for scheduling

algorithms due the shape of its irregular task graph. The task graph was modified

by Kim and Browne [Kim and Browne, 1988] from its original structure in order to

increase the number of tasks and edges. They also modified the computation and

communication times of the tasks and edges as well while synthetically generating

the architecture on which this task graph was run. This was done in an attempt

to increase the variability in the graph and test the robustness of the schedul-

ing algorithms. In a similar vein, all the scheduling algorithms presented in this

thesis were tested on synthetically generated application and processor graphs,

unless explicitly stated otherwise. The generator for these synthetic graphs is well

documented in Section 6.5.

6Redrawn from [Kim and Browne, 1988]
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(a) Hierarchical designs (b) Pipelined designs

(c) Array designs

Figure 2-5: Three classes of multi-core die architectures7

2.2 Parallel execution infrastructure

Advanced computing applications such as the ones described in Section 2.1.2 and

many more such applications, modelled using techniques described in Section 2.1.1,

are driving an evolution in the development of computing infrastructure. Kogge

et al. claim that contemporary microprocessor architectures are undergoing a

transition towards parallelism. They add that this is on account of mining out

the instruction-level parallelism and deep pipelining (increased clock rates) which

accounted for much of the spurt in growth of single-processor technology. Con-

ventional multi-core microprocessors are currently classified into three different

classes [Kogge et al., 2008] as shown in figure 2-5.
7Source: [Kogge et al., 2008], figure 4.1
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Hierarchical designs are multiprocessor designs where cores share cache in a tree

like structure (similar to the L1, L2 cache in modern day processors as shown in fig-

ure 2-5(a) on the preceding page) with an interface to external memory (DRAM).

In pipelined designs, data enters cores through an external input into the first core.

The first core performs some computation and passes it onto its neighbour and

so on. The last core finally sends the data back out to be transferred to another

multiprocessor system or to some storage. They also share a common bank of

cache. Graphics processors like the Xelerator X10q [Carlström et al., 2004], which

contains 200 separate cores, arranged in a pipeline fall into this category. Finally,

in array processors each core has some local memory and may or may not share a

common memory. They may have an on-chip interconnection network like a global

crossbar for inter core communication. Intel’s teraFLOP Chip [Almási et al., 2003]

and the MIT RAW processor [Vangal et al., 2008] fall under this category.

In order to keep up with demands of these compute intensive parallel applica-

tions, there has been a marked development of machines capable of parallel execu-

tion. Figure 2-6 represents the classification of computer architectures proposed by

Michael J. Flynn in 1972 [Flynn, 1972]. The single-instruction single-data (SISD)

represents the most conventional computing equipment. It exploits no parallelism

in either instruction or data streams. The single-instruction multiple data (SIMD)

includes the likes of array processors and GPUs. As shown in Figure 2-6(c), it

exploits multiple data streams against a single instruction stream to perform em-

barrassingly parallel operations. A classic example of the next type of organization

from Figure 2-6(b), are space shuttle flight control computers. These computers

operate on the same stream of data, i.e. input data from various sensors and per-

form different operations on this stream of data and must agree on the result. This

is primarily used as fault tolerance mechanic as these systems are safety critical.

Finally, multiple-instruction multiple-data (MIMD) are multiple processing units

execution multiple instructions on different data as shown in Figure 2-6(d). A

typical example of this type of computer architecture is a multi-core superscalar

processor. Flynn’s seminal paper [Flynn, 1972] details these architectures in great

detail and presents their effectiveness.
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Figure 2-6: Flynn’s taxonomy of computer architectures

As mentioned earlier, one of the ways to exploit parallelism in an application

is through the use of a parallel execution infrastructure. In the same way that

there is heterogeneity at a processor level, the idea permeates to a cluster level

too. Traditionally homogeneous systems have been defined using the following two

properties:

• Processors in the system are identical in design and functionality and in-

terconnected via a homogeneous communication backbone. A homogeneous

communication backbone is a communication infrastructure wherein each

communication link has the same bandwidth capability.

• The same software backend should be used to generate and execute the

application programs.
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Recall the discussion from Section 1 about the evolution of processor architec-

tures and the ideology of stamp and repeat, that constitutes homogeneous proces-

sors. This kind of parallel computing ability provided by homogeneous systems

is very well suited for running a small number of similar parallel applications.

Jack Dongarra and Alexey Lastovetsky in their book on high performance het-

erogeneous computing [Dongarra and Lastovetsky, 2009] pose another stipulation

which has to be satisfied by a system to be deemed a homogeneous system : The

system has to be dedicated; i.e. only one application can execute on the machine

at any given time. A violation on this restriction makes the system heterogeneous

in their context. This however is not in the purview of this thesis as executing

multiple applications on a given parallel execution infrastructure either through

“Space sharing” or “Time sharing” is not considered. Readers are encouraged to

explore [Pascual et al., 2009, Cohen et al., 2010, 2011] if they are interested in

multi-organization scheduling.

Heterogeneous computing on the other hand has been gaining renewed atten-

tion in the recent past. AMD in an attempt to combine a CPU and a GPU in a

single die started a project codenamed “Fusion” in 2006. This was a direct result

of AMD acquiring the chipset company ATI in 20068. The result of the project

is the fabled APUs or accelerated processing units. The first of this generation

of processing units, Llano and Brazos, were announced in January 2011 and has

been continuing ever since. The latest in this line of processors released in 2015 is

the Godavari which uses the Steamroller architecture9 with Bristol Ridge set to

release in 2016 using the Excavator architecture10.

Intel’s response to this rising need of heterogeneity in processing units came

twofold : CPU-FPGA hybrids and CPU-GPU hybrids. The evolution of CPU-

FPGA hybrids has been primarily motivated by rising costs of designing and man-

ufacturing ASICs11. FPGAs, although stand-bys in the recent past, have been
8Source: AMD completes takeover of ATI. Link: http://www.cbc.ca/news/business/

amd-completes-takeover-of-ati-1.571612
9Source: Wikipedia. Link: https://en.wikipedia.org/wiki/Steamroller_

(microarchitecture)
10Source: Wikipedia. Link: https://en.wikipedia.org/wiki/Excavator_

(microarchitecture)
11Source: Intel’s Hybrid CPU-FPGA. Link: http://www.embeddedintel.com/commentary.

php?article=2143
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gaining popularity as the cost of reprogrammable logic continues to decline owing,

in part, to Moore’s law. In spite of this recent gain in popularity, FPGAs still

remain as an expensive solution while being power hungry. Efforts are being made

consistently in the field to decrease the power consumption of FPGAs by clock

gating, voltage thresholding and many more techniques [Li et al., 2004, Jamieson

et al., 2009, Oliver et al., 2012, Gaillardon et al., 2015].

Nevertheless, the need for an alternative to application specific integrated cir-

cuits (ASICs) is pressing, because ASICs are extremely expensive unless the vol-

ume of chips needed is huge. Attempting to address this need, companies like

Intel, STMicroelectronics and Xilinx are working towards FPGA hybrid solutions.

Intel announced the E600C series codenamed Stellarton as its first product in this

niche. Stellarton combines a 1.3GHz single-core dual-threaded Intel Atom Proces-

sor (codename Tunnel Creek) with an Altera Arria-II FPGA in a two die system.

The two die are linked over a PCI Express interface. Stellarton is also the only

hybrid processor of this type that supports the Intel architecture (x86).

On the other hand, one of the latest in Intel’s CPU/GPU hybrids, is Intel’s

much touted Larabee which was cancelled in 2010. Larabee was considered as a

hybrid between a multi-core CPU and a GPU as it had similarities to both. It

provided multi-threading support with wide SIMD units. Each core contained

an AVX-512 bit vector processing unit capable of processing 16 single precision

floating point numbers at a time. This was, at the time, much higher SSE units

than most x86 processors. There are quite a few advantages for this shift towards

on-die hybridization12. Firstly, the cores of Larabee have features similar to both

CPU and GPU cores. Since the high performance vector unit is on the same die

as the CPU, the cost of communication between the two is drastically reduced

thereby greatly increasing the performance. Secondly, the on-die hybrids are eas-

ier to manufacture compared to to separate chips for the CPU and GPUs with all

the circuitry in-between.

12Source: Sandy Bridge and AMD Fusion: hybrid chips explained. Link:
http://www.techradar.com/news/computing-components/graphics-cards/
sandy-bridge-and-amd-fusion-hybrid-chips-explained-940992/2
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Owing to the aforementioned reasons, the power consumption is also signifi-

cantly lesser owing to fewer interconnects and reduced communication. This sort

of hybridization greatly affects the execution times of a given task on the processor

depending on the type of the task.

2.2.1 Heterogeneity at a cluster level

Homogeneity in computing infrastructures have been the norm in the industry

for a long time. As mentioned in section 2.2 on page 37, homogeneity mandates

that all computing units in the computing platform are identical and hence a

task from a parallel application takes the same amount of time to execute on one

processor as it does on any other. On the other hand, heterogeneous platforms

use different types of processors such as CPUs, GPUs, FPGAs, co-processors etc.

A given task from a parallel application will have varying execution times on

different processing elements in the computing infrastructure. This is attributed

to the recent development of GPUs being able to outperform CPUs on many

embarrassingly-parallel tasks.

Intel in the recent past, has envisioned a heterogeneous future for supercomput-

ing13. Commercial off the shelf clusters and servers typically rely on homogeneous

CPUs to process data. Instead of purely depending upon CPUs to do the work,

heterogeneous clusters add many more types of silicon in their configuration. This

enables these monolithic machines to shunt embarrassingly-parallel problems onto

GPUs, FPGAs and other accelerator units.

There are several High-Performance clusters which fall under the class of het-

erogeneous systems. Many of the top supercomputers from the Top500 list14 are

heterogeneous. In 2008, IBM’s Roadrunner [Barker et al., 2008] was the first

ever supercomputer to reach sustained performance of over 1 petaFLOPS on the

LINPACK benchmark. It consisted of 12,240 modified IBM Cell processors (Pow-

erXCell 8i) and 12,240 AMD Opteron cores arranged in a unique tri-blade config-

uration. One blade, containing two dual-core Opteron processors was responsible
13Source: Intel bets on heterogeneous future for supercomputing. Link: http://www.zdnet.

com/article/intel-bets-on-heterogeneous-future-for-supercomputing/
14Source: Top500 Supercomputing List. Link: http://www.top500.org/list/2014/06/
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for the coordination and I/O operations. The other two blades consisted of two

Cell processors each. Compute intensive work was shunted to the Cell processors

which used its eight internal SPEs to crunch numbers at 102.4 gigaFLOPS

The current fastest supercomputer in the world, as of June 2015, is China’s

Tianhe-215. This behemoth has 32,000 Intel Ivy Bridge Xeon sockets and 48,000

Xeon Phi boards for a total of 3,120,000 cores. Each compute node is composed of

2 Intel Ivy Bridge sockets and 3 Intel Xeon Phi boards. The system is composed

as : 2 nodes per board, 16 boards per frame, 4 frames per rack and 125 racks

in total. Some applications currently being ported onto TH-2 include High-order

CFD Simulation and Gyrokinetic Toroidal Code (GTC) (from Jack Dongarra’s

report). From these two stellar examples and many others from the Top500 list, it

is evident that heterogeneity is ubiquitous in the modern supercomputing world.

There are other forms of parallel computing that enable users to run parallel

applications. In the recent past, scientists have already begun to leverage cloud

computing resources to execute scientific workflows [Keahey, 2009, Deelman et al.,

2008]. Cluster/Distributed computing projects like SETI@Home [Anderson et al.,

2002], Einstein@Home [Abbott et al., 2009] and more recently LHC@Home16 have

become very popular as an effective crowd sourced computing resources.

Apart from these examples of heterogeneity in high performance computing,

it is becoming increasingly common in all other forms of parallel computing. In

the case of cloud computing, efforts have already been made enable users to ac-

cess heterogeneous clouds consisting of accelerators and GPUs [Crago et al., 2011].

The @Home initiatives being crowd-sourced are massively heterogeneous as dif-

ferent architectures are brought into the network as more people volunteer. Note

however, for these types of applications, a dynamic scheduling algorithm might

be better suited than a static scheduling algorithm, as it is easy to account for

the variability and temporal nature of the devices that are in the network. The

overhead associated with a dynamic algorithm is admissible given the non-existent

time-criticality of the application.

15Source: Visit to the National University for Defense Technology Changsha, China. Link:
http://www.netlib.org/utk/people/JackDongarra/PAPERS/tianhe-2-dongarra-report.
pdf

16Source:LHC@Home. Link:http://lhcathome.web.cern.ch/
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2.2.2 Contrasting nature of homogeneity and heterogene-

ity

From the standpoint of the DAG-scheduling problem, which will be discussed

at great length in Section 2.3 on the facing page, heterogeneity offers a greater

challenge in finding good solutions. In the case of a homogeneous execution infras-

tructure, the tasks in the application DAG have only one execution time associated

with them as all the processors execute any given task in the same amount of time.

Heterogeneity complicates this further as each task has a set of P execution

times, where P is the total of number of types of processors. Hence, for a given v

set of tasks, the execution times are given by a matrix Ccomp(v × p). One of the

main advantages of moving to a heterogeneous execution model is finer granularity

of representation of the execution times which lead to better scheduling decisions.

However, finding the critical-path in the task graph becomes very difficult as we

discuss in detail in chapter 6 on page 134. Existing algorithms find an approx-

imation of the critical-path by averaging the execution times of tasks across all

processors, in which case the advantage provided by the finer granularity is lost.

However, one major drawback of heterogeneity stems from the fact that, a

heterogeneous execution framework either requires a major rewrite of the compiler

with a common programming language; or requires the added complexity of writing

programs that can run on different ISAs.

Heterogeneity is not limited to disparities in execution times alone. It some-

times manifests itself when tasks from an application DAG need certain types of

execution units [Shi and Dongarra, 2006]. For example, a GPU task can be exe-

cuted in either a GPU or a CPU. But the GPU may offer marked improvements

in speed compared to a CPU. In our research from chapter 4 on page 84, we deal

with exposing these kinds of requirements by introducing a better representation

for calculating the Ccomp(v×p). In the next section, we posit the application DAG

mapping and scheduling problem in the context of homogeneous and heterogeneous

processors. We also look at how this problem has been conventionally approached

through some of the state of the art solutions are discussed in chapter 3.
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2.3 The mapping and scheduling problem

Recall the discussion about the growing needs of scientific applications (beginning

of chapter 2 on page 28) and the increasing capabilities of the execution infras-

tructure (Section 2.2 on page 37). One of the important factors that contributes

to the speedup obtained by running a parallel program on a parallel machine, is

the inherent parallelism present in the application. Gene Amdahl in 1967 pro-

posed a law which predicts the theoretical maximum speedup when using multiple

processors :

S(N ) = 1
(1− α) + α

N
(2.1)

where S denotes the speedup for program P when N processors are used. α is

the fraction of the program that can be parallelized (inherent parallelism). Apart

from the inherent parallelism there are other factors which heavily influence the

overall execution time of an application. We identify some of the key fundamental

problems in parallel application execution as follows:

• Identifying all types of parallelism in the application

• Partitioning the application into sequential/SIMD tasks

• Mapping said tasks onto processors

• Scheduling mapped tasks while maintaining global order

• Generating code for scheduled tasks corresponding to the processor they are

assigned to

This thesis aims to address the two problems in the middle, namely : mapping

and scheduling and develop necessary key solutions. Note that, these two steps are

not necessarily independent of each other as some algorithms map and schedule a

task at the same time. Figure 2-7 on the next page shows a general strategy for the

automatic partitioning and scheduling of a parallel language on a multiprocessor
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Figure 2-7: Generalised scheduling strategy17

system. Section 3.7 describes a few systems which follow this general idea and

implement scheduling strategies for certain language-multiprocessor pairs. Firstly,

an application in the parallel language is converted into an equivalent DAG. In

order to evaluate the execution times of the tasks in this DAG, the profiler takes

the DAG and the hardware specification as inputs. It returns an execution time

table which is reminiscent of the table presented in Figure 2-2(b) on page 33.

The static partitioner and scheduler (compile-time analysis) takes as input the

following: the application DAG, the parallel execution infrastructure specification

and the execution time table. It proceeds to partition and schedule tasks from the

application DAG onto processors from the parallel execution infrastructure.

17Redrawn from [Sarkar, 1989]
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Once the tasks have been scheduled, they are translated to their intermediate

representations and optimizations at that level are applied. Finally, the code

generation phase generates code for a given task according to its target processor

(the processor to which this task is mapped to during the compile-time analysis).

The linker links the generated code with any run-time support routines necessary

for partitioning and scheduling.

In this thesis, we focus solely on the static partitioner and scheduler and the

techniques used in this phase of the automatic partitioning and scheduling process;

and we do not focus on the other parts, namely: application DAG generation,

profiling of said DAGs on multiple real-world hardware, code generation etc. as

it is outside the scope of this research. There are however, several key pieces of

research that deal with these aspects of the process [Ramaswamy and Banerjee,

1996, Buck et al., 1994]. Section 3.7 on page 80 describes a few systems which

incorporate these techniques and implement the automatic scheduling process from

start to finish.

The scheduling problem can be succinctly defined as: assign tasks from the

parallel program onto processors, so as to minimize the total parallel execution

time [Sarkar, 1989]. This is also commonly referred to as the multiprocessor

scheduling problem (this problem is also referred to as DAG scheduling and task

scheduling)18. This problem without communication delays has been studied at

great length in the past [Graham et al., 1979, Yang and Gerasoulis, 1993, Krish-

namoorthy and Efe, 1996].

It has been shown to be NP-complete in the general case [Lenstra and Rin-

nooy Kan, 1978, Johnson and Garey, 1979] and even in some special restricted

cases [Ullman, 1975] like two-processor scheduling and unit execution times for

tasks. However, [Graham, 1969] showed that the upper bound on the execution

time produced by linear time list scheduling heuristics is two. The schedule pro-

duced by the list scheduling heuristic will hence be at worst twice as long as the

optimal solution.

18These names are used interchangeably throughout the rest of this thesis
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When communication delays are introduced, the scheduling problem becomes

significantly more difficult. The tight bound on execution times produced by list

scheduling algorithms found by Graham do not hold in the context of multiproces-

sor systems with communication delays. Lee and Shin show that the assignment

problem in an N-processor homogeneous network may be tractable for certain in-

terconnection topologies and may not be tractable for others. Farhad et al. show

experimentally that state-of-the art integer linear programming approaches for or-

chestrating stream graphs are intractable or at least impractical for larger stream

graphs and larger number of processors.

A naive notion of parallelism dictates that tasks should be assigned to differ-

ent processors as much as possible [Sarkar, 1989]. While this balances the load

better, it does not account for communication delays. Communication delays are

nullified when two communicating tasks are allocated to the same processor; al-

locating them on different processors requires the communication cost to be paid.

Hence, the scheduling problem to minimize the total parallel execution time of the

application becomes a multi-objective optimization problem in:

• Increasing processor utilization

• Decreasing inter-processor communication thereby reducing communication

delays

This multi-objective optimization problem in conjunction with the complexities

introduced by heterogeneity, as mentioned in Section 2.2.2 on page 44 further

complicates the problem. Hence, the only feasible solution comes in the form of

heuristics and meta-heuristics as explained in Section 3.1 on page 55. When it

comes to automatic partitioning and scheduling, these solutions can be factored

into three main groups as shown in Figure 2-8 on the facing page.

Note that run-time partitioning and compile-time mapping & scheduling is

not a possibility, since the scheduling must be preceded by the partitioning and

cannot be done at compile time, if partitioning is postponed till run-time. Run-

time partitioning and scheduling necessitates the use of a dynamic scheduling

system with the associated overheads. The advantage is that these systems can

use run-time information which may lead to a better partition and schedule.
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Possibilities for automatic
partitioning and scheduling

Compile-time partitioning and
compile-time mapping & scheduling

Compile-time partitioning and
run-time mapping & scheduling

Run-time partitioning and
run-time mapping & scheduling

Figure 2-8: Types of automatic partitioning and scheduling

However, the major drawback for run-time partitioning and scheduling which is

the use of a dynamic scheduling system necessitates that the partitioning strategies

be very simple. The seemingly obvious way to develop partitioning and scheduling

problems is to choose a particular parallel language and a particular multipro-

cessor system and then formulate a strategy that works best for this language-

multiprocessor system pair.

This has been done in the past for a few language-multiprocessor system

pairs [Gilbert, 1980, Hornig, 1984]. However, our objective is to develop strategies

for mapping and scheduling that extend well beyond a language-multiprocessor

system pair and are language independent and multiprocessor-system indepen-

dent. We formulate the problem of task mapping and scheduling in greater detail

at the beginning of the next chapter.
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T
he aim of this chapter is not just to “pigeon-hole” different scheduling

algorithms into categories; instead, it is also an attempt to understand

how the scheduling algorithms have evolved with time and how they

differ on issues related to parallel processing. In order to formally define the DAG

scheduling problem and understand its evolution, let us first consider the inputs to

the problem: the parallel application and the parallel infrastructure specification.

Recall from our discussion in Section 2.1.1.3 on page 32, a Directed Acyclic Graph

(DAG) is commonly used to represent the application in the literature. Resource

characterization has been conventionally done in one of two ways: (1) using an

undirected graph to represent the processors in the systems; or the more popu-

lar method (2) using a heterogeneity factor to modify the execution times and

communication time of tasks. We explain the first method in great detail in the

research in section 4.1.2 on page 90 while we use the second method to generate

random graphs in section 6.6.1 on page 156.

As mentioned earlier, a parallel application is represented using a directed

acyclic graph (DAG), G = (V , E) as shown in figure 3-1 on the facing page. V

represents the set of v nodes and each node vi ∈ V represents a task in the parallel

application. The total number of tasks is given by v = |V|. In the context of

representing a parallel application as a DAG, we refer to each node vi by a task

from the parallel application ti. The set of edges or the precedence constraints

in the parallel application is represented by E ; each edge ei,j ∈ E represents the

task precedence constraint such that task ti has to complete before tj starts while

datati,tj denotes the amount of data to be transferred from ti to tj.

The DAG is complemented by a Ccomp matrix that is a v×p cost matrix which

gives the execution time of every task on every processor in the system, where p is

the total number of processors. An element of this matrix wi,j gives the execution

time of task ti on processor pj. In the literature, however; the average execution

time of a task wi (defined in equation 3.1 on the next page) is used to compute

the priority rank (defined in section 3.2 on page 59) of a task.
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Figure 3-1: Sample parallel application DAG

wi =
p∑
j=1

wi,j/p (3.1)

As mentioned earlier, each edge in the application DAG is associated with a weight

datati,tj which represents the amount of data to be transferred from task ti to tj.

The cost of this transfer however depends on the underlying processors and is

described by the following equation,

Ccomm({tk, pl}, {ti, pj}) =


L(pl) + datatk,ti

cpl,pj

, pj 6= pl

0 , pj = pl

(3.2)

The average communication cost of an edge eti,tj is calculated as,

Ccomm({tk, pl}, {ti, pj}) = L̄+ datatk,ti
B̄

(3.3)

where L̄ is the average communication setup time and B̄ is the average bandwidth

of the processors. In all the related work here, we assume the communication setup

time to be zero1 and hence L̄ = 0. In order to formulate a schedule for the tasks in
1This is a reasonable assumption to make in many architectures. However, some configurable

optical networks might have significant switching time which can still be accommodated by this
framework of equations by setting L̄ to the appropriate switching time.
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a parallel application DAG, one needs to define two important metrics associated

with each task: the earliest start time (EST) and the earliest finish time (EFT).

The EST (ti, pj) of a task ti on processor pj denotes the the earliest time in the

schedule that ti can start i.e. the time at which all of the parents of the said task

have been completed and the data has arrived to pj from all the parents. EST is

the one metric that is commonly modified by different scheduling algorithms, but

is commonly calculated recursively as,

EST (ti, pj) = max

[
Avail(pj), max

tk∈pred(ti)
{EFT (tk) + Ccomm({tk, pl}, {ti, pj})}

]
(3.4)

where Avail(pj) represents the earliest time at which processor pj is ready for

execution. For instance, if task tl is the last task assigned to pj, then Avail(pj) is

the time that processor pj completes execution of task tl and is ready for execution.

The inner block denotes the ready time of the task ti which is the time when all

the data required by ti for execution has arrived to processor pj. Since the entry

task of the application DAG is the first task to be executed,

EST (tentry, pj) = 0 (3.5)

Consequently, the earliest finish time of task ti on processor pj is the execution

time of the task on said processor added to the earliest start time of the task on

the processor, as shown in equation 3.6.

EFT (ti, pj) = wi,j + EST (ti, pj) (3.6)

makespan = max (EFT (texit, pj))|∀j ∈ P (3.7)

The objective of the task-scheduling problem is to determine the assignment of

tasks of a given application to a set of processors and the corresponding schedule

which minimizes the makespan (equation 3.7). In the following sections we present

a comprehensive overview of the classification of scheduling algorithms and how

they differ from each other in design and efficacy.
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3.1 Taxonomy of scheduling strategies

Depending on the nature of the application, the process of constructing an effi-

ciently partitioned solution can vary greatly in difficulty [Gilbert, 1980]. Owing

to its key role on performance, the DAG scheduling problem has been extensively

studied as we will explore in the coming sections. The literature has many such

DAG scheduling heuristics varying in complexity and efficiency. The two broad

classifications of scheduling algorithms are static and dynamic as shown in fig-

ure 3-2.

Types of scheduling
algorithms Static scheduling algorithms

Dynamic scheduling algorithms

Figure 3-2: Types of scheduling algorithms

Dynamic scheduling is required and sufficient for cases where the parallel appli-

cation DAG parameters and the processor parameters are not known at compile

time [Arabnejad and Barbosa, 2013]. The lack of knowledge a priori, requires

scheduling decisions to be made at runtime at the cost of additional overhead.

This is evident in the case of a system like the SETI @ Home project where the

workload is known at the runtime as are the status and availability of machines.

Due to the time criticality of this kind of scheduling problem, a dynamic algorithm

does not have all the parameters and hence cannot optimize based on the entire

workload.

Static scheduling algorithms on the other hand, do not have the time depen-

dent nature of the input parameters. All application and processor parameters are

known at compile time2. Hence, the static algorithms have the opportunity to fur-

ther minimize the schedule length as they have a global view of all the parameters

at compile time.
2Static scheduling is also applied in cases where these parameters are not fully known at

compile time. In such cases, a very good approximation of the value of these parameters will
suffice.
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Since the schedule is decided at compile time, no runtime overhead is intro-

duced. Static algorithms however, deal with the time dependence of certain appli-

cation DAGs by using stochastic models where task execution times are random

variables as discussed in [Adam et al., 1974]. As we have discussed towards the

end of Chapter 2 on page 28 however, this dissertation focusses solely on static

scheduling techniques.

The benchmark of success for static scheduling algorithms has traditionally

been the quality of schedule, i.e. the length of the schedule produced (often referred

to as makespan). Other factors like the number of processors used is sometimes

considered too. One problem that exists with this is that there is a trade-off

between the two. Obtaining a lower length of schedule might necessitate the use

of more processors. On the contrary if the objective is to find a trade-off between

the number of processors used and speedup obtained, the makespan might be

higher. Hence, the length of the schedule depends heavily on the objective of the

optimization problem at hand. Throughout this dissertation our aim is to obtain

the shortest makespan.

[Kwok and Ahmad, 1998] argue that the main parameter that affects perfor-

mance is the application DAG structure. They also add that other parameters

such as the communication-to-computation ratio, number of nodes and edges in

the application DAG and the number of target processors affect the performance

of the scheduling algorithm.3

Figure 3-3 on the next page shows a detailed classification of the scheduling

algorithms. Static task scheduling algorithms are broadly classified under three

different categories: (1) Graph based heuristics (2) Meta-heuristic based search

and finally (3) Other heuristics. In the scheduling algorithm literature, the graph

based scheduling heuristics are the most common and is in turn divided into three

categories: (1) List scheduling heuristics (2) Task duplication heuristics and (3)

3While all of this holds true, we postulate that other factors such as heterogeneity across
processors and structure of the parallel execution infrastructure (bandwidth between processors)
also play a vital role in the performance of the scheduling algorithm. In keeping with this position,
we represent our processors as an undirected graph in chapter 4 on page 84 in an attempt to
better represent them. We also modify the random graph generator from [Topcuoglu et al.,
2002] to generate processor graphs that have a higher degree of heterogeneity as explained in
section 6.5 on page 152.
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Static Task
Scheduling Algorithms

Other Heuristic based
Heterogeneous Bin packing - Adapted in chapter 4 from [Baldi et al., 2012]

K-Way Partitioning - METIS - Adapted in chapter 4 from [Karypis and Kumar, 1995]

Meta-heuristic based
Random search

Genetic Algorithms

GA for multi-objective task scheduling [Sathappan et al., 2011]

Genetic-variable neighbourhood [Wen et al., 2011]

Hybrid genetic and variable
neighbourhood descent [Gao et al., 2008]

GATS 1.0 [Daoud and Kharma, 2005]

Scheduling meta-tasks with stochastic
execution times [Dogan and Ozguner, 2004]

Simulated Annealing
Parametrizing SA for task scheduling [Orsila et al., 2006]

Parallel genetic simulated annealing [Chen et al., 1998]

Graph based heuristics

Clustering
Heuristics

Dominant Sequence Clustering (DSC ) [Yang and Gerasoulis, 1994]

Mobility Directed (MH ) [Wu and Gajski, 1990]

Linear Clustering [Kim and Browne, 1988]

Task Duplication
Heuristics

Economical CPFD (ECPFD) [Ahmad and Kwok, 1998]

Duplication First and Reduction Next [Park et al., 1997]

Critical Path Fast Duplication (CPFD) [Ahmad and Kwok, 1994]

Bottom-up-Top-down-Scheduling [Chung and Ranka, 1992]

Duplication Scheduling Heuristic [Kruatrachue and Lewis, 1988]

List Scheduling
Heuristics

Longest Dynamic Critical Path Scheduling (LDCP) [Daoud and Kharma, 2008]

Critical Path On a Processor (CPOP) [Topcuoglu et al., 1999, 2002]

Heterogeneous Earliest Finish Time (HEFT) [Topcuoglu et al., 1999, 2002]

Fast Load Balancing (FLB) [Radulescu and Van Gemund, 2000]

Dynamic Critical path (DCP) [Kwok and Ahmad, 1996]

Best Imaginary Level (BIL) [Oh and Ha, 1996]

Levelized Min Tree (LMT) [Iverson et al., 1995]

Dynamic Level Scheduling [Sih and Lee, 1993]

Mapping Heuristics [El-Rewini and Lewis, 1990]

Modified Critical path (MCP) [Wu and Gajski, 1990]

Figure 3-3: Taxonomy of static task scheduling techniques

Clustering heuristics. List scheduling heuristics are generally low cost heuristic

algorithms that often produce good results. They are widely used as scheduling

algorithms. Meta-heuristic algorithms are mainly divided into simulated annealing

based algorithms and genetic algorithms, while in some cases, they are used in

conjunction.

In the coming sections we present several of these algorithms in detail and

discuss how they compare against each other in terms of design and efficacy. We

encourage the readers to read [Kwok and Ahmad, 1999b, Braun et al., 2001]

for peerless comparisons of static DAG scheduling algorithms. Kwok and Ahmad

present a 90 page survey on the then popular list scheduling heuristics discussing

their construction, complexity, merits and demerits in depth.
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Braun et al. present an excellent comparison of eleven DAG scheduling algo-

rithms in terms of their robustness. Although we do not discuss robustness in this

dissertation, Braun et al. outline some of the key characteristics that differentiate

the algorithms in terms of robustness. However, this research has been done only

for a set of independent tasks with a stochastic execution time model and not for

DAGs themselves.

[Kwok and Ahmad, 1998] on the other hand is a detailed evaluation of 15

scheduling algorithms compared against a set of different workloads generated by

the authors. They explore the rationale and design philosophies behind these

algorithms and interpret the results and explain why certain algorithms perform

better than others. In a similar attempt to understand the principles behind these

algorithms and to observe the evolution of the scheduling algorithm community,

we explore a variety of static scheduling algorithms for heterogeneous processors

in the following sections.
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3.2 List scheduling heuristics for heterogeneous

processors

List scheduling heuristics for heterogeneous processors are a class of static schedul-

ing algorithms that assign priorities to tasks and insert them in a list of non-

increasing magnitude of priority. The scheduling is done on the basis of this

priority list where higher priority tasks are scheduled onto processors earlier than

lower priority tasks, provided their dependency criteria are met4. It has two main

phases : the task ranking phase and the processor selection phase. In the task

ranking phase, all the tasks are ordered according to some ranking function simi-

lar to the ones we discuss below. During the processor selection phase, a suitable

processor is chosen and an available task with the highest priority is assigned to

this processor. This suitable processor minimizes a predefined cost function (which

can be the execution start time). List scheduling algorithms are often considered

to be greedy as the authors discuss in [McCreary et al., 1994], but newer looka-

head variants, like [Bittencourt et al., 2010] provide the ability for list scheduling

algorithms to be non-greedy at the expense of substantially increased complexity.

Some examples of list scheduling heuristic are the Modified Critical Path (MCP)

[Wu and Gajski, 1990], Dynamic Level Scheduling (DLS) [Sih and Lee, 1993],

Mapping Heuristic (MH) [El-Rewini and Lewis, 1990], Insertion Scheduling Heuris-

tic [Kruatrachue and Lewis, 1988], Earliest Time First (ETF) [Hwang et al., 1989],

Dynamic Critical Path (DCP) [Kwok and Ahmad, 1996], Heterogeneous Earli-

est Finish Time (HEFT) [Topcuoglu et al., 1999], Critical Path On a Processor

(CPOP) [Topcuoglu et al., 2002], Predict Earliest Finish Time (PEFT) [Arabne-

jad and Barbosa, 2014] and Scheduling on processors with Different Capabilities

(SDC) [Shi and Dongarra, 2006]. Most of these list scheduling algorithms are for

a bounded number of fully connected heterogeneous processors.

4In list scheduling heuristics, all the predecessors of a task must be scheduled before it can be
scheduled. Hence, the dependence criteria forms a partial–order of the schedule; a topological
sort of the application graph leads to a valid total–ordering on a one processor system.
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List scheduling heuristics in general are more practical and provide better per-

formance results at a lower scheduling cost than the other groups of scheduling

algorithms presented in figure 3-3 on page 57 like task duplication heuristics, clus-

tering heuristics, meta-heuristic algorithms etc.

3.2.1 Ranking functions

Since the differentiating characteristic of any list scheduling heuristic is its ranking

function, let us consider it in greater detail. Although partial orders are formed

due to the precedence constraints in the DAG, ranking functions typically have

been used as a way to determine which task should be scheduled next. Consider

the sample application DAG from figure 3-1 on page 53. After task T1 has been

scheduled, tasks T2, T3, T4, T5, T6 can be scheduled although it is unclear which one

has to be scheduled in order to reduce the makespan of the graph. A naive way to

resolve this conflict is to choose a task at random, however this could potentially

lead to increased makespans. Ranking functions provide a way of resolving this

conflict by ordering tasks in terms of their relative importance.

One of the earliest observable uses of ranking functions in the literature comes

from [Muntz and Coffman Jr, 1969] where the authors use level sorting to sort tasks

into different levels based on precedence constraints. Let us once again consider

the running example from figure 3-1 on page 53. The dotted lines denote the

demarcation of the tasks according to their levels. A task tj is considered to be

in level 0 if there exists no task ti with ei,j ∈ E , as shown by T1 in the figure.

Consequently, a task tj is in level k if all the incident edges are from tasks in

lower levels and if there is at least one edge from a task in level (k-1). Task T7

is in level 2 as all the incident edges are from tasks in lower levels and it has at

least one edge from a task in level 1 (i.e. T3 in level 1).

Two major heuristics have become the norm in the literature ( [Kwok and

Ahmad, 1998]) for assigning priorities to tasks in the recent times: t-levels and

b-levels, often referred to as downward rank(rankd) and upward rank(ranku) re-

spectively. The t-level (top-level) of a task ti is the length of the longest path from

the entry task to ti in the DAG. It is recursively defined as,
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rankd(ti) = max
tj∈pred(ti)

(
rankd(tj) + wj + Ccomm(j, i)

)
(3.8)

The set of parents of task ti is given by pred(ti). The downward rank is computed

recursively by traversing the graph downward starting from the entry task. The

sum of all node and edge weights along the path from the entry task to ti excluding

the cost of the task itself is given by rankd(ti). Hence the downward rank of all

the entry task(s) is zero as the length of the path from the entry task to itself is

zero. Consequently, the upward rank (ranku) or bottom level (b-level) of task ti is

the length of the longest path from ti to an exit node. It is defined recursively as,

ranku(ti) = wi + max
tj∈succ(ti)

(
Ccomm(i, j) + ranku(tj)

)
(3.9)

where succ(ti) is the set of immediate children of task ti, Ccomm(i, j) is the av-

erage5 communication cost for the data transfer from ti to tj (ei,j, ∈ E) and wi

is the average execution time of ti. The upward rank is recursively calculated by

traversing the graph upward from the exit task. In contrast to the downward rank,

the upward rank of ti is the length of the longest path from said task to the exit

task including the computation cost of ti. Hence, the upward rank of the exit task

is ranku(texit) = wexit.

As mentioned before, the usage of these ranking functions is common in the

literature. Different scheduling algorithms give different priorities to these func-

tions. Some give a higher priority to tasks with larger b-level while some give

a higher priority to tasks with larger t-levels. Still other algorithms give higher

priority to tasks with larger values of some composite function of the two levels

such as (b-level and t-level). In general however, scheduling in descending order of

b-level tends to schedule critical path nodes first while ascending order of t-level

tends to schedule nodes in a topological order [Gerasoulis and Yang, 1992]. In the

following sections we present a brief overview of some important list scheduling

heuristics for heterogeneous processors in terms of their design and efficacy.

5The average communication cost of ei,j is calculated as the mean of the communication costs
over all the communication links in the processor graph
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3.2.2 Levelized Min Tree

In [Iverson et al., 1995], the authors contend that precedence constraints are the

single most limiting factor to the overall performance of the algorithm; hence, they

aimed to develop an algorithm that handles this well by combining the idea of level

sorting as a ranking function and Min-Time for processor selection in an O(v2p2)

algorithm. In order to facilitate their algorithm to handle precedence constraints

better, they sort the tasks in the DAG by clustering them according to their level.

Within each level the tasks do not have any precedence information and are thus

scheduled according to an assignment heuristic. This however, could leave multiple

tasks in a single level. Consider the running example again, in level 1 there are five

tasks : T2, T3, T4, T5 and T6. LMT chooses one task out of this by calculating the

average of execution times of these tasks on all machines and sorting them in the

non-increasing order of the average execution time and choosing from the start.

In its processor selection phase, i.e. Min-Time the algorithm attempts to assign

each task to the best processor – the processor on which the task runs the fastest.

In choosing the fastest processor, it might so happen that a choice has to be made

between two or more processors. In such cases, they attempt to preserve locality

by assigning the task to the processor from which it receives most of its input data

(recall our discussion about dependence criteria for scheduling from section 3.2 on

page 59, the authors preserve locality by scheduling heavily communicating tasks,

parents and child, onto the same processor).

One of the major drawbacks of this method is that tasks from the next level

are considered only after the current level is fully scheduled, even if there are ready

tasks in the subsequent level. This forces the next level task to wait unnecessarily.

The authors attempt to solve this by estimating the approximate execution time

of each subsequent level. They do this by using average execution times of all the

tasks in the level. The algorithm attempts to choose a processor which minimizes

the finish time of the task taking into account the average execution time of each

level.
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3.2.3 Heterogeneous Critical Parent Trees (HCPT)

HCPT [Hagras and Janecek, 2003] is a list scheduling algorithm for a bounded

number of heterogeneous processors. It also follows the same two phases of task

prioritizing and processor selection, although it implements them differently. In

the task prioritizing phase, the algorithm divides the application DAG into a set of

unlisted-parent trees. The root of each of these trees is considered to be a critical

node (CN). Any CN node (task), has the same AEST and ALST values, where

AEST is the average earliest start time and is equivalent to the downward rank

defined in equation 3.8 on page 61. ALST is the average latest start time and is

recursively computed by traversing the DAG upward by,

ALST (ti) = min
tj∈succ(ti)

{ALST (tj)− Ccomm(i, j)} − wi (3.10)

ALST (texit) = AEST (texit) (3.11)

In the task prioritizing phase, the algorithm maintains an auxiliary stack S which

contains all the CNs pushed in decreasing order of their ALST s and an empty

queue L. The top of stack S is examined and if it has any unlisted parents, i.e.

parents not in L, then these parents are pushed onto S. If the topmost element of

S doesn’t have any, then it is popped from S and enqueued onto L. The auxiliary

stack is just another way to list the tasks in decreasing order of their ALST s while

maintaining the partial order imposed by the precedence constraints.

In a similar vein to the rest of the scheduling heuristics, the processor assign-

ment phase takes task ti from the list L and assigns it to the processor pj which

minimizes the EFT of ti. The complexity of this algorithm is dominated by the

processor selection phase whose complexity is O(v2p).
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3.2.4 Heterogeneous Earliest Finish Time (HEFT)

The HEFT algorithm [Topcuoglu et al., 1999, 2002] is considered to be one of the

state of the art static DAG scheduling algorithms for a bounded number of hetero-

geneous processors. It delivers schedule lengths which are shorter or comparable

to other scheduling algorithms while having one of the lowest time running time

complexities. Like many other list scheduling algorithms, it has two major phases:

task prioritising phase and processor selection phase. In the task ranking phase,

task priorities are defined using the ranku or b− level metric as defined in equa-

tion 3.9 in section 3.2.1. The rank is calculated based on the average6 execution

times and average communication times. 7

On a side note, Zhao and Sakellariou published their work on the appropriate

selection of ranking functions and experiments with different schemes for comput-

ing these ranks in Zhao and Sakellariou [2003]. They observe shorter makespans

by modifying the ranking function and hence suggest that there is no evidence that

average values should be preferred to assign priorities to tasks. They also remark

that upward ranks appear to perform in many cases (but not always) better than

downward ranking. The authors conclude by mentioning that the different ranking

schemes they employed, perform better in different cases and hence it might be

worth running the algorithm with all the different ranking functions and choosing

the best one. The authors postulate that the length of the schedule produced by

the HEFT algorithm, explained in section 3.2.4, is affected significantly by the

scheme used and suggest that the mean value approach used by HEFT may not

be a particularly good choice. 8

6Average execution time is calculated as the mean of the execution times of the task on all
processors in the system. Consequently, average communication time is calculated as the mean
communication cost of said data transfer over all the communication links in the processor graph.

7We postulate in chapter 6 on page 134 that this might not be the best way to calculate the
ranks as the actual compute time and communication time is not taken into account, thereby
leading to longer makespans.

8In keeping with this position, we believe this to be true as well, especially in the case of
increasing heterogeneity where different processors offer very varied execution times for the same
task. Averaging the execution times of a task in this case results in an average execution time
which is not representative of the real execution time of the task and hence leads to inaccurate
ranking functions. We present a discussion of our approach to solve this issue in chapter 6 on
page 134.
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Ties in the value of the upward rank metric for tasks is broken randomly.

Topcuoglu et al. propose other methods of breaking the tie like choosing tasks

whose immediate successors have higher upward ranks, but suggest that this might

increase the complexity without giving anticipated performance improvements.

Hence, the ties are broken randomly. The tasks are then inserted into a list in

a non-increasing order of upward ranks. The authors also state that ordering

the tasks in a non-increasing order of ranku values does not violate precedence

constraints as it at least provides a topological ordering.

In the processor selection phase, the task ti that is at the top of the list is

selected and assigned to processor pj that minimizes the EFT (ti, pj) according

to equation 3.4. HEFT also employs an insertion based scheduling policy, where

tasks are inserted in the first idle slot that is capable of fitting the task on the

processor to which the task has been assigned to. HEFT has a complexity of

O(v2p) and significantly outperforms the algorithms that the authors compared it

against: Mapping Heuristic, Dynamic Level Scheduling and Levelized Min-Time.

The authors tested the algorithms on 56K randomly generated graphs and on

real-world applications like FFT and Gaussian elimination.

3.2.5 Critical path on a processor (CPOP)

The CPOP algorithm was developed by Topcuoglu et al in the same paper as the

HEFT algorithm. The main idea behind this algorithm is to find the critical path

of the application DAG and place it on one processor to prioritize the tasks on the

critical path and reduce communication costs. They calculate the critical path in

the task prioritization phase. The tasks are ranked by ranktotal which is the sum

of the upward rank (ranku) and the downward rank (rankd) which are in turn

calculated using average computation and communication costs 9.
9This however, is an imperfect method of calculating the critical path of an application based

on average computation and communication costs, as the true critical path of an application
DAG cannot exist independent of its assignment. There seems to be a lack of clear definition for
a critical path in the presence of heterogeneity in the literature. This is the primary motivation
for our work presented in chapter 6 where we attempt to define what a critical path is and how it
ought to be calculated in the presence of heterogeneity. Hence our stance is one in which critical
path cannot be calculated independent of a schedule and therefore cannot be fixed until the
scheduling process has finished. This is supported by the findings in [Kwok and Ahmad, 1998] in
which the authors show with experimental evidence that dynamic critical paths are better than
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The sum of the distance between the entry task and task ti and the distance

from ti to an exit task is called ranktotal. In order to find the critical path in the

application, the authors select the entry task as the first task in the critical path.

Then an immediate successor with the highest priority is chosen and labelled as

the critical path and this process is repeated until the exit task is found. The

first immediate child is chosen in case of a tie. Once the critical path has been

identified, it is assigned to a single processor pCP which minimizes the critical path

length.

In the processor selection phase, a task from the top of the task priority list is

chosen. If this task is on the critical path, then it is scheduled on the critical path

processor pCP ; if it is not, then it is assigned to the processor which minimizes the

EST of the task in a similar vein to HEFT. CPOP has a similar complexity to

HEFT in O(v2p). As the authors report in the paper, CPOP produces schedule

lengths which are similar or shorter than the comparing algorithms, but produces

makespans which are longer than HEFT.

3.2.6 Lookahead algorithm

The lookahead algorithm by [Bittencourt et al., 2010] is based on the HEFT al-

gorithm presented in section 3.2.4 on page 64. In order to select a processor for

a given task ti, the lookahead algorithm calculates the EFT for all the children

on all the processors. The processor selected for ti is the one that minimizes the

maximum EFT of all children of ti. When this process is done only for the imme-

diate children of ti, the algorithm is referred to as one-level lookahead. However,

this can be repeated for any number of levels by paying the corresponding increase

in complexity. The complexity of the one-level lookahead case is O(v4p3). The

authors do not report any significant increase in performance however, for deeper

lookaheads. We present a similar algorithm in chapter 6 on page 134 which has

the ability to lookahead taking into consideration the assignment of parents in

O(v2p2).

static critical paths as demonstrated in [Yang and Gerasoulis, 1994, Daoud and Kharma, 2008].
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3.2.7 Predict earliest finish time (PEFT)

The PEFT algorithm [Arabnejad and Barbosa, 2014] is a recent list-based schedul-

ing algorithm for a bounded number of heterogeneous processors. Similar to other

list-scheduling heuristics, PEFT has two phases: task prioritizing phase and a pro-

cessor selection phase. The authors aim to incorporate the the most important

feature of the lookahead algorithm [Bittencourt et al., 2010] – its ability to predict

the influence of an assignment for children of the given task; into their algorithm

for DAG scheduling. The main novelty, as stated by the authors, comes from

incorporation of this ability without suffering the increased complexity costs as in

the case of [Bittencourt et al., 2010].

They achieve this by implementing an optimistic cost table (OCT) which is a

v× p matrix. Each element OCT (ti, pk) indicates the longest shortest path in the

DAG from the entry to exit task, passing through ti assuming it is scheduled on

pk. This is calculated recursively10 by traversing the graph bottom up as,

OCT (ti, pk) = max
tj∈succ(ti)

[
min
pw∈P
{OCT (tj, pw) + w(tj, pw) + Ccomm(i, j)}

]
(3.12)

where Ccomm(i, j) is the average communication cost. OCT (ti, pk) represents the

maximum optimistic processing time of the children of task ti. Once the optimistic

cost table is calculated, the tasks are prioritized using a new ranking function

defined in the paper as,

rankoct(ti) =
∑P
k=1OCT (ti, pk)

P
(3.13)

where P is the number of processors. The authors note a slight difference in the

ordering of tasks when rankoct and ranku were used and claim that rankoct gives a

better ordering of the tasks. In the processor selection phase, the algorithm selects
10We believe that the authors have progressed in the right direction, however we believe there

is scope for improvement. The ranking function can be improved as it is still based on average
value of the OCT values and the processor selection phase still implies that a selected task
is assigned to a processor before its parents are visited. We attempt to address this issue in
chapter 6 on page 134 in the context of calculating critical paths. We have not compared our
work against this research as PEFT was published towards the end of the PhD.
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a processor which minimizes the optimistic EFT (OEFT ) which is defined as,

OEFT (ti, pj) = EFT (ti, pj) +OCT (ti, pj) (3.14)

This algorithm is the most recent algorithm in a long line of list based schedul-

ing heuristics for heterogeneous processors. The authors show through their ran-

dom graph based experiments that it outperforms HEFT from section 3.2.4 on

page 64 and claim that it is the only algorithm to do so while still maintaining

the complexity of HEFT. In the following sections, we explore the other groups of

scheduling heuristics presented in figure 3-3 on page 57.
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3.3 Task duplication heuristics

Task duplication-based scheduling algorithms schedules a task graph by mapping

some of its tasks redundantly, which reduces the inter-processor communication

overhead [Chung and Ranka, 1992, Park et al., 1997]. Duplication-based algo-

rithms differ according to the selection strategy of the tasks for duplication. The

algorithms in this group are usually for an unbounded [Kruatrachue and Lewis,

1988] number of identical [Ahmad and Kwok, 1994] processors and they have much

higher complexity values than the algorithms in the other groups. Task-duplication

has usually been applied in the homogeneous setting in the past, but is also ap-

plicable in the heterogeneous processor system scenario. The duplication-based

strategy is best suited either for communication intensive applications or for pro-

cessor systems where the inter-processor communication is costly, for e.g. grid

computing.

Task duplication heuristics are often considered impractical owing to their

higher time complexity [Topcuoglu et al., 2002]. In particular, the time complexity

of the BTDH algorithm [Chung and Ranka, 1992] and the DSH algorithm [Krua-

trachue and Lewis, 1988] are O(v4); the complexity of the CPFD algorithm [Ahmad

and Kwok, 1994] is O(v4). 11

11In our work in chapter 6 on page 134, we present an algorithm that is also reliant on
task duplication and has the same complexity as CPFD, but solves the problem for a set of
heterogeneous processors.
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3.4 Clustering heuristics

Although clustering heuristics12 are often classified as task scheduling algorithms,

they are primarily task mapping algorithms. An algorithm in this group starts

by creating a separate cluster13 for each processor in the given graph. At each

step, the selected tasks for clustering can be any task, not necessarily a ready

task. This is in stark contrast to the list scheduling heuristic where only ready

tasks are selected for scheduling. Each iteration refines the previous clustering by

merging some clusters which is in direct contrast to graph partitioning algorithms

like Kernighan and Lin algorithm [Kernighan and Lin, 1970]. If two or more tasks

are mapped onto the same cluster, then they are to be executed on the same

processor. Apart from the steps mentioned above, a clustering heuristic requires

additional steps to generate a final schedule:

• A cluster merging step for merging the clusters so that the remaining number

of clusters equal the number of processors

• A cluster mapping step for mapping the clusters onto available processors

and a task ordering step14 for ordering multiple tasks mapped onto the same

processor [Liou and Palis, 1997]

Some examples in this group are: Linear Clustering Method [Kim and Browne,

1988], Mobility Directed [Wu and Gajski, 1990], Dominant Sequence Cluster-

ing (DSC) [Yang and Gerasoulis, 1994], and Clustering and Scheduling System

(CASS) [Liou and Palis, 1996].

12One of our main pieces of research presented in Chapters 4 on page 84 is a form of the
clustering heuristic with a novel way of forming clusters.

13One can envisage a cluster as a hypernode from a hypergraph, where each hypernode can be
made up of one or more nodes from the original graph. A cluster can contain one or more task
and represents the set of tasks that have to be mapped onto a processor.

14This step is more often than not, a simple implementation of a list scheduling algorithm like
the ones described in section 3.2 on page 59.
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Figure 3-4: Taxonomy of meta heuristic algorithms15

3.5 Meta-heuristics based random search

Meta-heuristic random search techniques (or randomized search techniques) use

random choice to guide themselves through a solution search space of the problem

to which they are applied. These techniques combine the knowledge gained from

previous search results with some randomizing features to generate new results.

Figure 3-4 shows the broad sub classifications of the meta-heuristic algorithms.

Genetic algorithms (GAs) [Dogan and Ozguner, 2004, Wen et al., 2011, Sathap-

pan et al., 2011, Gao et al., 2008] are the most popular and widely used techniques

for several flavours of the task scheduling problem. The landscape however has

been changing in recent past. Orsila et al. describes a simulated annealing based

solution in [Orsila et al., 2006] and outlines a method to find the appropriate

starting and ending values for a key global parameter called temperature as dis-

cussed in the following section. There have also been attempts at combining the

genetic algorithm and simulated annealing [Shroff et al., 1996, Chen et al., 1998]

to solve the DAG scheduling problem.
15Source: Wikipedia. Link: https://en.wikipedia.org/wiki/Metaheuristic
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3.5.1 Simulated annealing (SA)

Simulated Annealing [Kirkpatrick et al., 1983] is an adaptation of the Metropolis-

Hastings algorithm for solving the problem of locating a good approximation of

the global optimum of a given function, F : R → R, which has a large search

space. In order to define the solution space in the context of the task mapping and

scheduling problem, let us consider a 2-dimensional search space. In this 2D space,

one axis represents the task ID and the other represents the processor ID. Each

point in this 2D space represents a {task,processor} pair which implies this task is

mapped onto this processor. We define a state to be a collection of v points such

that each task is mapped to exactly one processor. The total number of possible

states in this discrete space is pv. The solution space is the set of all pv such points,

which is exponential. The large number of states make exhaustive enumeration to

find optimal solutions, infeasible. 16

SA is a heuristic algorithm that explores the search space by inspecting one

valid state at each iteration. Each of these inspected states are evaluated by an

objective function which tells us how good or bad this state is. The goodness in

an SA algorithm is problem dependent. The algorithm progresses by inspecting a

candidate state at each iteration and it either accepts it as its current state or dis-

cards the state and moves on to another state. We define a move as the generation

of the next candidate state and this progress is governed by a global time-varying

parameter called the temperature which changes based on an annealing schedule.

The algorithm always accepts a move to a better solution, i.e. whenever the

next candidate state which has a better objective function value than the current

state, the SA algorithm accepts it. When this value is worse however, the SA

algorithm accepts this move with a certain acceptance probability, that depends

on the current temperature. When the temperature is high, the algorithm accepts

moves to a worse solution with a higher probability; as the temperature reduces

over time, this probability decreases.

16Please note that we will use the term processor and processing element (PE) interchangeably.
The same applies for task graphs and application graphs.
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Algorithm 1 The Conventional Simulated Annealing Algorithm
Input: Initial Mapping ζ0 and Starting and Final Temperatures T0, Tf
Output: Best Mapping ζbest

1: function ConventionalSA(ζ0, T0, Tf )
2: ζcurrent ← ζ0
3: Ccurrent ← OBJECTIV E FUNCTION(ζ0); //calculate initial objective

function value
4: ζbest ← ζcurrent Cbest ← Ccurrent
5: R← 0
6: for i← 0 to ∞ do
7: Tcurrent ← NEXT TEMPERATURE(T0, i)
8: ζnew ← NEXT STATE(ζcurrent, Tcurrent)
9: Cnew ← OBJECTIV E FUNCTION(ζnew)

10: ∆C ← Cnew − Ccurrent
11: r ← RAND()
12: p← ACCEPTANCE PROBABILITY (∆C, Tcurrent)
13: if ∆C < 0 or r < p then
14: if Cnew < Cbest then
15: ζbest ← ζnew; Cbest ← Cnew; ζcurrent ← ζnew; Ccurrent ← Cnew

R← 0
16: else if Tcurrent ≤ Tf then
17: R← R + 1
18: if R ≥ Rmax then
19: break

return ζbest

The algorithm employed by Orsila et al. is given in Algorithm 1. This algo-

rithm takes as input an initial (random) mapping (ζ0), the starting temperature

T0 and the final temperature Tf , all of which are set by the user. ζbest holds the

best mapping found when the algorithm halts (i.e, the best state seen during the

search). ζcurrent and Tcurrent are the current mapping and the current temperature,

respectively. The NEXT STATE function moves a random task to a random pro-

cessing element (PE). For further information about this algorithm, we encourage

the readers to read Sections II.B and III from Orsila et al.’s paper.

3.5.2 Genetic algorithm (GA)

Genetic algorithm is a heuristic search [Vose, 1999] algorithm that mimics the

natural selection process. This heuristic algorithm is often used for solving opti-

misation problems with large search spaces [Sivanandam and Deepa, 2008] and it

belongs to a larger class of algorithms called evolutionary algorithms.
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Algorithm 2 A genetic algorithm for task mapping

1: function Genetic algorithm
2: Choose an initial random population of individuals
3: Evaluate the fitness of the individuals
4: while Termination criteria not met do
5: Select the best n individuals to be used by the genetic operators
6: Generate new offspring by using the genetic operators
7: Evaluate the objective function value for these offspring Replace the

worst k individuals of the current population with the best k individuals from
the offspring

There are several key pieces of research which apply genetic algorithms to solve

the problem of DAG scheduling. [Daoud and Kharma, 2005] (Genetic Algorithm

for Task Scheduling – GATS) presented a novel GA-based scheduling algorithm

that was developed with heterogeneity in mind. The schedules generated by GATS

were faster than HEFT by 7% and DLS by 10.1% in Daoud and Kharma’s exper-

iments. In order to generate the initial population, Daoud and Kharma used the

schedule generated by a list-scheduling algorithm as the first chromosome17. After

obtaining the list-scheduling algorithm’s solution, a one processor-based chromo-

some is created (i.e. all the tasks from the application are mapped to the same

processor), for each individual processor in the system. To fill out the rest of the

population, randomly generated chromosomes are used.

T1 T2 T3 T4 T5 T6

P3 P1 P1 P2 P3 P1

Figure 3-5: A chromosome representation of a set of 6 tasks mapped onto 3 pro-
cessors

17A chromosome is a representation of a solution in the genetic algorithm framework. Recall
our discussion and definition of the solution space from section 3.5.1 on page 72, the chromosome
from figure 3-5 is a collection of points from that solution space where each task from the parallel
application graph is mapped onto a processor from the processor graph.
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They use two genetic operators: swap crossover and swap mutation. Swap

crossover combines genetic material from two chromosomes to produce two off-

spring chromosomes. It creates an intermediate modified chromosome called the

mask chromosome and tasks are swapped between itself and the parent chromo-

some based on two crossover points. Swap mutation on the other hand is used

to preserve the diversity of the mating pool. It randomly selects two tasks from

a chromosome and swaps their processor allocation. This operator was applied

with a probability of 0.5 and 20 generations were allowed to be created before

terminating the algorithm. The operators defined by us in Chapter 5 on page 110

for partitioning road network graphs are in a similar vein to these operators.

3.5.3 Particle swarm optimization

Particle Swarm Optimization (PSO) is a stochastic meta-heuristic algorithm. It

is similar to genetic algorithms by virtue of working with a population of candi-

dates called particles. These particles are in a three dimensional space and their

movement is guided by their own best known position in the search space and

the entire swarm’s best known position. These movements are governed by sim-

ple rules which are specific to the problem that PSO is applied to solve. The

knowledge of new improved positions for the particles are used to further guide

the movements of the swarm. This process is repeated until satisfactory solutions

are found or other termination criteria are met.

[Eberhart and Kennedy, 1995] introduced the Particle Swarm Optimization

method in order to overcome the high execution time taken by GA. PSO has

been adapted to schedule independent tasks in the context of grid computing by

[Zhang et al., 2008] using the Smallest Position Value (SPV) rule. [Liu et al.,

2010] designed a fuzzy scheme based on discrete PSO to schedule independent jobs

on computational grids. [Izakian et al., 2010] propose a version of discrete PSO

for grid independent job scheduling.

In an attempt to schedule DAGs on computational systems, [Bouali et al., 2015]

hybridize the PSO solution with the most popular list based scheduling heuristic:

HEFT. They use the solution that HEFT generates as the starting solution for
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PSO. Similar to the genetic algorithm by [Daoud and Kharma, 2005] discussed in

the previous section, Bouali et al. use the schedule generated by HEFT as the first

particle in their population and generate the rest of the particles randomly. Until

the stop criterion is met, they move the particles according to the rules defined by

PSO and keep track of the best known solution. In their experiments the authors

found that the performance gained is high when the number of tasks is low (ap-

proximately 15%) and reduces as the number of tasks is increased (approximately

2% for 100 tasks).

3.5.4 Cross Entropy

The Cross Entropy (CE) method is a monte carlo approach for solving combi-

natorial optimization problems. It was originally developed from the rare event

simulation field as an adaptive algorithm to estimate probabilities of rare events.

In this domain, very small probabilities need to be accurately estimated. Broadly

speaking, any cross-entropy method is two fold:

• Generate random samples or solutions to the problem at hand using a set of

dynamic parameters

• Modify/update the parameters that govern the generation of these random

samples using the samples themselves in an attempt to improve the samples

produced in future iterations

To our knowledge [Sanyal and Das, 2005] were the first to apply the CE method

to solve the DAG scheduling problem. They envision the entire solution space of

the mapping problem to be χ where each point corresponds to a particular map-

ping. The aim is to find optimal points in this space that will minimize the overall

application execution time. They generate a set of mappings, called trajectories, by

selecting valid solutions to the mapping problem. Then the effectiveness of these

mappings is evaluated using an objective function. The authors use a lumped cost

model in which the aim is to minimize the total computation and communication

cost assigned to a processor.
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Once the effectiveness of the samples have been measured, the top (1 − ρ)th

quantile of the set is selected. This smaller set of sample mappings has a higher

quality than the rest of the set and is hence used to update the parameters that

govern the generation of the random samples. The updates are done based on

how far the generated samples were off from the elite samples. Like other meta-

heuristic algorithms, CE guarantees that the optimal solutions will be found if run

for long enough and a large enough set of samples are used from the start. 18

18We implemented the algorithm and found that it performs well for a small number of applica-
tion tasks in terms of algorithm finish time and the quality of solutions. However, with increasing
number of tasks this algorithm fails to produce good solutions. It also takes increasingly larger
execution time and space in memory and hence doesn’t complete for the input application DAGs
we generate in section 6.5 on page 152. For these reasons, we do not present this algorithm in
this dissertation. We have however used the theoretical cost model from this paper in chapter 4
on page 84 and in a paper published at ISPA 2013.
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3.6 Other commonly used heuristics

Apart from the algorithms presented in the earlier sections, we present two classic

algorithms that are sporadically used in the context of static scheduling algorithms

for heterogeneous processors. 19

3.6.1 K-way graph partitioning

Graph partitioning plays an important role in DAG partitioning and scheduling

algorithms [Purna and Bhatia, 1999]. K-way graph partitioning is an algorithm,

which partitions a given graph into K or less parts, resulting in similar sized

partitions. K-way partitioning mixed with minimum cost edge cuts can form

a good tool to partition a task-graph onto a multi-processor system, resulting in

better utilization of processors and reduced communication costs. We have utilized

the METIS [Karypis and Kumar, 1995] graph partitioning tool and modified it into

a suitable partitioning heuristic. It performs a K-way graph partitioning of the

input application DAG onto heterogeneous multi-processor architectures.

METIS is a graph partitioner, which implements K-way partitioning with low

cost edge-cuts as the primary objective. The weights on the graph nodes are

represented as constraints. Each graph node can have multiple node-weights rep-

resenting different criteria. The edges between nodes can be weighted themselves,

but as opposed to nodes, edges can only be decorated with a single weight. METIS

can be requested to divide the graph into k parts (k-way partitioning) which are

of equal/similar sizes. 20

19We have modified both of these algorithms to suit the DAG scheduling problem.
20If the DAG scheduling is to be done for homogeneous processors, this method might produce

sufficiently good results. However for the heterogeneous case, one might require partitions which
are not necessarily of similar sizes in order to better accommodate the different abilities of the
heterogeneous processors. METIS makes this feasible through the provisioning of a feature called
tp-weights. The user can specify what ratios the different partitions have to be in. For instance,
in a two-processor system, a tp-weight of 0.5,0.5 would produce partitions which are equal in
size Karypis and Kumar [1995]. A tp-weight of 0.75, 0.25 would produce one partition three times
as the large as the other one while still attempting to maintain low cost edge-cuts. We have thusly
implemented a k-way graph partitioner/scheduler that maps tasks onto heterogeneous processors
which is discussed in greater detail in chapter 4 on page 84.
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3.6.2 Heterogeneous bin packing

Bin packing is a classic combinatorial problem which is NP-hard. It is often used

to solve problems like 2D packing, filling up containers and loading up trucks.

However, bin packing has been applied to solve the DAG scheduling problem in

as early as [Coffman et al., 1978]. 21

Baldi et al. present the Adaptive-Best Fit Decreasing (A-BFD) algorithm

which can be adapted to the context of the task mapping problem. Let I be the

items to be accommodated into the bins and let K be the set of bins available22.

Similar to the Knapsack problem [Skiena, 2008], by which A-BFD draws its in-

spiration from, each element i ∈ I, K has two constraints on them represented

by ci (cost)23, and Vi (volume)24. A-BFD proceeds to sort I according to non-

increasing order of their volume and sorts K according to non-increasing order of

the ratio ci/Vi. Then, it proceeds to allocate items from I into best bins b ∈ S.

A best bin, i.e., the bin with maximum free space, is defined as the bin volume

minus the sum of volumes of the items loaded into it.

The post pass in A-BFD chooses every bin that has at least one item allocated

to it and tries to find an empty bin, that has a higher or equal volume than the

allocated volume on the chosen bin but also has a lower cost. If it finds such an

empty bin, then it transfers all the items allocated to the chosen bin to the newly

found empty bin which is cheaper. One of the main advantages of A-BFD is that it

is very fast with a best case complexity of O(NI) without the post pass, where NI
is the number of items (number of tasks v in the application graph Gt). Including

the post pass, the best case complexity becomes O(NI + NK) where NK is the

number of bins (number of PEs p in the processor graph Gr).

21However, we compare the performance of the A-BFD algorithm [Baldi et al., 2012] in the
context of the DAG scheduling problem and suggest why it is not a preferred solution for the
DAG scheduling problem with communication in chapter 4 on page 84.

22From the standpoint of the mapping problem, I refers to the set of task graph nodes (v)
and K refers to the nodes in the processor graph (p)

23Translates to the PE capability W i
0

24Translates to the capability W i
1
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3.7 The bridge between theory and practice

In the previous sections, we have discussed in great lengths how the different

scheduling algorithms came to be and how the different algorithms compare against

each other. The key link that we often find missing in static scheduling algorithms

research is the bridge between the theoretical and experimental design of schedul-

ing algorithms and their corresponding implementation on real-world hardware.

In this section, we attempt to indicate at the existence of these bridges through

some seminal pieces of research in the field.

Task Graph Language
Syntax/Semantic 

Analysis

X-window
DAG Displayer

Scheduling
1. Clustering
2. Mapping to P-processors

X-window/Sunview
schedule displayer

Code Generation 
1. Data/program mapping
2. Comm/Mem optimization
3. Synchronization

INTEL 
iPSC/860

nCUBE-1
nCUBE-2

Application DAG

DAG

Schedule

Figure 3-6: PYRROS system architecture25

PYRROS [Yang and Gerasoulis, 1992] is a parallel programming tool, proposed

by Tao Yang and Apostolos Gerasoulis in 1992, for scheduling static task graphs

and generating the appropriate target code for message passing MIMD architec-

tures. It takes as input parallel program tasks with precedence constraints (DAGs

as discussed in Section 2.1.1.3 on page 32) and produces code for message passing

architectures such as nCUBE-2 and INTEL-2.
25Redrawn from Yang and Gerasoulis [1992]
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In order to execute tasks in a target machine, appropriate code has to be gen-

erated according to the schedule generated. The target machines they considered

were MIMD message passing local memory architectures. Each processor has a

unique ID and has the ability to execute different programs on different data.

Synchronization and data communication were implemented by message exchange

which followed some message passing primitives. The global execution order is

preserved as the schedule is generated by taking into account the precedence con-

straints of the DAG. PYRROS uses a work profiling method proposed by George

et al. for cluster merging and uses the DSC algorithm [Yang and Gerasoulis, 1994]

for scheduling its tasks.

The literature is widespread with such orchestration tools ( [Wu and Gajski,

1990, Buck et al., 1994, Broquedis et al., 2010]). In [Wu and Gajski, 1990], the

authors present a programming aid for message passing systems in Hypertool and

present two algorithms based on critical path for scheduling. Ptolemy [Buck et al.,

1994] is a framework for prototyping heterogeneous systems while ForestGOMP

is a more recent development. GOMP [Broquedis et al., 2010] is an extension to

the BubbleSched [Thibault et al., 2007] flexible scheduling framework which is an

earlier work of the authors.

More recently, Grewe and O’Boyle proposed a portable partitioning scheme for

OpenCL programs on heterogeneous CPU-GPU systems. They tested their frame-

work using an Intel Xeon E5530 and an ATI Radeon HD 5970 and got speedups of

1.55 over using just the GPU. The authors used an SVM based multi level predic-

tor to do the scheduling. The scheduling algorithm used by these two frameworks

is the bubble scheduling algorithm detailed in their first paper. Hence, it is not

hard to imagine an extension of PYRROS (or) Hypertool (or) ForestGOMP (or)

other orchestration tools, with significant changes however, that could work for the

kind of heterogeneous platforms discussed in Section 2.2 on page 37 using some of

our scheduling algorithms from Chapters 4 on page 84 and 6 on page 134.
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A
s has already been explained in chapter 2 on page 28, the scheduling

problem can be succinctly defined as: assign tasks from the parallel

program onto processors, so as to minimize the total parallel execution

time [Sarkar, 1989]. This is also commonly referred to as the multiprocessor

scheduling problem (this problem is also referred to as DAG scheduling and task

scheduling)1. This problem without communication delays has been studied at

great length in the past [Graham et al., 1979, Yang and Gerasoulis, 1993, Krish-

namoorthy and Efe, 1996]. It has been shown to be NP-complete in the general

case [Lenstra and Rinnooy Kan, 1978, Johnson and Garey, 1979] and even in some

special restricted cases [Ullman, 1975] like two-processor scheduling and tasks hav-

ing unit execution times etc. However, Graham in 1969 [Graham, 1969] showed

that the upper bound on the execution time produced by linear time list schedul-

ing heuristics is two. The schedule produced by the list scheduling heuristic will

hence be at worst twice as long as the optimal solution2.

When communication delays are introduced, the scheduling problem becomes

significantly harder. The bound on execution times produced by list scheduling

algorithms found by Graham do not hold in the context of multiprocessor systems

with communication delays. A naive notion of parallelism dictates that tasks

should be assigned to different processors as much as possible [Sarkar, 1989]. While

this increases processor utilization, it does not account for communication delays.

Communication delays are nullified when two communicating tasks are allo-

cated to the same processor; allocating them on different processors requires the

communication cost to be paid. Hence, the scheduling problem to minimize the

total parallel execution time of the application becomes a multi-objective opti-

mization problem in:

• Increasing processor utilization

• Decreasing inter-processor communication – Reduced communication costs
1These names are used interchangeably throughout the rest of this thesis
2For homogeneous processors
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To this end, we present a simulated annealing based partitioning technique

for mapping task graphs, onto heterogeneous processors in this chapter. As we

discussed in the background chapter (chapter 2 on page 28) task partitioning

onto homogeneous architectures to minimize the makespan of a task graph, is a

known NP-hard problem. Heterogeneity greatly complicates the aforementioned

partitioning problem, thus making heuristic solutions good alternatives. A number

of heuristic approaches have been proposed, some using meta-heuristic solutions.

We propose a simulated annealing method with a novel NEXT STATE function to

enable exploration of different regions of the global search space when the annealing

temperature is high and making the search more local as the temperature drops.

The novelty of our approach is two fold: (1) we go a step further than existing

scientific literature, considering heterogeneity at levels of task parallelism, data

parallelism and communication. (2) We present3 a novel algorithm that uses sim-

ulated annealing to find better partitions in the presence of heterogeneous architec-

tures, data parallel execution units, and significant data communication costs. We

conduct a statistical analysis of the performance of the proposed method, which

shows our approach clearly outperforms the existing simulated annealing method.

Let us now revisit our discussion about parallel applications and processors

from section 2.1 on page 30 and section 2.2 on page 37. Different parts of the

applications can exhibit different amounts of task and data-parallelism and dif-

ferent patterns of communication. Furthermore, hardware manufacturers in their

eagerness to overcome the limits of silicon have introduced many different het-

erogeneous execution architectures highlighted in chapter 2 on page 28. There is

evidence of software/compiler developers catching up by inventing techniques for

automatic parallelization of programs onto this heterogeneous hardware4.

3This work [Vasudevan et al., 2014] was published as a paper in the proceedings of the
ICPADS 2014 conference. This paper has three authors: Aravind Vasudevan, Avinash Malik and
David Gregg. Dr. Avinash Malik helped with the generation of the input graphs (benchmark
applications) used in this chapter; Dr. David Gregg provided valuable inputs on structuring and
editing the paper while Aravind Vasudevan, the first author, was responsible for the rest of the
paper.

4Source: Scheduling Operations for Massive Heterogeneous Clusters. Link: http://www.
techbriefs.com/component/content/article/16854

85

http://www.techbriefs.com/component/content/article/16854
http://www.techbriefs.com/component/content/article/16854


Chapter 4. Static task partitioning and simulated annealing 86

Task graph partitioning and scheduling, onto a heterogeneous architecture, to

reduce the overall application latency is a well studied problem [Braun et al., 2001,

Kwok and Ahmad, 1999a]. Different approaches have been proposed, some that

give optimal solutions for two-processor systems [Coffman Jr and Graham, 1972],

while others that are heuristics for generic hardware topologies [Topcuoglu et al.,

2002]. Task graph partitioning and scheduling being NP-hard [Sarkar, 1989, Ull-

man, 1975] in the general case, requires one to search for good heuristics that

can efficiently utilize the underlying execution architecture. There are two facets

that any heuristic task-partitioning technique needs to consider: (1) efficient mod-

elling of the application to extract the parallelism from the underlying execution

architecture and (2) an algorithm that can provide good quality solutions with

comparatively low complexity.

Usually, the algorithm designers concentrate on the second facet: providing an

efficient heuristic algorithm (as seen in section 3.2 on page 59), often neglecting ac-

curate parallel application and processor representation. This observation is based

on the fact that none of the proposed heuristic techniques discussed in chapter 3

on page 52, targeting partitioning and scheduling of task-graphs on heterogeneous

hardware explicitly specify the different types of potential parallelism available

in the underlying heterogeneous hardware. For example, if we consider graphi-

cal processing units (GPUs) in conjunction with the standard central processing

units (CPUs), we can identify at least three forms of parallelism; (1) multi-core

parallelism suitable for graphs composed of independent tasks, (2) short vector

parallelism available on CPUs and (3) very large vector parallelism available on

GPUs.

To our knowledge, none of the work to date [Kwok and Ahmad, 1999a, Orsila

et al., 2006, Sanyal and Das, 2005, Braun et al., 2001] explicitly tries to extract

these different types of parallelism together. [Shi and Dongarra, 2006] attempted

to alleviate this issue by developing the SDC algorithm which considers the case

where processors have different capabilities. For a given task, they have a met-

ric called the Percentage of Capable Processors (PCP) which dictates how many

processors in the processor system are capable of running said task.
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Tasks which have a smaller PCP value are given a higher priority while schedul-

ing. Unfortunately, this still doesn’t address the issue effectively as there is no way

to specify the affinity of a processor to a task using a gradient; one can only spec-

ify if a task is compatible with a processor or not and hence there is no middle

ground to specify the efficacy of a processor for a given task. [Lee and Shin, 1997]

had already solved a variant of this problem by calling tasks that required special

attached hardware to run, attached tasks. However this was only for homogeneous

processors. In their paper, they proved that there are optimal solutions for task

scheduling on homogeneous processors which have certain structured topologies

such as linear arrays, meshes, hypercubes and trees. Sanyal and Das and Braun

et al. consider heterogeneous architectures with processors running at different

speeds. However, they do not target vector parallelism. We explore an effective

way to expose the different types of parallelism and utilize it efficiently to represent

the affinity of certain tasks to certain types of processors in the following sections.

In this chapter we use a simulated-annealing approach to partition and schedule

applications modelled as task-graphs onto heterogeneous architectures addressing

the above mentioned gaps in the current literature. Our key contributions in

this research are:

• Mechanisms to exploit data parallelism within tasks and map the parallelism

to processing elements with matching vector capacity5

• A simulated annealing approach to partition the task level parallelism and

data level parallelism across heterogeneous multi-core architectures

• We consider communication costs between heterogeneous units and our tech-

nique also allocates the data-stores indicating placement of variables on the

appropriate memory

• We present a novel adaptation of the METIS graph partitioner tool to the

problem of partitioning task graphs onto heterogeneous architectures
5In our experiments, we take an application and divide the tasks into subtasks and then

allocate the tasks to processors. One could probably get a better schedule if the data parallel
tasks were divided into subtasks matched to the available processors. This however could be
achieved by the use of a compiler tool chain capable of auto tuning compiler parameters based
on the processors.
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• An experimental evaluation of our approach, comparing it with three es-

tablished approaches: k-way partition, heterogeneous bin packing, and the

existing simulated annealing-based approach

• Experimental results showing that our approach performs well for real-world

benchmarks, and in general produces superior results compared to the exist-

ing approaches
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4.1 Formulating the graphs and the objective func-

tion

The overall application partitioning problem onto a heterogeneous execution archi-

tecture can be formulated in terms of a graph partitioning problem. An application

can be represented as a task graph as discussed in Section 4.1.1. We can represent

the underlying parallel execution framework as a processor graph. The nodes in

this graph are processing units and the communication links are represented by the

edges as presented in Section 4.1.2 on the next page. Given these two graphs, how

does one partition the former and map it onto the latter? To answer this question,

we extend the execution model presented by Sanyal and Das and Jain et al. to

accommodate three forms of parallelism : 1) multi-core parallelism suitable for

graphs composed of independent tasks, 2) short vector parallelism available on

CPUs and 3) very large vector parallelism available on GPUs.

4.1.1 Task graph

A task graph is a weighted directed graph Gt(Vt, Et), such that each vertex ti ∈ Vt
is a program statement in the application, and Et ⊆ (Vt × Vt), represents the

communication edges between the vertices. The total number of tasks in the

application graph is given by |Vt| = v. Each vertex ti is decorated (ti’s vertex

weight(s)) with n weights (n = 2 in the case of the experiments conducted): wt0
and wt1. Weight wt0(ti) is a function on some vertex ti ∈ Vt, that maps the amount

of work to be carried out at node ti (represented as Units of Work (UoW)) to an

integer value. Similarly, wt1(ti) is a function on some vertex i ∈ Vt that maps the

vector length that is required by the node ti again to an integer value.

In such a model of application representation (referred to as multi-constraint

application representation throughout this chapter), the number of weights associ-

ated with each task can be increased to further accommodate necessary parameters

such as amount of memory required etc. For the purposes of this dissertation how-
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ever, we use a multi-constraint application representation with two constraints on

each task in the application with one constraint on the edges connecting them.

Each edge is decorated by a weight we : e → N,∀e(ti, tk) ∈ Et, where we

represents the number of bytes that need to be transferred from the location of

the data-store (ti) to the task that needs the data (tk). Data-stores are special

nodes, one per data variable, that indicate where the data resides. These special

nodes (that have their weights set to zero; thereby making them dummy nodes)

are inserted into the task graph wherever reader and writer tasks require access

to the corresponding data. The introduction of these nodes however, are done ex

post facto.

Hence the original dependence amongst tasks in the application graph are

preserved by inserting out and in edges to read and write tasks respectively. The

edges that existed between tasks in the graph before the introduction of these

special nodes are preserved. The allocation of data-stores on a heterogeneous

processor graph plays an important role, since we consider CPU-GPU architectures

that do not have shared memory. This implies there maybe a significant memory

latency associated with data transfer between these compute units. Hence the

placement of the data-store nodes plays a vital role in minimizing data transfer on

these expensive communication links.

Our framework can be used in conjunction with the polyhedral model and other

compiler frameworks described by [Bondhugula et al., 2008] and [Tiwari et al.,

2009]. Our framework takes as input the output application graph from these

compiler frameworks, built for single processing element systems and partitions it

onto a multi-core heterogeneous architecture. Figure 4-1 on the facing page shows

how our framework can be incorporated into a compilation tool-chain.

4.1.2 Resource graph

The system resources are represented by a weighted undirected graph Gp(Vp, Cp),

where pj ∈ Vp represents a processing element in the underlying processor graph,

while the edge-set Cp ⊆ (Vp × Vp), represents the communication links. The total

number of processors in the processor graph is given by |Vp| = p. Similar to

90



4.1. Formulating the graphs and the objective function 91

Code
generation
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Auto tuning

frameworks
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Figure 4-1: Compilation tool-chain and an example task graph

the application graphs, each vertex in the processor graph is decorated with two

weights: W r
0 and W r

1 . W r
0 (pj) maps the amount of work that this processor is

capable of doing represented by Units of Work (UoW) to an integer value and

W r
1 (pj) maps the vector capacity of that vertex to an integer domain. Every

communication link is weighted with the bandwidth capacity denoted by W c :

c → N,∀c ∈ Cp. During the course of this chapter we refer to a processor in the

system as a processing element or PE.

4.1.3 Objective function

In order to estimate the effectiveness of a mapping solution, we extend the objective

function from Sanyal and Das’s work to accommodate the vector parallelism that

is now exposed because of the multi-constraint representation of the task and

processor graph we employ. Given some application node ti ∈ Vt mapped to some

processor pj ∈ Vp. The latency for that node is computed as

91



4.1. Formulating the graphs and the objective function 92

Latency(ti, pj) =
[
wt1(ti)
W r

1 (pj)
+ wt0(ti)
W r

0 (pj)
+∑( w

e

W c
)
]

s.t., e = (ti, tk) : {tk ∈ succ(ti)} ∧ {we = 0 : ζM(tk) = pj}
(4.1)

where succ(ti) represents the successors of the task ti; c represents the communi-

cation link in the underlying hardware topology which connects PE pj to the PE

to which task tk is mapped. In this formulation for some given task graph node ti,

we first calculate the number of vectorized instructions that need to be performed

(by diving the required vector length with the vector capacity of the processor

node). This gives us the total number of vector instructions to be performed on

the processor node pj. Next, we calculate the number of scalar instructions to

be performed by dividing the UoW value of the task with the UoW of the pro-

cessor. For communication on the other hand, we calculate the cost, by dividing

the number of required bits to be transferred to the successors of the task by the

bandwidth of the processor(s).

Given the task graph and the processor-graph, let ζ be all possible mappings

of the application on the processor-graph. A mapping is defined as a function that

maps every task in the application graph onto some processor in the processor

graph. We extend the formulation from eq. 4.1 to find how heavily loaded each

PE is. In order to do this, we simply add the latencies of all the tasks scheduled

on this PE. This necessitates a sequential execution of all the tasks assigned to

this PE. Although this formulation doesn’t take the dependencies of tasks that are

mapped onto other PEs into account, it still forms a lower bound for the makespan.

Accounting for the completion times of all the parents and data transfer time from

their PEs to this PE increases the makespan, thereby making our estimate a lower

bound. In our formalization and our experiments we are only concerned about

the mapping and not the schedule. Once an effective mapping has been found,

a schedule can then be derived from it using a list scheduler similar to the ones

described in section 3.2 on page 59.

Let ζM be the mapping under consideration and ζM(ti) represent the PE to

which the task ti has been mapped to. Let p be the processor under scrutiny, then

we define the load for such a processor as:
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LoadζM(p) = ∑
∀ti∈Vt:ζM(ti)=p

[
wt1(ti)
W r

1 (p) + wt0(ti)
W r

0 (p) +∑( w
e

W c
)
]

s.t., e = (ti, tk) : {tk ∈ succ(ti) ∧ p 6= l} ∧ {c = (p, l) : ζM(k) = l,∀l ∈ Vp}
(4.2)

Finally, we define the objective function as the most heavily loaded PE according

to eq. 4.2. More formally, the complete objective function can be defined as:

ObjectiveζM = maxp∈Vp(LoadζM(p)) (4.3)

The goal of our framework is to minimize the total objective function value as

described in Equation ( 4.3).
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4.2 Simulated annealing

Recall our discussion about simulated annealing from section 3.5.1 on page 72.

In continuation from that discussion, we highlight some of the salient features

of the algorithm in the context of task mapping and scheduling. SA is a meta-

heuristic algorithm that explores the search space by inspecting one valid state (see

section 3.5.1 on page 72 for the definition of state) at each iteration. Each of these

inspected states are evaluated by an objective function which tells us how good or

bad this state is. The goodness in an SA algorithm is problem dependent and in

our case it is given by the metric defined in Equation 4.3 on the previous page,

Section 4.1.3 on page 91. The algorithm progresses by inspecting a candidate state

at each iteration and it either accepts the state as its new current state or discards

it and generates the next candidate state. We define a move as the generation of

the next candidate state6 and this progress is governed by a global time-varying

parameter called the temperature which changes based on an annealing schedule.

The algorithm always accepts a move to a better solution, i.e. whenever a new

state which has a better objective function value than the current state, the SA

algorithm accepts it. When this value is worse however, the SA algorithm accepts

this move with a certain acceptance probability, that changes with the current

temperature. When the temperature is high, the algorithm accepts moves to a

worse solution with a higher probability; as the temperature reduces over time,

this probability decreases.

4.2.1 Simulated annealing : From the mapping problem

standpoint

The algorithm employed by Orsila et al. is described in algorithm 3 on the

next page. This algorithm takes as input an initial (random) mapping (ζ0), the

starting temperature T0 and the final temperature Tf , all of which are set by the
6A move doesn’t necessarily involve a change of state. As explained later, a move might fail

due to circumstances.
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user. ζbest holds the best mapping found after the algorithm halts. ζcurrent and

Tcurrent are the current mapping and the current temperature, respectively. The

NEXT STATE function moves a random task to a random processing element

(PE). The OBJECTIVE FUNCTION evaluates execution time of a specific map-

ping by calling the scheduler or by using an objective function like the one we have

described in equation 4.3 on page 93. ζ0, ζcurrent and T0, Tcurrent are the initial and

current mapping and temperatures, respectively. NEXT TEMPERATURE which

generates the temperature in the next iteration is given by,

NEXT TEMPERATURE(T0, i) = T0 ∗ qb
i
L
c (4.4)

where q is the proportion of temperature preserved in each temperature level. L

is the number of iterations in one temperature level, and is commonly set as the

product of number of tasks and the number of PEs (v∗(p−1)). Multiple iterations

Algorithm 3 Orsila et al.’s simulated annealing algorithm
Input: Initial Mapping ζ0 and Starting and Final Temperatures T0, Tf
Output: Best Mapping ζbest

1: function ConventionalSA(ζ0, T0, Tf )
2: ζcurrent ← ζ0
3: Ccurrent ← OBJECTIV E FUNCTION(ζ0); //calculate initial objective

function value
4: ζbest ← ζcurrent Cbest ← Ccurrent
5: R← 0
6: for i← 0 to ∞ do
7: Tcurrent ← NEXT TEMPERATURE(T0, i)
8: ζnew ← NEXT STATE(ζcurrent, Tcurrent)
9: Cnew ← OBJECTIV E FUNCTION(ζnew)

10: ∆C ← Cnew − Ccurrent
11: r ← RAND()
12: p← ACCEPTANCE PROBABILITY (∆C, Tcurrent)
13: if ∆C < 0 or r < p then
14: if Cnew < Cbest then
15: ζbest ← ζnew; Cbest ← Cnew; ζcurrent ← ζnew; Ccurrent ← Cnew

R← 0
16: else if Tcurrent ≤ Tf then
17: R← R + 1
18: if R ≥ Rmax then
19: break

return ζbest
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are achieved at a single temperature level by using the floor function, since b i
L
c

moves to a new value only at every integral multiple of L.

L = v ∗ (p− 1) (4.5)

The ACCEPTANCE PROBABILITY function is modified from its traditional

form: 1
1+exp( ∆C

T ) to adapt automatically to different cost function value ranges and

graphs with different task execution times. This is done by normalizing the change

in cost, ∆C,

ACCEPTANCE PROBABILITY (∆C, T )

= 1
1+exp( ∆C

0.5C0T
)

(4.6)

The initial temperature T0 of the annealing schedule is selected as:

T0 = Tmax
Tminsum

(4.7)

where Tmax is the maximum execution time for any task ti ∈ Vt on any PE pj ∈ Vr
and Tminsum is the sum of execution time of all tasks in Vt on the fastest PE

pfastest ∈ Vr. The final temperature of the annealing schedule is selected as:

Tf = Tmin
Tmaxsum

(4.8)

where Tmin is the minimum execution time for any task ti ∈ Vt on any PE pj ∈ Vr
and Tmaxsum is the sum of execution time of all tasks in Vt on the slowest PE

pslowest ∈ Vr.
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4.3 Our improved SA approach

Simulated annealing is a generic framework that is characterized by the definition

of few of its parameters and functions. In this section, we discuss our adaptation

of Orsila et al.’s simulated annealing algorithm to suit the heterogeneity in our

multi constraint representation of task and processor graphs. We also discuss the

rationale behind the generation of next candidate states based on the temperature

parameter.

[Orsila et al., 2006] primarily dealt with parametrizing the simulated annealing

algorithm. The authors demonstrated that their heuristic for setting the initial

and final temperatures in the annealing schedule was sufficient for the algorithm

to produce a good quality result. However, the authors do not mention how the

NEXT STATE function is computed, i.e. how the SA method finds the next candi-

date state. Our NEXT STATE function is one of the most important contributions

of the work presented in this chapter.

In Orsila et al.’s SA implementation, temperature is used only in the acceptance

probability function to accept worse states as a way of escaping local minimums,

which we have retained in our implementation. Additionally, we incorporate tem-

perature in the generation of the next candidate state (the next probable move

of the SA algorithm). When temperature is high, we allow a higher proportion

of elements in this mapping of the form ti → pj for some ti ∈ Vt and pj ∈ Vp to

change. We denote this as,

Tscaled = Tcurrent
T0 − Tf

(4.9)

where Tcurrent is the current temperature, T0 is the initial temperature and Tf is

the final temperature. v ∗ Tscaled gives us an estimate of how many tasks we can

migrate in order to generate the next candidate state. As is evident from eq. 4.9,

the scaled temperature factor allows a lot of tasks to migrate to different process-

ing elements when the temperature is high.
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As the temperature decreases, we restrict the motion of these tasks, meaning

we allow only fewer tasks to migrate to different processing elements and enforce

a condition on the rest of the tasks to stay at the processing element they are

currently on. Note that during every iteration, the tasks that are allowed to move

are selected at random while the number of tasks that have to be moved is given

by v ∗ Tscaled.

This is in contrast to Orsila et al.’s simulated annealing algorithm where tem-

perature affects only the acceptance probability. As the acceptance probability

decreases with temperature, the annealing schedule generates candidate states

which are restricted to a certain region in the search space. In our method, as

the temperature drops, the next candidate state is still allowed to move away to

areas close to the current local area. As we explain further on, there is a general

idea of a sequence of global searches followed by a sequence of local searches. This

enables us to fine-tune the current best solution in order to only move tasks that

give us better objective function values. This idea of letting temperature influence

the generation of the next state opens up a range of optimizations that can be

incorporated into the NEXT STATE function.

NEXT TEMPERATURE(T0, i) = T0 ∗ q
i
L (4.10)

The NEXT TEMPERATURE function, which is defined in Equation ( 4.4 on

page 95), has also been changed from Orsilla’s work to prevent multiple mapping

iterations in one temperature level. We want to avoid this as we do not want to

spend a majority of the annealing schedule searching for solutions at the same

temperature level as it might lead to moves of similar quality. We prefer a gradual

decrease in temperature for the same reasons.

Figure 4-2 on the next page shows how the temperature varies with iterations.

It clearly shows how the temperature drops more quickly for smaller values of q

and more slowly for larger values. Even though we removed the concept of multiple

number of mapping iterations per temperature level from Orsila et al.’s algorithm,

we retained the q parameter as we wanted to control how quickly or slowly the

temperature must drop.
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Figure 4-2: Temperature variations in SA with varying q

We have also changed the starting point, ζ0 of the annealing process. In Orsila

et al.’s algorithm a random starting point is chosen by mapping each task to a

random PE. We maintain the randomness in the starting solution, but we mandate

all tasks to be mapped onto a single random PE. This puts tightly coupled tasks,

i.e. tasks that communicate heavily, onto the same PE. Moving them onto different

PEs would only incur more communication costs and would thus lead to a worse

objective function value. Since the NEXT STATE function moves tasks around

randomly, there is only a low probability that it will assign heavily communicating

tasks on the same processor. Hence, starting all the tasks on the same processor

gives the annealing schedule a better chance to leave them unaltered and thereby

having decreased overall communication cost.

We use the same value for the initial and final temperature for the annealing

schedule as Orsila et al.. To accommodate the multiple-constraint representation

model with theirs, we calculate the fastest and slowest processors by multiplying

each processor’s capabilities (the PE’s UoW capability and vector width) and

sorting them in non-descending order.

At this juncture, we would like to remind the reader that the algorithm pre-

sented is a mapping algorithm. It assigns tasks to processors which could lead to

more than one task being assigned on the same processor. Although the prece-

dence constraints offer us a partial order for these tasks, a complete order is real-

ized through the use of a simple list scheduler which schedules tasks for execution

within the processor based on a topological ordering.
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4.4 Experiments and results

Application Vector strip size
10 20 30 40 50

|Vt| |Et| |Vt| |Et| |Vt| |Et| |Vt| |Et| |Vt| |Et|
Binomial option pricing 82 206 102 306 122 406 142 506 162 606

Convolution 79 143 89 173 99 203 109 233 119 263
Gram Schmidt 228 443 838 1653 1848 3663 3258 6473 5068 10083
Gauss-Seidel 227 531 837 2041 1847 4551 3257 8061 5067 12571

Jacobi 48 130 78 240 108 350 138 460 168 570

Table 4.1: The task graph setup

Although several list-scheduling heuristics for the problem exist [Kwok and

Ahmad, 1999a, Topcuoglu et al., 2002, 1999, Arabnejad and Barbosa, 2014], we

focus our comparison of the proposed solution against the SA approach in [Orsila

et al., 2006]7. Furthermore, we also compare our technique with two state of the art

heuristic algorithms for allocation of task graphs onto heterogeneous architectures;

one based on K-way partitioning [Karypis and Kumar, 1995].

We also compare our algorithms performance against the classic heterogeneous

bin-packing [Baldi et al., 2012] algorithm adapted to the task mapping problem.

Our experiments are performed on a large set of randomly generated heterogeneous

execution architectures (processor graphs) and some real-world applications (task

graphs) which are given in table 4.1. After strip mining the five applications

with five different vector strip sizes as shown in table 4.1, we have a total of 25

unique applications. We run them on five different number of processors (p =

{2, 4, 8, 16, 32}). Hence in total, we run a total of 125 experiments (an experiment

is a combination of an application and a processor graph), each repeated 10 times.

We show the speedup obtained using our improved heuristics against the con-

ventional heuristics for SA as prescribed by [Orsila et al., 2006]. We also compare

the results we obtain against the K-way graph partitioning algorithm [Karypis and

Kumar, 1995] and heterogeneous bin packing heuristic [Baldi et al., 2012].
7The objective function (inspired by [Sanyal and Das, 2005], used in this chapter, does not

take dependencies across tasks into account. The list scheduling algorithms however base their
entire schedules around dependencies. This renders the comparison between the two algorithms
unfair as the makespans produced by the list scheduling algorithms will inevitably be longer.
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4.4.1 The task graph setup

We chose five applications: binomial option pricing (a financial derivatives applica-

tion), 2-dimensional convolution (for image processing), Gram Schmidt linear alge-

bra kernel, 2-dimensional Gauss-Seidel stencil computations and the 2-dimensional

Jacobi stencil computation.

The compiler first collapses all the nested loops and vectorizes the resultant

statement to the largest possible vector length, if it is able to do so. Once vectorized

to a large vector of some length N (N can be of length 1 million in some cases)

we strip this vector, breaking it into multiple nodes requiring N/(vector strip size)

each. The resultant nodes are then allocated onto the heterogeneous processor. We

take this approach to increase the exploitation of parallelism; especially taking into

consideration the GPUs that provide the ability to perform large vector operations

at once.

For the five aforementioned applications we vary the vector strip from 10 to

50, which results in graphs varying from around 50 to 5000 nodes and with 23

to 12,000 edges. A detailed description of the applications and their features is

shown in Table 4.1 on the facing page. The vector requirement of applications

in our benchmark suite varies from 1000 to 1 Million elements. The UoW count

varies from around 1 to 0.3 billion. The edge weights depicting the amount of data

transfer on the other hand varies from 3000 bytes to almost 4.8 megabytes.

The comparison of our simulated annealing approach with other techniques are

described in the next sub sections. In all the upcoming comparisons we set the

value of q = 0.75 (which controls how fast the temperature drops) in our SA and

Orsila et al.’s SA. This value of q is a good compromise between a slow running SA

heuristic vs objective function value. For the aforementioned experimental setup

both the SA techniques were allowed to run for 10 minutes.

4.4.2 Adapting METIS for task partitioning

In this section, we delve into the adaptation of the METIS graph partitioner to

perform task mapping as discussed in section 3.6.1 on page 78. For the sake
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(a) Binomial Option Pricing
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(b) 2 Dimensional Convolution
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(c) Gram Schmidt linear-algebra kernel
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(d) 2 Dimensional Seidel stencil computa-
tion
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(e) 2 Dimensional Jacobi stencil computa-
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Figure 4-3: Comparison of ObjectiveζM from eq. 4.3 on page 93 : Our SA approach
Vs K-way graph partitioning

of redundancy, we highlight some of the salient features of the METIS graph

partitioner tool here. METIS is a graph partitioner, which implements K-way

partitioning with low cost edge-cuts as the primary objective. The weights on

the graph nodes are represented as constraints as described in section 4.1.1 on

page 89. Each graph node can have multiple-node weights representing different

criteria. The edges between nodes can be weighted themselves, but as opposed to

nodes, edges can only be decorated with a single weight.

METIS can be requested to divide the graph into k parts (k-way partitioning)

which are of equal/similar sizes. While this works in the homogeneous case (where

we might want equally partitioned workloads for the different processors that have
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the same capabilities), heterogeneity might require partitions of different sizes.

METIS makes this feasible through the provisioning of a feature called tp-weights.

The user can specify what ratios the different partitions have to be in. For e.g., in

a two-processor system, a tp-weight of 0.5,0.5 would produce partitions which are

equal in size [Karypis and Kumar, 1995]. A tp-weight of 0.75, 0.25 would produce

one partition three times as the large as the other one while still attempting to

maintain minimum edge cuts. The gist of our K-way task partitioning approach

onto a heterogeneous multi-core architecture is as follows:

• Our processor graph is first described in the METIS file format which can

be found in [Karypis and Kumar, 1995]. In this description each of the two

capabilities W i
0 and W i

1 are described as two constraints for each node in

the graph. The communication bandwidth is described as edge weights in

METIS.

• Once we have the processor graph in the METIS format we calculate the tp-

weights. There are two tp-weights generated, one for each of the processor

node capabilities. For each processor the UoW tp-weight is calculated by

the formula: W i
0/
∑
∀i∈Vr

(W i
0). Similarly, we calculate the tp-weight metric

for each PEs vector length capability as: W i
1/
∑
∀i∈Vr

(W i
1). These fractions

give a relative approximation of the capabilities of each PE compared to the

other.

• The nodes in our task graph are described as graph nodes in the METIS

format. The two requirements (Ri
0 and Ri

1) for each task node are described

as two constraints in the METIS node format. The edge weights in our task

graph are described as edge weights in the METIS graph format.

• Once we have the task graph described in the METIS format along with

the tp-weight metric for each PE in the processor graph. We ask for a |Vr|

partition from METIS, giving the tp-weight metric for each constraint of the

task graph.

• The resultant partition is then used to calculate the objective in Equa-

tion (4.3).
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Application Max objective value Min objective value Better (%)
K-way Our SA K-way Our SA Our SA vs K-way

Bin. option pricing 79947.2 53404.8 11218.1 10975.5 94
Convolution 52.85 124.309 19.64 19.64 12

Gram Schmidt 54.13 2.96 1.33 0.91 64
Gauss-Seidel 542.44 32.99 9.67 9.67 68

Jacobi 16 14.69 0.95 0.89 32

Table 4.2: Table comparing the best and worst objective function values obtained
by our SA approach and K-way graph partitioning. The last column denotes
the number of instances in which our algorithm produces lower objective function
values
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(a) 2 Dimensional Convolution
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(b) Gram Schmidt linear-algebra kernel
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(c) 2 Dimensional Jacobi stencil computa-
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Figure 4-4: Comparison of ObjectiveζM from eq. 4.3 on page 93 : Our SA approach
Vs Heterogeneous Bin Packing

The K-way graph partitioning algorithm uses the METIS [Karypis and Kumar,

1998] graph partitioner to solve the problem of mapping task graphs onto hardware

topologies. We discuss the adaptation of the METIS graph partitioner to suit the

multi constraint representation model in Section IV.A of our previous work8.
8As an extension of this, we have also implemented a hierarchical 2-way graph partitioner

using METIS. This has been greatly discussed in our paper published at ISPA 2013 [Muralidharan
et al., 2013]. This paper had four authors: Servesh Muralidharan, Aravind Vasudevan, Avinash
Malik and David Gregg. Avinash Malik was responsible for generating the input graphs while
David Gregg helped edit the paper. Aravind Vasudevan, the second author, was responsible
for designing the algorithm and implementing the algorithms used for comparison in the paper.
Servesh Muralidharan did everything else. We have hence not discussed the algorithm here as a
detailed discussion is available in Servesh Muralidharan’s thesis.
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Major statistics comparing the two approaches is provided in Table 4.2. In

Table 4.2, The Max objective and the Min objective columns, provide the

maximum and minimum objective function values for each of the applications.

The last column gives the percentage of instances our SA technique performed

better than K-way graph partitioning, in the experiments conducted. The METIS

project has been under development for the past ten years and is extremely well

suited for performing minimum cost edge-cuts of large graphs and minimizing

cross partition communication. This is clearly reflected in the results of two data

intensive benchmarks, namely Convolution (better or equal in 88% of the 125 ex-

periments, as explained in section 4.4) and 2D Jacobi Stencil computation (better

or equal in 68% of the 125 experiments).

4.4.3 Heterogeneous bin-packing heuristic

Application Max objective value Min objective value Better (%)
HBP Our SA HBP Our SA Our SA vs HBP

Bin. option pricing — 53404.8 — 10975.5 100
Convolution 215741 124.309 98.45 19.64 92

Gram Schmidt 3169.72 2.96 2947.65 0.91 100
Gauss-Seidel — 32.99 — 9.67 100

Jacobi 4653.66 14.69 1.69 0.89 92

Table 4.3: Table comparing the best and worst objective function values obtained
by our SA approach and heterogeneous bin packing. The last column denotes
the number of instances in which our algorithm produces lower objective function
values

We present a brief discussion of how heterogeneous bin packing can be ap-

plied to task partitioning in Section 3.6 on page 78. A detailed comparison of

our SA technique with heterogeneous bin packing heuristic is shown in Table 4.3.

Unlike, K-way graph partitioning, the bin packing heuristic could not partition

the binomial option pricing and Gauss-Seidel examples for any vector strip size,

because the algorithm terminates if there is no underlying PE that can support

the required vector tile size. Our SA heuristic runs a part of the vector on the

underlying PE and then iterates in a loop until all vector computations are finished.
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(a) Binomial Option Pricing
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(b) 2 Dimensional Convolution
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(c) Gram Schmidt linear-algebra kernel
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(d) 2 Dimensional Seidel stencil computa-
tion
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Figure 4-5: Comparison of ObjectiveζM from eq. 4.3 on page 93 : Our SA approach
Vs Orsila et al. SA approach

Heterogeneous bin packing prioritizes volume (vector length) over cost (UoW

count) thereby performing much worse compared to our approach. It packs a large

number of task nodes from the application graph into a single large vector PE,

including those task nodes, which have a small vector count (wi1), but a large UoW

count (wi0).

4.4.4 Orsila et al.’s SA

The table showing the comparison of our approach with the established SA ap-

proach of [Orsila et al., 2006] is shown in Table 4.4 on the next page. There is

not a single case where our SA approach is worse than the current established
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Application Max objective value Min objective value Better (%)
Std. SA Our SA Std. SA Our SA Our SA vs Std. SA

Bin. option pricing 219230 53404.8 25967.5 10975.5 95
Convolution 220525 124.31 50.34 19.64 76

Gram Schmidt 10.04 2.96 0.96 0.91 92
Gauss-Seidel 14607.8 32.99 9.67 9.07 72

Jacobi 3504.44 14.69 0.95 0.89 88

Table 4.4: Table comparing the best and worst objective function values obtained
by our SA approach and and Orsila et al.’s SA. The last column denotes the number
of instances in which our algorithm produces lower objective function values

technique. The reasons for this are two fold,

• We improve the annealing schedule such that the search exploration is global

initially and becomes local to the current best solution as temperature drops

• The greedy phase in our annealing schedule helps us fine tune our best solu-

tion

In all the figures and statistics presented, the simulated annealing methods

were run with a time limit of 10 minutes, i.e. SA terminates after 10 minutes

irrespective of whether an acceptable solution has been found. The experimental

set-up consists of a dual socket system consisting of Intel Xeon E5620 CPU running

at 2.4GHz with 24GB DDR3 RAM. The system is running Linux kernel ver 3.0.40-

1. The code was compiled using GCC version 4.7.1 with ‘-O3’ optimization flag.

In this chapter we have described a novel simulated annealing (SA) heuristic

for mapping applications with task and data level parallelism onto heterogeneous

execution architectures. We partition such applications onto heterogeneous archi-

tectures with differing compute costs, vector lengths, and communication band-

widths. To our knowledge we are the first to utilize SA for extracting different

kinds of parallelism (task and data) directly from compilers onto heterogeneous

architectures.

Our SA approach guides the movement of the partition using temperature

itself, as opposed to others, where such movement occurs randomly. Moreover,

a guided movement allows for faster identification of good solutions, resulting in

faster runtime for the SA algorithm, making it scalable to larger applications and

larger number of processor cores.
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Experimental results show that our SA approach outperforms the existing SA

technique in 84% of the instances. Moreover, for all these instances it has a

better objective function value. We also compared our SA technique with the well

established K-way graph partitioning and heterogeneous bin packing heuristics.

Our SA approach out performs the former in 54% of the instances and the latter

in 92% of the instances. As part of the future work, we intend to run some instances

of the applications on partitions suggested by our method to confirm the validity

of the results as the objective function is an approximate estimation of the real

runtime.
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Chapter 5. Applying meta-heuristics to road network partitioning 110

R
oad network graphs are very similar to the application DAGs that we

have described previously (section 2.1.1.3 on page 32 and section 4.1.1

on page 89). One can imagine the intersections in a road network as

vertices in a DAG and the traffic flowing between intersections as the communica-

tion flowing through edges in the corresponding graph. The parallels that can be

drawn between the two areas are aplenty and hence there is much to be gained by

exploring the applicability of partitioning techniques between the fields.

As we explain in the coming sections, the problem of partitioning of road

networks for distributed simulations is akin to workload partitioning. Hence, this

chapter is a foray into evaluating the applicability of the partitioning techniques

from our DAG partitioning work, to road network partitioning. To our surprise, the

question of the efficacy of graph based partitioning techniques compared against

space based partitioning techniques had no clear answer in the existing literature

of road network partitioning for distributed simulation.

In this chapter we set out to address this question and compare the effectiveness

of meta-heuristic graph based partitioning algorithms and spatial partitioning al-

gorithms1. In section 5.1 on the facing page, we outline the problem of distributed

road network simulation and position the problem of partitioning algorithms in

its context. We also highlight the key contributions of this chapter in this section.

Section 5.2 on page 113 provides a mathematical description of the road network

partitioning problem. We illustrate some of the current state of the art techniques

in section 5.3 on page 116. We present our modified meta-heuristics in section 5.4

on page 119 and explore the results in section 5.5 on page 125.

1The research material presented in this chapter has been published as a poster and a short
paper at the Winter Simulation Conference 2014 (WSC ’14 ). There were five authors for this
short paper. Dr. Anthony Ventresque, Prof. Liam Murphy and Dr. David Gregg helped with
editing and structuring the paper. Quentin Bragard helped in generating the graphs for the
cities and implemented the spatial partitioning algorithms and hybrid algorithms. I, Aravind
Vasudevan, was responsible for everything else.
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5.1 Partitioning road network graphs

for distributed simulation

Traffic density is increasing in many urban regions. For example, in Dublin, Ire-

land, journey time of car commuters increased by 44% (21.24 to 30.65 minutes) and

average speed decreased by 31% (16.71 to 11.58km/hr) between 1994 and 20022.

The number of people driving to work in Dublin has been on the rise and by 2000

it was about 50% [Morgenroth, 2005] of commuters. The resulting congestion im-

poses large expenses on commuters, businesses, the environment and reduces the

effectiveness of emergency services.

Building new roads is expensive and often not feasible in historic city centres, so

there is great interest in using technology to better manage the existing roads. An

important aspect of traffic management is the ability to simulate effects of changes

in things such as traffic light sequence. Traffic simulations can be used ahead of

time to design the original traffic system, or they can be used in real time to react to

unforeseen events such as accidents and natural disasters [Behrisch et al., 2011].

The ability to simulate different conditions and traffic patterns, allows smarter

decisions to be made about re-routing traffic and managing congestion.

Large-scale traffic simulation is computationally intensive, particularly if per-

formed in real time. A promising solution is to perform the computation in parallel,

and distribute the work of simulating different parts of the road network to dif-

ferent processors and machines. This raises an important question: What is the

most effective strategy for partitioning a road network for distributed simulation?.

On the one hand the workload has to be well balanced across all processors in

the distributed simulation, while on the other it is important to minimise expen-

sive inter-machine communication. As discussed earlier, this problem has many

similarities to our work from chapter 4. In the next paragraph, we explore this

similarity briefly.
2Source: Dublin city council workplace travel plan. Link: http://www.dublincity.ie/

RoadsandTraffic/Documents/DCC_Travel_Plan_v2_1[1].doc
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We evaluate three different approaches to road network partitioning for sim-

ulation. The first approach is an algorithm that relies on dividing the physical

road network spatially into rectangular blocks of different sizes. In the second

approach, we use a graph representation of the road network and meta-heuristic

search algorithms to partition the graph. This method is our main contribution

in this chapter and it draws inspiration from our work in chapter 4, which used a

modified version of a simulated annealing algorithm to solve the problem of static

DAG scheduling in an effort to minimize the makespan of the application. In

a similar vein, we design a simulated annealing algorithm (discussed in greater

detail in section 5.4.1) that exchanges road network intersections across different

partitions. The objective of this simulated annealing algorithm is to reduce the

execution time of a road network graph on a distributed simulator over a number

of processors. This objective is achieved by measures that are two fold: (1) By

exchanging intersections between the processors in order a better load balancing

across all processors is achieved (2) By modifying the move function cleverly, the

algorithm achieves low inter-processor communication.

The final hybrid scheme builds clusters of nodes in the graph representation of

the road network, based on spatial information [Ventresque et al., 2012]. We make

the following contributions in this chapter:

• We provide a mathematical description of the problem (Section 5.2), and

describe two existing spatial algorithms (Sections 5.3.1 and 5.3.2) and one

hybrid algorithm (Section 5.3.3) for partitioning road networks.

• We present novel formulations of the well-known meta-heuristic approaches

of simulated annealing and genetic algorithms (Section 5.4 on page 119) to

solve the road network partitioning problem.

• We present a detailed experimental comparison of the three major approaches,

using the road networks of several world cities (Section 5.5 on page 125).

• Our results show that spatial strategies perform much better than meta-

heuristics alone, however the meta-heuristics can significantly improve the

results of the spatial partitioning algorithms.
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5.2 A mathematical description of the problem

and the objective function

In this chapter, we provide (section 5.2.2) a brief mathematical description of the

road network partitioning problem. As this clearly is an optimization problem,

we also describe (section 5.2.3 on the following page) the objective function(s)

which qualifies a solution in terms of its effectiveness as a valid partitioning. In

section 5.2.1, we describe the representation of a road network as a graph.

5.2.1 The road network graph

In order to represent the road network graphs, we adopt a directed graph repre-

sentation similar to the representation of the application graphs in the previous

sections. The road network of a city can be represented [Holden and Risebro,

1995] by a directed graph G(V,E) where V denotes the vertex set and E denotes

the edge set. The total number of vertices (intersections) in the graph is given by

|V |. Every edge eij ∈ E in the graph represents a unidirectional road in the city

that connects intersection vi to intersection vj. Every vertex vi ∈ V denotes an

intersection of two or more roads. A weight3 w(eij) is associated with the edge eij
that is representative of the traffic that flows through that road.

5.2.2 Partitioning a graph

For the sake of completeness of the graph definition, we also assign weights to the

intersections as the sum of the weights of the connecting roads. We denote this by

w(vi) which is defined as :

w(vi) =
∑

∀j∈neighbours(i)
w(eij) (5.1)

3The edge weights are generated by generating a random number of car trips from sources to
random destinations and the cumulative number of cars plying through each street is observed.
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where neighbours(vi) represents the set of all nodes in V that receive an outgoing

edge from vi. Recall our discussion of the solution space of the DAG partitioning

problem from section 3.5.1 on page 72. As a reminder, we highlight the key points

of the discussion here. Consider a two dimensional space, where one axis represents

the intersection and the other represents the partition ID.

This two dimensional space is a permutation matrix wherein, each point rep-

resents an {intersection, partition} pair. We define a state to be a collection of

|V | points in this two dimensional space such that each intersection is mapped to

exactly one partition. The solution space of the problem of partitioning a graph

has a solution space as a collection of such possible states. The total number of

points in this solution space is the set of all possible states in this discrete space

given by p|V |, where p is the number of required partitions.

We define a partitioning scheme based on the representation of the solution

space. The definition of the scheme λG ∈ ΛG (where ΛG is the set of all possible

partitioning schemes of the given graph G onto p partitions) on the given road

network G is a set of states that maps every node vi from the road network graph

to exactly one partition,

λG(vi) ∈ {P0, . . . , Pp−1},∀vi ∈ V (5.2)

where Pi denotes the ith partition. For all the following discussions we denote the

weight of the ith partition (Pi) as w(Pi). Please note that we will use the terms

node, vertex and intersection interchangeably.

5.2.3 Defining the objective function

To effectively perform a distributed road network simulation, one must fully under-

stand the effects of dividing the workload (the road network graph to be simulated)

into the required number of partitions. We define three heuristics [Hendrickson

and Leland, 1995] that are widely accepted in the community, to measure the ef-

fectiveness of a partitioning scheme.
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One of the primary objectives of road network partitioning for distributed

simulation is to minimise the execution time of the simulation. This is the case with

any task-partitioning algorithm, where the slowest partition dictates the makespan

as the execution time is determined by it. To this end, we aim to minimise the

weight of the Heaviest Partition (λmaxG ), by minimizing the following equation,

λmaxG = max(w(Pi)), ∀Pi ∈ {P0, . . . , Pp−1} (5.3)

The execution time of a distributed simulation also depends on the amount of

Inter-Partition Communication (λcommG ). In order to reduce this inter-partition

communication, we minimise the following metric,

λcommG =
∑

i∈{v0,...,v|V |−1}

∑
j∈{v0,...,v|V |−1}

w(eij) (5.4)

where w(eij) is the weight of the edge connecting the vertices vi and vj.

The final metric that we examine is the Evenness (λσG) of the partitions.

Consider a scenario in which the underlying parallel computer architecture consists

of homogeneous execution units with a powerful communication backbone. In this

scenario, a vertex of the road network graph takes equally long to simulate on any

machine in the underlying parallel computer architecture. The Evenness metric

plays a very important role here as it defines how varied each machine is loaded.

λµG =

∑
Pi∈{P0,...,Pp−1}

w(Pi)

p
(5.5)

λσG =

√ ∑
Pi∈{P0,...,Pp−1}

(w(Pi)− λµG)2

p
(5.6)

In the following sections, we present an overview of the methods that are compared

under the purview of road network partitioning.
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5.3 Road network partitioning techniques

The choice of partitioning a road network graph is quite varied. In the context of

this chapter we evaluate the above mentioned metrics for three broad categories

of partitioning techniques: space partitioning, meta-heuristics based graph

partitioning and a hybrid partitioning scheme. In the following sections we

present a brief overview of the these methods and their variants.

5.3.1 TwoTree partitioning

The TwoTree partitioning algorithm is a naive space partitioning algorithm. It

continuously divides the space and sub-spaces into two regions until either the

cost of each region is under an arbitrary threshold or the number of requested

regions is reached. After a division, the algorithm searches for the largest existing

region and divide it in two. The division is alternatively done, horizontally and

vertically. Upon completion of the division, the algorithm maps each vertex to a

region. The algorithm forms rectangular-shaped regions with few neighbours and

small perimeters. The results of this method are labelled as TT in in Section 5.5

on page 125.

5.3.2 Smart QuadTree partitioning

Smart QuadTree (SQT) works in two different phases: Division and Gathering.

Division divides the space into the smallest tiles possible4 by partitioning each

subspace into four equal sub-spaces according to their GPS coordinates. Gather-

ing uses a region growing technique to recreate the region. First, one seed per

region requested is chosen among the tiles according to the predefined heuristics

(in our case, hierarchical level of the roads present on the tile). Iteratively, regions

aggregate neighbour tiles until they cannot grow any longer due to the boundaries

of the graph or the boundaries of other regions.
4Fixed arbitrarily as a function of the size of the map.
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This algorithm forms complex-shaped regions optimizing the load-balancing of

the system. The results of this method are labelled as SQT in the graphs in tin

Section 5.5 on page 125.

5.3.3 Multi-level region growing road network partitioner:

SParTSim

Algorithm 4 SParTSim algorithm
Input: A road network G = (V,E); n the number of partitions wanted; ε an

acceptable imbalance of the partitioning.
Output: λG a road network partitioning.

1: function SParTSim
2: Initialisation: −−→stop← new array of size n
3: for i← 1to n do
4: γi ← BestCandidateVertex()
5:

−−→
stop[i]← 1

6: Grow regions till they are blocked
7: while −−→stop 6= ~∅ do
8: for i← 1to n do
9: if −−→stop[i] 6= 0 then

10: hasGrown ← Grow(γi)
11: if hasGrown then
12:

−−→
stop[i]← 0

13: Trade segments to balance partitioning
14: balanced← false
15: while ¬ balanced ∨ enough iterations do
16: min and max in terms of partition size
17: γi = max(n(Pi)) where n(Pi) = number of vertices in partition Pi
18: γj = min(n(Pi))
19: if |γi[V ]| − ε < |G[V ]|

n
< |γj[V ]|+ ε then

20: balanced ← true
21: Trade(γi, γj)
22: Ensure connectivity
23: for γi do
24: ComputeConnectedSubgraphs(γi)
25: for connected component ccjγi

do
26: Attach(ccjγi

)
return
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SParTSim [Ventresque et al., 2012] works as a multi-level region growing road

network partitioner. Specific intersections are chosen that will act as seeds and

these regions are allowed to grow by aggregating vertices around it. All regions

grow concurrently until they reach the boundaries of neighbouring regions.

SParTSim works in three steps: Growing, Trading and Connecting. [Ventresque

et al., 2012] present the growing method in lines 7-12 of the algorithm presented.

The function BestCandidateVertex, presented in line 4, uses predefined heuristics

(natural bridges, highest road hierarchy and the degree of the vertex) to choose

the best seed for a region. The function Grow (line 10) represents the growing

part of SParTSim. The method gathers the vertices on the outside border of the

partition Pi and ranks them according to the hierarchical level of the road segment,

the length of the segment, and check whether this neighbour already belongs to

this partition, to another partition or has not been selected yet. By default, the

algorithm always picks the segment with the highest hierarchical level and uses

the other criteria to decide between two equivalent segments.

The method Grow terminates when no region is able to grow. After Grow, the

method Trade allows the regions to exchange vertices in order to load-balance the

partitioning as much as possible. Exchanges are made between overloaded regions

and under-loaded regions through the shortest path between the two regions. This

method will run until the partitioning reaches a threshold level of imbalance. On

the downside, Trade may introduce unconnected sub-partitions belonging to the

same region. The last part of the algorithm tries to recreate the connectivity at the

price of some load-balance. First ComputeConnectedSubgraphs (line 24) computes

all connected sub-partition in each region. Then, Attach (line 26) aggregates the

sub-partition until the number of region requested is reached, while keeping the

best load-balance. The results of this method is labelled as SPS in the graphs in

Section 5.5 on page 125.
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5.4 Meta-heuristic Algorithms

In section 3.5 on page 71, we have discussed the meta-heuristic based search algo-

rithms in the context of task mapping and scheduling in detail. In this chapter,

we discuss two very prominent meta-heuristic algorithms that are commonly used

for task mapping and scheduling: Simulated annealing and Genetic algorithms. To

reiterate on the definition and design of these algorithms, we present a succinct

discussion of them in the following sections.

5.4.1 Simulated annealing (SA)

As mentioned before, recall from section 3.5.1 on page 72 a discussion on the use

of simulated annealing for DAG partitioning and scheduling. We utilize the same

framework for partitioning road network graphs, with some modifications to the

move function as discussed in this section. For the benefit of the reader, we recall

some of the key features of the algorithm here.

SA is a heuristic algorithm that explores the search space by inspecting one

valid state (see section 5.2.2 on page 113 for the definition of state) at each itera-

tion. Each of these inspected states are evaluated by an objective function which

tells us how good or bad this state is. The goodness in an SA algorithm is problem

dependent and in our case it is given by the metrics defined in Section 5.2.3 on

page 114. The algorithm progresses by inspecting a candidate state at each iter-

ation and it either accepts it as its new state or discards it and inspects another

state. We define a move as the generation of the next candidate states and this

progress is governed by a global time-varying parameter called the temperature.

The algorithm always accepts a move to a better solution, i.e. a new state

which has a better objective function value than the current state. However when

this value is worse, the SA algorithm accepts this move with a certain acceptance

probability that changes with the current temperature. When the temperature is

high, the algorithm accepts moves to a worse solution with a higher probability;

as the temperature reduces over time, this probability decreases as well.
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Algorithm 5 The Simulated Annealing Algorithm
Input: Initial Mapping λ0 and Starting and Final Temperatures

1: function SAMapper(λ0, T0, Tf )
2: λcurrent = λ0
3: Ccurrent = objective function(λ0) . calculate initial objective function

value
4: λbest = λcurrent
5: Cbest = Ccurrent
6: for i← 0 to ∞ do
7: Tcurrent = next temperature(T0, i)
8: λnew = move(λcurrent, Tcurrent)
9: Cnew = objective function(λnew)

10: ∆C = Cnew − Ccurrent
11: p = acceptance probability(∆C, Tcurrent)
12: if ∆C < 0 or r < p then
13: if Cnew < Cbest then
14: λbest = λnew
15: Cbest = Cnew
16: λcurrent = λnew
17: Ccurrent = Cnew
18: else
19: if Tcurrent ≤ Tf‖executionT ime ≥ maxTime then break

return λbest

Every Simulated annealing method is characterised by the definition of its core

functions and parameters. One such core function is the move function which

defines how the next candidate state is generated. We define this function as,

move(λG, T ) = λ
′

G (5.7)

where λ′G is a new partitioning scheme which also maps each intersection to ex-

actly one partition and T is the temperature parameter. The move function takes

as input the current partitioning scheme λG and the current temperature. It de-

scribes the generation of λ′G. In this chapter we present a few variations of the SA

algorithm, in terms of the move, as follows.

5.4.1.1 Standard Move

Conventional wisdom [Orsila et al., 2006] suggests that the move function has to

be random to avoid local minimums. Hence, our baseline is the conventionally
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Figure 5-1: A plot of a normal distribution where each band has a width of one
standard deviation7

accepted notion of moving through the search space using random neighbours.

For some intersection vi in the road network graph, we choose a random partition5

to assign it to as follows,

λ
′

G(vi) = rand(0, p− 1), vi ∈ V (5.8)

5.4.1.2 Edge Labelling

As mentioned in section 5.2.3 on page 114, the execution time of a distributed

simulation depends on the amount of inter-partition communication. To address

this, we label edges as heavy or light by virtue of their edge weights as compared

to the rest of the edges’ weights. Given a subset of edges ES where S ⊆ G, we

define the following metrics that will be used in our two edge labelling methods.

Eµ
S =

∑
ei∈{ES}

w(ei)

|ES|
(5.9)

Eσ
S =

√ ∑
Pi∈{P0,...,Pp−1}

(w(Pi)− Eµ
S)2

p
(5.10)

For every edge in the edge set, we check if it is k sigmas (values that are k

standard deviations away are often considered outliers, see figure 5-1) away from

the mean. If it is, then we label it as a heavy edge and do not allow it cross across

partitions. For instance, if the edge weight of edge eij (between vertices vi and vj)

5Chosen from a uniform random distribution
7Source: Wikipedia. Link: https://en.wikipedia.org/wiki/Standard_deviation
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Algorithm 6 Edge labelling

1: function EdgeLabeller
2: Calculate Eµ

S and Eσ
S for the given ES

3: for ei ∈ ES do
4: if w(ei)− Eµ

S ≥ k ∗ Eσ
S then

5: label(ei) = heavy
6: else
7: label(ei) = light

is k sigmas away from the mean Eµ
S , we move vertex j to the partition to which

i belongs or more formally we denote it by λ
′
G(vj) = λG

′(vi) thereby minimizing

inter-partition communication. Since this edge labelling algorithm works for any

subset S ∈ G, we define the following two variations of the move function.

Global Edge Labelling — In this method, we set the subset S to be the entire

graph G. This gives an idea of how varied the edges are in a global setting and helps

to identify the critical pieces of roads that have a lot of traffic flowing through them.

The results of this method are labelled as SA-GE in the graphs in Section 5.5.

Local Edge Labelling — In contrast to the global edge labelling method, we

define S as the subset of vertices from the graph that are connected to some vertex

vi. This identifies the critical edges for any given intersection, and we perturb the

current solution only, one vertex at a time. We make further distinctions in the

methods by choosing to guide the movement of vertices :

• Random – We choose a random vi from the entire graph and look at its

neighbours. This becomes our subset S. The results of this method is labelled

as SA-LE-R in the graphs in Section 5.5 on page 125.

• Guided – For every partition, we measure the sum of edge weights going

out of it and coming into it. We choose the maximum of these partitions and

identify the vertex that gives rise to the maximum influx and outflow of edge

weights for its partition. We then select a fraction α of its neighbours that

are not in the same partition as the node under question and this becomes

our subset S. The results of this method is labelled as SA-LE-G in the

graphs in Section 5.5 on page 125.
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5.4.2 Genetic Algorithm (GA)

A genetic algorithm (GA) is a heuristic search [Vose, 1999] algorithm that mimics

the natural selection process. This heuristic algorithm is often used [Sivanandam

and Deepa, 2008] for solving optimisation problems with large search spaces and

it belongs to a larger class of algorithms called evolutionary algorithms as

discussed in section 3.5.2 on page 73.

Algorithm 7 A genetic algorithm for task mapping

1: function Genetic algorithm
2: Choose an initial random population of individuals
3: Evaluate the fitness of the individuals
4: while Termination criteria not met do
5: Select the best n individuals to be used by the genetic operators
6: Generate new offspring by using the genetic operators
7: Evaluate the objective function value for these offspring Replace the

worst k individuals of the current population with the best k individuals from
the offspring

In the context of the road network graph partitioning problem, we follow

the same definition for the search space from section 5.2.2 on page 113, as a

2-dimensional space. As discussed there, each point in the space is a {intersection,

partition} pair. Under this definition of the search space, to characterise a genetic

algorithm, we require two things :

• A genetic representation – The points in the solution space need to be

represented inside the genetic algorithm framework. The solutions are rep-

resented as shown in figure 3-5 on page 74 where each task is mapped onto

a resource.

• An objective function – In order to evaluate the different solutions from

the solution space, an objective function as discussed in Section 5.2.3 on

page 114 is required which gives the fitness of each state.

Once this is determined, we initialise the algorithm by generating a set of

random solution vectors and assign that as the initial population. We initialise

the population either by randomly generating them or by using a known solution
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from a space partitioning algorithm. We then apply a set of genetic operators as

discussed in this section to generate the next population. This process is repeated

and the n best solutions are retained at every step. We terminate the algorithm

after a pre-determined amount of time. Algorithm 7 on the preceding page gives

an overview of the above mentioned process.

Although there are many genetic operators to choose from, we employ the

classic mutation and crossover operators with minimal modifications in this

chapter. These operators are well established in the existing literature [Vose,

1999] and hence we only briefly discuss them here.

mutation — This genetic operator moves one random vertex from every current

solution from the current population, to a random partition. This leads to the

generation of a new offspring, which is included in the next generation of the

population. We modify the solutions by moving a fraction β of the vertices from

its current partition to a random partition. In this comparison, we set the value

of β to be 0.001. The results of this method are labelled as GA-M in the graphs

in the results section.

crossover — This classic genetic operator combines two solutions from the current

solution set to produce one offspring. Two solutions are randomly chosen and a

random crossover point is identified. These two solutions are interchanged based

on this point. The results of this method are labelled as GA-C in all the graphs.
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5.5 Experiments and Results

Algorithm Acronym

Space Partitioning TwoTree TT
Smart QuadTree SQT

Meta-heuristics

Standard Simulated Annealing SA
Global Edge Labelling SA-GE

Local Edge Labelling — Random SA-LE-R
Local Edge Labelling — Guided SA-LE-G
Genetic Algorithm — Mutation GA-M
Genetic Algorithm — Crossover GA-C

Hybrid Scheme SParTSim SPS

Table 5.1: Acronyms for algorithms

In this section, we present a detailed experimental comparison of the three

major approaches (space partitioning, meta-heuristics and hybrid) to road network

partitioning. Table 5.1 gives a list of acronyms, for the three major approaches

and its variants, that will be used throughout this section. We used Open Street

Map (OSM)8, an open source project for geographical data collection, to obtain

the graphs of the different cities.

Cities
Miami Lyon Barcelona San Francisco Kyoto Cologne

|V| 8,141 8,174 13,476 15,436 42,456 56,548
|E| 21,856 15,586 25,658 35,092 93,722 115,483

Table 5.2: The task graph setup

Table 5.2 presents an overview of the cities that are used as benchmarks to com-

pare the different partitioning strategies. We chose these cities as they represent

a wide range of city sizes ranging from 8,141 vertices (Miami) to 56,548 vertices

(Cologne). SParTSim did not finish for two of our biggest benchmark cities. In the

case of Kyoto, it was not able to produce results for number of partitions greater

than eight and for Cologne the limit was 32 partitions. All the other algorithms

were able to run to completion.
8http://www.openstreetmap.org
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Figure 5-2: Comparison of the partitioning algorithms based on Evenness factor
(λσG in equation 5.6 on page 115) — Legend :

Although the meta-heuristic algorithms were able to run to completion, they

showed little to no improvements when they were given a random starting solution.

This is due to the vastness of the search space (section 5.2.2). Hence, the meta-

heuristic algorithms are unable to recover from the bad quality of their random

starting solution. From our initial experiments, it was evident that meta-heuristic

algorithms were unable to find solutions of very high quality on their own.
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To avoid this, we chose the algorithm that performs the worst9 (SQT) from

the Space Partitioning and Hybrid Scheme approaches and used its solution as

the starting solution for the meta-heuristic algorithms. All the results for the

meta-heuristic algorithms presented in this section have their initial solution as

the one found by SQT. The experimental set-up consists of a dual socket system

consisting of Intel Xeon E5620 CPU running at 2.4GHz with 24GB DDR3 RAM.

The system is running Linux kernel ver 3.0.40-1. The code was compiled using

GCC version 4.7.1 with ‘-O3’ optimization flag and allowed to run for 15 minutes.

Figure 5-2 on the preceding page compares the methods from Table 5.1 on

page 125 based on the Evenness factor, given by equation 5.6 on page 115. It is

very evident from the graph that the space partitioning methods do not perform

well while some of the meta-heuristic methods do well. The hybrid method, SPS

outperforms SQT, TT and the GA methods, except in the case of Kyoto and

Cologne. In most of the cities we have chosen, it turns out that the vertex weights

(cost of the intersection) are concentrated in pockets (as is the case with any urban

region). The road network graphs get dense near the city centres and become

sparse when we move away from it. This causes the weights of the vertices to

follow this trend as well. The meta-heuristic algorithms produce better solutions

from their starting point, as finding partitions of equal sizes by randomly moving

vertices from heavy partitions, is possible. All the variations of SA perform well

producing results that are ∼99% better than SQT while the two variations of GA

give reduced improvements (∼7%) in comparison. TT performs the worst of the

two space partitioning methods being an order of magnitude worse than SQT, for

small number of partitions.

Figure 5-3 compares the methods from Table 5.1 on page 125 based on the

Inter-Partition Communication factor, given by equation 5.4 on page 115.

The space partitioning methods perform very well for this metric. The hybrid

method SPS suffers from its Trade method and is on average 22% worse than the

space partitioning methods.

9We chose the worst performing algorithm as the starting point to make a fair comparison
with the space partitioning algorithms and test the effectiveness of the meta-heuristic algorithms
with a relatively cheap poor quality solution.
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Figure 5-3: Comparison of the partitioning algorithms based on Inter-Partition
(λcommG in equation 5.4 on page 115)
Legend :

The results shown in the figure are fairly intuitive as the space partitioning

methods, result in spatially uniform partitions which cut a low number of edges.

Hence, they produce comparatively good solutions, leaving the meta-heuristic so-

lutions little scope for improvement. TT, which outperforms all the other methods

by at least ∼ 43% in the quality of the solution, is ideal for coarse-grained simu-

lation scenarios where the level of detail is coarse and number of vehicles is large.

Most of the meta-heuristic algorithms namely, SA, SA-GE, GA-C and GA-M
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show little to no improvements from their starting solutions (solution found by

SQT). This highlights the fact that purely random search heuristics do not per-

form well because of the vastness of the search space. However, we made an inter-

esting observation for Miami (figure 5-3(f) on the facing page) and San Francisco

(figure 5-3(c) on the preceding page) where SA-LE-G produces a partitioning

scheme which is ∼87% better than its parent curve (SQT). This reason for this is

two-fold :

• Miami and San Francisco are much smaller compared to Kyoto and Cologne

with Miami being the smallest city.

• The annealing schedule of SA-LE-G optimizes its current solution towards

minimizing the communication cost more greedily than its compatriots. How-

ever, as explained in Section 5.4.1.2 on page 121, the move method of the

SA remains the same as the fraction α of vertices is perturbed randomly.

This however is not the case with Lyon which also has seemingly similar vari-

ance curves (figure 5-2(e) on page 126) and number of vertices and edges. But, SA-

LE-G does start to move away from its parent curve (SQT) even for p ≥ 256. To

test the validity of the methods in the real world, we formulated an objective func-

tion which is the maximum of a weighted sum of the partition weight and its com-

munication influx and outflow; also represented by Max(α∗w(Pi)+β∗Comm(Pi)),

where Comm(Pi) is the sum of all incoming edges and outgoing edges from par-

tition Pi. This trend of SA-LE-G performing very well continues even when the

importance of communication is scaled higher (α = 1 and β = 27) relative to the

partition weights.

As we discussed in Section 5.2.3 on page 114, one of the primary objectives of

road network partitioning for distributed simulation is to minimize the execution

time of the simulation. We achieve this by minimizing Equation 5.3 on page 115.

Figure 5-4 compares the different methods from Table 5.1 on page 125 on this

metric. This graph presents similar characteristics to the variance curve (figure 5-

2 on page 126). TT performs the worst as it does not perform vertex trading of

any kind. This is a direct result of high dependence on spatial information.
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Figure 5-4: Comparison of the partitioning algorithms based on the Heaviest
Partition (λmaxG in equation 5.3 on page 115)
Legend :

The Local Edge Labelling variants of SA : SA-LE-G and SA-LE-R perform

consistently better than all the other competitors. Interestingly, the characteris-

tics of these two methods have been reversed. In Figures 5-2(b) and 5-2(d) on

page 126, SA-LE-R performs better than SA-LE-G in 82% of the cases while in

Figures 5-4(b) and 5-4(d), SA-LE-G performs better than SA-LE-R in 98% of

the cases.
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It is also interesting to note that the standard SA method and the GA

variants show little to no improvements while SA-GE, SA-LE-R and SA-LE-G

show considerable improvements from their starting solutions. This trend can be

observed for all the metrics and for all the benchmarks. This shows that random

meta-heuristics based graph partitioning algorithms do not produce sufficiently

good quality results. This emphasises the need for spatial information, which can

be assimilated into these meta-heuristic search algorithms.

In this chapter we consider the problem of partitioning road network graphs

for distributed traffic simulations. To this end, we provide a description of the

heuristics that measure the effectiveness of a partitioning scheme and present the

formulation of the different partitioning strategies: SA-GE, SA-LE-R, SA-LE-

G, GA-M and GA-C. We then present a detailed experimental comparison, based

on these metrics, of nine different strategies as shown in Table 5.1 from three

broad approaches : space partitioning, hybrid scheme of space and graph

partitioning and meta-heuristics based graph partitioning. It is interesting to

note here that the meta-heuristic algorithms struggle to find a solution on their

own, but they can significantly improve the results of the Spatial Partitioning

algorithms. We find that the Space Partitioning methods perform very well for

minimizing Inter-Partition Communication while one of the meta-heuristics SA-

LE-G produces impressive results for select cities. However, the simplicity of the

Space Partitioning algorithms and its inability to trade vertices of the road network

graph prevent it from load balancing (Evenness) well and reducing the size of the

Heaviest Partition10. The meta-heuristics on the other hand perform very well

for balancing the load on different partitions.

10Upon inspection of the results obtained, it is evident that this is due to the structure of
the cities. In cities, road network intersections that have heavy traffic flowing through them are
concentrated in clumps (spatially). In doing so, many heavily communicating intersections might
be assigned to the same partition. This in turn decreases the inter-processor communication but
load balances poorly.
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G
oing back to the graph partitioning and scheduling problem from chap-

ters past, let us recall a class of scheduling algorithms that are based

on the critical path of the application. A critical path is the longest

chain of dependent tasks in a graph. It is impossible1 to execute the graph in

less time than the length of the critical path, even with infinite processors. Many

successful scheduling algorithms [Kohler, 1975, Topcuoglu et al., 2002] prioritise

tasks on the critical path.

Although the critical path is well defined when the computing resources are all

of the same type, a problem arises on heterogeneous parallel computers. A given

task usually has a different execution time depending on the type of computing

resource it is executed on. For example, a heterogeneous parallel machine may

consist of a small number of powerful processors that execute tasks quickly, and

a larger number of low-power processors that are more energy efficient. Without

a fixed execution time for each task, the critical path is poorly defined2. Fur-

thermore, communication time between processors can also be important, and

typically varies in real machines. For example, communicating between cores in a

single chip usually has a low cost, whereas communicating over the network in a

cluster is much slower and hence has a higher cost.

Existing algorithms to compute the critical path of a graph for heterogeneous

machines make simplifying assumptions. One simple strategy is to take each of

the execution times of a given task on various processors and average them [Kwok

and Ahmad, 1996]. Another, is to assume that all tasks on the critical path are

executed on a single processor, and to simply choose the processor that minimizes

the critical path length [Topcuoglu et al., 2002].

1We discuss this in much greater detail in section 6.2 on page 139
2However, if there is no communication cost, the problem is simple to solve. One can simply

form a new graph by placing every task on a processor that minimizes its finish time and calculate
the longest path in this resultant graph.
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In this chapter we propose a definition of the critical path for heterogeneous

processors that is much closer to the intuitive idea of the shortest possible execu-

tion time, based purely on dependencies. A practical problem with our definition

is that for each task we need to consider all of the different processors that it can

be executed on. This could potentially lead to an exponential search space. How-

ever, we provide a dynamic programming algorithm that can consider all possible

allocations in polynomial time.

Our main contributions are:

• We outline existing approaches to computing the critical path on hetero-

geneous architectures, and the pitfalls and drawbacks of these approaches

(Section 6.1 on the next page).

• We propose a new definition of the critical path for tasks graphs on parallel

computers with heterogeneous execution and communication times.

• We provide a novel dynamic programming algorithm for computing and stor-

ing our definition of the critical path (Critical Earliest Finish Time (CEFT))

in P2e time, where P is the number of processors and e is the number of

edges in the task graph. We evaluate our new approach and find that quality

of the critical paths are shown to be better than those produced by the state

of the art CPOP with our critical paths being shorter in most cases

• We also extend our critical path finding algorithm into a DAG scheduling

algorithm (CEFT-CPOP) by replacing the path found by our algorithm

(with its corresponding partial assignment) into the CPOP algorithm. Our

experiments suggest that our algorithm (CEFT-CPOP) produces smaller

makespans in 15.9%, 75.94%, 90.29% and 89.69% of the experiments for the

different workloads compared to CPOP.
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6.1 Related work

Call to mind our extensive discussion of the DAG scheduling problem and the

current state of the art techniques from the field in section 3.2 on page 59. In

the past, the intractability of finding optimal solutions for the DAG scheduling

problem has been well explored [Kohler, 1975, Michael and Johnson, 1979, Bruno

et al., 1976]. As a result, efforts in the recent past have been focussed on finding

sub-optimal solutions in shorter runtimes, using heuristics.

On the one hand, the heuristic solutions have been studied in terms of guided

search space based techniques in [Daoud and Kharma, 2005, Gao et al., 2008,

Sathappan et al., 2011, Sanyal and Das, 2005, Orsila et al., 2006, Pan et al.,

2015] but are generally computationally intensive. On the other, list scheduling

algorithms which are not as computationally expensive, produce results not far

from the optimal [Braun et al., 2001]. In this section, we introduce key critical

path based static list scheduling algorithms and methods of calculating the critical

path.

The idea of using Critical Paths in heuristics for scheduling DAGs has existed

for a long time [Hu, 1961, Lockyer, 1969, Kohler, 1975]. The conventional definition

of the critical path as given in Definition 5 on page 141, is as follows : Critical-

Path (CP) of a DAG is the longest path of from the entry node to the exit node in

the application graph. Existing algorithms to compute the critical path of a graph

for heterogeneous machines make simplifying assumptions. As mentioned before,

a simple strategy is to take execution times of a given task on various processors

and average them [Kwok and Ahmad, 1996].

Another [Topcuoglu et al., 2002], is to assign all tasks on the critical path to

a single processor, and to simply choose the processor that minimizes the critical

path length. The latter approach also avoids having to consider communication

costs because all tasks are assumed to be on the same processor. However, for

some scenarios these algorithms perform poorly as we discuss in section 6.6 on

page 156. In general, the approach of calculating critical paths based on averages
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can give a result that is greater or lesser than the true critical path. Also, adding

a new processor can radically change the critical path which is not handled well

by the average approach.

In the past decade, there have been two main critical path based scheduling

algorithms : the Dynamic Critical Path algorithm (DCP) [Kwok and Ahmad,

1996]3 and the Critical Path On a Processor (CPOP) [Topcuoglu et al., 2002].

Kwok and Ahmad in 1996 developed the DCP algorithm which used the idea

of critical-path to solve the problem of DAG scheduling. In their algorithm, the

authors do not calculate the critical path of the application before scheduling.

During the scheduling process, tasks from the graph can get dynamically added to

the critical-path (CP). In order to distinguish the CP at an intermediate step in

scheduling from the original CP, Kwok et al. term the CP at an intermediate step

as the Dynamic Critical Path (DCP). They then proceed to construct a theoretical

basis by which they either remove nodes from the DCP or include nodes to the CP,

in order to monotonically reduce the schedule length. That is, at every consecutive

step of the scheduling process, the intermediate schedule length or the DCPL

remains the same or reduces.

The CPOP algorithm was developed by Topcuoglu et al. [Topcuoglu et al.,

2002] in 1999 and refined in 2002. We have presented a crisp overview of this

algorithm and its counterpart HEFT in section 3.2.5 on page 65. As a reminder,

we briefly highlight the salient features of the CPOP algorithm here. It borrows

a lot of ideas from it superior counterpart : Heterogeneous Earliest Finish Time

(HEFT) [Topcuoglu et al., 2002]. It has the quintessential characteristic of every

list scheduling algorithm in the two distinct phases of operation : task prioritization

phase and the processor selection phase. It differs from HEFT by redefining its

ranking function. The rank of every task is calculated as the sum of its static

upward rank and static downward rank. These two ranks signify the distance of

the given task from the exit task and the source task respectively.

3These algorithms are DAG scheduling algorithms that are based on the idea of critical path.
Since the critical path is an integral part of their work, they define said critical path, hence
making it relevant to the work presented in this chapter. At this juncture, we would like to
stress on the fact that our algorithm presented in the coming sections, is strictly a critical path
finding algorithm which can be extended to form a DAG scheduling algorithm.
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However, using this ranking function has its advantage. The rank score of

the source task and the exit task are the same which is equal to the length of

the critical-path. The critical path can then be easily found by traversing the

graph depth-first and looking for tasks that have the same ranking score. Once

the critical path is found, it is scheduled onto a single processor which minimizes∑
ti∈CP w(ti, pj),∀pj ∈ P . This is the second biggest shortcoming of CPOP. By

restricting that the tasks from the critical-path can be scheduled only onto one

processor, the authors take away the ability to explore different assignments of the

tasks in the CP to potentially obtain a lower/higher schedule length and hence a

lower/higher makespan. Once the CP is scheduled, the processor selection phase

proceeds as defined in HEFT. For each task ti that is not on the CP, processor pj
is chosen that minimizes the earliest finish time of task ti on processor pj.
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6.2 Defining a critical path for heterogeneous

processors

The DAG-scheduling problem isNP-complete even in two simple cases: 1) schedul-

ing unit-time tasks to an arbitrary number of processors [Graham et al., 1979]; 2)

scheduling one or two time unit tasks to two processors [Coffman and Bruno,

1976]. There are only two special cases for which optimal polynomial-time algo-

rithms exist. These cases are: scheduling tree-structured task graphs with identical

computation costs on arbitrary task graphs with identical computation costs on

two processors [Hu, 1961, Sethi, 1976, Ullman, 1973]. However even in these cases

the communication costs are ignored. The question that we address in this work,

is how do we define and calculate the critical path of an application and

its assignment in a heterogeneous execution environment with commu-

nication costs. The following table (Table 6.1 on the following page) gives a list

of notations and their descriptions that we will be using for the rest of this chapter.

Before we proceed with the definition of the problem at hand, we would like

to first define the application graph and the processor graph. A task graph is a

weighted directed acyclic graph Gt(Vt, Et), such that each vertex Vt is a program

statement(s) or kernel in the application, and Et ⊆ (Vt × Vt), represents the com-

munication edges between the vertices. The system resources (processor graph) are

represented by a weighted undirected graph Gr(Vr, Cr). Where Vr represents a pro-

cessing element in the underlying processor graph, while the edge Cr ⊆ (Vr × Vr),

represents the communication links. For the sake of simplicity in the rest of this

chapter we will refer to a task vt ∈ Vt as ti and a processor vr ∈ Vr as pj.

Definition 1. We define an assignment of a task as it being mapped on to a

processor for execution. It differs from a schedule as we do not have to specify order

of execution since we deal with one task and one processor. The assignment of

a path is set of individual assignments for all the tasks in the given path. 4

4In the rest of this chapter, we use assignment and mapping interchangeably.
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Notation Description
CEFT The dynamic programming

array
p Number of processors
v Number of tasks
e Number of edges
P(ti) or pred(ti) Parents of the task ti
Ccomp(ti, pj) Execution time of task ti on

processor pj
L(pi) Communication startup

time of processor pi

Table 6.1: List of notations

Definition 2. P(ti) denotes the set of parents (commonly referred to as the set

of immediate predecessors in the literature) of task ti in the given DAG. Any task

that has no parent is called a source task or an entry task. 5

Definition 3. We define communication cost between task tk on processor pl
and task ti on processor pj as,

Ccomm({tk, pl}, {ti, pj}) =


L(pl) + datatk,ti

cpl,pj

, pj 6= pl

0 , pj = pl

(6.1)

where L(pl) is the setup time associated with a processor every time it has to send

data; datatk,ti represents the data size that has to be sent from task tk to task ti.

Similarly, cpl,pj
is the bandwidth between processor pl and pj.

Definition 4. makespan or schedule length denotes the finish time of the last

task in the scheduled DAG and is defined by,

makespan = AFT (texit) (6.2)

where AFT (texit) denotes the Actual Finish Time of the exit node. If there are more

than one exit nodes, either a dummy exit node can be inserted and Equation 6.2

can be used or the makespan can be redefined as the maximum actual finish time

of all exit tasks.
5On a similar note, any task that doesn’t have any children are identified as leaf node or exit

task.
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The critical-path of a DAG is conventionally [Arabnejad and Barbosa, 2014] de-

fined as following,

Definition 5. Critical-Path (CP) of a DAG is the longest path from the entry

node to the exit node in the application graph. The minimum critical-path length

(CPMIN) is computed by considering the minimum computational costs of each

task in the critical path.

This definition of a critical-path suggests that the critical-path is a property

only of the application DAG. Although this holds true in the homogeneous setting,

it breaks down in heterogeneous setting. We examine this through the following

lemmas and their proofs.

Lemma 1. The critical path cannot be independent of its mapping to the processors

Proof. Every vertex (task) in the DAG has a weight associated with it which

represents the execution time of the task. In a homogeneous setting, the execution

time of a task in the application DAG is a constant, irrespective of which processor

it gets assigned to. This is due to the fact that all processors execute a given task

in the same amount of time as they are identical to each other. In a heterogeneous

setting however, the execution time of tasks in the DAG is given by Ccomp(ti, pj)

which is a cell in a two-dimensional matrix of order v × p. Since Ccomp(ti) is a

vector, simplifying this to a unique value assuming communication costs would

necessitate us to resort to the idea of averaging execution times from Section 6.1

on page 136. If we assume zero communication costs however, the simplification

of the vector to a unique value can be done by choosing the minimum execution

time. In the former case, averaging the costs is grossly misleading and it completely

obfuscates heterogeneity in the task graph. This implies that we cannot reduce

the vector Ccomp(ti) into a scalar value and hence the vertex weights of the DAG

cannot be known a priori as the weights do not exist independent of a mapping

for the tasks onto processors. Since the weights cannot exist independent of a

mapping, the notion of the longest path in the DAG is completely destroyed and

hence the critical path can not exist independent of its mapping.
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Lemma 2. The critical-path length serves as a hard lower bound on the makespan

Proof. This is fairly intuitive. Critical path is a path from source to exit task. In

the trivial case where the DAG itself is the critical-path i.e. a linear DAG, the

length of the critical-path is equal to the schedule length or the makespan. Clearly,

the DAG cannot be shorter or smaller than its own critical-path. Hence, in the

case where the DAG is bigger/larger than the critical path, the makespan has to

be higher than the critical-path length as we have to account for the execution

time of the tasks that are not in the critical-path but are in the DAG.

These two lemmas clearly show the importance of the critical-path. Lemma 2

stresses on the importance of finding a good critical-path as it might result in a

higher lower bound. This will prove useful in guided random-search based algo-

rithms as we can ignore the space of solutions that have a lower makespan than the

critical-path length. The objective of the scheduling problem is to determine an

assignment and a schedule for all the tasks in the DAG to minimize the makespan.

The objective of the critical-path finding problem is to find the longest path from

a source task to an exit task under all possible assignments of tasks to processors.

In the previous section, we saw a clear lack of definition of the critical-path

when it comes to the heterogeneous execution setting. It is also evident from the

survey of the related work that the critical-path calculation is grossly inaccurate.

We believe this is due to the fact that a stale definition of critical-path, which was

valid in the homogeneous setting, is still used in the heterogeneous setting. In this

section, we will attempt to redefine the critical-path for the newer setting and give

a polynomial-time algorithm that finds the critical-path for any given application

DAG and processor graph.

Traditionally, the earliest finish time of a task is the earliest time at which it

can finish under a legal partial schedule and is defined as follows.

Definition 6. Earliest Start Time (EST) is defined as the earliest time in the

schedule at which a given task ti can start

EST (ti, pj) = max(avail[j], max
tm∈pred(ti)

(AFT (tm) + cm,i)) (6.3)
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Definition 7. Consequently, Earliest Finish Time (EFT) is defined as the earliest

time at which the task ti can finish,

EFT (ti, pj) = EST (ti, pj) + w(ti, pj) (6.4)

where w(ti, pj) is the execution time of task ti on processor pj.

Although this definition conveys the meaning of the earliest start time and end

times, they are not adequate when it comes to defining the earliest start and finish

times of tasks when calculating the critical-path. Several pieces of literature [Kwok

and Ahmad, 1996, Shi and Dongarra, 2006, Arabnejad and Barbosa, 2014] have

redefined the earliest finish time to suit their needs. In order to define the critical-

path in a heterogeneous setting, we also redefine the start and finish times of

tasks.

Definition 8. A Critical-Path (CP) is the longest path in the DAG when it has

a corresponding optimal partial assignment

This definition of the critical-path stems from Lemma 1 on page 141 which

states that the CP cannot be independent of its partial assignment. Hence, we

define our CP as the path that has the longest path length when all the tasks in

that path are mapped in the most effective way possible. This necessitates two

things : 1) we ignore processor availability as we are only mapping paths and

hence whenever a task is ready, all the processors are always available; 2) parent

tasks may be duplicated onto multiple processors to satisfy the requirement of the

current child task in order for it to have the earliest start time.

Definition 9. From these two restrictions imposed by the new definition of the

CP, we redefine our earliest finish time as Critical Earliest Finish Time (CEFT)

CEFT (ti, pj) = maxTk∈P(ti){minpl∈{0,··· ,p−1}{Ccomp(ti, pj)

+ CEFT (Tk, pl) + comm({ti, pj}, {Tk, pl})}} (6.5)

where ti is the current task and Tk is some parent of ti.
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6.3 A dynamic programming solution

We extend the idea from equation 6.5 on the preceding page and form algorithm 8

on the next page to identify the critical-path in the presence of heterogeneous

processors. Since the problem we are solving is one of finding the critical-path,

we do not consider the availability of processors at. This stems from the fact that

we deal with a path (a linear-DAG) in the application DAG and hence whenever

a task is ready, there are no other tasks competing for processors.

In order for a task to start at the earliest possible time, all of its parents have

to complete at the earliest possible finish time. This is one of the biggest dif-

ferences between our algorithm and CPOP. CPOP aims to minimize the earliest

finish time (from eq. 6.4 on the preceding page) of a task. This works for cases

where there isn’t much inter-task communication (when the communication-

to-computation ratio (CCR) of the DAG is low) or when the communication

backbone of the execution infrastructure is very powerful. In either of these cases,

the communication costs are very low and do not dominate the critical path length.

In these cases, the greedy list scheduling heuristics like HEFT dominate the com-

petition as little to no lookahead is required to make scheduling decisions. But

when the communication costs are higher, these algorithms suffer. There are looka-

head [Bittencourt et al., 2010] variants of the list scheduling algorithms but their

complexities are significantly higher.

Although our complexity (explained in section 6.4) is higher than other list

scheduling heuristics, we perform better than CPOP as we deal with communica-

tion costs better and hence lead to better partial assignments of tasks from the

critical-path. The objective of our algorithm is to redefine the earliest finish time

to more closely represent the intuitive idea behind the shortest possible execution

time based on dependencies. To this end, we do not fix the allocation of a task to

a processor as we progress through the algorithm by iterating over the dynamic

programming array. Instead, we compute where the parents of the current task

should be mapped to minimize the CEFT of current task on current processor.
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This is done in lines 16–18 in the algorithm. We set up our loops to be able to

iterate over four variables : ti (current task), pj (current task’s current processor),

tk (current task’s current parent) and pl (current parent’s current processor). From

lines 6–12, it is evident that for every combination of a current task and a specific

processor for the current task (ti, pj) we examine all possible assignments of all

possible parents and choose the set of assignments of the parents which minimizes

the earliest finish time of task ti on processor pj.

Algorithm 8 Identify & map the critical-path of a given DAG onto a set of
processors
Input: Given application graph is a DAG and vertex IDs are in topological order

1: function FindAndMapCriticalPath(Gt, Gr)
2: for ti = 0 · · · v do
3: if current task is a source task then
4: Set CEFT(ti, pj) as the execution time of ti on each processor
5: else
6: for pj = 0 · · · p do
7: for tk ∈ pred(ti) do
8: for pl = 0 · · · p do
9: ti is the current task under investigation

10: pj is the current processor to which ti is mapped currently
11: tk is a parent of ti
12: pl is the processor to which tk is mapped currently
13: commCost = comm({tk, pl}, {ti, pj})
14: compCost = Ccomp(ti, pj) + CEFT (tk, pl)
15: totalCost = compCost+ commCost

16: Choose the processor pl that minimizes the EFT of tk
17: From amongst these minimized choices of (tk, pl) pairs, choose

the one that maximizes eq 6.5 on page 143 and call it (tmaxk , pminj )
18: CEFT (ti, pj) = totalCost belonging to the (tmaxk , pminj ) pair
19: CEFT (ti, pj).path = CEFT (tmaxk , pminj ).path
20: CEFT (ti, pj).path.push back((ti, pj))
21: for ts ∈ listOfSinks do
22: for ps = 0 · · · p do
23: cost = CEFT (ts, ps)
24: pmins = ps that minimizes cost
25: From amongst these minimized costs, choose the task tmaxs that maximizes

the minimized cost
26: The critical-path is the path represented by CEFT (tmaxs , pmins ).path
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We reiterate by stressing on the fact that this doesn’t fix the assignment for

the current task on the current processor. It simply examines it. This also doesn’t

fix the assignment of any of the parents of task ti. The algorithm only fixes the

assignment of the parent that has led to the minimization of the earliest finish time

of the task ti, locally to the pair of ti, pj under consideration6. This is reflected

in the lines 19–20. Once the most important parent (tmaxk ) has been identified,

we copy the path information from this parent and append the pair (ti, pj) onto

this path information. Lines 21–26 show how the critical-path can be fixed by

examining the dynamic programming array (CEFT ) entries of all the sink/exit

nodes and identify CEFT (tmaxs , pmins ). This gives an idea of how the critical-path

is always in a state of flux and is not fixed until the algorithm finishes.

Although our formulation for the critical earliest finish time is similar to the

seminal work of HEFT, it differs in the following aspects :

• HEFT is a scheduling algorithm while CEFT is a critical path finding algo-

rithm

• We use a novel method to track the current critical path while HEFT and

CPOP calculate the length of the path as the priority of the entry task

(source) which is calculated based on average execution times

• Due to the novel critical path tracking method, our algorithm doesn’t fix the

assignment of the current task or any of the parent tasks until all tasks have

been evaluated

• HEFT orders tasks for scheduling by their scheduling priorities which is the

upward rank whereas we use a topological ordering of the tasks

6This gives us a major added benefit of incorporating lookahead features for much lesser
complexity. Arabnejad and Barbosa claim to incorporate lookahead features into their algorithm
by calculating an optimistic cost table (OCT) for O(p2e) complexity. The original lookahead
based scheduling algorithm [Bittencourt et al., 2010], incorporates lookahead features at a much
higher complexity of O(v4p3). We incorporate lookahead features into our algorithm without
compromising as much complexity. We ensure tasks that are being inspected are not immediately
assigned to a processor. Hence any given task has a set of finish times that it could take
potentially, based on the assignment of its parent and itself. Only when an all exit tasks have
been visited and one is chosen, we fix the assignment of all the tasks in the CP. In doing so, we
gain greater flexibility and the ability to find the right critical path.
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• As discussed in section 6.4 on page 150 our algorithm can be reduced to

O(P2e) as opposed to HEFT’s O(v2p), where P refers to the number of

distinct processor types.

In the graphs presented in section 6.6 on page 156, we identify our algorithm

using the label CEFT; CPOP by using the label CPOP; and HEFT by using the

label HEFT.

6.3.1 Task duplication

ti

tj

tk

tl

Figure 6-1: Section of a sample application graph

As we do not fix the assignment of the task under evaluation every iteration

and the assignment of its parents, any given parent might be assigned on two

processors as per the requirements of two or more different children. For instance,

let us consider a section of an application graph shown in Figure 6-1. Let us assume

that all the tasks that are denoted using concentric circles are in the critical path

of the application. For the sake of simplicity, let us assume that the amount of

data to be transferred from task tj to tasks tk and tl is ∞. In this scenario when

tk is being evaluated, its parent tj will be assigned to the same processor that tk
gets assigned to and the same holds true in the case of tl.
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Algorithm 9 The critical path on a processor (CPOP) algorithm
1: function CPOP
2: Set the comp costs of tasks and comm costs of edges with mean values
3: Compute ranku of tasks by traversing graph upward, starting from exit

task
4: Compute rankd of tasks by traversing graph downward, from entry task
5: Compute priority(ti) = rankd(ti) + ranku(ti) for each task ti in the graph
6: |CP | = priority(tentry), where tentry is the entry task
7: SETCP = {tentry}, where SETCP is the sect of tasks on the critical path
8: tk ← tentry
9: while tk is not the exit task do

10: Select tj where ((tj ∈ succ(tk)) and (priority(ti) == |CP |))
11: SETCP = SETCP

⋃{tj}
12: tk ← tj

13: Select the critical-path processor (pcp), pcp minimizes ∑ti∈SETCP
wi,j

14: Initialize the priority queue with the entry task
15: while there is an unscheduled task in the priority queue do
16: Select the highest priority task ti from the priority queue
17: if ti ∈ SETCP then
18: Assign the task ti on pcp
19: else
20: Assign the task ti to the processor pj which minimizes the

EFT (ti, pj)
21: Update the priority-queue with the successors of ti, if they become ready

tasks

When the final critical path is decided as we reach exit tasks in this application

graph, there might be a situation where tk and tl might be assigned to different

processors. If this situation arises, the task tj (even though it is not on the critical

path) has to be assigned to two different processors to make sure that tk and tl

stay on the critical path. The primary aim is to find the longest path in the graph

under the best possible assignment of tasks, which in this case cannot be achieved

without duplicating the parent task.

6.3.2 From critical path to makespan: CEFT-CPOP

CEFT is a critical path finding algorithm for application DAGs on heterogeneous

processors. We extend this critical path finding algorithm into a DAG scheduling

algorithm for heterogeneous processors by incorporating the critical path obtained

from CEFT into CPOP. We have cleverly named this CEFT-CPOP.
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Let us recall the CPOP algorithm from the brief discussions in section 3.2.5

and section 6.1. It is a critical path based list scheduling algorithm that calculates

its critical path based on mean values of computation costs and communication

costs as shown in line 2 of algorithm 9. In lines 3–5 the authors of CPOP calculate

the priority function which orders the tasks according to their relative importance.

The entry task is added to the CP and the graph is then traversed downward from

the entry task. Then, a child tj of the entry task that has the same priority value

as itself is added to the critical path. Consequently, tj’s children are examined and

the one that has the same priority value is added to the path and the algorithm

continues until it reaches the exit task. This path is then assigned to a single

processor pcp in line 13 of the algorithm, in an attempt to produce the smallest

critical path length for the tasks in the critical path7. Once the path has been

assigned to the processor that minimizes the path length, a priority queue with the

entry task in it is examined. The task with the highest priority value is popped

out of this queue. If this path is part of the critical path calculated earlier, it is

scheduled on pcp, otherwise it is scheduled on the processor pj which minimizes the

EFT (ti, pj). If any of the successors of the task that was just scheduled are now

ready to be scheduled, they are added onto the priority queue and the algorithm

continues until all the tasks in the priority queue have been scheduled.

In order to extend our critical path finding algorithm into a scheduling algo-

rithm, the only modification we make to the CPOP algorithm is one of finding the

critical path. Hence, we remove lines 2 – 13 of the CPOP algorithm and assign

SETCP to the critical path found by our algorithm. The rest of the algorithm

remains the same. Our main comparison in terms of makespan and related met-

rics is between CEFT-CPOP and CPOP. This provides us with a basis of a real

comparison of the effectiveness of the critical path as the only difference between

the two algorithms is the way the critical paths are calculated. We also provide a

comparison against HEFT, to show how far away our results are from the state of

the art scheduling algorithm.

7As we have discussed before, we believe that the tasks in this path are faulty as they have
been calculated based on average values.

149



6.4. Complexity analysis 150

6.4 Complexity analysis

In this section we analyse the space and time complexity of the dynamic program-

ming method from algorithm 8 on page 145 proposed in Section 6.3 on page 144.

The outermost loop in the algorithm runs from ti = 0 · · · v. This loop inspects all

the tasks in the DAG. The second level loop inspects all possible processors for the

current task ti. This implies that, pj runs from 0 · · · p. For each (task, processor)

pair, we need to inspect every parent of ti as the algorithm tends to fix the parents

processors based on its child’s requirements. This necessitates that tk runs from

0 · · · pred(ti). To fix the parents processor, we need to inspect all the processors

again to see which processor for the parent gives the earliest start for the current

child. Hence, pl runs from 0 · · · p.

Then the complexity of the entire algorithm in the worst case of all the upper

limits of these nested loops is: v × p × npred(ti) × p. npred(ti) is the number of

parents for any given task. In the general case, this can be assumed to be the

average in-degree of the application DAG. The average in-degree of a DAG can be

further written as e/v. Hence the complexity of the algorithm can be simplified as

O(p2e). In the worst case, where the DAG is a fully connected graph, the number

of edges in the graph is equal to v2. In this case, the complexity of the algorithm

is increased to O(v2p2) which is higher than the complexity of other list scheduling

heuristics like HEFT and CPOP which is O(v2p).

However, if processors could be divided into P processors (where processors

in each class have identical computation and communication costs), then the al-

gorithm only needs to deal with the number of such classes of processors rather

than p. This is feasible as our algorithm is a critical path finding algorithm and

hence doesn’t need to keep track of availability of processors. When trying to map

a task from the critical path all processors will be free. This greatly reduces the

computational complexity of our algorithm from O(v2e) to O(P2e), where P is the

number of types of processors.
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The space complexity of the algorithm at first glance is O(pv) as the CEFT is

a two dimensional array of size v × p. But this can be further reduced by storing

the path information of only a frontier that is moving down along the DAG. Since

we incorporate the path information from the previous states into the current

state, we can ignore the state information of all the CEFT elements that have

been absorbed into other CEFT elements. This would in turn be a frontier that

is moving down the DAG. Hence, the space complexity can be reduced down to

O(βp) where β is the fatness parameter of the graph.
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6.5 Random graph generation

In order to test the performance and robustness of our critical path finding algo-

rithm, a random graph generator based on the one presented by Topcuoglu et al.

was used. The graph generator was modified to create graphs which are more

representative of real world workloads. The parameters of the graph generator are

as follows:

• n – Number of tasks in the graph; n ∈ Z+

• i – The average in-degree of a node in the graph; i ∈ Z+; i < n (ideally

i << n)

• o – The average out-degree of a node in the graph; o ∈ Z+; o < n (ideally

o << n)

• c – Communication-to-Computation ratio (CCR). It is the ratio of the weight

of an edge leaving a vertex (i.e. communication cost) to the vertex weight

(i.e. the computation cost). In order to incorporate heterogeneity in the

communication backbone, the weight is chosen randomly in the range wi ×

c × (1 − β

2 ), wi × c × (1 + β

2 ); where wi represents the computation cost or

the weight of the vertex and β denotes the heterogeneity factor as described

below; c ∈ Q+

• α – Shape parameter of the graph. The height of the graph depends on

this parameter as
√
n

α
. The width of the graph is randomly chosen from a

uniform distribution with a mean equal to α×
√
n. Hence smaller values of

α gives tall and skinny graphs, while larger values of α gives short and fat

graphs; α ∈ Q+

• β – Heterogeneity factor of the graph. This parameter dictates the weights of

the vertices in the graphs (i.e. computation costs) which is randomly chosen
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from the following range:

wi × (1− β

2 ) ≤ wi,j ≤ wi × (1 + β

2 ) (6.6)

where wi is the weight of the vertex or the computation cost which is chosen

randomly from a uniform distribution in the range [0, 2 × wDAG]. wDAG is

the average computation cost of the graph and is chosen randomly. This is

the way heterogeneity is incorporated into the application graphs throughout

this thesis unless otherwise stated explicitly; β ∈ Q+; 0 ≤ β ≤ 1

• γ – Skewness parameter of the graph. It denotes how computation is spread

across the graph. Smaller values of γ gives uniformly distributed graphs

while larger values give skewed graphs where pockets of the graph are more

computationally intensive compared to other parts of the graph; γ ∈ Q+; 0 ≤

γ ≤ 1
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Figure 6-2: A random graph generated with the following parameters : n = 64, i =
4, o = 4, c = 0.01, α = 0.1, β = 50, γ = 50

The range of values for these parameters dictate the type, shape and size

of the random graphs that are generated. Once a configuration (i.e. a set of

values selected from this range for each parameter) is selected, the graph generator

proceeds by calculating the height and width of the graph as described above. The

height of the graph gives the number of levels the graph will contain, with the first
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level of the graph containing only one node (start node). Conversely the last level

of the graph can have multiple nodes (exit nodes). From the second level onwards,

a randomly chosen number of nodes from the uniform distribution [1, 2×w] where

w = d
√
n× αe are inserted into the level topologically.

Once all the nodes have been assigned to levels, their vertex weights are filled

using the two parameters β and γ which dictates how computation is spread across

the graph. The next stage in the formation of the graph is to form dependency

(communication) links between the nodes in different levels. Nodes in the same

levels do not communicate. In every level li, for every node nj ∈ li an outbound

edge is connected to nk ∈ lm where m > i. A randomly chosen number, in

the range [1, 2 × o], of such edges are drawn from node ni. The edge weight

for these edges are chosen using the CCR value from the configuration. Edges

from the same node are allowed to have different edge weights (chosen from the

range [(1 − β

2 ) × vertex − weight, (1 + β

2 ) × vertex − weight]) to allow better

modelling of real-world application scenarios. A similar process is repeated on a

transposed version of the graph to form incoming edges. A final pass to clean

up communication is done over the graph to check for any straddlers, i.e. nodes

with zero incoming edges; only the start-node is allowed to be a straddler. During

this final pass, if a straddler is found an edge is formed from a node in a previous

level to this node. Figure 6-2 shows a sample application graph generated by the

random graph generator. All the graphs that are generated are stored using the

METIS file format [Karypis and Kumar, 1995]. 8

Recall our discussion about hybridization from Section 2.2 on page 37. It is

fairly evident that there exists large disparities in the execution time of a given

task on different processors depending on the type of the processor. For instance,

an intrinsically embarrassingly parallel task can be executed on a CPU and a

GPU. But the GPU would normally offer a significant speedup when compared to

a CPU [Lee et al., 2010]. Hence, the discrepancies in execution times of tasks is

high and is not clearly represented by the kind of heterogeneity that is generated

in the random graph generator widely used in the literature.

8The code for this tool is available on GitHub at https://github.com/aravind-vasudevan/
graphgen.
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Hence, we have modified the random graph generator to produce graphs like

the application graphs presented in section 4.1.1 from chapter 4. The tasks in

these graphs have multiple node-weights attached. The processor graphs that are

generated also have a similar number of multiple node-weights attached to the

nodes in the processor graph. Using a different cost model similar to equation 4.1

from chapter 4, one can more accurately depict execution time of tasks on different

processing elements. This enables us to represent heterogeneity better and express

very varied execution times for a given task on different processors.
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6.6 Experiments and results

In this section we present a statistical comparison of our algorithm with the current

state of the art algorithms (CPOP and HEFT) in the context of a critical path

finding algorithm and its ability to be adapted into a scheduling algorithm. In

section 6.6.1 we outline the workloads on which the experiments are based upon

and outline the experimental setup. Section 6.6.2 defines the metrics based on

which the effectiveness of our algorithm as a critical path finding algorithm is

evaluated. Finally, we present the graphs that compare our algorithm against

CPOP and HEFT using the metrics described in section 6.6.2. The experimental

set-up consists of a dual socket system consisting of Intel Xeon E5620 CPU running

at 2.4 GHz with 24GB DDR3 RAM. The system is running Linux kernel ver 3.0.40-

1. The code was compiled using GCC version 4.7.1 with ‘-O3’ optimization flag.

6.6.1 Randomly generated workloads

In order to not bias the results towards any particular algorithm, we chose to

use synthetically generated random graphs. The generation of these graphs is

explained in the section 6.5 on page 152. In the next subsection, we present four

comparison metrics on which the relative performance of the three algorithms is

compared.

In section 6.5 on page 152 we outlined the random graph generator used in our

framework that allows for flexible workload generation. We generated four sets

of input randomly generated graphs (RGG) using the random graph generator:

RGG-classic, RGG-low, RGG-medium and RGG-high.

RGG-classic is the first set of input application graphs that we generated to

mimic the random graphs generated in the work presented by [Topcuoglu et al.,

2002] and [Arabnejad and Barbosa, 2014]. These graphs use the heterogeneity

factor that is embedded in them to generate the execution times of a given task

on the different processors. As explained in section 6.5 on page 152, the execution
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T2 T3

T4

T1

(350,25)

(35,250)

(40,600) (150,80)

(a) Application graph

P1 P2

(100,10) (10,100)

(b) Resource graph

Figure 6-3: Sample graphs with 2 node-weights

time for task ti on processor pj is randomly chosen from the following range:

wi × (1− β

2 ) ≤ wi,j ≤ wi × (1 + β

2 ) (6.7)

The possible range of values for β is 0 ≤ β ≤ 1, which means that wi,j can only

possibly take values between wi
2 and 3× wi

2 . This implies that for any processor

graph, a task can only be 3 times as fast on the fastest processor as it is on

the slowest processor. This level of heterogeneity might not be representative of

clusters which have certain processors with hardware accelerators. This is the

major source of inspiration for us to generate the other three workloads.

In the case of RGG-low, RGG-medium and RGG-high, we use the modified

version of the random graph generator as explained in the last paragraph of sec-

tion 6.5. Every task in the modified graph from each of these workloads contains

two node-weights as shown in figure 6-3. Table 6.2 shows the corresponding exe-

cution times of the tasks from figure 6-3(a) on the processors from figure 6-3(b).

These execution times are calculated using the cost model based on equation 4.1.

P1 P2
T1 6 35.25
T2 60.18 10
T3 9.5 15.8
T4 25.35 6

Table 6.2: Execution time for the application and processor graph from figure 6-3
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This results in some tasks being fast on certain processors; while those pro-

cessors are not universally fast for all the tasks in the application graph and the

difference in execution times is substantial. Consider the graphs from figure 6-3;

the value of the node-weights of the tasks and processors are responsible for de-

termining the execution time of these tasks. We generated the same set of six

processor graphs for the RGG-low, RGG-medium and RGG-high workloads.

While creating said processor graphs, the values for the two node-weights are

chosen from two intervals : {I1, I2}. At every node, a random number between

0 and 1 is chosen and if it is lower than β, the first node-weight is chosen from

I1 and the second node-weight is chosen from I2. If it is higher than β however,

the two intervals are interchanged. This process of using the intervals to fill in the

node-weights of the nodes in the graph is adopted for the application graphs too.

For the workloads mentioned above, the following intervals were used:

• Resource graph – I1 = {102, 103} and I2 = {103, 104}

• RGG-low – I1 = {102, 103} and I2 = {103, 104}

• RGG-medium – I1 = {102, 103} and I2 = {104, 105}

• RGG-high – I1 = {102, 103} and I2 = {105, 106}

The result of this kind of workload generation, enables us to create workloads

that have significantly different execution times. These workloads have the same

structure, but differ in the execution times of the tasks as discussed in the previous

paragraph. In order to generate the structure of the graphs, we use the random

graph generator from the previous section with the following parameters:

• n – {128, 256, 512, 1024, 2048, 4096, 8192, 16384}

• o – {2, 4, 8}

• c – {0.001, 0.01, 0.1, 1, 5, 10}

• α – {0.1, 0.25, 0.75, 1.0}

• β – {10, 25, 50, 75, 95}
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• γ – {0.1, 0.25, 0.5, 0.75, 0.95}

With the above configuration of parameters, a total of 14400 graphs were cre-

ated. Each of these randomly generated graphs are scheduled on six different

processor graphs (p – {2, 4, 8, 16, 32, 64}; where p is the number of processors).

This amounts to 86400 experiments (an experiment corresponds to an input ap-

plication DAG, processor graph pair) for every workload and a total of 345600

experiments across all the workloads. To our best knowledge, our experiments are

the only ones to use application graphs that have a large number of nodes (be-

tween 128 and 16384) as benchmarks. Previous evaluation of other heuristics such

as HEFT and PEFT have a maximum of 500 nodes in the randomly generated

graphs. 9

6.6.2 Comparison metrics

We compare the algorithms based on the following comparison metrics : critical

path length (CPL), schedule length (makespan), slack, scheduling length ratio

(SLR) and a pairwise comparison of number of occurrences of better solutions.

6.6.2.1 Critical path length (CPL)

As we have discussed in section 6.2 on page 139, the critical path is the longest

path from the entry node to the exit node in the application graph. The length of

the critical path in turn becomes a key metric as it serves as a hard lower bound

for the schedule length (makespan) as discussed in lemma 2 on page 142. As

our algorithm is primarily a critical path finding algorithm, this metric is of key

importance and we compare the lengths of the paths produced by our algorithm

and CPOP for a given input application graph and processor graph pair. HEFT

is not a critical path based scheduling algorithm and hence we cannot present the

statistics for it under this comparison metric.

9To explore the different workloads further, we encourage the readers to download the code
from GitHub at https://github.com/aravind-vasudevan/graphgen and experiment with the
different input parameters.
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6.6.2.2 Speedup

Speedup is defined as the ratio of the sequential execution time to the parallel ex-

ecution time (makespan). The sequential execution time is calculated by assigning

all tasks onto the processor which minimizes the total execution time of the task

graph as shown in the following equation :

Speedup =
minpj∈P [Σti∈TCcomp(ti, pj)]

makespan
(6.8)

In equation 6.8, the numerator represents the sequential execution time of the in-

put application graph for the given processor graph. This value is independent of

the choice of the scheduling algorithm and is therefore a constant for all the three

algorithms (our critical path algorithm, CPOP and HEFT) under scrutiny here.

This implies that the speedup is the makespan normalised against the sequen-

tial execution time which is constant across all the algorithms compared. Hence,

speedup is often used as a better replacement metric for the makespan as it returns

a normalised score.

6.6.2.3 Scheduling length ratio (SLR)

The most commonly used metric to compare the performance of scheduling algo-

rithms is the makespan. Its use as a comparison metric has been well established

in the literature [Topcuoglu et al., 2002, Kwok and Ahmad, 1996, Topcuoglu et al.,

1999, Braun et al., 2001]. But in order to normalize the schedule length against any

topology/processor graph, we adopt the normalized schedule length (NSL) [Daoud

and Kharma, 2008] which is also called the scheduling length ratio (SLR). It is

defined as follows :

SLR = makespan

Σ
ti∈CP

minpj∈P [Ccomp(ti, pj)]
(6.9)

where CP is the critical path. The denominator10 of the equation gives the sum
10The denominator of SLR is often confused with the numerator of speedup. They are not the

same as the task set to which they are applied to is different. In the denominator of the SLR
only tasks from the CP are considered, while the numerator of speedup considers all the tasks
in the task graph.

160



6.6. Experiments and results 161

of the computation costs of the critical path tasks assuming they are assigned

to the processors which minimize their individual execution times. The SLR of

an application DAG (under an optimal assignment or using any other scheduling

algorithm) cannot be less than one as no valid schedule of tasks on the proces-

sors can produce a smaller makespan than the denominator. From lemma 2 on

page 142, one can identify that the denominator value might be smaller11 than

the true critical path; as this formulation ignores communication cost and hence

produces shorter critical path lengths than the true critical path length.

6.6.2.4 Slack

Slack is a commonly used metric in the context of comparing scheduling algo-

rithms [Shi et al., 2006]. It represents the ability of a schedule to deal with delays

in the execution of some tasks. It represents how accommodative a schedule is and

acts as representative of robustness in the scheduling algorithms literature [Bölöni

and Marinescu, 2002]. The slack of a task represents the time window within which

the task can be delayed without extending the makespan. Slack is defined as,

Slack =

∑
ti∈V

M − blevel(ti)− tlevel(ti)

v
(6.10)

It is important to note that makespan and slack are conflicting metrics. Makespan

is representative of the efficiency of the scheduling algorithms in terms of its ca-

pability to lower the execution time of the application DAG; whereas, slack is

representative of the forgiving nature of the schedule. 12

Static algorithms however, deal with the time dependence of certain application

DAGs by using stochastic models where task execution times are random variables

as discussed in [Adam et al., 1974]. Braun et al. also suggest that scheduling

algorithms having higher slack are more robust for DAGs who employ a stochastic

model for task execution times. In our experiments, we do not use any such

dynamic DAGs as our workloads are comprised entirely of static DAGs.

11It is equal in the case where the input application graph is a linear DAG
12If one were to reduce the problem ad absurdum, a schedule that never finishes or finishes at

infinity will have the highest (infinite) slack.
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Workload # of experiments # of valid experiments CPOP (CPL)(%) CPOP (makespan)(%)

RGG-classic
100800 99346 Longer 60.06 26.95
100800 99346 Equal 39.93 57.12
100800 99346 Shorter 0 15.9

RGG-low
100800 100800 Longer 40.61 23.15
100800 100800 Equal 0.46 0.89
100800 100800 Shorter 58.92 75.94

RGG-medium
100800 100800 Longer 16.52 7.96
100800 100800 Equal 0.33 1.74
100800 100800 Shorter 83.14 90.29

RGG-high
100800 100800 Longer 15.20 7.66
100800 100800 Equal 0.8 2.64
100800 100800 Shorter 83.99 89.69

Table 6.3: Performance of CEFT compared against CPOP

In this case, a higher slack usually means that the schedule is not tight enough.

However, if a scheduling algorithm creates a schedule with low SLR and high slack,

it means that there is still scope for improvement in the schedule and hence even

lower SLR values can be obtained.

Figure 6-4: Percentage of instances CEFT’s CPL is longer, equal or shorter com-
pared to CPOP’s CPL

6.6.3 Results and analysis

In this section we compare the performance of our critical path finding algorithm

(CEFT) against the current state of the art critical path algorithm (CPOP). We

also present a brief comparison of the extension of our critical path algorithm

(CEFT-CPOP) to function as a scheduling algorithm and compare its results

against CPOP.
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Since the only difference between CEFT-CPOP and CPOP is the method by

which the critical paths are found and mapped, makespan related metrics between

these two algorithms help us clearly understand the effects of finding the right

critical path.

Figure 6-5: Percentage of instances CEFT’s makespan is longer, equal or shorter
compared to CPOP’s makespan

Table 6.3 compares CEFT and CPOP in terms of the critical path lengths

produced and corresponding makespans. Figures 6-4 and 6-5 put table 6.3 into

graphical context. We can observe from these graphs that CEFT produces either

longer or same length critical paths as CPOP in the classic workload. However,

when heterogeneity is better expressed, we produce shorter makespans in about

83% of the cases. This is similarly reflected in the corresponding makespans pro-

duced by CEFT. Note however, that the table only provides the percentage of

the number of instances in which path lengths and corresponding makespans are

longer, equal or shorter and discloses very little about the relative quality of the

solutions obtained. Figures 6-6(a) and 6-6(b) on the other hand help understand

the relative quality of the solutions obtained by the two algorithms.

Both the plots shown here are scatter plots. As the density of the points in the

scatter plot is so high, we chose to offset the points that are on the line correspond-

ing to a particular α, by a small random amount (in the x-axis; within a predefined

range) to form a “bar” that better displays how the ratios are distributed.
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(a) RGG-classic (b) RGG-high

Figure 6-6: Comparing the lengths of the critical paths across different workloads
in terms of α of the application graph

All the points inside the bar correspond to the value of α that the bar sits

on top of. As the graphs become wider (fatter; with increasing values of α), the

critical path lengths found by CEFT become shorter. This stems from the fact

that, while no other application graph parameter changes, the increase in the

width of the graph gives rise to more shorter paths from the source task to the

exit task. Since the objective of CEFT is to find the longest shortest path from all

the possible paths, the critical path lengths produced by it decrease as well. This

holds true in the case of the high heterogeneity workloads as well (RGG-high). 13

It is evident from table 6.3 that as heterogeneity in the workload becomes more

apparent, CEFT outperforms CPOP in terms of both the critical path length and

the makespan. In RGG-classic CEFT never produces a critical path that was

shorter than the critical paths produced by CPOP which resulted in makespans

that were longer in 26.95% of the experiments. Another interesting thing to note

here is that even in the case where heterogeneity is well expressed (RGG-high) our

algorithm doesn’t perform as well as CPOP only in 7.66% of the experiments.
13At this juncture, we have to mention that this specific way of representing the critical path

length ratio is a bit misleading. The density of the points in the lower portions of the graph is not
clearly visible and hence it seems like CEFT always produces longer critical paths than CPOP.
While this is true in the case of RGG-classic, the CPL produced by our algorithm (CEFT) is
shorter in 83.99% of the experiments in RGG-high. Another note on the graph, is that it appears
as if there are some values that look like they are below the zero line (which is impossible since
the critical path length ratio between any two algorithms can never be negative). This is because
the plot uses an ‘x’ marker to plot the points.
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(a) RGG-classic (b) RGG-low

(c) RGG-medium (d) RGG-high

Figure 6-7: Comparing speedup across different workloads in terms of the number
of processors in the processor graph. Higher is better.

In the most heterogeneous workload RGG-high, CEFT produces shorter criti-

cal path lengths in 83.99% of the experiments which lead to shorter makespans in

89.69% of the experiments. There seems to be a strong correlation between shorter

critical path lengths and shorter makespans. However, one cannot conclude that

shorter critical path lengths result in shorter makespans as it is important to iden-

tify the correct shorter critical path which would lead to shorter makespans. From

the results in this table, our algorithm does well in terms of selecting the correct

critical paths.
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Figure 6-8: Comparing speedup for RGG-high in terms of number of tasks in the
input graphs. Higher is better.

Figure 6-7 shows how the speedup metric from section 6.6.2.2 on page 160 varies

when the number of processor is varied. As the number of processors is increased,

the average speedup achieved is naturally higher which is clearly reflected in the

graphs. In the standard workload, RGG-classic all the algorithms perform nearly

equally. When the heterogeneity is increased, it is evident from figures 6-7(c) and

6-7(d) that the average speedups achieved by CPOP become progressively lesser

with increase in number of processors. This is mainly because of the fact that

CPOP assigns all the tasks from the critical path onto a single processor.

The choice of assigning the entire critical path on a single processor might prove

to be an excellent choice in scenarios where the communication-to-computation

ratio (CCR) is very high, thereby making communication costs high. But in the

majority of the cases, where the computation costs dominate the communication

costs, this proves to be a wrong decision and the makespans suffer in kind.
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(a) RGG-classic (b) RGG-low

(c) RGG-medium (d) RGG-high

Figure 6-9: Comparing SLR across different workloads in terms of β of the input
graphs. Lower is better.

This trend of CPOP not being able to catch-up with CEFT-CPOP is evident

in graphs based on metrics like number of tasks, α, β etc. Figure 6-8, high-

lights another interesting result. Upon careful inspection, the average speedup of

CEFT-CPOP is the highest amongst all three comparison algorithms, until the

number of tasks cross ∼ 1024 (incidentally, 512 is the highest number of tasks in

synthetic workloads that have been used for testing the efficiency of scheduling

algorithms previously [Arabnejad and Barbosa, 2014]). The entirety of the result

graphs is available on github for the readers perusal at: https://github.com/

aravind-vasudevan/phdthesis/tree/master/figures/tpds-2015/results.

In figure 6-9, we compare the schedule length ratio metric across the different
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(a) RGG-classic (b) RGG-low

(c) RGG-medium (d) RGG-high

Figure 6-10: Comparing speedup across different workloads in terms of β of the
input graphs. Higher is better.

workloads through this context. It is evident from the graphs that RGG-classic

and RGG-low exhibit similar SLR patterns (RGG-low has a slightly lower SLR

value on average). It is interesting to note however, that in RGG-medium and

RGG-high, our algorithm produces the lowest average SLR value when β ∼= 50.

Setting β to values close to 50 during the input graph generation, generates a good

mix of tasks that require the different types of processors in the processor graph14.

14This is better understood by referring back to our discussion of the two intervals I1 and
I2 from section 6.6.1. When β ∼= 50, there are approximately an equal number of tasks that
use I1 for its first node-weight I2 for its second, as the number of tasks that use it vice-versa.
This results in the most varied execution times across tasks. When β goes farther away from the
mean value of 50, it results in graphs that have more tasks that confirm to a specific ordering of
the two intervals, thereby making the tasks more similar which leads to a less varied execution
time table.
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Figure 6-11: Comparing CPL for RGG-medium in terms of different values of β
in the input graphs

When there is such a good mix of the types of tasks in the application DAG, it

is easier to schedule it onto the different types of processors as contention for same

kind of processor would be low. However, when the value of β goes away from

50 either side, it leads to increased demand for a certain type of processor, hence

increasing the contention amongst tasks. This leads to increased makespan values

when β is farther away from 50. However, the critical path lengths calculated

by our algorithm remains unaffected as shown figure 6-11, as one doesn’t need to

account for processor availability while calculating the critical path (since, this is

equivalent to scheduling a linear DAG where all processors are available whenever

a task is ready to be scheduled.

This notion of the graph generator producing graphs that could potentially lead

to lower makespans is further accentuated by figure 6-10. In RGG-classic, since

heterogeneity is incorporated differently (recall our discussion about the conven-

tional random graph generator, like the one presented by Topcuoglu et al., from

section 6.5) the speedup values across the different algorithms are very similar and

we do not observe the U-shaped curve from figure 6-9(d).
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However, in the heavier workloads, we can clearly see the curve forming again.

Once again, CPOP’s method of calculating the critical path lets it down. As

CPOP assigns all the tasks from the critical path (which might be composed of

any number of different types of tasks, i.e. tasks requiring different amounts of the

different types of processors) onto the same processor, the makespan suffers which

leads to reduced speedup.

Another important parameter in the graph generation process is α which dic-

tates the fatness15 of the graph. Lower values of α produce tall skinny graphs,

while larger values produce larger fat graphs. It is evident from figure 6-12(a),

that the average SLR produced by the schedules found by our algorithm are lower

than both CPOP and HEFT for all the different values of α.

For smaller values of α, our algorithm’s SLR is lower than CPOP’s SLR by

∼41% and lower than HEFT’s SLR by ∼32%, which we denote by the tuple

[41, 32]16. This gap however reduces as the graph becomes wider, with the gap

between our algorithm and HEFT vanishing at high values of α. We do not

highlight the results obtained from RGG-low, RGG-medium and RGG-high as

they exhibit very similar patterns to RGG-classic. As the workload gets heavier

(RGG-classic to RGG-high) the gap between the average SLR produced by our

algorithm (CEFT-CPOP) and CPOP is increased.

(a) Alpha (b) CCR - SLR (c) CCR - Slack

Figure 6-12: Comparing Slack and SLR for RGG-classic in terms of α and CCR
of the input graphs. Lower is better.

15For the benefit of the readers, we refer to the width of the graph as fatness.
16We will use this convention throughout the rest of this chapter, unless otherwise stated

explicitly. The first number denotes by what percentage the average SLR of our algorithm is
lower than that of CPOP, while the second number denotes the same comparison with HEFT
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In the case of RGG-high, for smaller values of α, CEFT-CPOP’s SLR is lower

than CPOP’s SLR by ∼51% and lower than HEFT’s SLR by ∼36% (following the

tuple convention from above, this would be [51, 36]). Similar to RGG-classic, this

gap reduces as the parallel application graph becomes wider, with the gap between

our algorithm and HEFT vanishing only at the highest values of α.

In terms of robustness, the value of slack increases for all three algorithms

for increasing values of α 17. The schedules produced for thinner graphs have

a lower tolerance to accommodate delays in execution of certain tasks. In the

trivial case of the thinnest graph (which is a linear DAG), any schedule produced

by a static scheduling algorithm will have zero slack as there is no possibility to

overlap computation and communication (due to the serial nature of the graph).

As the graph gets fatter, there is more scope for overlapping computation with

communication which in turns helps in schedules being more accommodative to

delays in task execution; this in turns increases the slack as the graphs get fatter.

As the value of the communication-to-computation ratio (CCR) increases, in-

terprocessor communication overhead dominates computation and hence, the per-

formance of all three scheduling algorithms tends to degrade. This is shown by the

use of the schedule length ration (SLR) metric in figure 6-12(b) on the facing page.

Our algorithm produces SLRs which are lower than the other two algorithms by

[23, 18] for lower CCR values. This trend of producing lower SLRs holds, until the

communication is large enough to completely dominate the effects of computation

times (CCR=10; which means the communication costs are ten times larger than

computation costs18).

Slack on the other hand, which is a measure of robustness (section 6.6.2.4),

decreases for of all the three scheduling algorithms with increasing CCR values.

This trend of the schedules becoming less tolerant to delays for increasing values

of CCR is highlighted in figure 6-12(c). Our algorithm provides the highest slack

17All graphs from this section and the many more that we have omitted for the sake of
brevity are available at: https://github.com/aravind-vasudevan/phdthesis/tree/master/
figures/tpds-2015/results

18Even in scenarios like grid computing like the SETI@Home projects, where communication
costs are high as the data has to travel from one machine to the other over the internet, CCRs
mightn’t be this high, as the chunk of work done by an individual machine is quite high.
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(a) Number of tasks (b) Number of resources

Figure 6-13: Comparing SLR across different workloads in terms of number of
tasks and resources. Lower is better.

from the three algorithms compared, while HEFT provides the lowest19. The slack

produced by CPOP and CEFT-CPOP are similar (CEFT produces slacks that are

1 – ∼ 2% larger).

In figure 6-13, we present how the SLR varies with increasing number of tasks

in the application DAG and increasing number of resources in the resource graph.

Arabnejad and Barbosa suggest that the decrease in performance of the schedul-

ing algorithms with the increase in number of tasks is due to a marked increase in

the number of concurrent tasks. According to them, algorithms that have looka-

head features tend to suffer more as these algorithms tend to base the decision of

scheduling the current task heavily on its children tasks. For some DAGs that have

many concurrent tasks to schedule, the processor load is substantially changed by

the concurrent tasks to be scheduled after the current task. This implies that the

conditions at the time of scheduling the current task are different than the condi-

tions at the time of scheduling its child tasks.

19Heterogeneous Earliest Finish Time (HEFT) is a greedy list scheduling heuristic as we have
discussed before. It provides the lowest slack compared to all the algorithms thereby making
it less robust, but more efficient in terms of schedule length. However, our algorithm provides
a slightly higher slack than HEFT, while still providing a much lower SLR value compared to
HEFT. This leads us to believe that there is more room for optimization (as higher slack usually
translates to larger windows of time in which a tasks start time can be moved) with the schedules
generated by CEFT-CPOP which can be utilised to further decrease its makespan.
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This implies that the decision made by the algorithm to schedule the parent

task might not be valid, hence leading to poorer solutions. Our algorithm, in

spite of incorporating lookahead features, provides the lowest SLR of all the three

algorithms compared. For smaller number of tasks (n = 128) the tuple from earlier

in the section is [60, 52] and this is maintained until some decent sized graphs

(n = 4096). This impressive gap however, reduces as the number of tasks increases

further (n = 16384) : [14, 0]. As we have mentioned before, our experiments are

the first of its kind to explore the performance behaviour of critical path and

scheduling algorithms for a larger number of tasks (previous highest was set by

[Arabnejad and Barbosa, 2014] with a maximum of 500 tasks).

In this chapter, we have designed, implemented and tested a critical path find-

ing algorithm (CEFT ) that finds the true critical path of an application for het-

erogeneous processors. The quality of the critical paths are shown to be better

than those produced by the state of the art CPOP algorithm. We show that the

critical path lengths produced by our algorithm is always at least as long as the

ones produced by CPOP for the RGG-classic workload. Our experiments show

that when the heterogeneity is better expressed in the workloads (RGG-high) our

paths are shorter than CPOP’s paths in 83.99% of the experiments.

We also extend our critical path finding algorithm into a DAG scheduling al-

gorithm (CEFT-CPOP) by replacing the path found by our algorithm (with its

corresponding partial assignment) into the CPOP algorithm. We compare the ef-

ficacy of our algorithm mainly against CPOP through the use of makespan related

comparison metrics like: schedule length ratio (SLR), speedup and slack. It is ev-

ident from the results that our algorithm outperforms CPOP even as a scheduling

algorithm, in nearly all aspects. For the RGG-classic, RGG-low, RGG-medium and

RGG-high, our algorithm (CEFT-CPOP) produces smaller makespans in 15.9%,

75.94%, 90.29% and 89.69% of the experiments respectively. We also consistently

produce smaller SLR and slack values than CPOP. In some cases as explained in

section 6.6.3, our algorithm outperforms HEFT in terms of SLR and makespans,

but falls short of HEFT’s capabilities to produce the tightest schedules (lowest

slack values).
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One of the biggest hurdles for CEFT-CPOP on the road to lower makespans, is

that it has been extended to function as a scheduling algorithm using CPOP. Al-

though, this helps us in finding relatively good schedules, we believe the extension

provided by CPOP is still a limiting factor. We also believe that, by extending

our algorithm into a full scheduling algorithm without task duplication, one can

attain even better results in terms of obtaining smaller makespans.
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T
his dissertation has proposed new important algorithms, and presented

experimental results for improvements to some key task mapping and

scheduling algorithms for heterogeneous processors. This chapter briefly

presents some concluding reflections on these algorithms, drawing general conclu-

sions about the results in this dissertation. Finally, we describe general directions

for future work.

As we have discussed through the length of this thesis, the DAG scheduling

method is a key factor in determining the parallel runtime (makespan) of an ap-

plication DAG on heterogeneous architecture. The NP-complete characteristic

of the problem has prompted significant research efforts on heuristic scheduling

solutions. In this dissertation, we tackled two main challenges faced by scheduling

algorithms when mapping and scheduling tasks onto resources: (1) poor repre-

sentation of the execution time of a task on a set of heterogeneous processors in

the conventional application DAGs (2) the critical-path of the application DAG is

poorly defined in the presence of communication and such heterogeneity.

In this thesis, we have shown that by adopting a better representation model

for the application DAGs and the resource graphs, we can expose a deeper level

of parallelism. We also demonstrated that guiding the random search using one

of the systemic parameters called temperature in simulated annealing yields better

results. Finally, we resolved the issue of poorly defined critical paths, by postu-

lating that the critical path is inherently defined by its mapping and formulated

a polynomial time algorithm to find the true critical path for a given application

DAG and parallel computing resources. We also indicate that it can be easily

extended into a scheduling algorithm with a running cost of O(p2e). Based on our

experiments, we show the superior quality of these critical paths compared against

the conventional methods.
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7.1 Academic contributions made during the PhD

The following first author papers/posters were published:

• Aravind Vasudevan, Avinash Malik and David Gregg - An improved sim-

ulated annealing heuristic for static partitioning of task graphs onto heteroge-

neous architectures, published and presented at the 20th IEEE International

Conference on Parallel and Distributed Systems (ICPADS 2014) on the

17th December 2014

• Aravind Vasudevan, Quentin Bragard, Anthony Ventresque, Liam Mur-

phy and David Gregg - Space and Graph partitioning-partitioning methods

for Distributed Road Networks published and presented as a poster and an

extended abstract at Winter Simulation Conference (WSC 2014) on the

7th December 2014

The following second author papers/posters were published:

• Servesh Muralidharan, Aravind Vasudevan, Avinash Malik and David

Gregg - Heterogeneous multi-constraint application partitioner (HMAP), pub-

lished in the 12th IEEE International Conference on Trust, Security and

Privacy in Computing and Communications (TrustCom 2013)

• Mark Purcell, Aravind Vasudevan and David Gregg - Real-time sensor

signal capture from a harsh environment, published in the 2012 IEEE/ACM

16th International Symposium on Distributed Simulation and Real Time

Applications (DS-RT), pp. 36-43, IEEE, 2012.

The following first author paper is to be submitted for review:

• Aravind Vasudevan, David Gregg - Mutual inclusivity of the critical path

and its partial schedule for heterogeneous processors with communication

costs under preparation for review at the Transactions on Parallel and Dis-

tributed Systems (TPDS)
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Algorithm 10 Calculating ranks as a measure of distance from critical path
Input: A valid CP produced by CEFT from algorithm 8 on page 145

1: function CalcRanks(Gt,Ω(CP )) . Ω(CP ) is the partial mapping of the
CP

2: rankd(ti) = The downward rank of ti ∈ T . T is the task set
3: for i = 0 · · ·nT − 1 do . nT is number of tasks
4: if ti ∈ CP then . If task is in CP
5: rankd(ti)← 0
6: else
7: rankd(ti) = min

∀tj∈pred(ti)
(rankd(tj)) + 1

8: ranku(T ) = The upward rank of each ti ∈ T
9: for i = nT − 1 · · · 0 do

10: if ti ∈ CP then
11: ranku(ti)← 0
12: else
13: ranku(ti) = min

∀tj∈succ(ti)
(ranku(tj)) + 1

14: ranktotal
Ω(CP )

(ti) = rankd(ti) + ranku(ti); ∀ti ∈ T

15: return rank
Ω(CP )

(T )

7.2 Applications of critical path

The current critical path finding algorithm introduces the unnecessary overhead of

task duplication as discussed in section 6.3.1 on page 147. When we extended the

critical path finding algorithm (CEFT) to a scheduling algorithm (CEFT-CPOP),

this overhead vanished as CPOP doesn’t intrinsically allow for task duplication.

However, this means that we can no longer guarantee the length of the critical

path found by our algorithm in the complete schedule. Hence, a major path ahead

would be to explore the possibility of extending the algorithm for the non task-

duplication case, or prove the NP-completeness of the problem.

Zhao et al. Zhao and Sakellariou [2003] show us that in list scheduling heuristics,

the ranking function plays a huge role in the resulting makespan. Hence, another

interesting idea of extending the critical path algorithm into a scheduling algorithm

is to employ the critical path found, in calculating the ranking function of tasks
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to be scheduled. A possible method would be along the lines of algorithm 10,

where we measure the distance (in hops) of every task from the critical path. The

further away these tasks are from the critical path, the higher rank they get. In the

scheduling phase, one would obviously select the tasks in a non-decreasing order

of this ranking function, as the tasks that can be scheduled which are closer to

the critical path (hence having a lower total rank function value) will be scheduled

earlier.

A common approach in state space exploration is to prune the state space based

on some heuristics. This gives rise to another avenue of investigation : pruning

state spaces based on the critical path. In algorithm 11, D.O.F (ti) which indicates

the degree of freedom for the task ti helps in pruning the state space. Instead of

allowing the task to be schedulable on all the available processors, the D.O.F.(ti)

can be used to restrict it to a certain set of processors. This however stresses on

the importance of defining the D.O.F.(ti) correctly and the process of selecting a

processor from the it, which opens up multiple interesting research avenues.

Algorithm 11 Pruning Transition Space
1: function PruneTransitionSpace(Gt, Gp)
2: ∆(T ) = ∅ . ∆(T ) is final mapping
3: where ∆ : (ti ∈ T )← (pi ∈ P)
4: Ω(CP ) = CalcInitSoln(Gt, Gp) . This initial solution can be from a list

scheduler like HEFT
5: ∆(T ) = ∆(T ) ∪ Ω(CP )
6: rank(T ) = CalcRanks(Gt,Ω(CP )) . Using algorithm 10
7: Remove all tasks in the critical path from the list and sort the remaining

tasks in non-decreasing order of rank(T )
8: while there are unscheduled tasks in the list do
9: Select the first task, ti, from the list whose parents have been scheduled

10: TParents = pred(ti) . TParents is the set of all parents of the current
task ti

11: PParents = Set of processors to which every task in TParents has been
scheduled as prescribed by ∆(T )

12: D.O.F (ti) = PParents∪ Immediate neighbours of all processors in
PParents

13: Randomly choose a processor from D.O.F (ti) and assign it to task ti .
Explore possibility of choosing it based on some other metric

14: Update ∆(T )
return ∆T
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7.3 Final thoughts

In this thesis we have demonstrated methods of representing some parallel ap-

plications that exposes its inherent parallelism better on heterogeneous proces-

sors. Using this new representation, we present task mapping algorithms using

meta-heuristic solutions that offer significant improvements in the quality of the

solutions. We have also discussed in depth the poor definition of critical paths

for applications on heterogeneous processors and established that the critical path

cannot exist independent of its partial schedule. To this end, we have developed a

polynomial time algorithm that runs in O(P2e), where P is the number of different

classes of processors and e is the total number of edges in the application graph.

Based on our experiments, we show that the critical path lengths produced by our

algorithm is always at least as long as the ones produced by CPOP for the conven-

tional workloads. We also extend our critical path finding algorithm into a DAG

scheduling algorithm (CEFT-CPOP) by using the path found by our algorithm

(with its corresponding partial assignment) in conjunction with the critical path

on a processor (CPOP) algorithm, with a running cost of O(p2e), where p is the

number of processors. We compare the efficacy of our algorithm mainly against

CPOP through the use of makespan related comparison metrics like: schedule

length ratio (SLR), speedup and slack. We find that our algorithm outperforms

CPOP even as a scheduling algorithm, in nearly all aspects.
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