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Abstract

Grid infrastructures have been central to some of the largest computationally intensive scientific investigations in recent times. As the complexity of
computational simulations and models increases, the dependency on faster
processing power and massively parallel computing also increases. In synergy, faster processing power drives advancements in computational simulations and models. The emergence of several new types of computational
resources, such as GPGPUs, Intel’s Xeon Phi, FPGAs and other types of
accelerators are a manifestation of this. These resources have diverse characteristics (e.g. physical properties) and there is currently no uniform way
to discover or specify them in a grid job.
The diversity of the systems that make up Grids is managed by adherence
to common standards that define how systems, services and users interact
with Grids. While this helps provide for long-term stability, the downside is
that Grids cannot handle rapid changes to the standards and grid middleware. Thus, a Resource Integration Problem arises, which can be summed
up as a question of how to deal with the integration of new and diverse computational resources in a massive distributed grid computing environment
that conversly requires stability.
The thesis shows that a conceptual approach can be used to provide a level
of abstraction that assists with the process of integrating new computational resources that adhere to existing grid standards while requiring only
a small number of unobtrusive changes to the grid middleware. This has
never been explored before. The result is a flexible, dynamic approach to
the integration of new (and yet to be conceived) resources into existing
grid infrastructures. This effectiveness of this approach is demonstrated by
extending the Grid to handle both GPGPU and virtual GPGPU resources.
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Chapter 1
Introduction
Grid computing [1] is a standards-based computing architecture that facilitates controlled, secure sharing of computational and related resources (e.g. storage and application software) among many users distributed across the Internet. The motivating
factors driving Grids forward include: the ability to increase the scale and variety of
resources available to users and their applications; improved resource utilisation by the
smart distribution of application workloads (jobs) throughout the Grid – selection is
determined based upon user specified requirements; and to allow distributed collections
of collaborating users to securely share access to their common data. Grids have been
successfully used by tens of thousands of users (predominantly research scientists), who
have used them to investigate problems that are intractable on isolated, single-site resources. The most notable and successful scientific outcome involving Grids was the
confirmation of the existence of the Higgs Boson – an endeavour that led to the joint
awarding of a Nobel Prize in Physics to Professor Peter Higgs in October 2013, some
50 years after his original theory was proposed [2]. The Grid was used to process and
analyse the 15 petabytes of data produced annually by the LHC experiments [3].
At its conception, grid computing had focussed on a “single program/single CPU”
execution model, supporting only sequential, geometrically parallel or other ensemble
algorithms (e.g. parametric sweep). For the past decade, however, the exponential
growth of CPU speed and processing power has plateaued [4] [5], and this has generated many questions about the future of computational-based scientific research using
this model. Support for more generalised CPU-based parallel execution frameworks
that can help alleviate the slowdown of growth in performance, such as OpenMP [6]
and the Message Passing Interface (MPI) [7], has become commonplace in grid in1
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frastructures [8]. However, the emergence of both many-core and massively-parallel
computational accelerators, for example General-Purpose Computation on Graphics
Processing Units (GPGPUs), has led to users seeking access to these resources on grid
infrastructures [9].
This thesis is concerned with the problem of integrating many new types of computational accelerators into Grids. The term “integration” is used in this context to
refer to discovering those new resources, and selecting them for workload execution in
a manner that grid users are already familiar with. The integration problem arises
because Grid infrastructures, which require operational stability, are adverse to the
rapid changes that the integration of many new types of resources require.

1.1

Motivations

The integration of massively-parallel computing resources into Grids, such as the European Grid Infrastructure (EGI), has thus far been ‘ad-hoc’ in nature, and no communityaccepted solution has been forthcoming. Furthermore, the integration attempts that
have been made to date overlook some very important advantages of Grid Computing – namely, the ability to “discover” these new resources based on their particular
properties (e.g. memory, capacity, and utilisation), and the ability to specify those
properties in the user’s grid applications in the same way that users currently specify
Grid resources based on specific CPU properties or utilisation characteristics. It should
be noted that use of the term “Grid” in this thesis refers to particular coordinated
collections of distributed computing resources that use the Open Grid Forum (OGF)
Grid Laboratory for a Uniform Environment (GLUE) standards to publish information
about the state of their resources and services.
The issue of GPGPU integration into Grids is now such an important topic that
the EGI, which operates one of the largest grid infrastructures worldwide, started to
actively pursue this research question in the Summer of 2015 through the EGI-Engage
project [10]. However, the proposed scope is too implementation specific (i.e. it is
focussed solely on particular GPGPUs), and does not look at the more generalised
problem of integrating other types of accelerators. The lack of a generalised approach
that offers grid discovery and user support for accelerators presents a challenge to the
integration of a diverse range of computational resources in existing grid infrastructures.
There is an opportunity to examine if a generalised approach to resource integration
2
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can be developed.
In addition to the demand for access to new resources, the emergence of the Cloud
Computing paradigm over the last decade is also influencing the provision of resources
in grid infrastructures [11]. Cloud Computing is aimed at delivering greater flexibility,
utilisation and security in how computational resources are provided and used. Virtualisation is the fundamental technology underlying Cloud Computing. In some cases,
virtualisation can enable a degree of resource “mobility” – i.e. the resource can be
transparently accessed from another remote machine. Resource mobility has the potential to be exploited in a number of distinct ways: (i) creating computing environments with dynamically allocated hardware; (ii) using dynamic allocation to improve
resource utilisation; and (iii) constructing complex machine environments from these
virtual resources that may not have been possible with conventional physical hardware.
There has been a shift within the Grid community towards a more Cloud-like delivery
of computing services to users. In the case of EGI, a new infrastructure that runs
alongside the existing Grid was established. Neither of these infrastructures consider
the potential benefits and application of resource mobility.
There are several motivating factors behind the work presented in this thesis, some
are based on fulfilling immediate needs, some are based on having to work within the
limitations of slowly changing infrastructures, while others include the potential for
improved resource allocation and performance. These motivations include:
(i) the need to incorporate the use of massively-parallel computing resources. These
resources are needed to support innovation in the sciences.
(ii) the need to support these resources in a manner that current users are accustomed
to;
(iii) the need to avoid radical changes to the grid (infrastructure and middleware);
(iv) the opportunity to develop unconventional computer systems that simplify application development; and
(v) the opportunity to investigate if Grids can exploit virtualisation and virtual resources, and whether these will improve resource utilisation and allocation –
thereby increasing the throughput of work through the Grid.
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Personal Perspective

I have been professionally involved in the Grid community and the provision of grid
services and infrastructures since mid-2003. Since then, I have seen Grid Computing
growing from its experimental beginnings (delivering computational power to a small
number of both large and small scientific communities), to the creation of the EGI,
a massive, but coordinated, pan-European infrastructure. As one of the Irish representatives in a sequence of successive co-funded European grid projects, I also played
a small role in the EGI’s development and in the development of grid software (also
called grid middleware).

One characteristic of huge infrastructures is that changes to them are slow and
incremental – the investment made in such infrastructures (e.g. financial, software and
infrastructural development) requires long-term planning in order to offer sustained
stability and availability. In addition, any changes or new developments will also require input from key stakeholders (e.g. users, resource providers, software developers
and testers). One of the negative side-effects that this long-term development cycle
has on the grid community can be seen in how long it takes to integrate new components or services. Indeed, my experience of being involved with the development
and integration of a grid-based solution for parallel computing applications using MPI
was that the process took many years before a full solution was implemented. Similarly, when Grid-Ireland (p.65), the operators of the Irish National Grid Initiative
(NGI), attempted to integrate the Sony Playstation 3 – a low-cost accelerator-based
“supercomputing” resource – into its grid infrastructure, problems in describing and
advertising the capabilities of the new resources were encountered. The same problem
reoccurred when Grid-Ireland sought to integrate GPGPU resources. In both cases, the
pragmatic, but incomplete, solution was to simply restrict the resources to a particular
set of grid users. These users needed to follow specific instructions detailing how to
access the GPGPUs. The solution was unsatisfactory, as there was no means for the
users to determine if the resources were over- or under-utilised.
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1.2

Objectives and Research Question

The core objective set out in this thesis is to conceptualise, investigate and develop a
flexible, dynamic approach to the integration of new (and yet to be conceived) resources
into existing grid infrastructures. On the basis of developing such an approach, it will
be further investigated to see if it can be extended to virtual resources, and whether
the use of these virtual resources can improve resource utilisation on the Grid.

1.3

Scientific Contribution of the Work

The contributions of the work presented can be categorised into two distinct areas:
(i) the development of an abstract approach to the integration of accelerator-based
resources into Grids (Chapter 3); and (ii) an extension of this abstraction to virtual
resources, exemplified by the development new services supporting the integration of
virtual-GPGPU computational resources into Grids (Chapter 4). A comprehensive list
of individual contributions are detailed below.

Abstract Approach to Resource Integration
(i) The development of an abstract classification of non-CPU computational resources – these will be referred to as CPU-Dependent Execution Resources (CDERs).
This definition is intended to exclude applications or software (these are already
facilitated in Grids) but include hardware resources such as GPGPUs, Field Programmable Gate Array (FPGAs) and other hardware accelerators. The definition
is also intended to exclude software that may be “node-locked” due to licensing
restrictions – these play no role in the actual execution of computational instructions.
(ii) An investigation into a set of Conceptual Strategies that aid the description
and advertisement of CDERs within a Grid that is consistent with communityaccepted standards.
(iii) The development of a two-phase process that facilitates the discovery of the
CDERs and the selection of grid providers according to some user-specified CDER
requirements.
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(iv) The development of a new solution that allows GPGPU resources to be incorporated into a popular resource management system – GPGPUs are not currently
well supported by this resource management system. The solution is extended to
Grids by way of the previously mentioned investigation.

Abstract Extension to Virtual Computational Resources
(v) The design of an abstract architecture for managing a class of virtual-CDER –
the virtual GPGPU.
(vi) A concrete realisation of this abstract architecture, which is applied for use by
several (more general) computer systems.
(vii) The extension of the abstract virtual-GPGPU model to a grid context.
(viii) A concrete realisation of the abstract virtual-GPGPU grid model that incorporates the two-phase model.

1.4

Related Peer-Reviewed Publications

The body of work presented in this thesis is based on a series of peer reviewed publications.
• Supporting grid-enabled GPU workloads using rCUDA and StratusLab [12]
This preliminary work presented a very early conception that featured both GPGPUs
and virtual-GPGPU resources on a grid infrastructure. The publication included an
initial study of the challenges that the grid community would need to tackle in order
to make GPGPU resources available on the Grid. Furthermore it presented and
demonstrated a simple application that transparently executed GPGPU kernels (i.e.
instructions that execute on GPGPUs) on several remote virtual-GPGPUs as if they
were locally installed. Finally, a system architecture that supported virtual-GPGPUs
was proposed.
• Overview and Evaluation of Conceptual Strategies for Accessing CPUDependent Execution Resources in Grid Infrastructures [13]
Five conceptual strategies for discovering and accessing CDERs were described and
evaluated against key criteria. All five strategies were compliant with current standards. From this evaluation, two of the strategies clearly emerged as providing the
6
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greatest flexibility for publishing both static and dynamic CDER information and
identifying CDERs that satisfy specific job requirements. Furthermore, a two-phase
approach to job-submission was developed for jobs requiring access to CDERs.
• Supporting job-level secure access to GPGPU resources on existing grid
infrastructures [14]
This publication introduced an update to grid infrastructures using the gLite [15] grid
middleware. The update supported GPGPU resource discovery and job specification
on the grid. The publication presented a technical discussion on the implementation
details behind the application of a conceptual strategy [13] to GPGPU resources. A
new service was developed to help manage the allocation of GPGPU resources and
ensure additional GPGPU resource access protections that had not been available in
the popular TORQUE/MAUI resource allocation system. This system is the most
popular resource management system deployed on the Grid (see Section 2.4.4).
• GPGPU Virtualisation with Multi-API Support using Containers [16]
This publication described a multi-layered approach to GPGPU virtualisation where
user applications could transparently access many non-local GPGPU resources. A
new multi-component system that supports multiple remote virtual-GPGPU implementations on several resource management systems was proposed. The system
consisted of: (a) a Factory component that produces Virtual Machines with access
to a unique single GPGPU; (b) a Registry service that managed allocation of the
Factory produced resources; and, (c) a set of plug-in scripts that bridge between
the resource management system and the Registry. This paper evaluated the performance of GPGPU benchmarks on the prototype.
• Application Support for Virtual GPGPUs in Grid Infrastructures [17]
This publication built upon the results of the previous publications ([13], [14], [16]),
to extend grids with support for virtual-GPGPU resources. The support included
virtual-GPGPU resource discovery, job description, and selection. Performance results suggested that improved resource utilisation could compensate for the overhead
of access to the virtual-GPGPUs.
• Many-core on the Grid: From exploration to production [18]1 .
This paper discusses the key challenges of supporting many-core devices and applications on the LHC Computing Grid Infrastructure.
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1.5

Structure of the Thesis

Chapter 2 – Towards Accelerated Computing on Grids
Chapter 2 presents a layered view of the background and state of the art of grid
computing using computational accelerators.
Section 2.1 introduces the fundamental concepts and terminology behind Cluster
Computing and cluster resource management. As efficient resource management is a
crucial aspect of how clusters function, an overview of the state of the art is presented,
illustrating the differences between the numerous resource management systems in use
today. Support for non-CPU resources, such as physically-bound GPGPUs or machineindependent resources (software licences, virtual resources) is also reviewed.
Section 2.2 begins with a description of the basics of accelerated computing, and the
reasons why it has become important to contemporary scientific computing. With much
focus on accelerating applications using GPGPUs, a basic overview of GPGPU parallel
computing models is presented. The different application development and runtime
frameworks (APIs), hardware and examples of user applications are also reviewed.
Section 2.3 explores topics in machine and resource virtualisation. Machine virtualisation has led to the rapid development of computing paradigms such as Cloud
Computing, which has transformed how computing resources are shared and used.
This section also looks into the fundamentals of virtualising the GPGPU. Machine and
resource virtualisation is utilised in Chapter 4 to support the integration of virtualGPGPUs into the Grid. One goal of GPGPU virtualisation in this thesis is to improve
GPGPU resource utilisation.
Grids are comprised of many clusters distributed across the Internet. The fundamentals of Grid Computing are introduced in Section 2.4, describing how a coordinated
ensemble of distributed resources can be used to tackle problems that are otherwise infeasible at a local level. A basic introduction to resource discovery and job submission
is introduced and will be used to illustrate the differences between some grid systems.
These differences are exemplified in how the various grids support job submission with
automatic resource selection. Section 2.4 also discusses how current grids lack the
flexibility to support accelerated computing, and sets out how this work contributes
towards alleviating this problem. In addition, Section 2.4 surveys current trends in
1

Non-primary contributing author

8

1.5 Structure of the Thesis
accelerator deployment and usage in computing environments. It also examines the
deployment of grid midddleware and their resource management systems. This is used
to evaluate which grid systems currently support accelerator integration at the resource
management level, and the extent to which the solutions presented in Chapter 3 and
Chapter 4 can apply. This section will also review where previous attempts have been
made to integrate accelerators, and how the solutions presented in this thesis overcome problems associated with those solutions. Finally, the responses to two surveys
are analysed to gather further information about accelerator deployment and how grid
users intend to use them.
Section 2.5 examines other research that has similar goals (albeit, focussed on more
narrow problems) to the accelerator integration problem. A summary of the differences
between the work presented in this thesis and the related work will be provided.

Chapter 3 – CPU-Dependent Execution Resources in Grid Infrastructures
Chapter 3 is a greatly expanded and updated treatment of the work presented in
the “Overview and Evaluation of Conceptual Strategies for Accessing CPU-Dependent
Execution Resources in Grid Infrastructures” [13] and “Supporting job-level secure
access to GPGPU resources on existing grid infrastructures” [14] papers. It evaluates
the current grid information model, which is a core component in how grid resources
are discovered and selected for use. This chapter introduces CPU-Dependent Execution
Resources (CDERs) – an abstraction of a set of resources that require the allocation
of one or more CPU cores in order to gain access to the resource itself. The evaluation
primarily focusses on approaches that may be used to extend the information systems.
An example of how CDERs, in the form of a General Purpose Graphics Processing Unit
(GPGPU), can be applied and integrated into a Grid System is presented in Section 3.3.
This section not only covers how the Grid Information System is extended, but also
what other middleware extensions are made to a grid infrastructure to make these
resources accessible. The approach taken is intended to be lightweight, flexible and
extensible – the same method can be used to facilitate other type of CDERs, such as
Field Programmable Gate Arrays.
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Chapter 4 – Grid-enabled Virtual GPGPUs
Similar to the approach in Chapter 3, Chapter 4 is based on a merged and expanded
treatment of two peer-reviewed papers: “GPGPU Virtualisation with Multi-API Support using Containers” [16] and “Application Support for Virtual GPGPUs in Grid Infrastructures” [17]. A derivation of the CPU-Dependent Execution Resources (CDER)
concept is developed that allows the inclusion of non-CPU computing resources that
can be exclusively accessed from any machine in a cluster. These resources still require
one or more CPUs to access them. In addition, because the resources can be accessed
from any machine, they can be regarded as mobile or floating resources1 . A motivation
for developing this derivation is to facilitate the management of floating virtualised
resources, in particular a new class of virtual-GPGPUs resources.
Section 4.1 examines how an abstract multi-layered approach to GPGPU virtualisation may be used to describe an architecture that can support virtual-GPGPU
resources across many cluster systems. It is then shown in Section 4.2 how to apply
this abstraction to a couple of contemporary resource management systems. The implementation is supported through a set of new components that add a new lightweight
system for constructing, managing and integrating these virtual-GPGPUs.
The ability to support virtual-GPGPUs with multiple cluster resource management
systems is central to its potential for adaptation on grid infrastructures – Grids are
managed collections of diverse clusters. Section 4.3 proposes how the abstract cluster
model can be extended to Grids, while Section 4.3.3 presents an implementation.
The speed and throughput of virtual-GPGPU applications is studied in Section 4.4
to determine under what conditions their virtual-GPGPUs are effective.

Chapter 5 – Conclusions and Future Prospects
This final chapter recalls the research question of how to deal with the integration of
new computational resources in a massive distributed grid computing environment that
(somewhat conversely) requires stability. A summary of how an abstract approach (one
of the key contributions) to this resource integration question recaps how this problem
is addressed – first, in the context of (physical) GPGPU resources, and then in the
context of an extension to virtual-GPGPU resources.
The limitations of the research, and the potential for further research to ameliorate
1

The standard terminology is “floating resource”
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those limitations, is addressed. For example, through the development of additional
resource management services, the question of how to expand the new services to deal
with other resources is discussed, as well as the potential of investigating alternative
resource allocation schemes that may increase utilisation.
Finally, some ideas on potential new research topics that enhance the discovery,
selection and integration of both new and older resources shall be discussed. These
topics touch on technologies which are not currently used in the grid ecosystem (but
are used elsewhere), and were beyond the scope of this thesis.
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Chapter 2
Towards Accelerated Computing on
Grid Infrastructures
Computational- and data-based sciences (the so-called e-Sciences) are becoming more
reliant on parallel processing to deal with increasingly complex simulations and datasets. Such parallel processing applications are typically executed on multiple CPUs
across a network of computers, or executed on large multi-processor computers. However, with the slowdown in the growth of processor performance, alternative solutions
that use additional specialised computational resources to supplement the computational power of the CPU have also emerged – namely coprocessors and computational
accelerators. One of the big challenges for grid infrastructures is that these resources
are neither easily nor quickly integrated into grids in such a way that it is supported
by typical higher-level grid functions (e.g. resource discovery and the ability to specify
the need for that resource in a grid job). Indeed, based on previous experience in
developing a standard for parallel application support using MPI on European grids
(under the auspices of the EGEE MPI-Working Group), it took several years before our
initial recommendations were fully supported in the grid middleware (e.g. WholeNodes
support that allowed grid jobs to request all CPUs of a machine).
This thesis is principally concerned with developing a flexible way to integrate new
computational resources into grid infrastructures. One of the core hypotheses is that a
conceptual approach to this resource integration problem can lead to a more generalised
solution that is quicker, more flexible (allows many resource types) and more powerful
(supports discovery and resource matching) than the approaches that have been used to
date. The method developed is applied to an important class of resources that are able
13
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to process large quantities of calculations in parallel – the many-core accelerator based
on general purpose computations on graphics processing units. However, the general
method is intended to be able to support other resources, such as Field Programmable
Gate Arrays.
The approach taken in this chapter is to present the background material in a
layered, bottom-up fashion. Grids are built upon collections of distributed clusters
of computing resources, so Section 2.1, which introduces the basics of cluster-based
computing, is a natural starting point. This introduction sets forth key concepts and
terminology. These concepts are also important in understanding the low-level details
of how Grids work. In particular, knowledge of basic cluster computing concepts is
required for the work presented in Chapters 3 and 4.
Section 2.2 looks at the topic of accelerated computing. This examines the transition from the classic CPU-based serial computing architecture (i.e. only one computer
program instruction can be executed at any instant) to parallel-based computing architectures (where several, or indeed many, instructions can be executed concurrently).
An overview of the subsequent serial and parallel computing architectures is presented.
Furthermore, as there are several types of CPU and accelerator hardware, with each of
these implementing a different approach to parallel computing, a review of some common CPU and accelerator implementations, and how these relate to the aforementioned
parallel computing architectures, is also presented. The remainder of this section investigates different application interfaces that are required to access accelerators, and
how they are currently supported by several cluster resource management systems.
An overview of current methods for benchmarking accelerators is presented in Section 2.2.5. Benchmarking has two major functions in this thesis:

(i) it provides key

information about resource capabilties in a grid (which in turn enhance resource selection); and (ii) it helps evaluate the impact of virtualising GPGPUs. This section
investigates some common accelerator benchmarking suites, looking at several individual benchmarking applications and what key performance measurements they make.
Machine and GPGPU virtualisation is introduced in Section 2.3. The primary
benefit of virtualisation is that it can provide better flexibility in sharing and allocating
limited resources, and in doing so, increase a resource’s utilisation. Virtualisation is
now a central pillar of contemporary computational service provision. The grid resource
integration method advocated in Chapter 3 is adapted to implement a Virtual GPGPU
grid service in Chapter 4.
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The fundamentals of grid computing are described in Section 2.4, with particular
attention being paid to job submission and the information model. This section also
reviews previous work that has attempted to introduce additional computational (nonaccelerator) resources into the grid. Finally, an analysis of key results from the EGI
Resource Centre and Users survey is presented. This examined whether there was a
need for GPGPU resources on the grid, and what those needs were. A grid integration
solution that takes the survey results into account is presented in Chapter 3 and developed further in Chapter 4. This is followed by a survey of the actual composition
of the EGI via its information system.
Finally, Section 2.5 looks at the state of the art and related work to examine what
previous and current works attempt to solve similar problems to the work proposed in
this thesis. Where similar work exists, it shall be compared to the proposed solution.

2.1

Cluster Computing

A Cluster is the general term used to describe a collection of locally inter-connected
computers (i.e. all computers are in the same physical location) that act together to
complete large-scale computational tasks. The local inter-connection between the computers ensures that when two or more computers are communicating with one another
during the execution of a common task, the amount of time that it takes to send data
from one computer to another is minimised, and that the impact on communication
by events external to the local network (e.g. network outages) is minimised. Each
computer in the cluster that participates in the processing of computational tasks is
known as a Worker Node (WN).
The operational cost (e.g. expert staff, electricity, maintenance, equipment depreciation) of running a cluster is high. To reduce these costs, and to achieve the best return
on investment, it is important to ensure that the resources are used as much as possible.
One way to ensure greater utilisation is to share the cluster resources between many
users. Indeed in some instances, clusters may have hundreds or thousands of users.
To effectively share the cluster between those users, some form of resource (e.g. CPU
cores, memory) management is required. Such a system is called a Local Resource
Management System (LRMS) or Batch System. There are many LRMS application
suites available, including TORQUE [19], SLURM [20], LSF [21], GridEngine [22],
Condor [23] and OAR [24].
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The LRMS service runs on a Head Node, whose function is to allocate the worker
node resources in such a way that the users can complete their task with the desired
number of resources. By managing when each users application executes, the LRMS
ensures that user applications do not concurrently compete for the same resources,
thereby ensuring that there is no over-commitment of individual resources. Furthermore, the LRMS may be configured to schedule tasks according to some predefined policy. Preference may, for example, be given to tasks that require the smallest amount of
resources, or may be given to certain groups of users. Some LRMS’s allow the scheduling function to be handled by an external manager. For example, MAUI [25], and
its commercial successor MOAB [26], implement advanced scheduling policies such as
Fair Shares, that ensure certain groups of users have a guarantee of a fixed amount of
resources over a fixed period of time.
Collections of worker nodes may be arranged into groups (Queues or Partitions).
Queues are just one of several ways to manage access policies or set limits on how
users access the worker node resources. For example, Queues can limit which users
can access particular worker nodes, how long their job may execute for, or how much
memory they may use.
The user’s workload is called a Job. Each Job is specified by using a Job Description
or Job Specification. The job description should include Batch-System Directives which
state the job’s resource requirements. Jobs are submitted from a Job Submission Node
– in many cases the Head Node and Job Submission Node run services on the same
machine.
A typical job specification may include a directive for how many Worker Nodes
are required (a Node or Task). In most batch systems, this actually translates into a
request for the number of CPU cores (or Processors), and those cores may be allocated
on a single worker node, or spread out across multiple worker nodes. However, the
specification can be refined to ensure that a set of CPU cores are on the same worker
node. This is called Processors Per Node.
Each job requires one or more CPU cores to execute. For this reason, the CPU core
is the primary resource managed by the LRMS. However, users may be interested in
using other types of resources – for example GPGPUs or software licences. In the first
case, the resource is physically attached to a worker node, whilst in the latter case,
the resource may be accessed from any worker node. These are respectively known as
consumable resources and floating consumable resources.
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Cluster systems can range from very small collections of worker nodes to huge systems with over 100,000 CPUs that are interconnected through high-speed components.
Some of these more important differences can be classified into the following computing
models:
High Performance Computing (HPC) uses computer components that are focussed
on delivering the optimal computational power and capability possible, thereby
allowing user jobs to execute as quickly as possible. HPC jobs and systems are
normally tightly-coupled, i.e. there is significant inter-dependence between different parts of the application executing on the system (e.g. shared memory). HPC
systems may be shared among hundreds or thousands of users from different scientific backgrounds and with different application needs. HPC systems require
an LRMS to optimise utilisation without overcommitting resources.
High Throughput Computing (HTC) places less emphasis on execution speed,
but is focussed mainly on the execution of many loosely-coupled (the converse of
tightly coupled) user jobs over an extended period of time. Collections of user
jobs can be be executed over months and years, rather than hours and days (e.g.
LHC [3]).
Although HPC systems are primarily intended for large multi-worker node applications that depend upon fast inter-node communication, they have also been used for
large collections of single processor applications. Similarly, HTC systems are primarily
aimed at processing large numbers of single processor or small multi-core jobs, but
have also been used for multi-processor applications. Indeed, some cluster systems are
intended to manage a diverse range of applications, so they must embrace elements of
HPC and HTC system architectures. The inclusion of accelerators on worker nodes is
just one of the ways to achieve this.

2.2

Accelerated Computing

A coprocessor is a hardware component that supplements the capabilities of the primary processor (CPU). The use of additional hardware to boost or supplement the capabilities of the CPU has been around for several decades. For example, the Motorola
MC68882 floating-point unit was an early coprocessor that specialised in performing
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mathematical operations at a time when the typical CPU could only handle floatingpoint calculations in software. Such coprocessors provided a much needed boost to
application performance, but were generally fixed-purpose and limited in their function. Moreover, access to the coprocessor wasn’t always transparent, as it often had to
be accessed using an additional API. Some coprocessor functions, such as the floatingpoint unit, are now integrated directly into the CPU logic, and consequently do not
need to be provided by an external coprocessor.
It is clear from the above example that a coprocessor may have a fixed function (e.g
operate on floating-point numbers). For accelerated general-purpose processing a more
precise definition is required. In this thesis, Volodymy Kindratenko’s definition of a
Computational Accelerator is adopted. He defines a computational accelerator to be
“a reprogrammable, stand-alone processor capable of executing an arbitrarily complex,
but functionally limited code, offering the benefit of faster execution as compared to
the general-purpose processor. The functional limitation comes from its inability to
directly interact with some of the hardware resources that are typically accessible by
the main processor, such as disk or network interface. It is not a fixed hardware
designed to accelerate the execution of a particular instruction (e.g., a vector unit) or
a particular fixed function (e.g., H.264 media decoding)” [27]. However, in the body of
this thesis, the shorter term of accelerator may be used, with the understanding that
this refers to a computational accelerator.
The crucial points to be taken from this definition is that accelerators are separate
from the CPU, but are dependent on the CPU to interact with the rest of the machine.
Furthermore, accelerators will have their own set of states and properties that are
distinguishable from the CPU. It is this separation property that has the effect that
accelerators (and coprocessors) are not catered for in contemporary grid infrastructures.
The term Heterogeneous Computing is used to describe a system architecture that
is composed of several different processing units. Such systems will include one or more
(not necessarily identical) CPUs, but may also include one or more general purpose
accelerators, as well as digital signal processors or other fixed purpose coprocessors.

2.2.1

From Single- to Multi-Core and Manycore Computing

Since it was first observed in 1965, the rate at which newer manufacturing processes allowed the size of transistors in electronic circuits to be halved was approximately every
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18 months. A side effect of this miniaturisation was that the rate at which processors
can execute instructions also doubled. This rule-of-thumb is known as Moore’s law.
However, since 2005 that growth rate has effectively plateaued because of the physical
difficulties in manufacturing at nano-scale. While instruction processing techniques
such as super-scaling, instruction pipe-lining and caching [28] have helped improve
performance, these have not been sufficient in themselves to maintain expected performance increases. The use of parallel computing techniques is regarded as one of the
best available ways to overcome some of these limitations.
Parallelisation is by no means a recent concept and many examples of its use can be
found in the natural world (e.g. independent worker bees in a hive), as well as in manufacturing processes such as assembly lines (that are based around complex workflows
that depend on synchronisation in order to efficiently assemble the intermediate- and
end-products). In computer science, one of the first taxonomies of computing architectures that describes how serial and parallel processing may be approached has come
to be known as Flynn’s Taxonomy [29] [30]. This divides computational architectures
into one of four types:
SISD Single Instruction, Single Data – programs execute sequentially: One instruction
operates on one piece of data, and then moves onto the next. This has no parallel
computing capabilities.
SIMD Single Instruction, Multiple data – in which the same instruction is applied
to a set of data in parallel. A well-known example of this architecture is vector
processing.
MISD Multiple Instruction, Single Data – this is deemed to be a less likely computational scenario. However, it has uses in fault-tolerant systems [31], where the
redundancy of executing the same instruction in parallel on the same data can
be used to ensure better confidence that an error has not occurred, or can be
detected (and eliminated) through checksumming or consensus.
MIMD Multiple Instruction, Multiple Data – this is the broadest parallel computing
model, and allows different streams of instructions to be executed in parallel on
different data. The MIMD model encompasses models that facilitate collections
of SISD processors (e.g. multicore CPUs) and collections of SIMD processors
(e.g. manycore GPGPUs).
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As the MIMD architecture is very broad in its classification, further refinements of
MIMD have been adopted. This helps distinguish between significantly different MIMD
architectures [31]. The extended Flynn’s taxonomy defines the following additional
categories for parallel processing:
Shared Memory MIMD All the memory is shared between each processing unit.
This category includes CPUs with multiple processing cores on a single processor,
and machines with multiple processors which may also have multiple processing
cores. When all processing cores are equivalent, this form of Shared Memory
architecture is called a Symmetric Multi-Processor (SMP) model. An alternate
shared memory MIMD is the master/worker model where some of the processors
are assigned to execute specialised workloads or software. This model includes
accelerators (including fixed function accelerators such as H.264 decoders).
Distributed Memory MIMD This includes processors that communicate through
message passing. Memory is not directly shared by any of the processors, and
data is shared by sending messages from one processor to another. This is also
referred to as a Single Program, Multiple Data (SPMD) architecture, and has
been popularised on Clusters through the popular MPI application development
interface.
The use of these classifications is dependent on the specific context (granularity)
in which a computer architecture is set. So for example, if a program executes on a
uniprocessor machine, then it follows an SISD architecture, but when it is part of a set
of distributed processes executing on a cluster it operates in an SPMD environment.
SIMD and MIMD architectures have always been at the forefront of performance computing. With the slowdown in SISD performance growth, computing based on both
SIMD and MIMD architectures are now key to satisfying the computational processing
needs for eScience, industry and users alike.

Processor and Accelerator Architectures
To illustrate the basic differences between architectures, several processors and accelerators are considered. Firstly, there are significant architectural differences between
one type of processor and another, and between one type of accelerator and another;
secondly, as will be later shown, the distinction between a set of processors and some
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coprocessors/accelerators can seem to be somewhat blurred (e.g Intel Xeon Phi in
native mode). The LRMS that manages the worker node resources will have to handle whether such accelerators are treated as a large multi-core worker node or as an
accelerator.
Single-core CPUs
The most basic of these processor architectures is the uniprocessor (single core processor). This implements the SISD architecture, by executing a single instruction on its
data at a time. The single core processor is also a fundamental resource managed by
an LRMS. To execute parallel code, unicore processors either have to support vector
instructions, or use message passing across a network (e.g. MPI).
Multi-core CPUs
Multi-core CPUs allow several independent processing cores on the same CPU to act
independently of each other by executing their own SISD instruction streams. As
illistrated in Figure 2.1, each core acts like a uniprocessor and has its own controlunit, registers, and arithmetic and logic unit. Fast access to data is managed through
the core’s local cache, and a higher-level shared memory cache ensures that data can
be consistently shared between two more cores.
Multi-core
CPU

Core

Core

Local Cache

Local Cache

Core

Core

Local Cache

Local Cache

Shared Memory Cache

Figure 2.1: A simplified Multi-core CPU with 4 Cores.

Some multi-core CPUs allow individual cores to operate at different speeds, where
each core can adapt to the processing demands placed on it. This allows the CPU
to operate more power efficiently. Furthermore, as each core acts independently, they
can be represented in the LRMS as atomically allocatable units. However, a user
submitting a multi-core job into an LRMS may be interested in ensuring that two or
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more identical cores are physically on the same machine (or even processor). This is
often referred to as the SMP size or SMP granularity. Multi-core machines can be used
as the basis of Distributed MIMD and Shared MIMD architectures.

Manycore Accelerators – Xeon Phi
Intel’s Many Integrated Core (MIC) Xeon Phi [32] was introduced in 2012 as a peripheral device that can be added to an existing physical machine (the host). It is an accelerator composed of 61 modified Intel Pentium processors, which are inter-connected
through a high-throughput bi-directional communication ring. The processors can execute x86-compatible applications, and they share “on-accelerator” global memory. This
memory is not available for direct use by the host. Furthermore, each core supports
four simultaneous threads and it shares its cache memory between those threads. In
addition, each core supports 512-bit SIMD vector processing. A simplified overview of
the Intel Xeon Phi (Knight’s Corner) is illustrated in Figure 2.2, where only a small
sample of the all the components is included.
The Xeon Phi can operate as a networked host using an embedded Linux operating
system (leveraging the physical machine). This host operates like a large SMP machine
in its own right (users can log on and execute x86-compatible applications). This is
known as native mode. In this mode, the Xeon Phi can act as worker node in a
cluster. Symmetric mode uses both the physical host and the Xeon Phi’s native mode
to execute applications across both sets of processor resources. Finally, in offload mode,
regions of application code can be offloaded to execute on the Xeon Phi using either
Compiler Assisted Offload (i.e. implicit or explicit compiler directives) or at runtime
using Automatic Offload. In Automatic Offload the Intel Math Kernel Library manages
when regions of the application are executed on the host or on the Xeon Phi.
The native mode and symmetric mode usage does not quite fit into Kindratenko’s
definition of an accelerator – in both cases the Xeon Phi can be accessed like a normal node. From a grid integration perspective there is no challenge – these nodes can
operate together as a standard cluster on a grid. However, if the Xeon Phi “nodes”
are not directly integrated into the cluster (i.e. the LRMS does not manage their
allocation/deallocation) or if access is through Offload mode, then there is a grid integration challenge. Namely resource advertisement, discovery, and job description must
somehow be supported.
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Figure 2.2: The Intel Xeon Phi (Knight’s Corner) Architecture. This includes 61 enhanced Pentium processors, each capable of executing 4 threads and performing vector
operations. The processors are interconnected on a 6-lane data and instruction bus. Advanced shared global memory management is supported through a set of inter-connected
memory controllers (MC)

Manycore Accelerators – Nvidia GPGPUs
The Nvidia GPGPU is one of the most successful and enduring accelerators on the
market. It reuses and extends hardware originally designed and intended for graphics
rendering, and applies it to more general numeric computational processing. The
success of GPGPUs is partly due to their low cost – a basic Nvidia GPGPU can be
purchased for less than fifty euro, but more advanced models may cost several thousand
euro.
A fundamental processing unit in a GPGPU is the Streaming Multi-Processor (SM).
The number of streaming multi-processors varies from one GPGPU model to the next.
Each of these Streaming Multi Processors have their own local cache and control units,
as well as a large number of smaller arithmetic and logic cores (Streaming Processors)
that perform the numerical calculations. Each SM conforms to the SIMD architecture.
A simplified overview of the GPGPU’s architecture is depicted in Figure 2.3, where
each of the Streaming Multi-processor ALU cores executes the same instruction on its
own data.
Unlike the Xeon Phi, the Nvidia GPGPU does not have a system-on-chip mode of
operation, and cannot be accessed without using the host machine. The host is required
for moving data to and from the GPGPU and for queuing GPGPU commands.
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Figure 2.3: The Many-Core Nvidia GPGPU Architecture

Heterogeneous System Architecture
The Heterogeneous System Architecture (HSA) is a multi-vendor initiative that seeks
to transparently amalgamate the processing power of distinct processing units (e.g.
CPUs and GPUs) on the same physical machine.
Normally, the CPU and the accelerator on a non-HSA system have distinct memory
management. This is particularly true when the accelerator is an attached device.
When the accelerator needs to process a large set of data, the data must first be
copied from the host’s memory to that of the accelerator. Even when the the CPU
and accelerator share the same physical memory (e.g. the GPU is incorporated into
the CPU), the memory will be partitioned between the host and the device, so the
data copying operation is still required. The HSA architecture defines a unified virtual
address space, that helps avoid the need to copy the data.
Another notable feature of the HSA architecture is that it defines two types of
generalised processing units: (i) The Latency Compute Unit (LCU) aimed at normal
CPU processing, and (ii) The Throughput Compute Unit (TCU) aimed at parallel processing. The LCU supports the CPU’s native instruction set (e.g x86-64 or ARM), as
well as the HSA Intermediate Language (HSAIL) instruction set. HSAIL is translated
into the native instruction set before it executes on the LCU, whereas the TCU executes HSAIL instructions only. The LCUs and TCUs can queue work onto each others’
devices (e.g A GPGPU can request a CPU to perform some work and vice versa).
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2.2.2

Accelerating Applications

There are two commonly used methods to access accelerators. The first uses Application Programming Interfaces (APIs) while the second uses compiler directives. In
the former case, APIs such as the Compute Unified Device Architecture (CUDA) [33],
OpenCL [34] and GPU Ocelot [35] provide a set of interface libraries that help hide the
complexity of moving data between the machine (or host) and the accelerator (device);
executing the accelerator code (kernel); and moving the results back to the host. In
the latter case, the application developer will use “hints” in the application source code
to suggest how the compilation of the code should be handled. These hints can, for
example, direct the compiler to treat certain types of serial loops as parallel operations.
CUDA was developed for GPGPU computing on Nvidia hardware. It is not a
portable application development interface and will not work with other vendor’s GPGPUs, such as AMD and Intel. To execute instructions on an Nvidia GPGPU the application developer defines a lightweight kernel. The kernel code looks like a segment
of a serial application (i.e. there is no direct reference to parallel execution) with the
exception that the kernel will refer to a variable that indexes a thread identifier. A
simple example program that adds two index-wise paired elements of two 1-dimensional
arrays (vectors) using CUDA is illustrated in Listing 2.1.
Listing 2.1: Addition of two vectors in CUDA
// Kernel definition
__global__ void AddVectors(float* InputVector1, float* InputVector2,
float* OutputVector)
{
int i = threadIdx.x;
OutputVector[i] = InputVector1[i] + InputVector2[i];
}
int main()
{
...
// Kernel invocation with N threads -- indicates size of vector.
AddVectors<<<1, N>>>(Vector1, Vector2, Result);
...
}

CUDA’s lack of portability to other accelerators is one of its biggest weaknesses.
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Where application portability across a range of different accelerators is desirable, APIs
such as OpenCL and OpenACC are a better choice.
OpenCL is an evolving set of standards that have been defined with the backing
of a diverse range of hardware vendors, software development companies, research
and development companies and academia. The goal is to support cross-platform
parallel computing on a wide range of hardware including Nvidia, AMD and Intel
GPUs, Intel’s Xeon Phi, Intel and AMD x86-based CPUs, ARM-based devices and
some FPGAs [36]. Furthermore, OpenCL defines a hierarchy of Vendor, Platform and
Device that allows the application to use all OpenCL compatible devices simultaneously
or to allow the application select particular hardware based on the vendor (e.g AMD),
platform (e.g. CPU, GPU or both) and the device (e.g. the second of four AMD
GPGPUs). Listing 2.2 illustrates the Vector addition kernel written in OpenCL. As
with Listing 2.1, the OpenCL kernel code assuages the complexity of the defining
parallel operations. Indeed, the Nvidia and OpenCL kernels are almost identical, a
minor difference being how the data elements are indexed.
Listing 2.2: Addition of two vectors in OpenCL
__kernel void AddVectors(__global float4* InputVector1,
__global float4* InputVector2,
__global float4* Result,
unsigned int vector_size) {
int ThreadID = get_global_id(0);
if (ThreadID < vector_size)
Result[ThreadID] = InputVector1[ThreadID]+InputVector2[ThreadID];
}
int main()
{
...
// OpenCL Kernel invocation with N threads -- indicates size of vector.
AddVectors(Vector1, Vector2, Result,N);
...
}

The OpenACC standard defines a set of compiler directives. These directives help
specify where regions of application code written in C, C++ or Fortran (such as loops)
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may be offloaded from a host CPU to the accelerator. OpenACC’s design and philosophy are based on the success of OpenMP, which hides the complexity of writing
parallel code for multi-core SMP machines. Like OpenCL, OpenACC is designed for
portability across operating systems, host CPUs, and a wide range of accelerators.
OpenACC is supported on Nvidia and AMD GPGPUs/APUs, as well as the Xeon Phi.
Unlike CUDA or OpenCL, OpenACC allows programmers to develop hybrid CPU and
accelerator applications without the need to explicitly initialize the accelerator, manage data or program transfers between the host and accelerator, or initiate accelerator
start-up and shut-down.
Listing 2.3: Addition of two vectors in OpenACC
#define SIZE 100000
float Vector1[SIZE];
float Vector2[SIZE];
float Result[SIZE];
# an iterator variable
unsigned int i;
...
int main()
{
...
#pragma acc kernels copyin(Vector1,Vector2) copy(Result)
for(i=0;i<SIZE;i++)
{
Result[i] = Vector1[i] + Vector2[i];
}
...
}

2.2.3

LRMS Support for Accelerators

In a shared cluster (see Section 2.1) the principal resource managed by all LRMSs is
the CPU. In addition to the allocation status of the CPU, the choice of worker node on
which to schedule a job may also be influenced, for example, by a set of other factors,
such as the number of CPU cores the job requires, the number of CPU cores available,
the system load of the worker node, the disk space or memory available, or access
policies.
Scheduling jobs that target accelerator resources can be handled in several ways.
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The schedulers may allow the cluster administrators to define their own resource types
and associate a number of those resources with a given worker node, i.e as a consumable
resource (p. 16). Alternatively, the scheduler may specifically support the accelerator.
While the latter is preferable from a resource management point of view, newer types
of resources are not always supported. Although there have been some attempts to
categorise and compare LRMSs [37] and their capabilities [38] [39], there does not
appear to have been a comprehensive study analysing whether these LRMSs support
accelerators. Table 2.1 attempts to fill that void. The table indicates whether the
three most popular accelerators, namely the Xeon Phi, Nvidia GPGPUs and AMD
GPGPUs, can be specifically micro-managed by the LRMS, or whether there is a
method to manage them as a type of consumable resource.
Table 2.1: Overview of LRMS for Accelerators

LRMS
TORQUE
SLURM
Sun Grid
Engine
HTCondor
LSF

Xeon Phi

Nvidia

AMD

Consumable Resource

Yes
Yes

Yes
Yes

No
Yes

Yes
Yes

No

No

No

Yes

No
Yes

Yes
Yes

Yes
Yes

Yes
Yes

The problem with using a consumable resource is that the LRMS does not actually
micro-manage the resources themselves. The LRMS will only manage the number of
resources allocated from each node. Furthermore, the user also needs prior knowledge
about the (arbitrary) name given to that consumable resource and how it is used in
the job specification.
While micro-management may not be a problem on clusters that only have only
one accelerator of each type on its worker nodes, it is a problem when there are several
accelerators of the same type on the same worker node – there is no micro-management
to assign individual accelerators to the job [40] [41] [14]. This may lead to inadvertent
resource contention.
Some accelerators provide additional software-based techniques that can be used
to manage and control user access to allocated resources. The current practice is to
use an “environment” variable to specify the list of resources that are available to
the user. The environment variables that correspond to particular accelerators are
listed in Table 2.2. The relevant variable is interrogated at runtime when the user’s
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accelerator-based application executes any call to the accelerator’s runtime library (e.g.
CUDA, OpenCL). Only the devices assigned to the variable are visible and accessible
to the user, all other accelerators are hidden. The format of the variable’s value is a
comma-separated list of integer values, and each integer uniquely corresponds to an
accelerator. Table 2.3 lists whether popular LRMSs automatically enforce accelerator
assignment through the use of environment variables.
Table 2.2: Environment variables supporting accelerator visibility

Accelerator

Environment Variable

Xeon Phi
Nvidia
AMD GPGPU

OFFLOAD_DEVICES [42]
CUDA_VISIBLE_DEVICES [43]
GPU_DEVICE_ORDINAL [44]

Table 2.3: LRMS Accelerator support using environment variables

TORQUE
SLURM
Grid Engine
HTCondor
LSF

Xeon Phi

Nvidia

AMD GPGPU

Yes
Yes
No
No
Yes

Yes
Yes
No
Yes
Yes

No
Yes
No
Yes
?

1

2

Actual LRMS accelerator support is more complex than these tables show. For example, to enable full GPGPU resource management and monitoring in TORQUE, the
TORQUE software must be recompiled and linked against the TESLA Software Development Kit [45]. Even then, this is only supported by particular high-end NVIDIA
GPGPUs. Integration of cheaper mid-range GPGPUs under TORQUE is not fully
supported. In addition, with older versions of TORQUE, the user was responsible for
setting the CU DA_V ISIBLE_DEV ICES variable themselves [46]. Furthermore,
there is no official support for GPGPU resources under TORQUE when it is combined
with the more advanced MAUI resource manager. This presents a significant challenge
for Grids, as the combination of TORQUE and MAUI is the most popular LRMS
deployed on the Grid (see Section 2.4.4). A solution to this problem is presented in
Chapter 3.
1
2

From Version 4.2.2 onwards
from Version 4.2.10 – back-ported from 5.1.1
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2.2.4

Accelerated Computing: Top 500 Case Study

The biannually published Top 500 High Performance Computing Systems [47] list ranks
the fastest computing systems in production use worldwide based on a standard Linpack benchmark [48]. Although the list is concerned with the pinnacle of high performance computer systems, it is often seen as a key indicator of the type of systems that
filter down to non-Top500 research and commercial resource centres within a five to ten
year time span. For example, the first Top500 system to achieve 1.6 teraflops was the
Intel ASCI Red [49] in 1997. This system consisted of almost 10,000 processors. However, by 2009 a single PS3 games console was capable of executing 218 gigaflops [50]
– a single machine performed almost one eighth of the work that the world’s fastest
machine performed just over a decade previously.
The first contemporary accelerator-based system made it onto the Top 500 list in
2006. This system used the ClearSpeed CSX600 [51], a PCI-e card that supported
96 cores called Processing Elements. This was followed in 2008 by a small number of
IBM Cell-based systems. The first set of Nvidia GPGPU-based systems made their
appearance on the Top 500 list in November 2010, however it was only after June 2011
that accelerated systems started to have a significant impact, growing from nineteen
accelerated systems in June 2011 to 88 in June 2015 (Figure 2.4). It should be noted
that although Nvidia GPGPUs have been the predominant accelerator in use over this
period, in 2015 there has been a drop in the number of systems using Nvidia (51) and
a sharp rise in the number of systems using Intel’s Xeon Phi (33), and three systems
are deployed with both Nvidia and the Xeon Phi.
To determine if there are further trends in the growth of systems using accelerators,
it is worth examining what patterns can be seen within the (cumulative) subgroups of
the the Top 10, 20, 100, 200 and 500 systems respectively. The data is, again, derived
from the Top 500 list over the period from June 2011 until June 2015 and shows the
number of systems in each subgroup (Table 2.4) and the percentage of the systems that
use accelerators in each subgroup (Table 2.5). An alternate graphical view of the data
from Table 2.4 data is illustrated in Figure 2.5. Two trends are visible from the data,
clearly showing that the number of accelerated systems in the Top 10 has remained
relatively constant (The IBM BlueGene/Q system is also heavily represented in the
June 2015 list, with four such systems in the Top 10), so the growth has been outside
the Top 10; and in the Top 500 subgroup there has been an increase from 3.8% of
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Figure 2.4: The Growth of Accelerated Systems by type in the Top500 (2011-2015)
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Top
Top
Top
Top
Top

10
20
100
200
500

Jun11
4
5
10
13
19

Nov11
4
6
12
31
39

Jun12
3
5
16
32
58

Nov12
3
5
20
30
62

Jun13
4
5
24
33
54

Nov13
4
7
25
39
53

Jun14
4
8
27
43
64

Nov14
5
9
28
45
75

Jun15
4
8
26
49
88

Table 2.4: The number of Top 500 supercomputers using Computational Accelerators
within the Top 10, 20, 100, 200 and 500 subgroups.

Top
Top
Top
Top
Top

10
20
100
200
500

Jun11
40%
25%
10%
6.5%
3.8%

Nov11
40%
30%
12%
15.5%
7.8%

Jun12
30%
25%
16%
16%
11.6%

Nov12
30%
25%
20%
15%
12.4%

Jun13
40%
25%
24%
16.5%
10.8%

Nov13
40%
35%
25%
19.5%
10.6%

Jun14
40%
40%
27%
21.5%
12.8%

Nov14
50%
45%
28%
22.5%
15%

Jun15
40%
40%
26%
24.5%
17.6%

Table 2.5: The percentage of Top 500 supercomputers using Computational Accelerators within Top 10, 20, 100, 200 and 500 sub-groups.

systems using Accelerators in June 2011 to 17.6% in June 2015.
If the sub-ranges of Top 100, 101-200, 201-300, 301-400, 401-500 systems are considered, then the histograms of Accelerator deployments (Figure 2.6) show that while
Accelerators have been mostly deployed in the Top 100 and Top 200 systems, the most
recent June 2015 data shows that the distribution is becoming more evenly spread
across each sub-range. Although this may indicate growth of Accelerated systems outside the Top 500 (by inference), the lack of sales data for the Intel Xeon Phi and
server-class Nvidia GPGPUs make it difficult to confirm this.
The increasing importance and popularity of using accelerators for massively-parallel
processing in the computational sciences is clear [4] [5]. It is likely that the use of such
accelerators, as exhibited in the Top 500 computing systems, will also be replicated
to other computing environments such as Grid. However, as there are several diverse
types of competing technologies, the challenge will be to accommodate this diversity.

2.2.5

Benchmarking Accelerators

The aim of benchmarking is to provide an independent assessment of how the performance of (parts of) a system compare to a predefined standard. For example, knowing
the performance of a processor is crucial to determining the expected amount of time
that certain (known) applications may take to execute. Benchmarking may be used
as a simple way to extrapolate the time it will take to run a given application on
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different processors. Furthermore, by having a standardised way to distinguish how
different processors perform relative to each other, benchmarking provides key information that allows users or resource management systems to choose the best possible
resource available at a given time.
The Standard Performance Evaluation Corporation (SPEC) SPECint and SPECfp
benchmarks are the de-facto standard suites for measuring the integer and floatingpoint performance of the CPU respectively. As processor performance and memory
capacity has rapidly grown, the SPEC benchmark has been regularly updated to reflect
those changes. The latest version of both SPECint and SPECfp is generally referred
to as SPECint 2006. This benchmark suite is widely used by the grid computing
community to (i) allow users to locate resources with an expected performance level;
and (ii) to allow the resource providers to quantify the computational resources they
have provided over a given time period (accounting).
SPEC have only recently (April 2014) released their first benchmark suite that is
aimed at gauging the compute capabilities of accelerators – the SPEC ACCEL benchmark suite [52]. The suite consists of two distinct sets of benchmarks: the first is
based on OpenCL (version 1.1), and the second on OpenACC (version 1.0). The use
of two APIs ensures that the benchmarks can handle a wider range of accelerators and
application requirements. The OpenCL suite re-uses a number of existing application
benchmarks (notably Parboil [53] and Rodinia [54]) from a variety of scientific domains
such as linear algebra, image processing, bioinformatics and physics. These help measure accelerator performance under different application conditions and requirements
(speed, memory, data-movement patterns). Furthermore, they also examine aspects
of the performance of the system, such as the bandwidth between the host and the
accelerator, as well as software related aspects (compilers and drivers).
Due to its recent release, SPEC ACCEL is cited in a relatively small number of
research publications. Indeed, at the time of writing, the only publication that was cited
in IEEE Xplore [55] or Google Scholar [56] was a review of the benchmark itself [52],
and this has no known citations to date. Instead, the most widely cited benchmark
for accelerators is the Scalable HeterOgeneous Computing (SHOC) [57] benchmark.
This implements both CUDA and OpenCL versions of its benchmark applications,
allowing it to execute on a wide range of accelerators, and allowing it to compare the
performance of the two APIs executing on the same Nvidia based GPGPUs. Similar to
SPEC ACCEL, SHOC provides a suite of benchmarks to gauge hardware performance
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and examines the data bandwidth between the host and the accelerator.
One factor that may be limiting the wider use of SPEC ACCEL is its pricing.
Even with a substantial discount for academic institutions, the educational cost of the
benchmark is $800 [58], whereas SHOC is free and open source.

2.3

Virtualisation

One of the objectives of this thesis is to extend the range of discoverable accelerated
computing services available on grid infrastructures. In Chapter 4 it will be shown
how a service offering access to virtualised accelerated computing resources – virtual
GPGPUs – can be integrated into the grid. This will be based (and expands) upon
the methods developed in Chapter 3 for integrating physical resources.
In this section, the topic of machine virtualisation is presented. This is intended
to provide a background into the techniques that are available to create virtual machines that have access to computational accelerators. Mechanisms for virtualising
the GPGPU itself, both with and without machine virtualisation, are discussed in
Section 2.3.2.

2.3.1

Machine Virtualisation

Machine Virtualisation is the simulation of the software and/or hardware components
upon which other software runs [59]. This simulated environment is known as a virtual
machine (VM). The VM is also known as the Guest Operating System or guest OS.
Machine Virtualisation is fundamental to the Cloud Computing paradigm, which seeks
to make computing services a consumable product that is on-demand, flexible and
scalable according to user needs.
Several models of machine virtualisation have emerged, each with their own strengths
and weaknesses. These models are classified as follows:
Full Virtualisation uses the physical machine to execute a special service, known as
the Virtual Machine Monitor or Hypervisor. This service acts as a supervisor
process that co-ordinates the interaction between the VM and the physical hardware. Under full virtualisation the VM is constructed and stored either directly
as an encapsulated image file on a disk, or it may be constructed to use a physical
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disk directly. The VMs execute on the same CPU architecture as the hypervisor, and this requires that the VM must be compatible with the physical CPU.
Furthermore the physical CPU may need to support additional instructions that
are not part of the core specification (e.g. Intel’s X86 and AMD both require
additional CPU instruction support). A major advantage of full virtualisation
is that all running VMs execute their own individual OS and Kernel – thereby
allowing each machine to execute in isolation from one another. In this way, a
single physical machine can host the simultaneous execution of many VMs with
differing operating systems (Linux, Microsoft Windows, FreeBSD etc.). All of
the guests support the same hardware, which allows the guest to execute many
instructions directly on the hardware – thereby providing improved performance.
Further advanced VM techniques such as PCI-Passthrough allow a VM to take
control of a physical piece of hardware (e.g a network card or GPU). However,
while this is desirable, it requires additional support from (i) the hypervisor and
virtual machine software, (ii) extended CPU instruction set support, (iii) the
motherboard of the physical machine, and (iv) the hardware itself.
This is one of the most popular forms of machine virtualisation.
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Figure 2.7: A representation of full-machine virtualisation

Para-Virtualisation is quite similar to full virtualisation in that it uses a hypervisor
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to manage the interaction between VMs and the physical hardware, but there
are two significant differences: (i) the hypervisor can support VMs without the
expanded CPU instruction set, so it can run on a greater range of hardware;
but (ii) The VMs must instead execute with a modified kernel, so some OS
distributions may not be easily supported.
OS-level virtualisation doesn’t strictly create a VM, but rather creates an isolated
environment that contains and restricts a set of related processes. Such restricted
environments are often called Containers. Containers share the operating system kernel with the machine that hosts it (which may itself be a VM), and as
such, they share common drivers and devices with the underlying OS. Advanced
systems for managing Containers can create environments that appear to be
completely separate machines. Each instance may have its own file system, IP
address, and server configuration. For this reason, some publications class them
as VMs.
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Figure 2.8: A representation of OS-level (Container) Virtualisation

Emulation is a form of machine virtualisation simulates the virtual environment (both
software and hardware) completely in software. One of the key strengths of
emulation is that it can simulate alternative CPU architectures or other hardware
devices (including hypothetical and defunct hardware) than those available on the
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physical machine – this allows software developers to create and test applications
for alternative hardware (e.g mobile phone application development). However,
such emulation tends to be slow in comparison to the real physical hardware.
OS, Full, and Para-virtualisation architectures are interesting to this thesis because
they have the ability to pass some individual hardware devices (like accelerators) into
the environment of a VM or Container. Full and Para-virtualisation can use PCIPassthrough, whereas OS-level virtualisation simply passes the OS hardware device
into the Container.

2.3.2

GPGPU Virtualisation

Resource- and data-centre machine virtualisation focusses on the common scenario of a
typical (virtual) machine with CPU, disk storage and network access. However, there
is also great interest in facilitating other types of hardware, especially in the domain
of Desktop Virtualisation, where graphics cards, keyboards, etc. (that makes userinteraction possible) are virtualised. In this section the topic of GPGPU virtualisation
is considered. This is an active research area and several different approaches have
been studied. Virtual GPGPUs have the potential to change the resource requirements of GPGPU applications. For example, mobile devices can use them to offload
computationally intensive applications, such as Computer Aided Design, to more powerful remote GPGPUs [60]. Virtual GPGPUs have also been used to execute scientific
applications in a cloud-like environment [61].
As noted, several methodologies have emerged that enable some level of GPGPU
virtualisation, and these can be classified into four categories:
API-Interception is a software method for virtualising GPGPU resources. GPGPU
hardware is normally accessed through calls to an API such as CUDA or OpenCL.
These calls may be intercepted (or hooked) before being directed to a physical
GPGPU. This technique is used to provide transparent access to remotely installed GPGPUs as if they were local. Remote virtual GPGPUs use a frontend/backend model in which the frontend intercepts all API calls (and their
data) and transfers them over the network to a selected backend for execution.
Several API-Interception implementations have been developed for both CUDA
(rCUDA [62], GridCUDA [63],vCUDA [64], gVirtus [65]) and OpenCL (VCL [66],
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dOpenCL [67], SnuCL [68],vOpenCL [69]) runtime libraries. However, some have
not been actively developed in recent years and do not implement recent changes
to their respective APIs.
The drawback of API-Interception is that access to the backend incurs a performance penalty: two API calls (frontend and backend) for each regular API call;
network data transfers and network latency. Performance studies of rCUDA [62]
and VCL [66] examine some commonly used GPGPU benchmark suites (e.g.
SHOC [57]) and e-Science applications (e.g LAMMPS [70]) to identify conditions
where using API-interception is beneficial.
Kernel Device Passthrough allows a GPGPU device (e.g /dev/nvidia0) to be passed
into a VM, and has the advantage of working with all GPGPUs. This method
is easy to exploit using containers. Impact on performance is negligible – 0% for
Containers [71] and 3% for gVirtus [72].
Kernel Device Passthrough by itself cannot provide a running application with
access to more GPGPUs than are available on the local host. However, it will be
shown in Chapter 4 of this thesis how to exploit this form of GPGPU virtualisation in conjunction with API-Interception to help provision a pool of isolated,
remote virtual GPGPUs for use within HPC and Grid environments.
GPGPU isolation is a concern as the hypervisor and its containers (or VMs) share
the same device. To ensure GPGPU isolation between containers, care must be
taken to ensure no two containers are assigned the same device. A further concern
with certain GPGPUs (e.g. Nvidia devices) is that, on a multi-GPGPU host, if
a single GPGPU is passed through to a container, then all GPGPUs become
available to that container. This issue will be addressed in Chapter 4.
PCI-Passthrough allows physical hosts to cede control of PCI-devices to a VM.
This requires hardware support on the CPU, GPGPU, motherboard, and VM
hypervisor. Although support for PCI-Passthrough has improved recently, with
many hypervisors now supporting it, there are still relatively few GPGPU devices
with support for the facility. A recent study [71] concluded that PCI Passthrough
has negligible performance impact.
PCI-Switching is a low-level technology that allows a physical machine equipped
with additional specialist hardware to be assigned external PCI devices attached
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to the switch. Although, this technology allows flexible hardware reconfigurations, equipment cost is a significant disadvantage. It can be used in conjunction
with PCI-Passthrough (dependent on suitable hardware) for additional flexible
VM configurations.
Machine Virtualisation and GPGPU virtualisation will be used for two primary
purposes in this thesis: the first is to aid GPGPU resource allocation and access control;
while the second will be to construct user-configurable environments with access to
many (virtual) GPGPUs. The latter is made possible by combining (layering) multiple
virtualisation technologies. For example, a GPGPU encapsulated and assigned to a
VM (using Kernel Device Passthrough, PCI-Passthrough or PCI-Switching) can be
accessed from a remote worker node using API-Interception. The use of multi-layered
virtualisation (applied to GPGPU resources) will be studied in Chapter 4.

2.3.3

Cloud Computing

Cloud Computing is a computing paradigm that supports convenient and on-demand
access to a shared pool of configurable computing resources (e.g. networks, servers,
storage, applications, and services). These computing resources can be rapidly provisioned and released with minimal management effort or service provider interaction
[73]. The paradigm attempts to optimise utilisation of physical machine resources by
allowing CPU, disk and other resources to be assigned to one or more Virtual Machines
(VMs). The VMs have their own independent machine environment which improves
resource and job isolation, and they can be highly customised to execute specific user
applications or services. As such, the Cloud Computing model is primarily for looselycoupled, on-demand (elastic), or highly-scalable parallel computing computing tasks
(e.g Map/Reduce [74]) or services.
Clouds may be abstracted as cluster computing with elasticity, although the concrete details may be somewhat different. In contrast, large-scale Clouds and HPC
systems are quite different. They cater to different types of applications (i.e. looselycoupled application in custom environments vs tightly-coupled applications on monolithic systems). Nevertheless there are some similarities at the infrastructure and systems levels. Both models are aimed at handling very intensive use of computational
resources. They are typically set in specialised facilities that provide adequate redundancy for critical services such as power, cooling and high-bandwidth structured
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networking, and the machines are maintained by a specialised team of operators. Furthermore, it is typical for both these computing service providers to consolidate as
much hardware capacity and capability into the smallest feasible number of physical
machines, including densely packing accelerators into the machines. Given the similarities, it is no surprise that some Cloud Computing providers, such as Amazon, cater
for the provisioning of accelerator hardware, including GPGPUs [75]. Indeed, some
economic models have shown that the cost of running some HPC applications in a
Cloud environment may be significantly cheaper than running the same applications
in a dedicated HPC environment [76]. There is an argument for the provisioning of
HPC-on-Cloud, and this has been championed in several case-studies [77] [78]. However, the counter-argument is that certain machine virtualisation models, such as full
virtualisation (p. 36), can decrease application performance [79].

Some of the key differences between Cloud and HPC systems are evident in how
those resources are used, and the types of applications that execute on them. HPC
systems, unlike Cloud, focus on delivering the optimal computational power and capability possible, thereby allowing user jobs to execute as quickly as possible. These
systems may be shared among hundreds or thousands of users from different scientific
backgrounds and with different application needs. Such sharing requires management
tools to optimise utilisation without overcommiting resources, and this is typically the
responsibility of an LRMS.

Related to the HPC-on-Cloud model is Cloud-on-HPC, i.e. bringing Cloud-like services and custom application environments into existing HPC environments. However,
as HPC systems tend to be highly customised monolithic systems, it is not always
practical or desirable to integrate cloud solutions (e.g. OpenStack [80] and OpenNebula [81]) into pre-existing HPC environments.

In this thesis, an alternative lightweight solution that uses OS-level virtualisation
(p. 38) and avoids the performance degradation of full virtualisation and the difficulty
of integrating complex Cloud middleware into existing clusters, HPC systems and Grids
shall be developed. The objective will be to virtualise accelerator resources, with a view
to improving their utilisation in cluster and grid environments (see Chapter 4).
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Cluster-based computing can provide sufficient computing power for many types of
computational-based problems. However, the main issues with Clusters include: (a) the
user must have a local account; (b) there may be significant physical or financial constraints that limit the size of the cluster – this will limit the scope of the problem that
can be investigated; (c) there is a financial cost to under utilisation – for example,
each node consumes power even when idle, reducing value-for-money and return on
investment; and finally, (d) over-utilisation means local users may not have access to
compute resources when they need it. Furthermore, for very large-scale computational
science problems, the computational capability of a single Cluster may not be sufficient. Indeed, many large scientific experiments (e.g. the Large Hardron Collider [82]
at CERN, or the Square Kilometre Array [83]) can now only be realistically investigated
by pooling the skills and resources of many different universities or research institutes
(partners or administrative domains) in the form of distributed research collaborations.
As partners contribute their own set of computational resources and skills, there are
logistical and administrative issues in ensuring that each individual has (sufficient) access to the pooled resources and that these shared resources are efficiently managed.
Grid Computing developed out of the need to solve these issues by providing the technical and administrative means to (a) pool resources across administrative domains;
(b) provide a way for any user to be uniquely and verifiably identified; (c) allow collections of users to form virtual groups, where each group has a specific common purpose
and goal; and (d) identify the resource usage at each resource centre, and allow the
user to send jobs to under-utilised resources where possible.

2.4.1

Introduction to Grid Computing

The original concept for “Grid Computing” [1] was derived from the electrical grid utilities system consisting of customers (users) and electricity suppliers (resource providers).
Both users and resource providers are inter-connected through a managed infrastructure (municipal, national or trans-national) that allows the customer to connect compatible pieces of electrical equipment into a wall socket and power them. The required
power is transparently provided on-demand, and the user doesn’t need to worry about
how the power was generated. Although this idea was originally envisioned by the
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computer science pioneer John McCarthy in the 1960’s as a hypothetical way in which
future computer-based services could be delivered [84], it wasn’t until the late-1990’s
that the Grid, as proposed by Ian Foster and others, was conceived and realised through
the Globus middleware [85]. Despite it being over a decade and a half since the definition of Grid was formalised [86], the terminology “Grid” and “Grid Computing” has
a wide and varied interpretation [87]. With this in mind, there is a need to further
clarify the use of these terms within the context of this thesis, and to set out the the
scope and conditions that the work presented applies to.
This section introduces key Grid Computing concepts – specifically Grids such as
the EGI and Open Science Grid (OSG) that primarily provide computing and storage
resources to e-Science researchers. A high-level overview of a grid infrastructure and
the life cycle of a user’s job, from job submission through to execution using a Grid
resource, will be presented. Grids are, by nature, large-scale, distributed infrastructures
and accessing Grid resources relies on maintaining a uniform, structured, global view
of the Grid. An overview of the systems that manage important infrastructure and
resource information will also be presented. It also should be noted that the abstract
idea behind Grid Computing overlaps with Cloud-based Utility Computing, but key
significant differences, such as grid resources not being centrally controlled and Grids
using open standards distinguish them [88].

Key Concepts
A Grid is a distributed collection of computational and storage resources where (i) resources are coordinated, but the resources are controlled and managed both solely and
independently by its owner or resource-provider/resource-centre (for example a university, research centre, company or private individual). Each resource-provider has some
level of control over how the exposed resources are accessed and used; (ii) the Grid
uses open standards and general purpose protocols and interfaces; and, (iii) it delivers
non-trivial qualities of service. This definition is sufficiently general to include both
large-scale Grids, such as EGI or OSG, and also “compute-cycle” volunteer donation
systems such as Berkeley Open Infrastructure for Network Computing (BOINC) [89].
The work described in this thesis is specifically concerned with large-scale Grids,
such as the EGI or OSG, that are composed of many resource-centres. These Grids
pool the resources of the participating resource-centres, and cater for thousands of dis44
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tributed users from a variety of scientific disciplines. Furthermore, EGI and OSG are
based on a number of common standards, such as the information model (used to describe their resource and services) and the security model (that is essential to building
trust between all the participants – users and resource-centres alike). Common standards enable these Grids to interoperate with one another, and also allows individual
resource-providers to participate in multiple Grid infrastructures. For example, some
OSG resources can be accessed through the EGI, and the Grid-Ireland infrastructure
was composed of eighteen resource providers, some of which also participated in the
EGI.

The Grid Infrastructure
Each resource-centre in the Grid – a Site (Figure 2.9) – provides one or more Compute
Elements (CEs) and one or more Storage Elements (SEs). The CE is the grid interface
to access computational resources – namely clusters of worker nodes managed through
an LRMS. The SE is a grid interface to a pooled collection of storage systems. The state
of these Site services are regularly monitored and published through a user queryable
Grid Information System. This information system is used to publish the capability
and capacity of each resource-centre, in the form of a description of the resources that
it provides, the current utilisation and availability of those resources and a description
of the mechanisms for accessing them. The software that helps implement grid services
is known as grid-middleware (or here, just middleware). There are several different
middleware implementations available, including ARC [90], gLite [15], Globus and
UNICORE [91] – each with their own set of service interfaces, grid tools and commands.
The collection of resources in a Grid form its foundation, with each Site providing
computational and storage services. However, the primary difference between a Grid
and a collection of Clusters is that the Grid resources are bound together by a set of
higher-level services that facilitate discovery, sharing and utilisation of those distributed
resources. Furthermore, the advantage of this type of system is that these higher-level
services allow computational workloads to be distributed across the Grid to execute on
under-utilised resources.
The set of services used in a basic grid infrastructure (Figure 2.10) may include:
(i) the User Interface – a node from which a user submits jobs to the Grid; (ii) the
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Figure 2.9: A simplified representation of a Grid resource-provider (Site), consisting of
computational, storage and grid information resources

Grid Information System – a set of services for publishing the state of the Grid; (iii) a
Workload Management System – a brokering service for matching grid-jobs, based on
their requirements, to suitable resources and orchestrating those jobs; and (iv) Virtual
Organisation management – a service that helps manage collections of users, and facilitates role-based access control to grid resources. Moreover, some grids such as EGI
deploy supplemental grid-wide services that support distributed data catalogues. Data
can be dispatched acrosss the grid with data redundancy support (fault tolerance) and
all copies can be located using a file name alias.

To make use of the computational resources provided by a Grid, users submit jobs
that are described using a formal job description language. Some of the languages are
tightly-coupled with a corresponding middleware, for example Globus and RSL [92].
However, some middleware implementations may support one or more different job description formats (Table 2.6). In particular, both JDL [93] and JSDL [94] are supported
across a range of middleware implementations.
A job description may consist of an executable program, a specification of the
software environment in which the program must run, input parameters and data
required by the program, and the name of output files produced by executing the
job. Listings 2.4, 2.5 and 2.6 illustrate an example of a simple “Hello World” type
1
2

Extended with ARC specific elements
IGE BesGRAM Extension [95]
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Figure 2.10: A Simple Grid Infrastructure

application in the various job description formats. It should be noted that, although it
is possible to use the JSDL format in conjunction with most middleware, in practice the
format is more difficult to use without additional visual tools to generate said JSDL.

Listing 2.4: Example JDL Hello World specification
[
Executable = "/bin/echo";
Arguments = "hello world";
]

47

2. TOWARDS ACCELERATED COMPUTING ON GRID
INFRASTRUCTURES
Name

Acronym

Middleware

JDL

ARC
gLite

JSDL

ARC1
Globus2
gLite
UNICORE

RSL

Globus

xRSL [96]

ARC

Job Description Language

Job Submission Description Language
Resource Specification Language
Extended Resource Specification Language

Table 2.6: Middleware support for Job Description Language Formats

Listing 2.5: JSDL Hello World Application
<?xml version="1.0" encoding="UTF-8"?>
<jsdl:JobDefinition xmlns:jsdl="http://schemas.ggf.org/jsdl/2005/11/jsdl"
xmlns:jsdl-posix="http://schemas.ggf.org/jsdl/2005/11/jsdl-posix">
<jsdl:JobDescription>
<jsdl:Application>
<JobName>Test Job</JobName>
<Description>Simple Hello World Job</Description>
<JobProject>Test project</JobProject>
<jsdl-posix:POSIXApplication >
<jsdl-posix:Executable>/bin/echo</jsdl-posix:Executable>
<jsdl-posix:Argument>hello world!</jsdl-posix:Argument>
</jsdl-posix:POSIXApplication>
</jsdl:Application>
</jsdl:JobDescription>
</jsdl:JobDefinition>

Listing 2.6: Example xRSL and RSL Hello World Application
(&(executable
(arguments

= /bin/echo)
= "hello␣world")

)

Grid users can request that their jobs be executed on a specific resource, based
on a priori knowledge of the capabilities of a resource-centre. This job submission
method (or strategy) is of very little benefit to the normal grid user, because Grids
are composed of a very large number of distributed resources, whereas a priori job
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submission assumes that the user user is only interested in a specific resource, and not
interested in choosing from amongst the other potentially better resources (where the
job may finish quicker because there are more free CPU cores available or the CPU
cores are faster, or the system has more memory).
Grids such as EGI, OSG and LCG provide high-level services that allow users to
submit a job and let the Grid “decide” where that job should execute. Indeed, this
job submission philosophy is in line with the Grid/Utility ideal that the end-user need
not be (overly) concerned about how the resources are provided. In this scenario, instead of submitting a job directly to a resource-centre, the job is submitted to a Grid
Workload Management System (WMS). The WMS acts as a broker, using the information published about each resource-centre through the Grid Information System,
together with the description of the job, to find all resources that match the job’s
requirements. Furthermore, the broker can select one of the matched resources (e.g.
using pre-defined policies or heuristics) and orchestrate the execution of the job on the
chosen resource. Several implementations of WMS exist including the gLite WMS [97],
ReSS [98], DIRAC [99], Panda [100] [101], ARC [90] and the glidein-WMS [102].
Finally, Users are grouped into Virtual Organisations (VO). These are usually based
on their research area and/or projects that the user is involved with. These groupings
are used to control access to – and account for the usage of – grid resources.

A Grid Job Life Cycle
The usual starting point for a user when submitting a job to the grid is the User
Interface (UI). The UI is a service node that contains the necessary command tools
to interact with other grid services. It is configured to interact with one or more
Workload Management Systems (WMS). As noted in the previous section, there are
several WMS implementations. Figure 2.11 shows an example that illustrates the life
cycle of a single grid-job, from the submission of the job in JDL format on the UI,
through its orchestration by a gLite WMS, to its eventual execution at a resourcecentre. A high-level outline of the flow of a grid job through the WMS includes the
following stages:
1. When the job is submitted to the WMS, a copy of the JDL file and any input
files specified in it are copied to the Workload Management System (WMS).
2. The WMS will determine all locations where the job can possibly run. This is the
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Figure 2.11: The Job Submission Chain

“match-making” process. The potential locations are then ranked in preference.
The user can also influence the rank ordering by specifying a RANK expression
in the JDL.
3. Once a target Compute Element (CE) at a resource-centre is chosen, the WMS
will engage with the CE.
4. The CE builds a JobWrapper. This executable is built taking the Local Resource
Management System (LRMS) used on the CE into account. Some of the roles of
the JobWrapper are to build a job submission script for the LRMS, transfer all
input files from the WMS, and then submit the job to the LRMS.
5. The LRMS is responsible for scheduling the execution of the user’s job on one or
more CPU Cores on a worker node (WN).
6. After execution, the output files specified by the JDL description are transferred
back to the WMS and can be retrieved by the user through the UI.
The match-making process in step 2 above requires knowledge of the overall state
of the distributed set of resources. This state information is managed by a “Grid
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Information System”.

GLUE Schemas and the Grid Information System
The Grid Information System is a critical component required for discovering services, determining the status of resources and using this information in the selection
of resources for submitted jobs. This system is composed of an information model
(a schema) for describing entities (such as computational resources and available software) and the relationship between those entities, as well as a “presentation layer” that
publishes this information as a frequently-updated queryable service (a realisation).
The relationship between entities often takes the form of a hierarchical structure.
For instance, a Grid is composed of a set of Sites (resource-providers); each Site may
provide a set of one or more services (e.g. computational, storage, security, and grid
job orchestration). There may be several instances of these grid services; for example,
a Site may have several LRMS’s, each managing their own clusters of homogeneous
worker nodes. The worker nodes are further classified as belonging to one or more subcollections (queues), and these queues will have their own usage polices. Furthermore,
the LRMS may implement policies to ensure that certain Virtual Organisations (p.49)
have guaranteed access to these resources through fair share allocations (p.16).
The Grid Laboratory Uniform Environment schema (GLUE schema) was developed
as an Open Grid Forum (OGF) “reference standard” for publishing the state of multidisciplinary Grids. There are currently two major (incompatible) versions of the GLUE
schema in common use – GLUE 1.3 [103] and GLUE 2.0 [104]. It is important to
note that these specifications define conceptual models, where the models show how
entities (resources, services, security policies, etc.) in a Grid relate to one another, and
which properties each resource should (mandatory) or may (non-mandatory) possess.
Furthermore, the conceptual model is independent of the concrete data-format used by
specific technologies. Current concrete data-formats include the LDAP, XML, SQL,
and JSON schemas.
The first GLUE specification (GLUE 1.0) grew out of a need for many early grid
infrastructures and middleware projects, such as DataTag, The European Data Grid
(EDG), iVDGL [105], LCG, and Globus, to converge on a consistent description of
globally distributed grid resources and services [106]. The Grids already conformed to
a common security model – the Globus Security Infrastructure (GSI) – but some of
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the Grids published differing information to describe the available resources and services. Convergence on a common resource description specification would greatly improve grid-interoperability, something that was required in order to solve many grandchallenge problems, such as confirming the existence of the Higgs boson [2] [3].
The initial specification was proposed in September 2002. However, further updates
to the specification followed in April 2003 (GLUE 1.1), February 2005 (GLUE 1.2), and
October 2006 (GLUE 1.3) in order to solve numerous problems with the specification
itself or to enhance the specification. Each of these incremental changes were required
to be fully backward compatible. This restriction was deemed to be a major constraint,
as it limited the evolution of both the schema and the grid-middleware that used it [106].
It should be noted that each new revision of the GLUE schema requires changes
to each of the grid-middlewares. As these middlewares are intended to provide robust
“production use” of the grid infrastructures, there must be an assurance that disruptions to services are kept to a minimum. Consequently, changes to both the schemas
and middlewares need to be rigorously tested. This testing and deployment process is
both costly in effort and time-consuming. Furthermore, changes may also affect grid
users if they need to adapt existing applications. Despite the ratification of GLUE 2.0
in 2009, it has yet to fully replace GLUE 1.3 as of late-2015. A major motivation behind the evaluation of the conceptual strategies described in Section 3.2 is to identify
the provisions that exist in GLUE schemas that would facilitate a more flexible and
dynamic approach to the integration of new resources, without requiring changes to
the schemas.
Grids such as EGI are currently transitioning from GLUE 1.X to the GLUE 2.0
standard by running services that can utilise both standards. GLUE 2.0 offers many
improvements over GLUE 1.3, including a richer description of grid entities and their
state and the ability to easily publish extra details about grid-entities. Moreover,
GLUE 2.0 was developed to improve inter-grid interoperability [107].
Information in a Grid Information System originates from Information Providers.
The services that are used to access and manage grid resources (e.g. an LRMS managing a set of worker nodes) should provide an interface that allows the Information
Provider for that resource to determine the properties and current state of the resource, transform this information into an appropriate GLUE entity and publish the
information (Figure 2.12).
Propagating GLUE entities so that they are visible “globally” in a Grid Informa52
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Figure 2.12: The abstract Grid Information Provider model. An Information Provider
queries a service that manages a set of Resources of type “A” at a resource centre. The
Information Provider transforms the response into one or more GLUE entities.

tion System follows a natural hierarchical structure (Figure 2.13): GLUE entities are
generated by Information Providers; the set of Information Providers (info-providers)
on a particular node publish their state as a local resource; the set of local resources
form a domain; and the combined set of entities from each domain yield a global view.
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Other Grid
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Local

Information
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Information
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Figure 2.13: The Grid Information System. GLUE data is propagated from the lowest
level (generated by Information Providers) up to Global level.
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The GLUE information “presentation layer” is typically managed by the BDII [15],
and the presentation of GLUE in a concrete format such as LDAP or XML is known
as a rendering (a conceptual model is independent of any rendering). This is an implementation of a hierarchical Grid Information System model with three BDII “types”
and a set of “information providers” that generate information about the Grid entities.
As per Figure 2.13, the Resource-BDII (lowest BDII level) aggregates the state of a
grid service node by executing a set of Generic Information Providers (GIP) plugins;
the Site-BDII aggregates all the Resource-BDIIs belonging to the given site; and the
Top-level BDII aggregates all the Site-BDIIs. Information is “pulled” from the lower
to higher levels. In general, all queries about the state of the Grid are made through
the Top-Level BDII.
The LDAP rendering is the most widely used Grid Information System, having
become the dominant solution due to the need for grid inter-operation. However, it is
only one of several methods that may be used to publish GLUE information. Other
renderings that have been used include XML (the Nordugrid ARC middleware [108])
and SQL (R-GMA [109]).

2.4.2

Integrating New Hardware into a Grid

Widening the range and capabilities of Grid infrastructures to handle additional hardware, such as sensor-based instruments and computational accelerators, has been examined by several other researchers and project teams.
For example, early work (2004) looked into integrating FPGAs into a Globus-based
grid using the Proteus Software Platform [110]. This work exposed the FPGA as a new
grid service called the ProteusGridService. Similarly, more recent work uses FPGAs
to accelerate profile Hidden Markov Model (HMM) searches of biological sequence
databases on a small grid-enabled cluster [111]. However, it is not clear from these
papers as to whether the services were advertised in the grid information system, or
whether their usage depended upon a priori knowledge to access them.
GridCC [112], RinGrid [113] and DORII [114] were a series of projects concerned
with providing grid-based access to remotely operated and controlled scientific instruments and sensors. The InstrumentElement was initially developed within the GridCC
project as a grid interface to distributed instrument monitoring and control through
a web service using grid security mechanisms. The RinGrid project’s core objectives
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were to increase the utilisation of instruments and sensors by using the grid protocols
to manage resource sharing, and to allow the data produced by the instruments to
be stored and processed on the Grid itself. Furthermore, workflows (i.e. the ability
to execute a chain of related applications) using multiple instruments were supported.
The DORII project followed on from RinGrid and was aimed at extending the range
of instruments that could be managed on the Grid. New grid-enabled applications
included synchrotron-based experiments in X-ray imaging for material sciences and
medicine [115] and ocenographic modelling [116]. The DORII project produced an
update to the GLUE 1.3 schema that allowed Instrument Elements to publish service
and access control information through the BDII grid information system. The key
aspects of this work are that:

(i) instruments and their web service interfaces were

discoverable; and (ii) user access to instruments was through a web-based user interface called the Virtual Control Room. However, standard grid job submission through
the CE to an LRMS was not suitable in this case – as some instruments could require
real-time interaction and might not be amenable to batch processing.
In 2008 the IBM Roadrunner became the worlds fastest supercomputer, breaking
the one Petaflop per second barrier. It was the first supercomputer to be based on
a hybrid architecture of AMD x86-64 compatible processors and the Cell PowerXCell8i, a PowerPC-based general purpose processor with eight coprocessors [117]. The
Cell was also used in the Sony PlayStation 3 (PS3) games console, a system that was
also capable of running the Linux operating system. The low cost of the PlayStation
(approximately $350) made it possible to build budget “supercomputers” that were
benchmarked to execute some applications up to thirty-three times faster than a contemporary single core Intel-based processor, and six times faster than a contemporary
quad-core processor [50].
In work aimed at increasing the range of processor architectures and systems running the gLite middleware beyond Intel-based x86 systems, the Grid-Ireland (see
Page 65) operations team worked on increasing the portability of the gLite worker
node software stack. Initial targets included the SGI Irix MIPS/RiSC-based OS and
Apple’s PowerPC-based X-serve running OS X. This work was further developed to
support the PS3 Cell-based systems [118]. One goal of this latter work was to support the eHITs [119] life-sciences application, an application that was optimised for
execution on the Cell processor. One of the weaknesses of the integration of the PS3
into the grid was in how the resources were advertised on the grid – namely, the set
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of PS3 nodes were partitioned in the LRMS to be accessed through a specific queue.
No information about the capabilities of the resources were advertised other than the
system type – the tag “ps3” was hard-coded into the name of an LRMS queue, and
advertised on the grid as a CE-endpoint. This tag conveyed no meaningful information
to users or other grid services, and to effectively use the PS3 resources, the user was
expected to have a priori knowledge about the association between the queue name and
the resource. To restrict usage to a set of “power” users, access controls based on VO
membership were also applied. In addition, the total number of processors advertised
in the grid information system for that CE did not distinguish between Intel-based and
Power-PC/Cell based processors. Although it would have been possible to grid-enable
the PS3 by using a separate CE at the site, there were additional overheads associated
with integrating and managing extras CEs on the grid, and there were limited ways to
advertise additional architectural information within the Glue 1.X schema.
A similar queue-based approach was taken by Grid-Ireland to integrate a collection
of hybrid 8-core x86-64 processors/Nvidia GPGPUs into their infrastructure. The
GLUE 1.3 schema had limited scope to allow both the CPU and the GPGPU capacity
to be advertised (this limitation is discussed further in Chapter 3.2). A naïve strategy
that publishes the number of GPGPUs as the compute capacity will result in under
utilisation of CPUs.
Publishing appropriate GLUE information is a vital part of how grids work. However, based on the experience gained from the aforementioned examples: (i) deriving
a new GLUE type (e.g. Instrument Element) may take several years; and (ii) the GridIreland PS3 and GPGPU integration experience has shown that it is not sufficient to
publish merely the existence of a resource, as the lack of semantic detail hinders discovering real differences between available resources, and there is no satisfactory way
to publish capacity and utilisation information that reflects true resource usage of the
CPU and GPGPU.

2.4.3

The EGI GPGPU Surveys

The EGI is a federated grid infrastructure consisting of over 310 resource centres spread
across more than 36 European countries (National Grid Infrastructures). This Grid
supports a user-community of more than 22,000 researchers from a diverse range of
scientific backgrounds. The current compute service provides more than 485,000 logical
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CPUs [120]. The EGI evolved out of a series of successful European Commission funded
grid projects (including EDG, EGEE I-III, CrossGrid and Int.EU.Grid). Its principal
aim is to deliver a unified, sustainable, integrated and secure grid computing service
for European researchers.
In June 2012 an EGI Working Group was established to gauge interest in GPGPU
computing services on the Grid1 . The working group produced two surveys, the first
aimed at the grid resource providers, and the second aimed at e-Science researchers
(grid and non-grid users). The surveys were released in August 2012 and were disseminated through the national grid infrastructures and through the EGI’s own usercommunity support channels. The surveys closed in September 2012. The surveys were
the first attempt to gauge the level of interest for GPGPU-based computing within the
grid community.
The Resource Centre Survey
The resource centre survey consisted of thirteen questions, and its goals were to:
(i) gauge whether GPGPUs were already being used on the grid infrastructure or
to determine whether resource centres planned to deploy them; and to (ii) build up
shared community knowledge about GPGPU resource integration into existing LRMSs,
the GPGPU allocation policies in use, and how these GPGPUs were advertised on the
grid (if they were indeed advertised at all).
A total of 44 responses were received. Furthermore, some of those responses were
on behalf of NGIs, who replied on behalf of several constituent resource centres. The
questions were non-mandatory, so the questions did not solicit an equal number of
responses.
Q1 Does your resource centre currently provide GPGPU resources?
43 Responses: Yes 13 (30.2%), No 30 (69.8%).
Q2 Do you plan to further extend the amount of GPGPU compute capacity offered
in the coming 24 months?
Based on 13 “Yes” Responses from Q1: Yes 11 (84.6%) No 2 (15.4%).
Q3 Will your site provide GPGPU resources in the coming 24 months?
41 responses: Yes 23 (56.3%) No 18 (43.9%).
1

I was a leading member of this working group and wrote the proposal to establish it.
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Q4 Which LRMS is, or will be, used to provide access to GPGPUs?
22 Responses: TORQUE 18, Slurm 6 (multiple choice answer) .
Q6 Does/will every node on your cluster have a GPU?
Yes (21.7%) No (78.3%).
Q9 Please provide information about the GPGPU hardware deployed in your site.
13 Responses, typical configuration indicated mostly 1 or 2 GPGPUs per host,
but a couple of responses stated 4 and 8 GPGPU devices per physical machine.
A number of important conclusions can be drawn from the survey results. While
a significant number of resource centres have already deployed GPGPUs, many more
resource centres planned on doing so over the coming years. There is a clear case for the
development of a solution that will support GPGPU discovery and job specification
support in the grid middleware; most resource centres planned to deploy GPGPUs
on a fraction of their overall clusters, rather than uniformly across entire clusters,
with variations in the number of GPGPUs per worker node expected (potentially even
within the same cluster). This result has important implications for the management
of GPGPU resources. Finally, most GPGPU deployments were expected to be within
clusters using the TORQUE LRMS, i.e. an LRMS with minimal support for GPGPUs.
The User Survey
The User survey was designed to gauge the level of interest in using GPGPUs on a grid
infrastructure, to examine who was already using them (both grid and non-grid users),
and how they were being used. There were 23 non-mandatory questions in total, and
48 people responded. The results for some selected questions are listed below.
Q1 Do you currently use grid or cloud technologies?
44 responses: Yes 37 (84.1%), No 7 (15.9%).
Q2 Would you be interested in accessing remote GPGPU based resources through a
computing infrastructure, such as National Grid Infrastructures or the European
Grid Infrastructure (EGI)?
42 responses: Yes 39 (92.9%), No 3 (7.1%)
Q3 Do you use GPGPU based applications for your scientific computations?
47 responses: Yes 30 (63.8%), No 17 (36.2%).
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Q8 Do you develop or intend to develop any GPGPU based applications?
41 responses: Yes 22 (53.7%), No 19 (46.3%).
Q13 What Application Programming Interface do/will you use?
17 responses with multiple selections possible: CUDA (94.1%), OpenCL (41.2%),
OpenACC (17.6%), Other (17.6%).
Q14 Do you intend to develop code which depends on other application frameworks
(e.g. MPI, BLAST)?
13 Responses with multiple selections possible: MPI (100%), BLAST (15.4%),
Other (7.2%).
Q18 What is the optimal ratio between the number of GPGPUs and CPU cores for
your application?
12 responses: 5 Don’t know or misunderstood the question (mixing GPGPU cores
for CPU cores), 1 person indicated a 1-to-1 ratio, and 6 indicated that the ratio
was not 1-to-one with either more CPUs than GPGPUs, or more GPGPUs than
CPUs.
The survey showed that from those who responded, there was over 90% support
for having access to GPGPUs on the grid. This result in itself will have inherent bias,
as it more likely that those who responded had an interest in the topic to begin with.
However, some key points that should not be influenced by this stand out, namely:
(i) there is a user demand for GPGPU support on grids; (ii) the CUDA, OpenCL
and other APIs are needed for the user applications; (iii) some users expected to use
additional APIs, such as MPI, with their application; (iv) it could not be assumed that
user applications would require 1 CPU to 1 GPGPU resource allocation. Support for
other allocation patterns where there are more CPUs than GPGPUs, and vice-versa,
are needed.

2.4.4

Survey of the EGI Grid Information

Section 2.4 introduced the basics of Grids and grid computing. However, as shown in
Table 2.6, there is a wide range of grid middleware available for resource providers to
choose from when connecting a cluster to a grid. Since Chapter 3 and Chapter 4 both
address the integration of new resources into a grid, it is worth capturing some statistics
about the current state of middleware deployment. These statistics will be used to
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determine where effort spent in the development of resource integration solutions may
be best placed.
The data available through a Grid Information System provides a wealth of information about the state of a Grid. The Top-Level BDII chosen for this analysis was
lcg-bdii.cern.ch. This particular Grid Information System collates information about
the combined set of resources made available to the CERN-based WLCG Grid. The
WLCG includes resources from both the EGI and the OSG. Furthermore it is a nonhomogeneous grid infrastructure using a wide range of grid middleware and resource
management systems. The snapshot, which was taken in October 2015, shows that
there were a total of 349 Sites and 567 unique ComputeElements deployed. In addition, the number of ComputeElement queues published was 7226.
To determine what middleware and LRMSs are commonly used on the ComputeElements, the GLUE 1.3 GlueCEUniqueID, GlueCEImplementationName and GlueCEInfoLRMSType values were extracted from the snapshot. A summary of this data is
shown in Table 2.7. Furthermore, the cumulative graphs (Figure 2.14 and Figure 2.15)
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Table 2.7: Grid ComputeElement middleware deployments and their LRMS type

of the data from Table 2.7 clearly indicate that the CREAM ComputeElement implementation (a product of the UMD middleware) is the by far the most popular ComputeElement used (427 of 567 instances, or 75%). Furthermore, TORQUE is the most
popular choice of LRMS, and is deployed on 316 of 567 ComputeElements (55.7%).
In the case of CREAM-based ComputeElements, it is deployed on almost 51% of all
instances.
Finding GPGPU Needles in a GIS Haystack
In order to establish if GPGPUs were advertised on the Grid, a number of Grid Information Service searches were carried out. For example a case-insensitive search of the
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Popular Grid Midddleware and their LRMS deployment frequency

Total LRMS deployed per Grid Middleware (lcg−bdii.cern.ch on 15−Oct−2015)
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Figure 2.14: The frequency of Local Resource Management Systems installed on grid
Compute Elements in relation to type of underlying grid middleware. Figures were
derived from data published on the lcg-bdii.cern.ch Top-level BDII (15-Oct-2015)
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Cumulative middleware deployment graph as a funtion of LRMS
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Figure 2.15: The cumulative frequency of grid middleware used by ComputeElements
relative to the LRMS. Figures were derived from data published on the lcg-bdii.cern.ch
Top-level BDII (15-Oct-2015)
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Listing 2.7: A list of ComputeElements using the name of a queue to indicate GPGPU
deployment. The results show only Compute Element queue endpoints matching the
term “GPU”
ce01 . cr . cnaf . infn . it :8443/ cream - lsf - gpu
ce01 - lcg . cr . cnaf . infn . it :8443/ cream - lsf - gpu
ce01 . tier2 . hep . manchester . ac . uk :8443/ cream - pbs - gpu
ce02 . tier2 . hep . manchester . ac . uk :8443/ cream - pbs - gpu
ce03 . tier2 . hep . manchester . ac . uk :8443/ cream - pbs - gpu
ce04 - lcg . cr . cnaf . infn . it :8443/ cream - lsf - gpu
ce05 - lcg . cr . cnaf . infn . it :8443/ cream - lsf - gpu
ce06 - lcg . cr . cnaf . infn . it :8443/ cream - lsf - gpu
ce07 - lcg . cr . cnaf . infn . it :8443/ cream - lsf - gpu
ce08 - lcg . cr . cnaf . infn . it :8443/ cream - lsf - gpu
ce1 . accre . vanderbilt . edu :2119/ jobmanager - slurm - gpu
ce2 . accre . vanderbilt . edu :2119/ jobmanager - slurm - gpu
kodiak - ce . baylor . edu :2119/ jobmanager - pbs - ecsgpu
vm3 . tier2 . hep . manchester . ac . uk :8443/ cream - pbs - gpu

GIS for the term “gpu” found:
(i) a small number (14) of Compute Elements publishing data matching that term
in the name of a queue (see Listing 2.7);
(ii) two resource providers choosing to use a GLUE 1.3 SoftwareEnvironment tag to
publish the presence of GPGPU resources (Listing 2.8);
(iii) no other information containing the term “gpu” term, implying no GPGPU property or state information was published.
Similar searches for other terms such as “CUDA” and “OpenCL” also yielded zero
matches.
Listing 2.8: Deployment of GPGPUs indicated by publishing a simple GLUE Application Tag
dn : G l u e S u b C l u s t e r U n i q u e I D = aesyle - grid . fgi . csc . fi
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : ENV / GPGPU - FERMI
dn : G l u e S u b C l u s t e r U n i q u e I D = cream01 . grid . auth . gr
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPU

It can be inferred from the information examined in this survey that GPGPUs are
already being deployed on grid infrastructures using a variety of grid middleware and
using a variety of different LRMS types. For example, the deployment of GPGPUs on
Compute Elements using UMD and Globus is implied from the format of the Compute
Element values in Listing 2.7, and the use of LSF, PBS/TORQUE and Slurm LRMSs
can also be inferred from Listing 2.7.
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The lack of a consistent scheme to publish even minimal information about the
presence of GPGPUs is also evident. For example, the two compute elements shown
in Listing 2.8 do not appear in Listing 2.7. Furthermore, no information is published
about the capabilities of different GPGPUs and their utilisation, so users cannot make
an informed decision about which resource provider’s GPGPUs are the most suitable
ones to select for their jobs.
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The Grid-Ireland Legacy





Grid-Ireland [121] was established in October 1999 as a pilot project between
three geographically dispersed universities – Trinity College Dublin (TCD), University College Cork and the National University of Ireland, Galway. The project
initially used the Globus middleware, which allowed authenticated and authorised
users to access the grid-enabled computational resources within each of the institutions.
During the 1999 to 2003 period, the project became closely aligned to European Commission funded grid projects, and the deployment of updated grid
middleware followed suit. This included the European Data Grid (EDG) and
CrossGrid (as a project partner). The EDG middleware included a new range of
group-management, security and data-oriented services that enhanced the existing
Globus-based computational services, while CrossGrid developed compatible grid
middleware and applications that supported user interaction.
In 2001 the Cosmogrid project, a consortium that would help establish a prototype cross-border (island of Ireland) computing grid service, was proposed. The
project proposal was successful and started in 2002. The consortium included
the additional academic institutions of the Dublin Institute for Advanced Studies,
Dublin City University, University College Dublin, as well as Mét Eireann, Armagh
Observatory and the national research and education network (NREN) HEAnet.
The Cosmogrid project introduced some novel approaches to the roll-out of grid
services, namely: (i) it established a centralised Grid-Ireland Operations Centre in
TCD; (ii) the Operations centre remotely managed all grid services; (iii) the institutions (sites) were provided with “Grid Gateways”; (iv) institute cluster resources
were then connected to the Grid Gateways; (v) the Grid Gateways used machine
virtualisation extensively [122] [123]; (vi) a virtualised replica (TestGrid) of the
deployed infrastructure was used to validate changes to the grid middleware and
services [122]; (vii) it supported the transactional deployment of validated operating system and middleware updates to all sites [124]; (viii) grid service monitoring
was key to the centralisation.
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Two of the key Grid-Ireland objectives were driven by the needs of the Irish grid
community, namely: (i) MPI-based applications had to be supported on the Grid;
and (ii) the grid middleware had to be supported on a wide range of cluster systems.
As a result, the Grid-Ireland Operations Centre staff were able to bring experience
and expertise with grid-enabled MPI application support, middleware portability
and virtualisation into a number of European Commission funded projects (EGEEI, EGEE-II, EGEE-III, EGI-InSPIRE, Int.EU.Grid, StratusLab, Mantychore, HELIO and SCI-BUS) and Irish government funded projects (Webcom-G and e-INIS).
During this time the Operations Centre were also early adopters of provisioning
for the extension of grid information systems [125] [126] and the use of accelerated computing technologies such as the Cell-based PS3 cluster and GPGPUs for
computations and visualisation [127].
Grid-Ireland was also a founding member of the European Grid Infrastructure (EGI) in 2010. This established a legal foundation and council to oversee
a pan-European grid infrastructure based around cooperating national grid infrastructures (NGIs). Each NGI would operate a national service to monitor the
availability and reliability of resource providers, run grid help desks, investigate
issues with resource providers, and set out procedures for resource integration and
daily operations. The NGI’s role was akin to (and a subset of) the operations
model that the Grid-Ireland Operations Centre had used since 2003.
Grid-Ireland ceased grid operations in December 2012 as a consequence of the
financial crisis, by which time it supported over 25 virtual organisations and had
provided over 70 million normalised (HEP)SPEC06 CPU hours to the LHC Computing Grid.
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GPU resources on the Grid
There is existing prior art where GPGPU resources have been partially integrated into
Grids. These approaches consider both non-virtualised GPGPU resources [128] and
virtualised GPGPU resources [72]. In both cases, the grid user’s job is given exclusive
access to the GPGPU resource. However, both of these implementations lack resource
and service discovery. The user must have a priori knowledge of the existence of the
resources, and must know how to request those resources (which is resource provider
specific). The work presented in this thesis provides resource discovery and includes
support for job submission.

BOINC and Desktop Grids
BOINC has support for multi-disciplinary computational sciences using GPGPU. For
example, the Einstein@Home project uses GPGPUs to search for weak astrophysical
signals from spinning neutron stars (also called pulsars) using data from the LIGO
gravitational-wave detectors, the Arecibo radio telescope, and the Fermi gamma-ray
satellite [129]. Furthermore, the EDGI Desktop Grid provides a mechanism [130] to
bridge between EGI and BOINC-enabled resources. However, such combinations do
not address the specific GPGPU service-discovery requirements.

HTCondor GPGPU Support
HTCondor [23] supports advanced GPGPU resource publication, service-discovery, perjob GPGPU match-making, and job-management [131]. Indeed, HTCondor is central
to the the UMD WMS match-making service. However, some of the major differences
between HTCondor and the work presented in this thesis include: (i) the solution is
intended to be compatible with Grids using the OGF GLUE 2.0 information model;
and (ii) the approach taken treats GPGPUs as instances of consumable resources.

EGI GPGPU Support
The European Grid Initiative (EGI) started to explore the question of GPGPU resource
integration, which is only one of the types of resources that this thesis aims to integrate
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into the Grid.
The thesis author was a founding and leading member of the EGI GPGPU Working
Group [132], having presented several talks and hosted EGI project workshops on the
GPGPU integration problem. The author also wrote the proposal that led to the
establishment of that working group. The initial goals of the working group were to
examine how progress on the GPGPU integration could be made.
The goals of the working group were subsumed by a new activity in the EGI-Engage
project in March 2015. The roadmap for this activity sets out key goals which include
the integration for GPGPUs into the EGI Grid, and the inclusion of access to GPGPUs
as a user service in the EGI Federated Cloud.
There are several key differences in the work presented in this thesis, and the
work carried out the new activity. The EGI activity is proposing a change to the
GLUE Schema that will only support GPGPUs. This change will also need further
changes to the grid middleware, and is contrary to the objectives of this thesis (i.e using
existing standards and making small changes to the core grid middleware). The subactivity that is investigating GPGPU virtualisation are limiting their investigation to
PCI-Passthrough, rather than looking at more generalised solutions such as OS-Level
Virtualisation.
The concepts, architectures and results presented in this thesis represent distinct
independent work that may be contributed back to this community in the future.

EGI Federated Cloud Working Group
The EGI Federated Cloud Working Group uses the GLUE 2.0 ExecutionEnvironment
to advertise diverse sets of (virtual) CPU-related resources [133]. I had considered
using this approach, but deemed it to be unsuitable as a way to describe Consumable
Resources. The ExecutionEnvironment describes properties relating to the a set of
worker nodes, but not the additional resources that they might control.

2.6

Summary

The importance of parallel computing as a solution to the problem of ever increasing demands placed on computational processing is widely accepted. As is evident
from the different abstract parallel computing architectures (in particular, SIMD and
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MIMD), many approaches to parallelisation (including hybrid SIMD/MIMD) are possible. These different approaches give rise to very distinct hardware, compiler and API
solutions. The most typical parallel computing solutions are: (i) augmenting the CPU
with vector operation capabilities (SIMD); (ii) increasing the number of CPU cores on
a single physical CPU, each capable of working on distinct data (Multi-core MIMD);
(iii) allowing large numbers of CPUs on different computers to communicate with one
another over a network (e.g. MPI); (iv) using additional accelerator hardware that
supports massively parallel lightweight computations; or (v) using combinations of the
these approaches. The bi-annual Top500 HPC lists show an increasing dependency on
accelerators as a solution for handling increasingly complex user applications.
Grids are complex distributed systems of clusters that rely on standards (e.g. information publication, security) to provide services to their users. Changes to these
standards are non-trivial. For example, a change in how information is published (on
the Grid) may need corresponding changes to many other grid middleware components
or services. The changes need to deal with the complete chain of job orchestration services (i.e. resource discovery, job submission on the UI, brokering/workload management, LRMS integration, dynamic information provision). Indeed, previous experience
with developing a solution to support multi-CPU/multi-core parallel applications using MPI or OpenMP has shown that new services may require several years to deploy.
Furthermore, changes need to be carefully tested to ensure that they have no impact
on the stability of a production service.
The emergence of several different types of massively-parallel accelerators (such as
GPGPUs, Intel’s Xeon Phi and, to a lesser extent, FPGAs), introduces a new set of grid
integration challenges in addition to those noted above, namely:

(i) accelerators do

not have a uniform set of properties; and (ii) LRMS support varies from accelerator to
accelerator, and that support varies even for the same type of accelerator. e.g. Nvidia
vs AMD GPGPUs. It is clear that this diversity compounds an already complex (grid
and non-grid) resource integration problem.
The EGI Resource Centre and User Surveys are clear indicators that both grid resource providers and users would like to see (GPGPU) accelerators integrated into the
grid. The Resource Centre Survey gives insight into the LRMS and physical configuration of computers hosting GPGPUs (multi-GPGPU configurations in many cases),
while the User Survey gives insight into the type of applications, APIs and other user
requirements (e.g. exclusive GPGPU resource access, multi-GPGPU allocations) that
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a GPGPU-enabled grid infrastructure should be capable of handling. Although there
has been prior work that attempts to integrate GPGPUs into grid infrastructures, these
efforts do not publish any information about the GPGPU resources (so the grid user
must know where the resources are located), or are limited to particular middleware
and have very limited resource matching capabilities. Furthermore, the approaches
in the past taken do not consider other types of accelerators, so they are limited in
how they can adapt to future changes. There is a clear opportunity to develop a grid
solution that accommodates a greater range of grid middlewares and accelerators.
As with GPGPUs and accelerators, the emergence of machine virtualisation and
Cloud Computing is already causing a profound change in the manner in which computing services are provided to users. In particular, Grids such as EGI are moving
towards a Federated Cloud infrastructure that permits the user to execute applications
within virtual machines that are specifically tailored to the application needs (rather
than the conventional approach that requires the application to fit into a given static
operating system environment). However, designing and deploying virtual machines
with virtualised accelerators is a much more difficult task. Low-level efforts to integrate virtual GPGPUs using API-interception have been bound to specific LRMSs and
bound further still to a specific API (e.g. SLURM and VCL). There does not seem
to be an existing solution that can be used with many LRMSs and that can support
multiple virtual GPGPUs using API-interception. As with the grid/accelerator integration challenge previously highlighted, there is an additional opportunity to develop
a virtual GPGPU grid solution that accommodates multiple grid middlewares, and a
wider range of accelerators and virtualisation technologies.
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Chapter 3
CPU-Dependent Execution
Resources in Grid Infrastructures
3.1

Introduction

This thesis argues that previous attempts to integrate (p.2) new types of computational
resources, such as computational accelerators or FPGAs, into Grids (e.g. EGI and
OSG) did not sufficiently address the need to exploit complex user-driven resource
discovery or specification support. These integration attempts had narrowly focussed
on individual types of resources rather than developing a more general solution to
the resource integration problem. This argument is supported by the evidence of
previous attempts to integrate new computational accelerators ([118],[128],[72]) and
grid instruments ([112],[113],[114]), as well as the time it took to implement and deploy
MPI/OpenMP parallel computing support (noted in Chapter 2). The notable pitfalls
of these solutions were typically:
(i) the focus was solely on GPGPUs, and not other resources ([128],[72]);
(ii) there was no resource advertisement. Consequently this required the grid user
to have prior knowledge about how (and where) to target these resources and
execute jobs on them ([118],[128],[72]);
(iii) the solution was tied to specific middleware implementations, and lacked the
ability to handle complex resource requirement expressions ([118],[128],[72]); or
(iv) the solution required changes to both the GLUE standards and the middleware.
This had direct consequences on the ability to rapidly implement support for new
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grid resources (see the remark about GLUE 2.0 ratification in 2009 on p.52 and
[112],[113],[114]).
One of the challenges facing Grids is how to proceed with the integration of a
diverse range of new computational resources into existing grid infrastructures. If the
grid infrastructure cannot deal with resource integration in a timely manner, then the
user-communities may look for solutions outside of the Grid (e.g on commercial Cloudcomputing infrastructures such as Amazon’s AWS [134]). However, by rushing through
major changes to grid middleware and their components, there is a risk of introducing
errors and widespread instabilities. Making rash changes to grid middleware is contrary
to the goals of supporting long-term stable infrastructures. Grid infrastructures need
to provide high levels of service availability and reliability [135]. For example, EGI
stipulates that participating resource providers must meet monthly targets of 80%
service availability and 85% service reliability [136].
An objective of the work presented in this thesis is to simplify and accelerate the
procedure for integrating new computational resources into grid infrastructures, but
without making changes to the technological standards used by Grids. It is therefore
necessary to minimise, or better avoid, changes to the core of the grid middleware.
An underlying philosophy of this thesis is to mitigate against introducing new software
bugs and other sources of grid middleware or operational instability. Any new resources
must be integrated into existing middleware without the need to build new and complex
grid services. Furthermore, rather than concentrating on integrating a single type of
resource (e.g. GPGPUs), an abstract approach to resource integration is taken that:
(i) examines the broader question of what strategies are available to integrate a wide
range of computational resources into a grid infrastructure, (ii) investigates ways to
enable new resource types on the grid that are discoverable and accessible in a manner
that is almost on-par with standard CPU resources, and (iii) applies those strategies
to new computational resources on the infrastructure.
In Section 3.2, an abstract model that enables a flexible, dynamic approach to the
integration of new (and yet-to-be-conceived) resources into Grids is proposed. The
abstract model provides the necessary level of abstraction required to treat the integration of many types of computational resources in a uniform manner. To facilitate
this, a resource classification called the CPU-Dependent Execution Resource (CDER)
is proposed. The CDER is a type of consumable resource that can execute its own in72
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structions (e.g. a computational accelerator) and has non-trivial properties and states
(e.g. performance, architecture, memory capacity) in its own right. While the CDER
classification may be less useful in a cluster-only environment, it is of significant benefit in grid environments. The publication of the different CDER properties and states
could allow a grid user to discover and compare similar CDERs with one another.
For example, a grid user may want to locate resource providers with certain FPGA
resources that match a particular hardware profile.
Based on a review of how grid information is currently published using the existing GLUE Schema standards, Section 3.2.1 proposes and describes five conceptual
strategies for discovering and accessing CDERs. The two most favourable strategies
address the publication and discovery of CDER data, but cannot be used with current
grid job submission applications. A new two-phase job submission mechanism is proposed in Section 3.2.2 to overcome this limitation. This mechanism supports CDER
resource matching and job submission through a WMS. These strategies are evaluated
against a number of criteria in Section 3.2.3 and conclusions are drawn about the most
appropriate strategies for CDER integration.
A proof-of-concept application of the conceptual approach to GPGPU CDERs is
described in Section 3.3. It will be shown how to integrate GPGPUs into the Grid
with full resource discovery and job specification support.

3.2

Abstract Approach to Resource Integration

The thesis proposes an abstract approach to the integration of new worker node resources, such as GPGPUs, into any LRMS. To achieve this, the approach for handling
the integration of many types of resources into LRMSs and Grids (e.g by examining
common traits and requirements) is studied and formalised. However, regardless of
whether a job requires a particular property or resource, it is still dependent on the
allocation of a CPU to execute.
Definition: A CPU-Dependent Execution Resource (CDER) is defined here to be
a computational resource that is characterised by the following properties:
(i) access to the resource requires a CPU to be allocated by the LRMS,
(ii) there are a limited number of resources,
73

3. CPU-DEPENDENT EXECUTION RESOURCES IN GRID
INFRASTRUCTURES
(iii) each resource is bound to a specific worker node,
(iv) the user that has been allocated the resource perceives they have exclusive access
to it,
(v) the resource has its own set of physical characteristics and measurable properties
(e.g. memory capacity, performance, hardware characteristics).

The resources do not operate independently of the worker nodes, and operate by leveraging one or more CPUs. The requirement that the quantity of CDERs are finite
implies that the acquisition and release of these resources must be adequately managed and accounted for by the LRMS or some other external service. Furthermore,
when a CDER is allocated to a job, it may not be allocated to another job until the
current job releases it. Allocation must be controlled through some form of queue or
scheduler (c.f other resources such as Input/Output systems that are managed by an
Operating System). This restriction is intended to help manage resource allocation,
and to avoid more than one job simultaneously accessing the same resource. A danger
of not enforcing this requirement may be longer job execution times. This reinforces
the requirement that the job has exclusive access to the CDER.
The CDER definition is intended to encompass a range of resources such as GPGPUs, FPGAs, and other hardware devices that are physically attached to worker nodes
(Figure 3.1). The definition excludes software applications (which already have a GLUE
definition). Furthermore, the problem of integrating software that is “node-locked” due
to licensing restrictions (i.e. the software can only be executed on particular worker
nodes) is similar to the CDER integration problem. However, unlike the CDERs, nodelocked software doesn’t have any interesting characteristics or state information (other
than utilisation) that are relevant when specifying the resources required by a job.
The GPGPU as a CDER
Do GPGPUs conform to the definition of a CDER? Examining the conditions it can
be seen that:

(i) the GPGPU can only be used in conjunction with a CPU; (ii) the

number of GPGPUs installed on a machine is physically limited; (iii) the GPGPU
is physically attached/bound to the machine; (iv) exclusive access is not necessarily
guaranteed by every LRMS (Section 3.3.2), but it can be managed (Section 3.3.2);
74

3.2 Abstract Approach to Resource Integration

CPU

Worker
Node

CPU

CPU

CPU

CPU

User1
job

GPGPU

User2
job

Node-locked
Software Application

UserN
job

FPGA

Resource1

ResourceM

Figure 3.1: An example worker node with several CDERs (a GPGPU and an FPGA).
The LRMS is responsible for assigning CPUs to each job, and each CDER resource can
only be used by one and only one job at any one time.

(v) the GPGPU has interesting properties that may influence resource selection (e.g.
performance, architecture, memory capacity).
One of the user requirements from the GPGPU User survey was that the GPGPU
should be exclusively dedicated to the user’s job, and should not be treated as a resource that is concurrently shared with other users. Enforcing exclusive allocation
ensures that distinct user jobs cannot inadvertently exhaust the GPGPU’s resources
(e.g. GPGPU memory) or cause contention for computational time. So as long as
guaranteed controlled access to the resource is enforced, the GPGPU can be regarded
as a CDER.

CDERs as First-Class Grid Resources
The CPU core is one of the most fundamental resources available on a Grid (one other
major resource type is disk storage, but its treatment is outside the scope of this thesis).
A computational grid infrastructure is, by design, built around the idea of being able
to pool together and securely share a set of distributed CPU resources. Through
the GLUE schema and the Grid Information System, grid users have a consistent and
uniform way in which to find CPU resources and to determine their properties or usage
– this exemplifies Discovery. When a grid user specifies the number of CPU resources
required by their job, that specification must be translated into an equivalent LRMS
request by the target Compute Element. Despite the differences in how CPU resources
are managed internally by each LRMS, there is also a common consistent external
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Figure 3.2: A resource specification must be translated into an LRMS specific resource
specification.

representation that allows the user to submit a job to any of the resource centres –
this property exhibits Independence from the LRMS. The same principle must apply
to any other resource type (Figure 3.2), including CDERs. Furthermore, when a user
job executes, it does not expect to contend for the same CPU resource with other
user jobs – this exemplifies Exclusivity. Exclusivity is a fundamental feature of both
Operating System resource management and database management, it helps protect
against unintended side-effects when one or more users attempt to access the same
resource concurrently.
It is evident that when integrating new CDERs into the Grid it would be desirable
to preserve the Discovery, Independence and Exclusivity properties. Using these properties as a basis for addressing the resource integration challenge, the following Grid
Resource Integration Principles are proposed:
• Discovery: The resource should be published as one or more GLUE entities.
The act of publishing the resource into the Grid Information System makes the
resource discoverable by users and services. An entity should, where possible,
contain attributes that reflect the resource’s properties, and also where possible,
these attributes should be quantitative. This allows resources of the same type to
be compared and ranked against each other. (For example, the vendor, model and
performance characteristics of the resource may be of importance when selecting
appropriate resources for a job.)
• Independence: There should be a method through which the required resource
can be specified using a job description language. The specification should be
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independent of the way in which the resources are locally managed. (For example,
the mechanism used to specify GPGPU requirements to the TORQUE/MAUI
scheduling system differs from that used by SLURM.)
• Exclusivity: A resource allocated to a job by a batch system should be available
as if it were exclusively allocated to the job. (For example, a GPGPU allocated
to a job should not be available or even visible to another job running on the
same worker node.)
Resources that satisfy these conditions will be regarded as first-class because their
usage on a Grid is similar to the CPUs. Despite the elevated role of the CDER in the
execution of its workload, it should be noted that one or more CPUs are still required.
CDER Accounting and Monitoring
Two further properties should be regarded as important in the handling of CDERs.
These are called Accounting and Monitoring:
• Accounting: Where possible, it is desirable to have the facility to record detailed
information about the usage of the CDER, such as the amount of time the CDER
dedicated to the job’s processing (system time), how much memory was used, and
what user executed the job.
• Monitoring: Where possible, there should be mechanisms to query the internal
state of the CDER for failures. Further monitoring may be desirable (e.g. testing
the correctness of software that is needed to access the CDER).
The role of resource usage accounting is important in Grid infrastructures: firstly,
it keeps track of who has used the resource, so there is an audit trail in the case of
any problems (e.g. security violations or application debugging); secondly, the LRMS
keeps track of how long a user’s job has utilised its allocated resources. The resource
providers can extract this information and calculate which users or groups of users have
been using their resources, and for how long. Grid services such as APEL [137](EGI)
and Gratia [138](OSG) provide a way for resource providers to analyse and publish
the CPU resource usage of each Virtual Organisation. This also allows Virtual Organisations to ensure that any service level agreements have been met. Furthermore
some Grids, notably EGI, are investigating a pay-per-usage charging model [139], so
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resource accounting will have a more critical role in existing grid infrastructures. Detailed CDER accounting may not always be possible. For example, low- and mid-range
GPGPUs (e.g Nvidia GTS 450) do not support per process accounting, so it is difficult
to gauge how much time a task or job spent running on the GPGPU itself. Indeed,
even the high-end GPGPU virtual machine offered through the Amazon Cloud service
is charged according to the type of the particular virtual machine used, and for how
long it was used – Amazon does not charge based on actual GPGPU usage. Detailed
CDER Accounting, whilst desirable, is not always possible.
Monitoring seeks to determine the health of resources and services by running selected tests on a regular basis (e.g every minute or hour). Grid monitoring should
also alert the resource provider when a failure has occurred. This allows the resource
provider administrators to react quicker and therefore helps minimise service disruption. Monitoring can also help users that rely on direct job submission with a means of
selecting good resource providers (by observing/using the monitoring data). Furthermore, monitoring systems such as Nagios [140] provide visual feedback and maintain
historical availability and reliability data (which can be used to validate service level
agreements).
Accounting and Monitoring are integral components in the operation and management of Grid resources. However their study is outside the scope of this thesis,
primarily because:
(i) the thesis is concerned with CDER resource management; and
(ii) neither Accounting nor Monitoring are involved in CDER job execution.
The CDER definition assumes exclusive allocation of the resource (p.73). In this case, it
can be implied that if a single CDER is allocated, then it is allocated for the duration
of the job. The resource usage can be accounted for by using the CPU accounting
data. However, this scheme will only work for single-CPU/single-CDER jobs, and
does not work for other cases. The basis of a potential solution to this problem is
proposed in Appendix B. The solution exploits existing operating system resource
auditing capabilities. Such auditing can record detailed information about access to
selected hardware. In this way it can be used to determine which user has accessed the
hardware, and for how long.
The Monitoring property can be fulfilled by developing a test suite of small, but
simple, CDER-based applications. This test suite should examine common CDER78
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specific job requirements.

The OGF GLUE Schemas: Conceptual and Concrete models
As noted above, the GLUE Schema and the Grid Information System (p. 51) are key
components in facilitating the discovery of resources on the Grid.
The developers of GLUE 1.3 note [103] that the full set of features and policies for
a given LRMS is much too complex to be represented in a reasonably compact schema.
Furthermore, because LRMS implementations have features that vary qualitatively, the
schema definition is intended to capture the most-common configurations among the
supported LRMS’s. The same concerns and considerations also apply to GLUE 2.0.
An unintended consequence of this approach is that neither GLUE 1.3 nor GLUE 2.0
provide native support for CDERs, i.e. there is no CDER (or equivalent) GLUE
resource type. This is because (i) CDERs (without resource discovery support) are
usually implemented as a generic consumable resource in the LRMS (p. 16), and
this was not supported in LRMS scheduling systems such as MAUI; and, (ii) Grids
developed around CPU-based processing, so the use of CDERs for massively-parallel
processing was not foreseen,

Extending GLUE Entities
Both the GLUE 1.3 and GLUE 2.0 schemas provide ways to associate additional
data with existing GLUE entities. The main differences are (i) GLUE 1.3 AttributeExtensions are limited to a few GLUE classes through the capacity attribute, whereas
under GLUE 2.0, all Classes (except Extensions) can be extended by adding one or
more OtherInfo attributes. (ii) GLUE 1.3 allows for Services to be extended by using
instances of a GlueServiceData Entity; under the LDAP rendering, the Key and Value
can be associated with a Service Entity instance by using a GlueChunkKey – this extends Service instances only, so there are clear limitations in how this can be used.
In contrast, the GLUE 2.0 LDAP rendering allows all object instances to be extended
using one or more Extension instances. In this regard, GLUE 2.0 has a clear advantage
over GLUE 1.3 when publishing CDER-related information.
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3.2.1

Conceptual CDER Discovery Strategies

Several conceptual strategies have been identified that would allow grid jobs to discover
and select CDERs on grid infrastructures using existing GLUE schema. Each of the
strategies presented describes (i) an approach for publishing information describing a
CDER and (ii) a method for using this published information to satisfy the specific
CDER requirements of a grid job.
A-Priori Strategy
This strategy does not publish any CDER GLUE data and requires that the grid user
has prior knowledge of the specific CDER, its properties, the name of queue used to
access it, and any additional access requirements. This is effectively a ‘null-strategy’
and is the only-available CDER access method in the absence any other strategy. It
may, however, be a useful approach, for example, when testing the deployment of new
CDERs.
When submitting a job using this strategy, the user must specify exactly the grid
queue where the job is to be executed. For example, this method has been used to
support the execution of GPGPU applications at selected Sites on the EGI [72].
Named-Queue Strategy
A community-adopted queue-naming convention may be used to indicate that a job
requirement is satisfied or that a resource is attainable by using that queue. For
example, the queue name suffix sdj (Short Deadline Job) has been used to advertise
grid queues that support high-priority job execution [141]. Similarly, the suffix gpgpu
could be used to imply that GPGPU CDERs are available through a specific queue.
Listing 3.1 demonstrates the specification of a requirement that a job be submitted to a
queue with the gpgpu suffix using the gLite/UMD middleware job description language
(JDL).
Tagged-Environment
More-versatile strategies are possible if the information schema allows arbitrary new
information to be published alongside the information describing the existing resources.
For example, it is common in grid information schemas that environment tags may
be used to advertise that specific software is supported at a Resource Centre. They
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Listing 3.1: An example Named-Queue grid job specification
[
Type =" Job ";
JobType =" Normal ";
Executable = " myScript . sh "; # Script to invoke GPGPU application
StdOutput = " std . out ";
StdError = " std . err ";
InputSandbox = {" myScript . sh "};
# Regular expression to match all queue names ending with ' gpgpu '
Requirements = ( RegExp(".*gpgpu$", other.GlueCEUniqueID) ) ;
]

may also be used to advertise hardware configurations. This strategy is an implicit
mechanism for adding new attribute values, and it may also be used to publish arbitrary
information about the CDER. The Tagged-Environment strategy is widely used on the
EGI to support the execution of multi-core applications using MPI-START [8] (e.g.,
GLUE 1.3 SoftwareEnvironment tags have been used to advertise the availability of
Infiniband networking [142]).
A concrete example showing how GPGPU CDERs might be accessed is as follows:
if a Resource Center publishes the tags shown in Listing 3.2, then a user requiring
Nvidia Kepler GPGPUs can specifically target those Resource Centers by using the
Requirements expression in Listing 3.3.
Listing 3.2: An example GLUE 1.X Tagged-Environment advertising both software
(CUDA) and hardware (NVIDIA-KEPLER) capabilities.
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : CUDA
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : NVIDIA - KEPLER

Listing 3.3: Example Tagged-Environment job specification requiring the NVIDIAKEPLER hardware capability
[
...
Requirements = ( Member ("NVIDIA-KEPLER", other .
,→ G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t ) ) ;}
]

Attribute-Extension
Using this strategy, CDERs are explicitly associated with existing grid resources (e.g.,
worker nodes), whose properties are already captured by the information schema (e.g.,
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ExecutionEnvironment instances). The schema may allow the description of an existing
resource to be internally extended with new attributes and their associated values.
Under GLUE 2.0, Attribute-Extension can be implemented using OtherInfo attributes.
An arbitrary number of OtherInfo attributes may be applied to any GLUE 2.0 Entity.
Listing 3.4 provides a concrete example of the use of this strategy to publish detailed
information about a GPGPU CDER. The GPGPU is explicitly associated with an
ExecutionEnvironment instance. The information published is both static – describing
hardware characteristics – and dynamic – reflecting current capacity and utilisation.
Each key and value pair are encoded into a single string. This has implications for
querying CDER states.
Listing 3.4: An example of the publication of static and dynamic GPGPU information
by extending GLUE 2.0 an ExecutionEnvironment instance using OtherInfo attributes.
objectClass : G L U E 2 E x e c u t i o n E n v i r o n m e n t
...
GL U E 2 E n t i t y O t h e r I n f o : G PG P U T ot a l In s t an c e s =32
GL U E 2 E n t i t y O t h e r I n f o : GP GP UU se dIn st an ce s =2
GL U E 2 E n t i t y O t h e r I n f o : G P G P U C U D A C o m p u t e C a p a b i l i t y =2.1
GL U E 2 E n t i t y O t h e r I n f o : G PG P U M ai n M em o r yS i z e =1024
GL U E 2 E n t i t y O t h e r I n f o : GPGPUMP =4
GL U E 2 E n t i t y O t h e r I n f o : GPGPUCoresPerMP =48
GL U E 2 E n t i t y O t h e r I n f o : GPGPUCores =192
GL U E 2 E n t i t y O t h e r I n f o : GPGPUClockSpeed =1660
GL U E 2 E n t i t y O t h e r I n f o : GPGPUECCSupport = false
GL U E 2 E n t i t y O t h e r I n f o : GPGPUVendor = Nvidia
GL U E 2 E n t i t y O t h e r I n f o : GPGPUPerNode =2

The Attribute-Extension strategy has been previously used in a prototype UMDbased testbed to publish GPGPU information in GLUE 2.0 ApplicationEnvironment
instances [14]. Current implementations of job orchestration systems (e.g., the UMD
WMS) will be unable to process CDER extensions to satisfy job requirements, so an
alternative two-phase job submission mechanism is proposed. This will be described
in Section 3.2.2.
Class-Extension
A by-reference alternative to the by-value Tagged-Environment and Attribute-Extension
strategies may be used if the information schema allows the information describing existing resources to externally reference information describing CDERs. For example,
any GLUE 2.0 Entity may be associated with zero, one, or more instances of the Extension class, each of which contains a single Key/Value pair. These Key/Value pairs
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may be used to describe the properties of an associated CDER. This is illustrated
in Listing 3.5. Both the key and value are managed as separate attributes, so it is
significantly easier to query and parse CDER state data under the Class-Extension
strategy than under the Attribute-Extension strategy. Like the Attribute-Extension
strategy, this strategy requires the two-phase job-submission mechanism proposed in
Section 3.2.2.
Listing 3.5: A single GLUE 2.0 Extension instance that is associated with a parent
ComputingShare instance. The extension is used to publish the GPGPUPerNode=2 Key/Value pair.
dn : G L U E 2 E x t e n s i o n L o c a l I D = GPU_NVIDIA_P_1 , GLUE2ShareID =
,→ gp gp u_ gp ut es tv o_ ce . example . com_ComputingElement , GLUE2ServiceID =
,→ ce . example . com_ComputingElement , GLUE2GroupID = resource , o = glue
G L U E 2 E x t e n s i o n L o c a l I D : GPU_NVIDIA_P_1
objectClass : GLUE2Extension
GLUE2ExtensionKey:
GLUE2ExtensionValue:

GPGPUPerNode
2

G L U E 2 E x t e n s i o n E n t i t y F o r e i g n K e y : g pg pu _gp ut es tv o_ ce . example .
,→ c o m _ C o m p u t i n g E l e m e n t

3.2.2

Two-Phase Job Submission

The CDER discovery strategies presented above are intended to be used to help grid
users or services identify where the CDERs are deployed, as well as their capabilities,
usage, and state. By using the published data, grid jobs can be restricted to matching
Sites. However, current implementations of job orchestration systems, such as the
Workload Management System (p. 49), cannot exploit the published CDER data.
Rather than having to update workload management systems to handle every new
type of CDERs, an alternative, but flexible, two-phase approach is proposed. The first
phase searches the Grid Information System to identify resource providers that match
the user’s CDER requirements, and the second phase submits the job to the Grid as
normal. Figure 3.3 illustrates a high-level overview of the two-phase process, allowing
grid users to submit jobs with CDER requirements. Both phases are initiated from the
User Interface – the machine from which grid jobs are submitted.
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Phase-1:
1. The CDER requirements are extracted from a CDER Job Description file and
are used to determine the type of CDER required (Figure 3.3, Step 1).
2. A suitable GIS query is constructed based on the CDER type, and is then sent to
the GIS (Figure 3.3, Step 2). This step is independent of any job-orchestration
system, such as the WMS.
3. The query results are returned to the User Interface for further processsing (Figure 3.3, Step 3).
4. User-specified CDER requirements are matched against the retrieved CDER descriptions as follows:
(a) The individual records of the GIS response are parsed. The parsing is used to
extract the CDER attribute key/value pairs and the name of the Compute
Element managing the CDER. The extracted data is used to construct a
Resource Offer 1 .
(b) Similarly a Resource Request is created from the job’s CDER requirements.
(c) The Resource Request is matched against each of the Resource Offers to
determine if the Compute Element satisfies the original CDER requirements.
In this way, a list of all Compute Elements satisfying CDER requirements can
be constructed. This list of matching Compute Elements is used as the basis of
a refined and targeted job requirement expression (Figure 3.3, Step 4).
Phase-2:
5. A modified job description file is submitted to a workload management system
in the usual manner. This modification includes the targeted Compute Element
requirement expression, and any CDER job requirements that need to be passed
into the selected Compute Elements LRMS (e.g. The number of required CDER
resources). The targeted Compute Element requirement expression has the effect of restricting the workload management system to considering only those
Compute Elements that matched the CDER requirements in Phase-1.
1

Resource Offer and Resource Request are both terminology used by ClassAd [143]. ClassAd is a
match-making software used in several Grid brokering systems such as HTCondor and gLite.
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Extract CDER Requirements
from Job Description

CDER Requirements Query

Phase-1

Response

Replace CDER Requirements with
restriction to matching Compute
Elements

Submit Grid Job

Phase-2

Figure 3.3: An abstract model of the two-phase submission of a grid job with CDER
requirements.

To summarise, Phase-1 is to refine the job requirements to a targeted expression,
and Phase-2 is to submit the targeted job to a job-orchestration system (such as the
WMS). It should be noted that Phase-1 does not involve job orchestration.

3.2.3

Analysis

The conceptual strategies presented in Section 3.2.1 introduced five different approaches
that may be taken when integrating CDERs into grid environments. Furthermore,
some concrete examples have been presented to illustrate how these strategies may be
used in practice. This section presents a methodology for comparing these strategies.
The methodology sets out several criteria which are used to classify particular strategy
properties. An analysis of the strategies is summarised in Table 3.1 and discussed in
detail later. To aid the comparison, each of the strategies is applied to a representative
test case (a typical GPGPU resource) using an LDAP rendering. This test case is used
to compare the cost of each strategy with respect to data size and query time.
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Table 3.1: Summary of CDER Strategy Evaluation
A-Priori

NamedQueue

TaggedAttributeEnvironment Extension

ClassExtension

Discovery

No

Yes

Yes

Yes

Yes

Semantic
Resource
Detail

None

Minimal

Coarse

Fine

Fine

Semantic
Structure

None

Minimal

Minimal

Yes

Yes

Dynamic
Information

No

Minimal

Deprecated

Yes

Yes

GLUE 1/2

Any

Any

1.3

2.0

2.0

Time
Efficiency

N/A

N/A

Low

Med

High

Space
Efficiency

N/A

N/A

N/A

High

Low

Two-Phase

No

No

No

Yes

Yes

Methodology
Each of the conceptual strategies proposed in Section 3.2.1 is evaluated below, with
respect to the following criteria:
Discovery It is only possible to discover previously unknown CDERs if the strategy
used publishes at least some minimal information to identify the resource in the
information system.
Semantic Resource Detail The ability of a strategy to publish semantic detail beyond the mere existence of a particular type of CDER would enable more-powerful
job requirement satisfaction. As an example, a CDER such as a GPGPU may
have several intrinsic properties (e.g. GPGPU memory size and model) that are
interesting for resource selection, so the strategy must be capable of publishing
such details.
Semantic Structure Similarly, the ability of a strategy to associate CDERs with
other grid entities will again facilitate more-powerful resource selection.
Dynamic Information While certain CDER characteristics (e.g., those describing
physical hardware properties) will remain static, dynamically changing properties
such as current availability and utilisation will also be important considerations
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in resource selection. Strategies will vary in their ability to dynamically update
such information.
GLUE Version Each strategy may be more or less appropriate to each version of the
GLUE schema.
Information Time Efficiency The effort required to (i) satisfy the CDER requirements for a specific grid job, and (ii) construct a complete representation of the
current state of a CDER is considered for each strategy. If no data is published,
then this is deemed Not Applicable (N/A).
Information Space Efficiency Conceptually, the properties of a CDER are published as Key/Value pairs. The overhead of publishing this data is considered
under this heading.
Matchmaking/Job Submission Support Some strategies will allow CDER requirements to be satisfied directly using existing job specification and submission
mechanisms, while other strategies will require an extended mechanism, such as
the two-phase job submission approach described in Section 3.2.2.

In order to illustrate and quantitatively compare the strategies, the evaluation references a contemporary example of a GPGPU CDER. A schema representing a set
of typical GPGPU properties and (GPGPU-related) LRMS properties is tabulated in
Table 3.2. The Sample Values describe the properties of 32 identical Nvidia GTS 450
GPGPUs installed on 16 worker nodes with 2 GPGPUs per worker node.
Experiment 1: Data Publication Cost
The first quantitative experiment examines the total data size of the published CDER
information when using each of the the strategies under an EGI BDII/LDAP-based
realisation. The summary results are presented in Table 3.3.
Experiment 2: Timed CDER Matchmaking
A second quantitative experiment measures the time taken to determine the set of ComputeElements (i.e LRMS queues on the Grid) that satisfy a typical CDER property.
Only GLUE 2.0 strategies that satisfy the Fine Semantic Resource Detail, Semantic
87

3. CPU-DEPENDENT EXECUTION RESOURCES IN GRID
INFRASTRUCTURES
Table 3.2: Schema representing typical properties of a GPGPU CDER

Sample GPGPU attributes
GPGPUTotalInstances
GPGPUFreeInstances
GPGPUPerNode
GPGPUCUDAComputeCapability
GPGPUMainMemorySize
GPGPUMP
GPGPUCoresPerMP
GPGPUCores
GPGPUClockSpeed
GPGPUECCSupport
GPGPUVendor
GPGPUModel

Type

Source

Creation

Integer
Integer
Integer
Float
Integer
Integer
Integer
Integer
Integer
Boolean
String
String

LRMS
LRMS
LRMS
GPGPU
GPGPU
GPGPU
GPGPU
GPGPU
GPGPU
GPGPU
GPGPU
GPGPU

Dynamic
Dynamic
Static
Static
Static
Static
Static
Static
Static
Static
Static
Static

Sample
Values
32
30
2
2.1
1024
4
48
192
1660
false
Nvidia
GTS_450

Table 3.3: Overhead of publishing typical data under LDAP Data Interchange Format

Strategy
A Priori
Named-Queue
Tagged-Extension (GLUE 1.3)
Tagged-Extension (GLUE 2.0)
Attribute-Extension
Class-Extension

Byte-count
N/A
N/A
800
10500
800
4800

Structure, and Dynamic Information criteria are considered. The experiment methodology is as follows:
(i) Generate a snapshot of the GLUE 2.0 data from an EGI Top-Level BDII;
(ii) The sample data from Table 3.2 is used to add GLUE 2.0 data representing
CDERs (that don’t presently exist) in the form required for that strategy. In the
case of the Attribute-Extension strategy, OtherInfo attribute data is inserted into
a sample set of objects. In the Class-Extension strategy case, a set of Extension
objects are generated, consisting of Key, Value and Foreign Key; and
(iii) The amended GLUE 2.0 is copied to a modified testbed Top-Level BDII as a snapshot. This modification to the BDII disables any further updates to the GLUE
data, ensuring the persistence of the experimental data in the Grid Information
System.
The data presented in Table 3.4 is the average system-time cost (measured in seconds) of matching a sample ClassAd GPGPU Resource Request against 100 Resource
88

3.2 Abstract Approach to Resource Integration
Offers generated from GLUE 2.0 BDII LDAP queries. The Schema in Table 3.2 was
used to generate the GLUE 2.0 data for Attribute-Extension and Class-Extension Entities. This data was appended to 100 randomly selected GLUE2ComputingShare
Entities (Attribute-Extension strategy). Similarly, 1200 Glue2Extension objects were
generated to extend 100 GLUE2ComputingShares (Class-Extension strategy). The
time includes the cost of retrieval, ClassAd [143] Resource Offer generation, matchmaking, and returning a list of matching Compute Elements.
Table 3.4: Average system-time cost, measured in seconds, of matching a sample ClassAd GPGPU Resource Request against 100 Resource Offers generated from GLUE 2.0
BDII LDAP queries.

Strategy
Attribute-Extension
Class-Extension

Time (sec)
1.26
1.31

The baseline EGI GLUE 2.0 data used to populate the Top-Level BDII is representative of the state of a very large grid infrastructure. Indeed, an EGI BDII currently
contains more than 105 GLUE 2.0 Entities. The modified BDII’s snapshot of this
data is intended to simulate querying and discovering CDERs in Grids with a similar
number of GLUE objects to EGI.

A-Priori Strategy
The A-Priori strategy is clearly contrary to the Discovery Grid Resource Integration
Principle (p. 76), because no data relating to the CDER or the LRMS is captured
or published. This method must be deemed unsuitable for use for handling CDERs
except for test purposes.

Named-Queue Strategy
The Named-Queue strategy requires that, at a minimum, the name of the queue is
used to encode the nature of the CDER. This strategy is one of the simplest methods
available to publish/discover particular CDER types. However, it does not work well
as a method to encode the other properties listed in Table 3.2. Support for Semantic
Resource Detail and Semantic Structure is Minimal. Furthermore, Dynamic Information cannot be encoded into the queue name. Consequently, this method allows very
limited resource discovery.
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One method that may be used to publish the capacity and utilisation of CDERs is
to configure the LRMS with a 1:1 binding between a CPU core and a dependent CDER.
Unbound CPUs must then be configured to be unavailable to the LRMS. The effect of
applying this configuration is that the capacity and utilisation of CDERs can be directly
determined from the capacity and utilisation of the CPUs. A negative consequence of
this configuration is that it may result in CPU under-utilisation on many-core systems.
This is due to the unavailability of the unbound and non-allocatable CPUs. This
configuration also results in a condition whereby certain job requirements cannot be
met despite the availability of sufficient resources (again, due to the unbound CPUs).

Tagged-Environment Strategy

Neither of the first two strategies support the publication of arbitrary information describing CDERs. In contrast, the remaining Tagged-Environment, Attribute-Extension,
and Class-Extension strategies enable the publication of information with greater semantic detail. The first of these – Tagged-Environment – allows Sites to publish arbitrary data enabling basic CDER discovery. The limitations of this strategy are:
(a) there are no implicit relationships between published tags, and any relationship
between tags must be reconstructed by other means; (b) dynamic data is possible but
impractical as the tags are normally treated as static values, which are used to advertise the presence of particular software on worker nodes. Encoding frequently changing
CDER capacity or usage data into a tag implies removing old tags and adding new
ones. Hence, this method cannot be recommended.
If the schema in Table 3.2 were to be published as GLUE 1.3 SoftwareRuntimeEnvironment attributes, then the production of the sample GLUE data generates approximately 800 bytes – a relatively small amount of data in comparison to the ClassExtension strategy (4800 bytes).
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Listing 3.6: Sample Data for Tagged-Environment Strategy
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : G P G PU T o t al I n st a n ce s =32
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : G PG PU Fr eeI ns ta nc es =30
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPUPerNode =2
GlueHostApplicationSoftwareRunTimeEnvironment :
,→ G P U C U D A C o m p u t e C a p a b i l i t y =2.1
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPUM ainMem orySiz e =1024
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPGPUMP =4
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPGPUCoresPerMP =48
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPGPUCores =192
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPGPUClockSpeed =1160
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPGPUECCSupport = false
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPGPUVendor = Nvidia
G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t : GPGPUModel = GTS_450

There are, however, some negative effects that have been observed when evaluating
this approach on the EGI. Namely, GLUE 1.3 SoftwareRuntimeEnvironment attributes
are automatically converted by the UMD grid-middleware into individual GLUE 2.0
ApplicationEnvironment object instances. This GLUE format conversion will continue
until the Grid infrastructure fully migrates from GLUE 1.3 to GLUE 2.0. Using the
the sample values from Listing 3.6, the GLUE2 information provider produced over
10.5 KB for the 12 ApplicationEnvironment objects – over 800 bytes per object. Note
that, as the SoftwareRuntimeEnvironment tags do not exist in native GLUE 2.0, this
strategy is only applicable to GLUE 1.3.

Attribute-Extension Strategy
This strategy uses GLUE 2.0 OtherInfo attributes to insert an arbitrary number of
Key/Value pairs into selected Entity instances. In this way, objects can be rich in
Fine Semantic Resource Detail. Furthermore, these Key/Value pairs can be applied
to different entities as appropriate – CDER hardware properties can be applied to
ExecutionEnvironment instances, and capacity and utilisation data can be applied
to VOShare instances, so Semantic Structure is supported. The individual attribute
values in object instances can be Dynamically updated, but only by converting the
Key/Value pair to a string and replacing the old string with the new one. This has
an impact on the Time Efficiency. All GLUE 2.0 Entities can be extended in this
strategy by using OtherInfo, but support under GLUE 1.3 is limited to a few Entities
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that support capability attributes. Space Efficiency is High as data publishing costs
are similar to the GLUE 1.3 Tagged-Environment strategy (approximately 800 bytes),
but would increase linearly (by less than 160 bytes per VOShare). To use the CDER
data to submit grid jobs, the two-phase method must be used.

Class-Extension Strategy
An arbitrary number of instances of the Extension class can be created in GLUE 2.0.
Each consists of a key, a value, and a Foreign Key reference to the object instance that
it extends. As a result, the basic Discovery, Fine-grained Semantic Resource Details,
and Semantic Structure criteria are satisfied. Dynamic Information is supported by
updating the Extension value. Furthermore, discovering Keys or Values are low-cost
operations, so the Time Efficiency is High. There is an overhead in the creation of each
Extension instance, as each Extension (and its Key/Value/Foreign Key) is encapsulated
with extra LDIF data. This encapsulation data is generally several orders of magnitude
greater than both the key and value. For the sample data, the average number of bytes
for both the key and values was approximately 17 bytes, but encapsulating a single
Key/Value pair in an object costs in the order of 400 bytes (including the Foreign Key).
So, Space Efficiency is Low in comparison to Attribute-Extension, which is counterintuitive for a by-reference mechanism. To use the CDER data to submit grid jobs,
the two-phase method must be used.

Analysis Conclusions
It is very clear that the A Priori, Named-Queue and Tagged-Environment strategies
have very limited use in modern Grids that want to use CDERs. Some of these strategies can be used to aid the discovery of whether a resource exists, but they do not have a
flexible way to convey rich detailed information (describing many values or properties)
nor handle dynamic capability and capacity information. The remaining AttributeExtension and Class-Extension strategies both allow CDERs to publish rich static and
dynamic information. The Attribute-Extension is best for publishing blocks of related
static data (significantly less data is published in comparison to the Class-Extension
strategy), while Class-Extension is better for publishing small sets of dynamic data
that can be queried without the need for additional parsing. Both strategies can be
used as part of an alternative (and flexible) two-phase process that supports CDER
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discovery and CDER-based job submission without the need for major changes to the
grid middleware.

3.3

CDER Case Study: GPGPU Integration

Having defined the concept and properties of a CDER; examined what strategies are
available to publish CDER details on the Grid; and having proposed a two-phase job
submission workflow method that allows the CDER to be discovered, matched and
allocated (i.e. handle job orchestration using CDER resource job requirements), this
section looks at how to apply this conceptual approach to a sample CDER on a Grid.
It was already known from the EGI GPGPU User and Site Administrator Surveys
(Section 2.4.3) that GPGPUs would be one of the most important types of CDER
that users and resources providers would expect to have access to on the Grid. This
means that the reason for selecting GPGPUs as a real-world implementation target
is well-founded. Furthermore, the potential number of grid middleware and LRMS
combinations is large (e.g. Globus and HTCondor, ARC and SLURM), but there are
finite time limits that restrict how many of these combinations can be investigated in
this thesis. The study of the middlware/LRMS deployment of a contemporary Grid
(EGI) in Section 2.4.4 showed that the CREAM Compute Element was deployed on
427 of 567 instances (or 75%). TORQUE is by far the most popular choice of LRMS,
and is deployed on 316 of 567 Compute Elements (55.7%). The number of Compute
Elements that employ a TORQUE-based CREAM combination amounts to almost
51% of all Compute Element instances (see also Table 2.7). This indicates that the
most compelling Compute Element to develop a GPGPU CDER solution for is the
TORQUE/CREAM Compute Element.
Before attempting to apply the Grid Resource Integration Principles in full to
GPGPU CDERs, an examination of the basic user and system requirements is carried out:
Discovery: The salient properties that help describe a GPGPU are similar to those
used to describe CPUs: vendor, model, memory, speed, benchmarked performance,
number of physical GPGPUs per worker node. LRMS properties that can influence
WMS orchestration and ranking include the total number of installed GPGPUs and the
number that are currently allocated through the LRMS. Users may also be interested
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in the software required to access the resource and basic installation details. These
properties could be advertised in the Grid Information System as one or more GLUE
entities and optionally used as a filter during resource selection.
Independence: The user needs an LRMS-independent way to specify the number of
GPGPUs required or the number of GPGPUs that the job needs per-CPU core (this
implies a minimum number of GPGPUs per worker node).
Exclusivity: The user needs assurances that two or more jobs concurrently executing
on the same worker node cannot use the same GPGPU. In the absence of batch-system
support for such exclusivity, an additional mechanism must be provided.

Prototype Implementation
As shown in section 2.4.1, the mechanism for orchestrating the execution of a grid job
follows a complex chain of events. As a result, providing access to new grid resources,
such as GPGPUs, is non-trivial. In particular, if these resources are to be provided by
existing grid infrastructures that are in-production and in continuous use by an extensive community of users, the challenge becomes more acute. Adding support for new
resources cannot be dependent, for example, on architectural changes, the replacement of core services or modifications to the GLUE schema. Instead, the approach
taken must integrate with existing infrastructure, while adhering to the principles of
discovery, independence and exclusivity (Section 3.2).
To minimise the number of changes to the core grid middleware, the solution proposed in this prototype is therefore to provide a set of modular hooks. The hooks
provide a simple and extensible method that (i) allows newer CDER resource types
to be added; and (ii) allows external applications to produce GLUE-compliant data.
In this section, it will be shown that this approach requires relatively small changes to
existing grid middleware to produce the CDER GLUE data.

Prototype Infrastructure
The focus of this prototype is on the integration of Nvidia GPGPUs using the CUDA
runtime and application development framework. (Nvidia GPGPUs are the most
widely used GPGPU in High Performance Computing centres.) The prototype was
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developed using the UMD gLite grid middleware, and consists of a User Interface (UI),
a Workload Management System (WMS), a Top-Level BDII (BDII), grid-security infrastructure services, and a Resource Centre using the CREAM CE. The CREAM CE
uses TORQUE 2.5.7 as the LRMS together with the MAUI resource scheduler.

Consumable Resources with MAUI
One of the more immediate problems with TORQUE is that it is normally combined
with the MAUI resource scheduler by cluster or grid resource providers [144]. MAUI
supports many advanced features, such as CPU-based fair share allocations. Fair share
support allows jobs to be scheduled or prioritised according to a defined policy that
takes (time limited) historical job allocation information into account. However, as
noted in Table 2.1 TORQUE/MAUI does not correctly handle GPGPU allocation, nor
indeed, does it have good support for defining new resource types. Worse still is that
the MAUI open-source product has been deprecated by its maintainers (Adaptive Computing) in favour of the commercial product MOAB [26]. Licence restriction on how
MAUI can be modified and distributed make it difficult for the LRMS administrators
or grid community to provide additional community updates [144].
To overcome the problem of MAUI handling of GPGPUs and other consumable
resources, the prototype was modified with a publicly available source-code patch [145]
to enable consumable resources (i.e. user defined resources).

3.3.1

Discovery: GPGPU Schema and Information Providers

In the conclusion of the evaluation of the conceptual strategies (p. 92), it was noted
that the a priori strategy has no facility for resource discovery, while Named-Queue and
Tagged-Environment strategies have very limited use – they can be used to determine
if a resource exists, but they do not have a flexible way to convey rich detailed information (describing many values or properties), nor can they handle dynamic capability
and capacity information. In addition, these methods lack inherent middleware support that allow users or grid services to discover detailed information about GPGPU
resources, or to submit jobs that are capable of using highly-tailored GPGPU resource
requirements (e.g. based on GPGPU benchmarks or memory).
Conveying the rich set of GPGPU information described in Table 3.2 using the
GLUE schema therefore requires the use of either the Attribute-Extension strategy,
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the Class-Extension strategy or a combination of both. In this prototype, a simple
representation of these details is realised by using the GLUE 2.0 ExecutionEnvironment
entity [104]. This entity is primarily used to describe the properties of cluster resources
managed by an LRMS, such as the type of CPU used and its SPECint and SPECfp
benchmark performance. This makes it a reasonable choice of entity to extend with
the GPGPU CDER information using an Attribute-Extension strategy.
In this prototype the existing ExecutionEnvironment Generic Information Provider
(GIP) is replaced with a new Information Provider that facilitates per-CDER hooks.
For each CDER, separate hooks can be provided to generate static and dynamically
changing GLUE data. This is illustrated in Figure 3.4. In particular, the prototype
modifies the ExecutionEnvironment GIP by adding a new hook to publish static data
– this pertains to static GPGPU hardware properties. The hook also supports gathering and publishing previously unavailable GPGPU capacity and utilisation data from
MAUI dynamically. Listing 3.4 (p. 82) illustrates an example of some of the output
generated by the execution of a modified Information Provider where both dynamic
and static hooks for the LRMS ExecutionEnvironment have been added.
The approach taken here differs slightly from the work presented in the paper
“Supporting job-level secure access to GPGPU resources on existing grid infrastructures” [14]. The primary difference is the change of GLUE entities to represent the
CDERs. The original work used an ApplicationEnvironment entity because it defined
FreeJobs and MaxJobs fields. These are non-mandatory values that were respectively
used to publish the number of Free and Total GPGPU CDERs available. Both CUDA
and OpenCL ApplicationEnvironments were defined. This gave rise to a number of
weaknesses:

(i) there was an unnecessary duplication of CDER data; and (ii) using

a GLUE entity (ApplicationEnvironment) that describes software to publish hardware
details was incorrect. It did, however, greatly simplifly the publication of arbitrary
data in the orginal prototype.

3.3.2

Independence: Satisfying GPGPU Job Requirements

The Independence principle requires that the grid user should be able to specify
GPGPU resource requirements within the existing job submission framework in a
manner that is independent of any Compute Element LRMS implementation. If the
requirement that a user can request a given number of GPGPUs per worker node is
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Figure 3.4: Workflow of Modified ExecutionEnvironment Information Provider
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taken as an example (a requirement gathered from the GPGPU Surveys), it should be
possible to request it with a JDL expression similar to:
GPGPUPerNode = X ; # Where X is a positive integer

Independence then requires that this expression be converted into a resource request
suitable for any choosen Compute Elements LRMS. In the modified TORQUE/MAUI
case, this expression could take the form of:
# PBS -W 'x = GRES : gpus@X '

The gLite middleware has an existing provision that allows a limited amount of
GLUE-related data to be passed into a given LRMS. This process is known as Forwarding Requirements to the Batch System [146]. For example, it can be used to pass
additional requests into an LRMS that specify that the LRMS must select worker nodes
that satisfy a given property. Despite its usefulness, the method has some significant
weaknesses:

1. Each WMS must modify a configuration file to allow these parameters to be
passed from the WMS to the Compute Element; furthermore, this would also
require all WMS administrators update their systems, and this is a task that
requires coordination across the whole Grid.

2. The forwarded parameters are limited to existing JDL GLUE expressions;

3. It is not possible to tell if the Compute Element processes these requirements.

This method cannot be used to request resource types with complex requirements such
as the GPGPU requirement above. A new method was developed that allows complex
CDER requirements expressions to be added to the JDL, and processed by the LRMS.

Implementing CDER Independence
To describe how the new method works, a simple JDL (Listing 3.7) will be used to
illustrate the implementation of LRMS independence.
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Listing 3.7: Example Job Description in gLite JDL format for a job that requires two
GPGPUs per worker node
1

[

2

Executable = " GPGPU_job_script . sh ";

3

StdOutput = " std . out ";

4

StdError = " std . err ";

5

InputSandbox =

{

6

"GPGPU_acquire_prologue.sh" ,

7

" GPGPU_job_script . sh " ,

8

"GPGPU_release_epilogue.sh"
};

9
10

OutputSandbox = { " std . out " ," std . err "} ;

11

V i rt u a lO r g an i s at i o n = " gputestvo ";

12

Requirements = ( Member ("NvidiaGPGPU", other .←,→ G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t ) ) ;}

13

GPGPUPerNode=2;

14

]

The first item to notice (Line 12) is that the JDL requirement uses a GLUE 1.3 TaggedEnvironment value “NvidiaGPGPU” as the basis for selecting Compute Elements that
support Nvidia GPGPU CDERs. The Tagged-Environment is used here for simplicity,
but a more sophisticated CDER selection process will be demonstrated in Section 3.3.5.
Line 13 is the GPGPU requirement expression that needs to be translated into a
LRMS directive. In this example, this expression follows JDL format and illustrates
independence from any LRMS implementation.
The orchestration of the job through the Compute Element can be classified into three
stages:

(i) LRMS job preparation; (ii) job submission to the LRMS; and (iii) job

execution on the selected worker nodes (Figure 3.6).
LRMS job preparation The job preparation stage is used here to convert the JDL
GPGPU resource specification into an LRMS specification. During the Job
Preparation phase, job input files and executable programs are transferred from
the WMS (or UI, if direct job submission is used) to the CREAM CE. To aid
execution of the job specified in the JDL, the CREAM CE has a “JobWrapper” service that converts JDL into a script that can be submitted to the local
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LRMS. For example, this stage is used to convert common JDL directives, such as
CPUNumber requirements, into local LRMS equivalents. The JobWrapper also
adds support functions to transfer output files back to the WMS after the job
has successfully run or report errors. Furthermore, the mechanism to enable the
“Forwarding” of extra JDL requirement expressions into the LRMS is made possible by invoking an LRMS specific script (XXXX_local_submit_attributes.sh,
where XXXX is the name of the family of LRMS used e.g. PBS). The output
of this script is inserted into the JobWrapper script. In the prototype’s case,
the pbs_local_submit_attributes.sh can be used to inspect the JDL and convert the expression GP GP U P erN ode = X; into an LRMS directive. The main
modification to the middleware was the development of:

(i) a function to re-

trieve the job JDL; and (ii) a JDL parser to return the value of a given key (e.g.
GP GP U P erN ode).
Job submission The JobWrapper is submitted to the LRMS as a job. This will only
execute once the required resources are available.
Job Execution The job executes on the worker node(s) and transfers any JDL specified output files to the WMS. This stage is used in the prototype to implement
GPGPU CDER exclusivity.

3.3.3

Exclusivity: Restricting Visibility of GPGPU Resources

Multi-core worker nodes allow many independent jobs to execute simultaneously. These
independent jobs are protected from each other by executing in their own private diskarea, and by using file-access and process protection enforced by the operating system
kernel. GPU (and consequently GPGPU) resources are designed to be accessible by
all worker node users. In the case of GPGPUs exposed through a batch system, it is
desirable to control access to them. Nvidia supports a number of ways in which access
to its GPGPUs can be controlled:
1. the CUDA_VISIBLE_DEVICES environment variable can be used to restrict
the visibility of a set of GPGPU devices in a process,
2. the Nvidia Compute Modes can permit/deny sharing of a GPGPU between multiple processes.
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[
Executable = "GPGPU_job_script.sh";
StdOutput = "std.out";
StdError = "std.err";
InputSandbox = {
JDL
"GPGPU_acquire_prologue.sh",
"GPGPU_job_script.sh",
"GPGPU_release_epilogue.sh"
};
OutputSandbox = { "std.out","std.err"} ;
VirtualOrganisation = "gputestvo";
Requirements = (Member("NvidiaGPGPU",
other.GlueHostApplicationSoftwareRunTimeEnvironment));
GPGPUPerNode=2;
]

GPGPU_job_script.sh
#!/bin/bash
#Request GPGPUs
GPGPU_acquire_prologue.sh
# Execute GPGPU Application
.
# Release GPGPUs
GPGPU_release_epilogue.sh

Exit 0

User Interface

submit job

Workload Management System

Resource Selection

Job Management

Global Resource
Information Service

transfer job
to selected
resource centre
Compute Element

CREAM
JobWrapper
pbs_local_submit_attributes.sh
GPGPU Resource Hook

(1) Retrieve JDL
(2) Parse JDL
(3) Convert GPGPU
Requirements to LRMS
GPGPU request directive
#PBS -l nodes=1
#PBS -W 'x=GRES:gpus@2'
......

LRMS

Resource Centre

Figure 3.5: An Illustration of how the JDL and CREAM TORQUE/MAUI Compute
Element are extended to support GPGPU CDERs. An extension converts the declaration
GPGPUPerNode=2 into a TORRQUE/MAUI GPGPU CDER request.
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Required?
(GPUPerNode)

Yes
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Requirements
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Hide
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Hooks
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Figure 3.6: Batch System GPGPU allocation process.
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The handling of GPGPU allocation on common open-source batch systems, such
as TORQUE/MAUI, is still problematic, in particular with mid-range GPGPUs where
Nvidia-SMI tools do not report a full complement of utilisation data. A simple prototype service was developed that allows TORQUE/MAUI batch jobs to request a set of
free GPGPUs on the worker node, and to release those GPGPUs back to the service
when no longer required. Furthermore, the allocated GPGPUs are not visible to other
user jobs on the worker node.
The service, which executes on each worker node, implements a lightweight webserver using the Tornado [147] framework. To improve the security of the service, it
runs as an unprivileged user, GPGPU allocation states are maintained in a lightweight
persistent database, and the service is internal to the worker node (i.e. it is not available
to other nodes).
The server responds to two types of requests: requestGPUS and releaseGPGUs.
These requests are respectively executed from within the GPGPU_acquire_prologue.sh
and GPGPU_release_epilogue.sh Job Hook scripts, specified in the JDL (Listing 3.7).
Requests to the prototype tornado server must adhere to a strict syntax, and all
malformed requests are dropped by the server. In the case of the TORQUE implementation, a request is generated by sending a copy of the “PBS_JOBCOOKIE” and
a list of Universally Unique Identifiers (UUIDs) - one per requested GPGPU. The
PBS_JOBCOOKIE was chosen because, unlike the batch system “jobid”, this value is
not exposed to other users or processes.
The server manages the allocation of GPGPUs to jobs by using a single database
with two tables: UUID_JOBID and GPU_UUID. The GPU_UUID table associates
GPGPU devices with a job-generated UUID. The UUID_JOBID table associates
UUIDs to a suitable unique value, such as the P BS_JOBCOOKIE.

Initialisation
The GPU_UUID table is initialized at node start-up. A row is added for each physical
GPGPU. Similarly, the UUID_JOBID table is created, but remains unpopulated until
a GPGPU is requested by a job. Table 3.5 shows the initial state of the database tables
for a node with two GPGPUs.
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Table 3.5: Initial State
(a)

GPUID

(b)

UUID

JOBID

UUID

0
1

Allocation Request
A GPGPU allocation request (Figure 3.7) should be sent to the server before the job
attempts to execute any GPGPU code. When the server receives an allocation request
message, a “Request Handler” will attempt to validate it. If the request is valid, then
the string is converted into two component values: a JOBID (PBS_JOBCOOKIE) and
a list of UUIDs. The request handler then iterates over the list of UUIDS and adds
(UUID,JOBID) tuples to the UUID_JOBID table. The handler will also iterate over
the list of UUIDs, selecting the first free GPGPU (i.e. rows where the UUID cell is
NULL) from the GPUID_UUID table. The selected row is the updated with a new
(GPUID,UUID) tuple. Changes to the database are committed. Finally, the server
returns a text string to the client in the form of a comma-separated list of integers.
This is the list of GPGPU devices that the the job has been allocated. This value
is assigned to a read-only CUDA_VISIBLE_DEVICE environment variable, thereby
ensuring that the user or process can no longer (inadvertently) update its value.
(a) GPGPUs paired to UUIDs

(b) JOBID1 linked to U U ID1 , U U ID2

GPUID

UUID

JOBID

UUID

0
1

U U ID1
U U ID2

JOBID1
JOBID1

U U ID1
U U ID2

Table 3.6: Example of a single job running on a node with two GPGPUs

Release Request
A GPGPU “Release” request should be executed during the job’s epilogue. This request
is complementary to the “Allocation” request. As with the allocation request, the input
is validated. If the request is valid, the server’s “Request Handler” will remove all tuples
matching the UUIDs from the UUID_JOBID table, and all the specified UUIDs from
the GPUID_UUID table.
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Start

Validate
Request
Data

Set GPUID_Ouput_List=Empty_List

Yes

Valid Request?

No

Evaluate JOBID
Evaluate UUID List

Yes

End of UUID
List?

No

Get next UUID List Item

Get first free GPUID in GPUID_UUID Table
Set selected row to (GPUID,UUID)
Add tuple (UUID,JOBID) to JOBID_UUID Table
Add GPUID to GPUID_Output_List

Return GPUID_Output_List

End

Figure 3.7: Worker Node GPGPU allocation subsystem
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Token based access-control
The use of UUIDs as tokens in the GPGPU allocation and release process is partially
based on the use of time-limited UUID tokens in the Puppet [148] fabric management
system – a system used to install, configure and maintain machines on a network. In
Puppet a token is used as a “shared-key” between the Puppet server and the client
machine. The shared-key is used to authorise the download of the client’s installation
configuration file. Puppet ensures that the UUID shared-key tokens are expired (e.g.
one hour after initial generation) to ensure that the tokens cannot be reused. In the
case of the presented prototype, the lifetime of the UUID in the GPGPU allocation is
limited to the duration of the job.

3.3.4

Direct Job Submission

Job submission was tested using different values for GP GP U P erN ode. Sample output
of a job that requested a single GPGPU but executed on a worker node with multiple
GPGPUs is listed below (Listing 3.8 ):
Listing 3.8: Example GPGPU Job resricted to a single GPGPU
/ usr / local / cuda / samples /1 _Utilities / deviceQuery / deviceQuery
Starting ...
CUDA Device Query ( Runtime API ) version ( CUDART static linking )
...
Detected 1 CUDA Capable device ( s )

3.3.5

Two-Phase Job Submission

The example JDL in Listing 3.7 illustrated a new method to extend gLite’s JDL capabilities. This extension allowed the JDL to include a requirement for GPGPU CDERs.
However, this method on its own is not sufficient to discover or select Compute Elements based on more specific criteria, such as the model of GPGPU or its capabilities.
To add this functionality, an implementation of the two-phase model (p. 83) is presented. The first phase is to match resource providers to a given GPGPU request
(expressed as a JDL “requirement”). This phase acts as a filter that determines the
set of Compute Elements matching the detailed GPGPU CDER resource requirements;
the second constructs a new JDL that restricts the job to only those matching Compute
Elements.
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Phase-1
The basic operation of the two-phase model is to query all Compute Elements for
the presence of a specific key/value pair that should be defined for the CDER. For
example, this could be a query for the GLUE 2.0 ExecutionEnvironment attribute
GLUE2EntityOtherInfo=“GPGPUVendor=Nvidia”, or from Listing 3.7, the GLUE 1.3
GlueHostApplicationSoftwareRunTimeEnvironment=“NvidiaGPGPU”. For each matching ComputeElement a simple parser extracts the CDER data and converts it into a
ClassAd Machine Resource Offer. An example conversion of the GLUE2 data in Listing 3.4 would yield the ClassAd Resource Offer shown in Listing 3.9.
Listing 3.9: ClassAd Resource Offer derived from Listing 3.4
MyType = " Machine "
Machine = " wn140 . grid . cs . tcd . ie "
G P GP U T ot a l In s t an c e s = 32
GP GP UU se dI ns ta nc es = 2
G P G P U C U D A C o m p u t e C a p a b i l i t y = 2.1
G P GP U M ai n M em o r yS i z e = 1024
GPGPUMP = 4
GPGPUCoresPerMP = 48
GPGPUCores = 192
GPGPUClockSpeed = 1660
GPGPUECCSupport = false
GPGPUVendor = " Nvidia "
GPGPUModel = " GTS_450 "
GPGPUPerNode = 2
Requirements = true
Rank = 1

The user-defined JDL GPGPU requirements in Listing 3.10 illustrate a ClassAd
Resource Request. The ClassAd Machine Resource Offer can be matched against the
request. If a match is met, the name of that Compute Element can be stored for further
processing.
Listing 3.10: Example JDL using GPGPU attributes
Requirements = GPGPUVendor ==" Nvidia " && ( GPGPUMainMemorySize >=512) ;
Rank = 1;
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Phase-2
The second phase begins by processing the list of matching Compute Elements. The
result of this processing is the generation of a new JDL requirements clause (a partial
requirements statement). That new clause can be passed into a template JDL to create
a new JDL. This new JDL is submitted to the Grid through the WMS.
Listing 3.11: Example JDL using GPGPU attributes
[
Executable = " GPGPU_job_script . sh ";
StdOutput = " std . out ";
StdError = " std . err ";
InputSandbox =

{
"GPGPU_acquire_prologue.sh" ,
" GPGPU_job_script . sh " ,
"GPGPU_release_epilogue.sh"
};

OutputSandbox = { " std . out " ," std . err "};
Vir t u a lO r g an i s at i o n = " gputestvo ";
# Example CELIST = RegExp (" wn140 . grid . cs . tcd . ie *" , other .←,→ GlueCEUniqueID )
CELIST = <%= GPU_CE_LIST % >;
Requirements = ( CELIST && Member (" NvidiaGPGPU " , other .←,→ G l u e H o s t A p p l i c a t i o n S o f t w a r e R u n T i m e E n v i r o n m e n t ) ) ;}
GPGPUPerNode =2;
]

3.4

Other Related Work

Hierarchical Brokering
Toor et al [149] describe a prototype extension to the ARC middleware’s job-submission
system on a User Interface. Additional static and dynamic information about resources
are published through a GLUE 2.0 XML-based information system. ARC performs
brokering at the User Interface, and this is known as Distributed Brokering.
Under the gLite/UMD middleware, job submission can either be directed at a userspecified resource without any brokering or left to a job-orchestration system (such as
the Workload Management System). The WMS is an example of Centralised Broker108
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ing. The two-phase method presented in this thesis implements Hierarchical Brokering
with the pre-filter stage acting as a Distributed Broker and the final job-orchestration
through the WMS acting as a Centralised Broker.
The available brokering criteria (Random, FastestQueue, Benchmark, Data) [90]
used by the ARC middleware to select resources is not as comprehensive as those
available under the WMS. Indeed, the WMS match-making system simultaneously
supports multiple criteria (Queue Utilization, Benchmark, etc.) for ranking matching
resources.

CUDA_wrapper
CUDA_wrapper [150][151] was developed to help facilitate secure and controlled access
to Nvidia-based GPGPU resources on multi-user GPGPU clusters. The wrapper acts
by intercepting normal CUDA API fuction calls and overloading them with additional
methods that transparently provide additional key-based access-control to the raw
GPGPU device.
While the CUDA_wrapper initially looked like a good solution to handle GPGPU
resource management under TORQUE, further investigation revealed several weaknesses, namely: each CUDA_wrapper API interception imposes additional latency to
handle each CUDA function call; CUDA_wrapper must be recompiled for each new
version of CUDA; CUDA_wrapper did not work under testing with CUDA 5.5; and,
the wrapper is vendor and LRMS (TORQUE) specific. The approach presented in this
chapter LRMS avoids these pitfalls.

Application Hook Method
The design and implementation of the presented execution model used in this thesis
follows a pattern similar to that used by MPI-Start [152]. In particular, this is evident in how software hooks are used to build an appropriate site-local application
runtime-environment. The major differences in the implementation are: (i) MPI enabled resource centres currently publish information about the local MPI environment
as a set of GLUE 1.3 SoftwareEnvironment tags. This information is inefficiently
converted into a set of discrete and seemingly unrelated GLUE 2.0 ApplicationEnvironment entities; (ii) The GPGPU implementation attempts to exploit many of the
newer features of the GLUE 2.0 ApplicationEnvironment definition. This includes the
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ability to publish GPGPU resource capacity and utilisation information.

Other Information Systems
The Relational Grid Monitoring Architecture (R-GMA) [109] was developed as a
generic grid information system based on a Producer/Consumer model. Inserting,
updating, deleting, and querying of data was available through command-line tools
and an API that supported a subset of the SQL92 query language standard. In addition to publishing GLUE 1.3, R-GMA allowed users and services to publish, consume,
update, and query other non-GLUE data. This system was used to publish LRMS
Usage Records to monitor the usage of Compute Resources across the EGEE, a grid
infrastructure that evolved into the current EGI. User-based applications included gridwide intrusion detection [153]. The R-GMA may have been a suitable facility for Sites
to publish up-to-date information about CDERs without depending on the GLUE and
the GIS; however, this is no longer in use anywhere.

Handling Software Licenses
The question of how to handle limited software licenses in grid environments is quite
similar to the CDER problem, particularly in the case where access to software is nodelocked; i.e., the software may only run on certain nodes due to license restrictions. A
typical way to handle this in the LRMS is to assign a nominal “property” to the
node – when the user needs a license, then a specific LRMS directive ensures the
allocation of only those nodes satisfying this property. Furthermore, by treating the
software as a generic consumable resource (which is now supported by most LRMS’s),
the usage of the software can also be managed by the LRMS. The key differences
between the treatment of CDERs and the Software Applications is that the GLUE 2.0
ApplicationEnvironment can already be used to publish the availability of particular
software as well as to indicate capacity and usage of licenses. Other GLUE 2.0 Entities
such as the ApplicationEnviromentHandle can be used to guide the user application
on how to configure or bootstrap the application’s environment.
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Summary and Conclusions

This chapter investigated the challenging problem of integrating additional non-CPU
resources (e.g. GPGPUs) into Grid infrastructures. Instead of approaching the integration of new resources on a case-by-case basis, an abstraction of the resource integration
problem was conceived. A proof-of-concept solution to the integration of GPGPU
accelerators was then applied.
Large eScience-driven Grids must offer a reliable and stable quality of service to
potentially many thousands of users over an extended and continuous period of time
(ranging from days to months to years). The challenge arises because current Grids
need to be more flexible in how they integrate new technologies, whilst at the same
time, ensuring stability. Major changes to the Grids (e.g. GLUE, middleware and user
applications) are not desired. The approach taken here is to investigate if there are
existing provisions within Grids that may be leveraged to integrate arbitrary LRMS
resources.
The abstract approach looks at the higher-level requirements needed to integrate
many different types of resources. This approach is fundamentally different to contemporary integration solutions that focus on integrating single specific resource types
(e.g. GPGPUs). The abstract approach in this thesis proposed establishing a set of
fundamental restrictions on what resources should be considered and how the resources
could be used to execute user applications. These restrictions require that the collection of resources are finite, and that there must be some mechanism to track or account
for their allocation. There are further limitations that require resources to be bound to
particular worker nodes, and that they are exclusively allocated to a single job. Such
resources are called CDERs. The abstraction is intended to capture the finite nature of
hardware resources and to help impose some control on their use (by avoiding resource
allocation contention).
To help fully integrate these CDERs into the Grid, five integration requirements
(principles) were considered. However, only three of those requirements are related to
how a resource is used in a grid job. These three properties are called: (i) Discovery
– resource properties can be represented/published in the Grid Information System;
(ii) Independence – the grid middleware must support a Job Submission method to
specify the resource in a job specification language, and this specification must be
independent of specific LRMSs; and (iii) Exclusivity – the resource must be under the
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control of a unique single job. The other two requirements, Accounting and Monitoring,
have no bearing on how grid jobs are handled, so were considered outside the scope of
this thesis.
To address Discovery and Job Submission, five separate conceptual strategies that
handle CDERs were considered. Each strategy was evaluated by considering: (i) whether
it supported resource discovery; (ii) if it could publish extensive details about the
resource; (iii) how each of the resource properties could be related to one another;
(iv) whether dynamic updates to the data were possible; (v) what GLUE version it
supported; (vi) how long it took to query and collate the information for a given resource; (vii) what was the overhead in publishing the resource data; and (viii) whether
current job submission techniques work, or if they must be handled by another means
(e.g. the two-phase job submission).
Any strategy for integrating CPU-dependent execution resources into grid infrastructures must support the fine-grained publication of the resource’s properties and
capabilities. In addition, the dynamic publication of the number of such resources
installed (capacity), their utilisation, and fair share policies are also required. Complementary mechanisms to discover and select resources based on these factors (properties,
capabilities, capacity, utilisation, and fair shares) allow grid users to refine the selection
of resource providers to only those that match their needs.
Of the five conceptual strategies investigated in this chapter, some strategies that
have previously been applied to grid – A Priori, Named-Queue, and Tagged-Extension –
cannot be effectively used with CDERs. The final two strategies – Attribute-Extension
and Class-Extension – have been shown to be the most-flexible strategies for adding
arbitrary (CDER) attributes and their values. However, they have their own weaknesses and strengths. The Attribute-Extension strategy is more data efficient, and the
extension data is added internally to the object instance. The Class-Extension strategy creates new Extension instances, and this incurs a data volume penalty. However,
updating individual attribute values will be more time efficient.
Although the match-making time measurements (Table 3.4) show that the ClassExtension strategy is slightly slower than the Attribute-Extension strategy, there is
scope for reducing the time taken for Class-Extension even further. The measured
time includes the cost of retrieving all Key/Value pairs for the GPGPU CDER. This
need not be the case for the Class-Extension strategy. Only the Keys/Value pairs
corresponding to the keys specified in the job-requirements expression are needed when
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generating the Resource Offer. Under Attribute-Extension, all OtherInfo values are
retrieved – this is due to limitations in constructing more-specific LDAP queries.
The conceptual approach was applied to the integration of GPGPU resources. It
was shown how a GLUE 2.0 based multi-discipline scientific grid can be extended
to support applications that accessed GPGPUs. A methodology was developed that
applied three resource integration principles, namely: Discovery, Independence and
Exclusivity.
The presented prototype is one of the first examples of where a GLUE 2.0 ExecutionEnvironment entity has been extended to include additional attributes that describe
the capacity, utilisation and other properties of hardware used directly by the application itself. These attributes can be generated either statically or dynamically. The
example use-case demonstrates publishing the total number of installed Nvidia GPGPUs, their current utilisation, and some selected hardware properties. This conforms
to the Discovery principle.
A method was developed that allows a grid user to specify very fine-grained GPGPU
requirements in the Job Description Language. For example, the prototype allows the
user to specify the number of GPGPUs required per worker node, and to choose only
GPGPU resources that match a minimum amount of memory. The job requirement is
converted into the native LRMS resource specification once the job is submitted to a
Compute Element. This is an application of the Independence principle.
Ensuring that users have guaranteed and isolated access to GPGPUs in a multiuser system can be difficult. This problem is compounded in the cases where multiple
GPGPUs on the same worker node can be accessed by multiple users - some LRMSs (in
particular TORQUE/MAUI) do not indicate what GPGPU has been assigned to each
user job. The worker node GPGPU access control system discussed in Section 3.3.3
can assuage this problem. The development of a service to manage GPGPU allocation
on these systems ensures the Exclusivity principle.
The application of the conceptual approach to GPGPU integration showed that
it was possible to quickly add significant value to the capabilities of existing Grids –
it produced a methodology to rapidly integrate new resources. These resources can
advertise very fine details about their properties and capability. This integration is
achieved without having to adapt the GLUE Schema (time-consuming) and without
making major changes to the grid middleware (time-consuming and prone to introducing middleware bugs).
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Chapter 4
Grid-enabled Virtual GPGPUs
This chapter describes a new model for the execution of virtual GPGPU-enabled applications based on commonly used application frameworks such as CUDA and OpenCL.
While this model is intended for exploitation on grid infrastructures, a particular strand
of this work, the LRMS integration of virtual GPGPUs (vGPGPUs), can be considered
independently of Grid, and is applicable to non-grid clusters, including High Performance Computing and High Throughput Computing environments.
The starting point of this work is the development of an abstract architecture for
the construction of vGPGPU resources. This is expanded to an abstract architecture
for LRMS integration that facilitates vGPGPU resource requests and resource allocation management. The next step is the development of a concrete implementation,
i.e. a system that constructs vGPGPUs, and allows them to be treated as LRMS
resources. The abstract architecture is further developed on the basis of the Grid Resource Integration Principles (p. 76), although the principles are modified to handle
virtual resources. These principles are applied to the concrete LRMS implementations
to support vGPGPU discovery and job specification on the Grid.
From a user’s and resource provider’s perspective, the advantages of vGPGPUs are
the following:

(i) they provide a flexible and powerful mechanism for specifying the

number (and type) of GPGPUs required by a job; (ii) unlike the work presented in
Chapter 3, the job is not restricted to resource providers that satisfy the ability to
allocate a minimum number of physical GPGPUs on each worker node; (iii) instead,
the allocation of GPGPUs to the job is based on the availability of GPGPU resources
from a central pool; (iv) more importantly, it allows a job to transparently use more
GPGPUs than are available on any single worker node using a single API (e.g. CUDA
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or OpenCL). From a resource provider’s perspective, this new arrangement provides
greater flexibility in the allocation of GPGPUs to jobs; and (v) it has the potential
to increase GPGPU resource utilisation and job throughput. Virtual resources can be
allocated to jobs running on other worker nodes, even when the node with the physical
resource is fully utilised.
Central to the model is the use of multiple virtualisation layers to create a “frontend/backend” architecture to facilitate physical separation between the worker node
upon which a job executes (CPUs) and the node that hosts the GPGPUs used by the
job. This particular architecture will enable reconfigurable access to many vGPGPUs
from any worker node. Furthermore, through the use of existing technologies, it will
be possible to transparently access non-local (backend) GPGPUs within applications
that execute on the “frontend” worker nodes.
Section 4.1 presents the abstract frontend/backend vGPGPU model. Section 4.2
looks at applying this model to several LRMS implementations. This work includes
building new services to handle vGPGPU resource management. Two case-studies
showing the integration of vGPGPUs into some popular LRMSs are presented.
It will be shown in Section 4.3 how the Grid Resource Integration Principles (p. 76)
can be applied to these new vGPGPU resources to allow full grid integration – the
vGPGPU will satisfy the resource discovery, independence and exclusivity requirements. Furthermore, it will be achieved by using existing middleware, which is adapted
by making only minimal changes to it.
Section 4.4 uses several benchmarks (p.32) to examine the performance of the model,
examining the performance of the vGPGPU implementation and the job throughput
performance in comparison to jobs that use non-virtualised physical GPGPU (pGPGPUs). Section 4.5 reviews other related work. Finally Section 4.6 summarises the
presented work.
As noted above, the proposed approach builds on existing virtualisation software to
provide access to vGPGPUs. The specific contribution of this work is the construction
of a model that consists of:
(a) a new vGPGPU Factory service to orchestrate the creation of vGPGPU VMs;
(b) an external vGPGPU resource management service that enhances the existing
LRMS and provides vGPGPU resource allocation where no such support exists in
the LRMS;
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(c) support for multi-layered GPGPU virtualisation. This approach allows a more
flexible use of GPGPU resources, and is capable of supporting several common
GPGPU application interfaces; and
(d) a grid-layer that enables the use of virtual-GPGPUs on existing grids.

4.1

Abstract Virtual GPGPU Architecture

This section begins by exploring vGPGPUs in the context of a set of worker nodes
managed by an LRMS (i.e. cluster integration). This is a necessary step before they
can be fully integrated into the Grid itself. Full grid integration will be explored in
Section 4.3.
As discussed in Chapter 3, a typical resource, such as a GPGPU, is physically fixed
to the worker node on which it is installed. If a user requires a GPGPU, then it must
be specified in the job description. After the job is submitted, the LRMS will hold the
job in a waiting state until the requested number of CPUs and GPGPUs are available
on each worker node. The job will be allowed to execute only when the resources have
been assigned to it.
One possible source of resource allocation and usage inefficiency is that the LRMS
may fill a GPGPU worker node with non-GPGPU jobs. In particular, if an LRMS
is processing many jobs, some GPGPU jobs may be left waiting longer than should
be ordinarily expected because non-GPGPU jobs have been assigned to worker nodes
with GPGPUs. By steering non-GPGPU jobs to non-GPGPU worker nodes and by
reserving CPUs for GPGPU jobs on GPGPU worker nodes, it may be possible to
reduce the amount of time that a job must wait for a GPGPU. However, an alternative
approach is to “decouple” the physical GPGPU resource from the worker node and
allow that resource to be accessed from any worker node. Such decoupling is made
possible through resource virtualisation.
As noted in Section 2.3 OS-level, Full- and Para-virtualisation are interesting machine virtualisation models because, when used with GPGPU virtualisation techniques,
they provide the ability to assign GPGPU resources to a VM1 . However, the VM is
still limited to accessing only those GPGPU resources that are present on the physical
machine. To build VMs that can access more GPGPU resources than are physically
1

A physical machine in the case of PCI-switching
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present requires an additional layer of virtualisation.
The approach taken here will be to identify each (abstract) subsystem and the role,
requirements and interactions that they have with each other. The implementation
details are not defined at this stage, so as to ensure that the architecture is technology
agnostic.

Like machine virtualisation, several approaches to providing virtual GPGPUs (p.39)
have also been implemented. It is also possible to combine multiple layers of machine virtualisation and GPGPU virtualisation to construct new and interesting computer architectures which can provide services that are not possible with a single virtualisation technology. For example, it is possible to combine PCI-switching with
PCI-passthrough, and it is also possible to combine OS-level virtualisation with APIInterception. In both cases, the combination of GPGPU virtualisation techniques can
produce a machine (physical or virtual) that has access to many GPGPUs as if they
were locally attached. While the former is an expensive solution that could be beneficial to Cloud Computing resource providers, the latter is a lower-cost solution that
can be used by HPC, HTC and Grid resource providers.
The use of a multi-layered vGPGPU model is proposed in this thesis. This model
is based around having one layer that is able to address each GPGPU atomically (in
isolation to the other resources), and then a second layer that allows the individual
GPGPUs to be combined together and assigned to a VM (or indeed, as with PCIswitching, a physical machine). An isolated GPGPU will be referred to as “backend”,
while the VM that accesses them is called a ‘frontend”.
This model is mediated by a new service, the Registry, that facilitates vGPGPU
resource management. Resource requirements are specified in the LRMS native job
description language. The LRMS can process these requirements (e.g request floating
consumables from the LRMS) and propagate further directives to the worker nodes
(e.g. information on the number of resources to request from the Registry or the
information about the runtime environment needed to execute the vGPGPU job). The
abstract components and services are identified in Figure 4.1.
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Job Specification (Applications)

LRMS Integration

vGPGPU Resource requirements

front-end
Remote Virtual GPGPUs

Registry Service

back-end
Logical GPGPU Isolation
Physical GPGPUs

Figure 4.1: An component-based view of the abstract model for vGPGPU LRMS
Integration

Logical GPGPU Isolation
As noted in Section 2.3.3, it is typical for Resource Centres (Grid and Clouds) to consolidate as much hardware capacity and capability into the smallest feasible number of
physical machines. With appropriate hardware, GPGPUs can be densely packed into
these machines. Without GPGPU virtualisation or additional access controls, however, user jobs will have access to all of the co-located GPGPUs – controlling resource
allocation and resource access is a challenging problem in multi-user environments.
An approach that logically assigns each GPGPU to its own controlling virtual
machine or lightweight VM, using a virtualisation technique such as Kernel Device
Passthrough or PCI-Passthrough, can help avoid this problem. Fine grained access to
the Logical GPGPUs can by achieved by assigning individual users to VMs that have
been preconfigured with access to one or more GPGPUs.
Under this model, workloads that require a single GPGPU can be accommodated
by assigning a single VM to the job, giving it access to one (or more) CPUs and one
GPGPU. To accommodate multi-GPGPU workloads, applications may use message
passing techniques (e.g. MPI) to transfer data between VMs (and their GPGPUs),
and to coordinate execution.
Logical GPGPU Isolation, by itself, cannot accommodate multi-CPU/multi-GPGPU
applications. For example, workloads that require 4 CPUs and 8 GPGPUs cannot be
handled. It does, however, provide the foundation for a model with multi-CPU/multiGPU capability when used in conjunction with a remote GPGPU access technology, as
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proposed below. The vGPGPU framework developed in this thesis aims to construct
worker node environments that support multi-CPU/multi-GPGPU applications.
Remote Virtual GPGPUs (vGPGPUs)
By using a GPGPU virtualisation technology capable of providing remote access to
GPGPUs, a resource centre can provide user jobs with access to logically isolated
GPGPUs. This allows the GPGPUs to be considered as a pool of floating consumable
resources, referred to here as vGPGPUs. Under this model, the location of the vGPGPU
allocated to a job is independent of the job’s actual worker node. Furthermore, the
model permits access to a greater number of GPGPUs than may be available on any
single worker node, thereby facilitating multi-CPU/multi-GPGPU execution models.
The model presented later in this chapter focusses on the use of API-Interception to
access remote GPGPUs. An alternative (high-performance but high-cost) approach,
however, could be based on PCI-Switching.
vGPGPU Registry Service
The vGPGPU resources provided by a resource provider are pooled together and placed
under the control of a Registry Service. The Registry Service acts as a broker, managing
a pool of vGPGPUs and the allocation of one or more vGPGPUs to user jobs. The
principal functions of the Registry Service can be classified as:
(a) to allow the existence of vGPGPUs to be registered after initial creation on the
physical hardware;
(b) to allow jobs to request vGPGPUs from the Resource Pool; and
(c) to allow the LRMS or other services to determine capacity and resource utilisation.
LRMS Integration
The allocation of the frontend nodes required for a particular job is handled by the
LRMS as part of the normal job orchestration procedure. The number of nodes required
is calculated based on the number of CPUs and the number of CPUs per worker node
(SMP granularity) requested by the job.
The assignment of backend vGPGPU nodes to each frontend is facilitated by the
vGPGPU Registry Service. First, however, a mechanism is needed to block jobs from
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executing if sufficient GPGPU resources are not currently available. If the LRMS in use
provides a counting semaphore facility for limiting access to resources (such as floating
software licenses), then a counting semaphore can be initialised with the number of
backend vGPGPUs. When a job is submitted to the LRMS, the job requests that the
counting semaphore be decreased by the number of required vGPGPUs. As long as the
value of the counting semaphore is greater than or equal to the number of vGPGPUs
requested (and all other job requirements are satisfied) the job will execute, otherwise
it will be blocked until resources become available. (An alternative to the use of an
LRMS counting semaphore is also proposed later in Section 4.3.3.)
Once the job is running on its assigned worker node, it requests the required backend
nodes from the Registry Service. It is the information provided by the Registry Service
at this stage that associates each frontend node with specific backend nodes. When
the job is finished, the requested resources are returned back to the Registry Service
and the counting semaphore is increased.

Job Resource Specification
GPGPU applications are not uniform in their resource needs. The abstract model
requires that there is a means to specify the required number of GPGPUs for singleCPU/single-GPGPU, single-CPU/multi-GPGPU and multi-CPU/multi-GPGPU applications. It may be desirable to be able to identify particular APIs or the type of
GPGPU hardware that can be utilised by the application, or minimum requirements,
e.g. for memory capacity.

4.2

vGPGPUs as LRMS Resources

The abstract model assumes that it is possible to create a pool of atomic/isolated
backend resources, and these are assigned to frontend worker nodes by way of an intermediary service called the Registry. The model also requires that there is a basic set of
vGPGPU resource requirements that the user must be able to specify (e.g number of
vGPGPUs required and the runtime environment needed), and that these requirements
can be propagated through the LRMS and into the frontend (if needed). The LRMS
can interact with the Registry to help build a runtime environment according to those
requirements.
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A realisation of the abstract model is proposed that uses both OS-level virtualisation to create the backend resources and API-Interception to manage GPGPU access
between the frontend and the backends. A new set of services will be introduced to
add the missing backend resource management capabilities in accordance to the abstract model presented above. It should be noted that LRMS integration of vGPGPUs
using API-Interception is not new, indeed, there is already prior art that integrates
both rCUDA and VCL into SLURM – albeit, these both implement separate solutions.
Furthermore, both suffer from some significant weaknesses, including:
(i) they are SLURM specific; and
(ii) if both rCUDA and VCL solutions are integrated with SLURM, then both attempt to manage the same vGPGPUs independently of each other. This independent resource management has the potential for resource management conflicts
and may yield inconsistent views of actual resource states (e.g VCL/SLURM may
try to assign a resource that rCUDA/SLURM has already claimed).
The prototype seeks to address these problems, and will do so by decoupling the
backend resource management from specific LRMS/API-Interception implementations.
Instead, their management is given over to a (new) single external subsystem. Interaction between the LRMS and this subsystem will help control backend allocation and
deallocation requests, and this is facilitated through new LRMS “prolog” and “epilogue” scripts. The use of LRMS prolog and epilogue scripts to transparently execute
extra instructions is inspired by ViBatch [154]. These vGPGPUs should be easy to
use, with much of the complexity hidden from the user. This method is analogous to
the method employed in Section 3.3. To aid this, a simple set of new key/value job
attributes are supported, namely: the number of nodes (CPU cores), the number of
vGPGPUs per node, and the type of API-Interception used by the job.
This basic model, which will be shown to be applicable to a variety of different
LRMSs, consists of three new component parts:
(a) the vGPGPU Factory subsystem creates backend VMs;
(b) the Registry, which is used to aid both the installation and management of the
backend VMs; and
(c) a set of LRMS-specific script-based plugins that act as a bridge between the user’s
vGPGPU job, the LRMS, and the Registry.
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4.2.1

The vGPGPU Factory – Logical GPGPU Isolation

The vGPGPU Factory is a service that manages the life cycle of isolated backend
VMs. The service starts by examining the node’s hardware profile. Several properties
(e.g. the GPGPU OS device name/number, the device vendor) are evaluated when
a GPGPU is found. If a backend VM does not already exist, then a new one is
constructed and labelled with a Universally Unique Identifier (UUID).
The UUIDs are derived either directly from the GPGPU hardware (Nvidia), or
constructed from a combination of the physical machine’s fully qualified domain name
(FQDN) and the GPGPU’s OS device name (AMD). The uniqueness of the UUID is
used to bind a backend VM to the GPGPU, and is used for both resource management
and to manage VM persistence across reboots of the hosting machine. It is more
time efficient to reuse an existing backend VM than create a new image every time a
job needs it. By reusing the existing backend VMs, the time taken to start them is
significantly reduced.
To ensure that each backend VM is restricted to a given hardware device (i.e.
logically isolated), the Nvidia and AMD runtime environment variables
(CUDA_VISIBLE_DEVICES or GPU_DEVICE_ORDINAL respectively) are set to
the GPGPU’s device number. Variables and GPGPU devices are passed into the VM
at construction time.
Finally, the GPGPU vendor value is used to determine which API-Interception
software is installed and started on the VM. This is VCL for all Nvidia- and AMD-based
VMs, and rCUDA for Nvidia-based VMs. The construction also ensures that multiple
API-Interception virtualisation stacks are supported according to the hardware type.
Docker [155] is used to build the VM and to install both the rCUDA/VCL software
and prepare the VM environment. In addition, network bridging using Pipework [156]
is used in preference to Docker’s native Network Address Translation (NAT) solution
because rCUDA did not function correctly under NAT, and because Pipework allows
IP address assignment to the VM. In this way the VM’s IP address can be managed
through the Registry and assigned to the VM when it is initially created or instantiated.
An algorithm for the Factory VM build process is outlined in Algorithm 1.
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GP GP U V endors = {N vidia, AT I};
foreach V endor in GPGPUVendors do
VendorDeviceCount=getVendorDeviceCount(V endor);
for DeviceID=0 to V endorDeviceCount − 1 do
U U ID=getDeviceUUID(V endor, DeviceID);
containerIP =RegistryGetIP(U U ID);
CreateContainer(Vendor,DeviceID,UUID,containerIP);
end
end
Algorithm 1: Algorithm for Managing vGPGPUs using the GPGPU Container
Factory Service

4.2.2

vGPGPU Registry Service

The Registry service is an extension of the worker node GPGPU resource management
service introduced in Section 3.3.3 to a service that manages virtual GPGPU resources
across an entire cluster. The Registry augments the resource management provided by
the LRMS. Without the Registry the set of backend VMs created by each Factory form
a pool of disjoint and unmanaged resources, i.e the resources exist, but their allocation
is not coordinated. To add management capabilities, a new web-based service, the
vGPGPU Registry Service (or Registry), has been developed. This service helps manage
two aspects of backend VMs: their life cycle and their allocation to jobs. The service
implements a simple interface (Figure 4.2) that interacts with a persistent database,
and this database maintains the state information for each backend VM. The protocol
and database schema are designed to be independent of LRMS implementations for
portability across cluster systems. The operations can be divided into two categories:
(i) those operations to add or remove backend VMs from the Registry (performed
by the Factory service); and
(ii) those operations used to request backend VMs during the execution of a job
(performed by a frontend, i.e. a worker node).
In this prototype implementation the Registry interface is implemented using the
HTTP protocol.

4.2.3

LRMS Integration and Job Specification

The LRMS plugin component is the only subsystem that requires specific customisation. Two LRMS use-cases demonstrate this integration: (i) SLURM; and (ii) TORQUE/124
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Method
register

unregister
request

release

query

Description
Registers a new vGPGPU container that is being added to the pool.
Input: Container UUID, GPU Vendor, GPU Device Number; Output: IP address of Container
Unregisters a vGPGPU container that is being removed from the
pool. Input:Container UUID; Output: None.
Request a vGPGPU allocation for a job. The Registry returns the
information needed to construct the vGPGPU front-end. Input:
JobID, Number of vGPGPUs, Node Number, API-Interception
Method; Output: List of vGPGPU Container IP addresses.
Release a vGPGPU allocation when it is no longer required by a job.
The released vGPGPUs become available for allocation to another
job. Input: JobID; Output: None.
Return information such as the number of free vGPGPUs and the
number of vGPGPUs supporting a specified API (e.g. CUDA,
OpenCL). Input: QueryName, API-Interception Method; Output: Integer.

Figure 4.2: vGPGPU Registry Service Interface

MAUI. The key differences between the LRMSs affect how vGPGPU jobs are handled
and scheduled – these include support for non-CPU resources, and how arbitrary job
parameters are propagated into the job’s execution environment. However, despite
these differences, vGPGPU jobs depend upon three LRMS-independent factors:
(i) the number of frontend nodes;
(ii) the number of backend VMs required by each frontend; and,
(iii) the API-Interception to be used.
The prototype assumes a natural mapping between an LRMS node – which in practice
is a CPU core – and a vGPGPU frontend node. This implies that the number of frontend nodes is specified by declaring the number of nodes (or cores) required. LRMS
environment variables are used to define the number of backend VMs (VirtualGPGPUPerNode) and the API-Interception required (VirtualGPGPUType). These can be
passed from the LRMS to the frontend worker node (WN), where they are used by job
prolog and epilogue scripts. It should be noted that the names of these LRMS environment variables are entirely arbitrary. The scripts transparently hide the complexity of
configuring the vGPGPU job environment and interact with the Registry to allocate
backend VMs. The manner in which resource requirements are passed into the LRMS
and processed at runtime on the worker nodes by using prolog and epilogue scripts
mirrors the technique used in Section 3.3.2.
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Use-case 1: SLURM
The flow of a SLURM-based vGPGPU job is illustrated in Figure 4.3. In Step (1) the
number of frontend nodes is specified by requesting normal SLURM nodes; backend
VMs are specified by requesting one or more vgpgpu licences; and the VirtualGPGPUPerNode and VirtualGPGPUType variables are also exported to the WN environment. The job will remain in a waiting state until the specified number of nodes and
vgpgpu licences are available – this is managed entirely by SLURM. During Step (2)
a SLURM task prolog script will transparently execute. This checks that both VirtualGPGPUPerNode and VirtualGPGPUType are defined. If they are defined, then the
prolog script requests a list of backend VMs from the Registry and then sets up the
API-Interception execution environment. In Step (3) the GPGPU job will execute as
normal; Finally, in Step (4), a SLURM task epilogue is transparently invoked to signal
to the Registry that the backend VMs be made available for another job. However,
the licence counter will not be incremented until the job exits in Step (5).
Figure 4.3: The flow of a vGPGPU job through the SLURM LRMS
#SBATCH -L vgpgpu:2
—export VirtualGPGPUPerNode=2
—export VirtualGPGPUType=rCUDA
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Use-case 2: TORQUE/MAUI
TORQUE/MAUI is a more complex use-case because it has limited support for generic
consumable resources (implemented as a MAUI software patch), and limited support
for floating consumable resources (p. 16) – it can only decrement a consumed resource
by 1 at a time. To bypass these limitations, a new job pre-processing service and a
monitoring service have been developed. The flow of a TORQUE/MAUI vGPGPU
job is illustrated in Figure 4.4. In Step (1) the number of frontend nodes is defined
to be the number of nodes; the VirtualGPGPUPerNode and VirtualGPGPUType are
declared as variables, and these will be exported to the WN environment. In Step (2)
a pre-processing filter examines the job definition; if the VirtualGPGPUPerNode and
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VirtualGPGPUType variables are set, an additional job directive is inserted to instruct
TORQUE to place the job into a holding state; furthermore, the filter injects an additional call to a prolog script. The held job can only be released by an external Monitor.
Once the job is released, Step (3), the prolog requests a list of backend VMs from the
Registry and configures the job environment. Finally, in Step (4) the job is executed
and the job exits. The TORQUE/MAUI implementation does not execute an epilogue
script – backend VM recovery is left to the Monitor service.
The Monitor service continuously executes on the node where the LRMS runs. It
has LRMS operator privileges, allowing it to unhold jobs. During each iteration, the
Monitor implements garbage collection of completed vGPGPU job backend VMs and
releases them for further use. The Monitor queries the number of free resources, and
then iterates over the list of held jobs; if there are sufficient free backend VMs, then
the Monitor requests that the required backend VMs are allocated to that job on its
behalf, and the job is then released from its hold state. Unheld jobs must wait for
available CPU cores. Only one job is released at a time, and this ensures their requests
are free of race conditions.
Figure 4.4: The flow of a vGPGPU job through the TORQUE/MAUI LRMS
#PBS -v VirtualGPGPUType=rCUDA
#PBS -v VirtualGPGPUPerNode=2
…
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Grid-enabled Virtual-GPGPUs

The previous sections developed an abstract model for integrating vGPGPUs into
an LRMS (Section 4.1) and demonstrated the application of the approach to some
popular LRMSs (Section 4.2). Taking a similar approach, i.e. developing the abstract
model first and then developing a concrete implementation, an abstract model for the
integration of vGPGPUs into Grid environments is developed below (Figure 4.5) and
demonstrated by proof-of-concept.
The most significant differences between the abstract LRMS and Grid models are:
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Grid Information
Provider Plug-in

Grid Jobs (Applications)
front-end

LRMS Integration

Remote Virtual GPGPUs

Registry Service

back-end
Logical GPGPU Isolation
Physical GPGPUs

Figure 4.5: Abstract model for the integration of virtual GPGPUs with existing grid
infrastructures

(i) how job vGPGPU support is handled by Grids; and
(ii) the need for an additional component to publish the resource status on the Grid.
There are, however, also some subtle differences in other components. The presentation
of the abstract grid model will concentrate on those differences.

4.3.1

Virtual CDERs

It was argued in Chapter 3 that the Grid Resource Integration Principles could be used
to help integrate CDER resources such as GPGPUs or FPGAs. However, the backend
resources managed through the Registry are not CDERs – they are only bound (in this
case they are “virtually” attached) to worker nodes at runtime. To resolve this problem, a new definition that accommodates this runtime virtual binding is introduced.
Definition: A virtual CPU-Dependent Execution Resource (vCDER) is defined here
to be a computational resource that is characterised by the following properties:
(i) access to the resource requires a CPU to be allocated by the LRMS,
(ii) there are a limited number of resources,
(iii) each resource is virtually bound to a specific worker node,
(iv) the user that has been allocated the resource perceives they have exclusive access
to it,
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(v) the resource has its own set of physical characteristics and measurable properties
(e.g. memory capacity, performance, hardware characteristics).

4.3.2

Grid Support for vGPGPUs

As the abstract model is derived from the abstract LRMS model, only the differences to
the abstract LRMS model shall be considered. In the proposed Grid model, each physical GPGPU is first logically isolated as an independently allocatable resource. This
provides for the allocation of a single local GPGPU to a job. Next, API-Interception
is used to provide jobs with access to one or more virtual GPGPUs or vGPGPUs. The
vGPGPUs are pooled under the control of a Registry Service which, when integrated
with a grid Local Resource Management Service (LRMS), allows the vGPGPU resources to be published, discovered and allocated to jobs as required. The model is
illustrated in Figure 4.5 and the layers of the model are described below.

Unchanged Components
The abstract model does not require any changes to the Logical GPGPU Isolation or
the Remote Virtual GPGPU components.

Grid LRMS Integration
Unlike the pure LRMS case, the user’s job originates from a grid User Interface (p. 49),
rather than from the cluster’s Job Submission Node (p. 16). The grid Job Description
Language must be extended to support the abstract requirements previously specified
in the LRMS case. When the job is (eventually) submitted to a Compute Element for
execution, these requirements must be determined (from a copy of the Job Description)
and translated into equivalent LRMS directives.

vGPGPU Registry Service
The only change to the the Registry Service is how the the “query” function is used.
In the Grid case, the query function is used to support the reporting of capacity and
utilisation information – this will be used by custom Grid Information Provider Plugins to facilitate resource discovery on the grid.
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Figure 4.6: The vGPGPU Registry Service. On creation, each vGPGPU backend
node registers itself with the vGPGPU Registry Service. The figure illustrates a job
executing on worker node i. When the job begins executing, it requests the allocated
number of vGPGPUs from the Registry Service. The Registry Service responds with
the information required to construct the vGPGPU frontend node, in this case, logically
connecting the job to the two allocated vGPGPUs: vGP GP U1 on remote worker node
W N0 and vGP GP U0 on the same local worker node W Ni . (It is important to note that
although the GPGPUs are shown in this example to be co-located with the grid worker
nodes, this need not be case. It may, however, be desirable to support allocation of local
GPGPUs to jobs, where specifically requested.)
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Grid Information
Our conceptual model will only specify the type of information published. Namely,
the model must accommodate the publication of the type of remote virtualisation supported (e.g, rCUDA and/or VCL), and the number of virtual resources available (both
capacity and utilisation). It is assumed that information about the GPGPU hardware
itself is published, and that this will also aid resource selection. The information will
be published in accordance with the GLUE Schema specification. An API-Interception
implementation is presented in Section 4.3.3, demonstrating both how and what information is published. The technique builds upon the work presented in Chapter 3
to publish information pertaining to regular GPGPUs, and therefore publishes details
not only about the GPGPU properties, but the relevant vGPGPU information also.
Job Specification, Resource Matching and Submission
GPGPU applications are not uniform in their resource needs. The grid job specification language must be able to satisfy the diverse requirements of single-CPU/singleGPGPU, single-CPU/multi-GPGPU and multi-CPU/multi-GPGPU allocations. The
goal of this work is to allow grid users to be able to specify job requirements that
(a) allow the user to identify resource centres that support vGPGPUs; (b) identify
how many vGPGPUs are available at each resource centre, as well as the characteristics of the vGPGPUs; and (c) how many are allocated and in use. Section 4.3.3
discusses a prototype implementation using API-Interception based vGPGPUs. Here,
the two-phase approach used in Chapter 3 that was developed to support regular GPGPUs is expanded upon to enable vGPGPU job specification, discovery and submission
through a grid workload management system.

4.3.3

Implementation

It has already been shown that the mechanism for orchestrating the execution of a grid
job follows a complex chain of events (Section 2.4.1). As with the GPGPU integration case in Chapter 3, it needs to be restated that integration of new grid resource
types, such as GPGPUs or vGPGPUs, is non-trivial, and if these resources are to be
provided by existing grid infrastructures that are in-production and in continuous use
by an extensive community of users, the integration challenge is more acute. Adding
support for new resources cannot be dependent, for example, on architectural changes,
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the replacement of core services or modifications to the GLUE schema. Instead, the
approach taken must integrate with existing infrastructure. The approach taken in this
prototype is to reuse the modular middleware hooks scheme developed for GPGPU integration (Section 3.3), as this was already shown to require relatively small changes
to existing grid middleware.
The implementation of vGPGPU into an LRMS (Section 4.3.2) used API-Interception
to provide jobs with access to virtualised GPGPUs.

The choice of certain API-

Interception technology over others depended upon the GPGPU APIs needed by user
applications and depended on the current level of support offered by the developers
of the API-Interception software (e.g. keeping up with recent releases of CUDA and
OpenCL). It is for these reasons that rCUDA and VCL were selected for use.
The prototype infrastructure was developed using the UMD gLite grid middleware
and consists of a User Interface (UI), a Workload Management System (WMS), a
Top-Level BDII, grid-security infrastructure services, and resource centres using the
CREAM CE, along with domain BDIIs. The CREAM CE uses Adaptive Computing’s
TORQUE 2.5.7 [19] as the batch system server and the MAUI batch scheduler. To
enable grid access to the vGPGPUs, the prototype makes three non-intrusive additions
to the grid middleware:
(i) a new Grid Information Provider plug-in to publish vGPGPU capacity and utilisation information according to the GLUE 2.0 standard;
(ii) a new layer, added to the standard UI job submission mechanism, which supports
vGPGPU resource specification and resource matching using attributes derived
from the new vGPGPU GLUE attributes; and
(iii) a modification to the CREAM CE to parse the vGPGPU attributes and pass
these as part of the job specification to the batch system. The attributes are used
to interact with the Registry Service to reserve and allocate vGPGPUs and to
configure the frontend node execution environment in which the job runs.

Logical GPGPU Isolation
Logical GPGPU Isolation is unchanged from the LRMS-case.
132

4.3 Grid-enabled Virtual-GPGPUs
Remote Virtual GPGPUs (vGPGPUs)
Again, the same method is used as in LRMS-case.
vGPGPU Registry Service
The vGPGPU Registry Service manages the pool of backend vGPGPU resources. The
service implements a simple HTTP-based protocol, which is illustrated in Figure 4.2.
Status queries provide the information that is used by Grid Information Provider plugins to publish vGPGPU information in GLUE format in the Grid Information System.
The registry service is designed to be independent of the LRMS.
LRMS Integration
There are two aspects to LRMS integration: (a) Converting the grid-user’s vGPGPU
job requirements into corresponding LRMS directives or passing them into the worker
node environment for further use and, (b) interacting with the vGPGPU Registry
Service.
A typical vGPGPU job specifies the required number of vGPGPUs and the type of
vGPGPU Interception API to be used (rCUDA, VCL). As a simple set of environment
variable names and an their associated semantics were defined for the LRMS integration case, it is reasonable to reuse these names within the grid job description as a set
of keys and values that have a specific interpretation when used with grid job submission. These new key and value pairs are defined in Table 4.1. To pass these into the
LRMS and the frontend vGPGPU worker nodes, the method previously used to enable
GPGPU job submission on a gLite/UMD-based grid (p. 99) is extended to deal with
the new keys and values – a new “hook” is added so that when a grid job is submitted
to the CE, the CREAM service inspects the job’s JDL for these new vGPGPU-related
key/value pairs. If present, these values are either translated into a corresponding
LRMS directive, or are passed on to the worker node (as environment variables) where
they are subsequently used to help construct the vGPGPU environment and to obtain
the required vGPGPUs through the Registry Service.
Grid Information
Information is published about each of the the API-Interception technologies (e.g
rCUDA, VCL) supported on the CE. Publication uses the same method described
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Table 4.1: Extended JDL specification processed by the LRMS
Job Specification Key
VirtualGPGPUPerNode
VirtualGPGPUMethod

Value and Meaning
Specifies the number of vGPGPUs required (a positive integer)
A text string specifying which API-Interception is used (e.g.
“rCUDA” or “VCL”)

in Chapter 3 (p.95). However, rather than publishing the details as GLUE 2.0 ExecutionEnvironments, the VCL and rCUDA software can be published as GLUE 2.0
ApplicationEnvironment entities, and extended using the Attribute-Extension strategy.
Each entity publishes additional information regarding the number of installed vGPGPUs available and the number of free vGPGPUs (Table 4.2) available under rCUDA
and VCL. Information about the hardware is published in the ExecutionEnvironment,
in a manner that is similar to the GPGPU integration work presented in Chapter 3.
Table 4.2: GLUE 2.0 Entities
Application
Environment
rCUDA
VCL
-

Attribute
FreeVGPGPU
TotalVGPGPU
FreeVGPGPU
TotalVGPGPU

Description
rCUDA vGPGPU supported on CE.
Count of available rCUDA-enabled vGPGPUs.
Total installed rCUDA vGPGPUs.
VCL vGPGPUs supported on CE.
Count of available VCL-enabled vGPGPUs.
Total installed VCL vGPGPUs.

Job Specification, Resource Discovery and Submission
The two-phase solution (Section 3.3.5) is updated to extract attributes from both the
ExecutionEnvironment and ApplicationEnvironment during the first phase. As the
“GPGPUPerNode” is no longer relevant to the vGPGPU environment, this key and
value pair is dropped during the creation of the ClassAd Machine Resource Offer, and
a new expression using the “TotalVGPGPU” value from the relevant (rCUDA/VCL)
ApplicationEnvironment is applied instead. The ClassAd Resource Request will also
use the Requirements sub-expression:
V irtualGP GP U P erN ode × CP U N umber <= T otalV GP GP UV irtualGP GP U M ethod
In this way, only Compute Elements satisfying that sub-expression are considered.
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4.3.4

The Grid Resource Integration Principles

The development of the Grid Resource Integration Principles was central to the integration of GPGPU-based CDER resources in Chapter 3. Certainly, the vGPGPU Grid
integration satisfies the Discovery principle, as information about the GPGPUs and the
API-Interception software are published. Furthermore, Independence was guaranteed
by construction – indeed, the choice of resource names were arbitrary so it was possible
to maintain the same naming convention for handling the resources across a range of
LRMSs and across the grid Job Description Language. Finally, Exclusivity was also
guaranteed by construction. Each GPGPU was isolated in a virtual machine, and the
allocation of these resources through the Registry ensured that they were uniquely
assigned to the user.

4.4

Evaluation

To evaluate the performance of the proposed virtual GPGPU architecture, a number
of experiments were conducted. The first experiment investigated the impact of using
multi-layered GPGPU virtualisation. The second experiment looked at the throughput
of vGPGPU jobs in comparison to regular GPGPU jobs with similar requirements,
aimed at determining how well the vGPGPU-enabled Compute Element (or LRMS)
could process vGPGPU jobs.

4.4.1

The Performance of Multi-Layered Virtualisation

The first set of experiments is to determine the impact that each virtualisation layer
(Docker for OS-Level GPGPU isolation and rCUDA/VCL for API-Interception) has on
the performance and viability of the prototype. Two simple experiments were selected.
The first examines the performance of a compute-intensive GPGPU application with
minimal communication, while the second is a bandwidth intensive application that
moves data from the worker node to the GPGPU and back. Five scenarios were studied
to help establish how each layer impacts performance. Although there are existing
studies analysing the raw performance of GPGPUs [57] [52], API-Interception with
rCUDA [62], and OS-virtualisation [71], there are no studies analysing the cumulative
effects of multi-layered virtualisation. The five scenarios are:
(i) Native performance with direct access to the GPGPU (Local);
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Table 4.3: Execution data for Nvidia Black-Scholes application (1, 000 invocations)

Access Method
Local
Local-rCUDA
Local-rCUDA/Docker
Remote-rCUDA
Remote-rCUDA/Docker

Total
Time
(1000
jobs)
2773.52s
2810.99s
2831.12s
3524.73s
3524.69s

Relative
Performance
1.0
1.014
1.021
1.271
1.271

Average
per-job
GPUTime
(msec)
3.59
3.60
3.60
3.60
3.60

Average
per-job
Memory
Bandwidth
22.26 GB/s
22.25 GB/s
22.24 GB/s
22.24 GB/s
22.25 GB/s

(ii) worker node access with rCUDA running locally on the worker node (LocalrCUDA);
(iii) worker node access to a local GPGPU through rCUDA and a Docker container
(Local-rCUDA/Docker);
(iv) worker node access to remote GPGPU using rCUDA only (Remote-rCUDA); and
(v) worker node access to a remote GPGPU using rCUDA and Docker (RemoterCUDA/Docker).
The network fabric uses 1Gbps Cat5e Ethernet. The GPGPUs were Nvidia GTS 450s.
The compute intensive application was executed 1,000 times for each scenario, while
the bandwidth intensive application was executed 100 times.

Experiment 1:
The Black-Scholes application is provided by Nvidia to demonstrate how GPGPUs can
be used to calculate the price of European financial market options. This application
is distributed with the Nvidia CUDA Software Development Kit. Input values and
initial conditions are hard-coded into the application, and a total of 8,000,000 options
are calculated. There is minimal data transfer between the CPU and the GPGPU, so
this application is a good indicator of how well an application will perform when it is
not dependent on network I/O. The results in Table 4.3 show the total time taken to run
each GPGPU scenario. The ratio between the time taken to run and the corresponding
time taken on the local GPGPU is shown. The results consistently indicate that in
both Local and Remote GPGPU cases, the combination of rCUDA and Docker has a
negligible impact on the overall runtime in comparison to just using rCUDA alone.
Experiment 2:
The BandwidthTest application also comes from the Nvidia Software Development
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Table 4.4: Execution data for Nvidia BandwidthTest application (100 invocations)

Access Method
Local
Local-rCUDA
Local-rCUDA/Docker
Remote-rCUDA
Remote-rCUDA/Docker

Total
Time
(100 jobs)
55.10s
72.96s
92.90s
665.05s
665.10s

Relative
Performance
1.0
1.32
1.69
12.07
12.07

Host to
Device
Bandwidth
3224.27 MB/s
2924.77 MB/s
1227.15 MB/s
114.89 MB/s
114.87 MB/s

Device to
Host
Bandwidth
3268.48 MB/s
1701.18 MB/s
1632.54 MB/s
120.61 MB/s
122.52 MB/s

Kit. Its purpose is to measure the memcopy bandwidth of the GPGPU and memcpy
(memory copy) bandwidth across the PCI-e bus. In the case of rCUDA and Docker,
the application should generate significant network I/O that will have an impact on
its performance. The results for these application runs are tabulated in Table 4.4.
The results show that even locally, rCUDA and Docker will have a noticeable impact
on the application performance. The performance of remote GPGPUs is very poor over
1Gbps Cat5e Ethernet, with the bandwidth test taking over twelve times longer than
running the same application locally.

4.4.2

Batch Workload Performance using the LRMS

A small-scale experimental deployment of the virtual GPGPU implementation described in Section 4.3.3 has been used to evaluate the expected performance of the
vGPGPU model. Naturally, when using remote vGPGPUs, the execution time for a
single job will be expected to be greater than the execution time achieved using local
GPGPUs, due to the communication overhead that is introduced. The scale of this
slowdown was illustrated in Section 4.4.1. From a performance perspective, the main
goal of the vGPGPU model is to reduce the overall execution time for a workload
consisting of many jobs, rather than reducing the execution time of any individual job.
The aim is to achieve this through increased utilisation of grid Compute Element or
LRMS resources (both GPGPUs and CPUs in this case), leading to shorter waiting
times for jobs. In particular, the vGPGPU model is expected to provide opportunities
to execute waiting jobs (using remote GPGPUs) which would not otherwise exist. The
performance for a single individual job is sacrificed to improve the overall performance
for the workload.
The experimental vGPGPU deployment consisted of five worker nodes, each with
8 CPU cores and 2 Nvidia GTS 450 GPUs. The worker nodes were interconnected
using a Cat5e Ethernet-based network through a single switch. The nominal data rate
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was 1 Gbps. The performance of the simple deployment providing direct access to
physical GPGPUs was compared with that of the vGPGPU deployment. Two different
vGPGPU allocation strategies were implemented:

(i) the worker nodes are assigned

randomly allocated vGPGPUs (random); and (ii) where possible, the worker nodes are
assigned available Local-vGPGPUs (prioritised).
Workloads consisting of 100 jobs with varying relative proportions or “mixes” of oneGPGPU and two-GPGPU jobs were applied to both the physical GPGPU (pGPGPU)
deployment and the experimental vGPGPU deployments (random and prioritised).
In the results presented below, Mix_X_Y represents a workload containing X oneGPGPU jobs and Y two-GPGPU jobs. Each job executed 20 invocations of the GROMACS [157] 5.04 molecular dynamics application serially. Sample configuration and
data came from the GROMACS angle1 regression test. The parameters were as per
the original sample configuration, with the exception of using the Verlet cut-off scheme
(required for GPGPU execution), a step-size of 1,000, and using two CPU threads. All
of the jobs were submitted directly to the LRMS (i.e not using the Grid) to ensure
fast job-submission rates. Each Mix was executed with 5 samples. The three different
job throughput scenarios were investigated and evaluated. The total number of sample jobs submitted for all physical GPGPU (pGPGPU) and vGPGPU workloads was
7,500, with the GROMACS application executed a total of 150,000 times.
Figure 4.7 and Table 4.5 show the average aggregate workload completion times (in
seconds) for a variety of workloads using a mixture of one- and two-GPGPU jobs, as
well as the the total time to execute the complete set of workloads under pGPGPU and
vGPGPU (random and prioritised) allocation policies. The aggregate values includes
the time that tasks may wait before being executed. It can be seen from Table 4.5 that
the overall throughput of the vGPGPU using random allocation (7h 10m) approaches
that of the pGPGPU deployment (7h 01m), however prioritised vGPGPU allocation
executes some 20 minutes quicker (6h 41m) than pGPGPU allocation, despite the
extensive use of slower remote GPGPUs by jobs. This indicates that the vGPGPUs
can be allocated to jobs more effectively than the pGPGPU case.
A breakdown of the experimental data in Table 4.6, Table 4.7 and Table 4.8 summarises the observed execution times of identical workload mixes in each scenaio. Furthermore, Table 4.9 shows that moving from using one local physical GPGPU to a
vGPGPU on the same host increases the runtime by approximately 11%-12%. Similarly, the cost of executing the application on two vGPGPUs is dependent on the
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Figure 4.7: Average workload completion time (including waiting time) for a vGPGPU
and pGPGPU deployment and for workloads with varying relative proportions of oneGPGPU, two-GPGPU jobs.

Table 4.5: Average workload completion times for vGPGPU and pGPGPU workload
mixes
Workload
Mix 100 0
Mix 75 25
Mix 50 50
Mix 25 75
Mix 0 100
Total Time

Average Runtime
pGPGPU

Average Runtime
vGPGPU (random)

Average Runtime
vGPGPU (prioritised)

627.0 sec
915.2 sec
1084.0 sec
1193.8 sec
1234.2 sec
7h 01m

653.8 sec
846.6 sec
1056.2 sec
1225.8 sec
1374.0 sec
7h 10m

583.9 sec
811.2 sec
993.7 sec
1151.9 sec
1276.6 sec
6h 41m
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number of “local” GPGPUs assigned to each job and ranges from approximately 20%
when local to 42% when both vGPGPUs are remote. The differences in these costs can
be attributed to the extra cost of communication due to how Docker manages container
networking, as well as the physical Cat5e Ethernet-based network.
Table 4.6: Average runtime (seconds) of 20 invocations of GROMACS angle1 regression
test with step-size=1000, 2 CPU threads and Verlet Cutoff Scheme (pGPGPU)
Workload
Mix 100 0
Mix 75 25
Mix 50 50
Mix 25 75
Mix 0 100

1-GPU
45.62
45.08
45.01
44.78
N/A

Std. Dev 1
0.76
0.84
0.90
0.76
N/A

2-GPU
N/A
46.43
46.31
46.26
46.26

Std.Dev 2
N/A
0.77
0.90
0.88
0.94

Table 4.7: Average runtime (seconds) of 20 invocations of GROMACS angle1 regression
test with step-size=1000, 2 CPU threads and Verlet Cutoff Scheme (vGPGPU)
Workload
Mix 100 0
Mix 75 25
Mix 50 50
Mix 25 75
Mix 0 100

1-GPU
57.20
56.78
58.60
56.90
N/A

Std. Dev 1
3.82
4.79
4.24
5.07
N/A

2-GPU
N/A
63.54
64.51
63.29
61.72

Std. Dev 2
N/A
3.86
4.56
4.67
4.31

Table 4.8: Average runtime (seconds) of 20 invocations of GROMACS angle1 regression
test with step-size=1000, 2 CPU threads and Verlet Cutoff Scheme (vGPGPU) with
prioritised vGPGPU allocation
Workload
Mix 100 0
Mix 75 25
Mix 50 50
Mix 25 75
Mix 0 100

1-GPU
51.81
53.63
54.53
53.55
N/A

Std. Dev 1
2.57
3.75
4.66
4.55
N/A

2-GPU
N/A
58.70
60.69
58.09
57.97

Std. Dev 2
N/A
3.38
5.29
4.10
4.94

Table 4.9: Average Cost of Docker/rCUDA Virtualisation for 20 invocations of GROMACS angle1 regression test with step-size=1000, 2 CPU threads and Verlet Cutoff
Scheme

pGPGPU
vGPGPU
vGPGPU
pGPGPU
vGPGPU
vGPGPU
vGPGPU

(1
(1
(1
(2
(2
(1
(0

GPGPU)
Local-rCUDA/Docker)
Remote-rCUDA/Docker)
GPGPU)
Local-rCUDA/Docker)
Local, 1 Remote-rCUDA/Docker)
Local, 2 Remote-rCUDA/Docker)

1-GPGPU
Average
45.29
50.67
60.40

Cost (%)

2-GPGPU
Average

Cost (%)

11.86 %
33.37 %
46.30
55.16
60.03
65.98

19.16%
29.70%
42.54%

It should be noted that in practice, the use of a higher speed and lower latency
node interconnection network would be expected to greatly improve the performance
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Figure 4.8: Average GPGPU utilisation for a vGPGPU and pGPGPU deployment and
for workloads with varying relative proportions of one- and two-GPGPU jobs.

of remote GPGPU access and, based on the results presented here, it would be expected
to result in the performance of the random vGPGPU deployment exceeding that of the
pGPGPU deployment. It has been shown elsewhere [158] that, using an interconnect
such as Infiniband QDR, a reduction in this overhead to 0.67% to 7% might be expected.
Indeed, to test the basis of this conjecture, a small-scale experiment examining the
use of 10Gbps single vGPGPU GROMAC jobs under a Remote-rCUDA/Docker setup
yielded an average runtime of 51.3 seconds, i.e it performed almost as well as the 1
Gbps Local-rCUDA/Docker case.
Figure 4.8 shows the average GPGPU resource utilisation for the same workload
executing on both vGPGPU and pGPGPU deployments. The utilisation is measured
as the ratio of the total time GPGPUs are allocated to all the workload mix jobs to
the total number of seconds that the pool of GPGPUs were available, and includes the
workload waiting times. The utilisation function is discussed in detail in Appendix C.
The utilisation values plotted in Figure 4.8 are derived from the data in Table 4.5,
Table 4.6 and Table 4.7.
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Clearly the vGPGPU deployment achieves better resource utilisation. This further
supports the contention that any improvement in network performance or GPGPU
scheduling will cause the performance of the vGPGPU deployment to exceed that of
the pGPGPU deployment.

4.5

Other Related Work

The closest related work that integrates vGPGPUs into grids are GridCuda [63] and
WNDoES [72]. The former uses a registry to match jobs to vGPGPU resources, however, it is tied to a specific (obsolete) grid technology and a specific type of resource
(Nvidia GPGPUs). The latter works on EGI’s UMD middleware, but does not implement any resource publication or discovery or job specification. This means the
WNDoES solution does not have the flexibility to discover specific details about the
state of the GPGPU resources or their capacity and utilisation. The work presented
in this thesis strives to be grid middleware (UMD, Globus) and LRMS neutral, and to
be flexible in handling many different types of new resources.
Since May of 2015, a European Grid Initiative project (EGI-Engage) has been working on integrating GPGPU resources into grid infrastructures and federated clouds
(using virtual GPGPUs). However, the proposed approach is to generate a new GLUE
2.X draft specification, and to invest very significant effort into modifying the Workload Management System. This is a time consuming process – the work presented in
this thesis was designed to enable rapid integration and to avoid singular technology
specific solutions. Furthermore, the EGI work-plan only uses high-end Nvidia GPGPUs to overcome problems with GPGPU integration into the TORQUE LRMS. The
exclusion of good lower-cost GPGPU models is, in this author’s opinion, a barrier to
the deployment of accelerators by some grid resource providers. In the case of GPGPU
virtualisation on the federated EGI Cloud, once again the target implementation is
expensive high-end Nvidia GPGPUs that support PCI-Passthrough to virtualise the
GPGPUs, and does not consider more general solutions.
The rCUDA developers are working with the SLURM developers to integrate vGPGPU
directly into that LRMS. Although this work was mooted to be available in the August
2015 release of SLURM, it has not yet materialised in the public domain. This singular
API-Interception solution also suffers from an inability to operate on the same cluster
with other API-Interception solutions for reasons explained on Page 121.
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4.6

Summary and Conclusions

This Chapter looked at expanding upon the work presented in Chapter 3 to enable virtual GPGPU resources on grid infrastructures. These new resources are now accessible
with grid discovery and job specification support. Virtual GPGPUs allow user jobs to
access non-local GPGPU resources from any worker node as if they were local, and
consequently allows worker nodes (and jobs) to access resources that were previously
unavailable due to physical constraints.
The particular approach was to design an abstract model that: (i) proposed a “frontend/backend” architecture that isolated GPGPUs into a pool of “backend” resources;
(ii) delegated management of these to an new external service called the Registry; and
(iii) proposed that the “frontend” machines could request backend resources from the
Registry, thereby allowing the frontend to gain control over the requested GPGPUs.
The abstract model also defined how the “frontend/backend” vGPGPU architecture
could be integrated into a Local Resource Management System.
Based on the abstract model design, it was shown how to realise an implementation
by combining OS-Level virtualisation of the GPGPU with API-Interception. This
implementation included a new “Factory” service to construct the backend resources
and to aid with their initial registration in the Registry. It was further shown how to
apply this realisation to two distinct LRMSs – SLURM and TORQUE/MAUI. In the
latter LRMS case, it was necessary to develop a further service called the “Monitor”
to keep track of (and assist) vGPGPU jobs submitted through the LRMS.
A second phase to the work in this chapter explored the extension of the abstract
LRMS model to an abstract Grid model. Starting with the LRMS realisation, an
implementation for Grid was also realised. This realisation amended the CDER Grid
Resource Integration Principles developed in Chapter 3. The amendment defined a
new virtual CDER classification as the vGPGPUs were not “physically” bound to the
worker nodes, but were instead dynamically assigned during the job’s execution. The
extension of the model to Grid included support for resource discovery, job specification
and exclusive access to the vGPGPUs.
An evaluation of the performance of the LRMS/Grid implementation was undertaken. The first experiment looked at the impact that multiple layers of virtualisation
had on GPGPU performance. The data from the first set of experiments (Table 4.3 and
Table 4.4) showed that: (i) when local (i.e. contained to the same physical hardware)
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vGPGPU jobs execute computationally bound applications exhibiting little communication, neither rCUDA nor Docker have a significant impact on performance (1% to
2%). However, there was a performance impact of circa 25% (Table 4.3) in both remote
cases (where the frontend node is on separate hardware to the backend VM); and (ii) the
bandwidth experiment results (Table 4.4) show that the performance degradation due
to rCUDA and Docker is compounded at a local level, but Docker’s impact is masked
in the remote case. Both results imply that the Cat5e network infrastructure’s 1Gbps
bandwidth was insufficient, and that further tests, such as using 10Gbps (p. 141), were
needed to see if any improvements can be made to the TCP/IP performance under
both rCUDA and Docker.
A second set of experiments compared the throughput of a set of jobs through a
vGPGPU-enabled LRMS to the same set of jobs executing with physical GPGPUs.
Despite being restricted to using a relatively low-performance network interconnection between worker nodes and their vGPGPUs, the throughput performance results
show that a vGPGPU allocation policy that prioritises the allocation of vGPGPUs
(based on whether the vGPGPU is local to the worker node) performs better than the
corresponding physical GPGPU throughput, and even an unoptimised (random) allocation of vGPGPUs to worker nodes comes close to achieving the same performance
as regular GPGPUs. Again, the test of using 10Gps network interconnects (p. 141)
has shown that the application executed in circa 51.30 seconds (p. 141), a time that
is comparable to Local-rCUDA/Docker execution times (Table 4.9) It is hypothesised
that further evaluation using higher performance network interconnection technologies
and improved GPGPU scheduling is expected to yield further increases in performance,
whose throughput will out perform the throughput of a non-vGPGPU system.
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Chapter 5
Conclusions and Future Prospects
5.1

Summary and Contributions

Grid infrastructures, which have been central to some of the largest computationally
intensive scientific investigations in recent times, now need to be able to rapidly adapt
to changes in the provision of new grid services – in particular, those new services
that provide access to massively parallel computing facilities. As the complexity of
computational simulations and models increases, the dependency on faster processing
power and massively parallel computing also increases. In synergy, faster processing
power drives advancements in computational simulations and models. The emergence
of several new types of computational resources, such as GPGPUs, Intel’s Xeon Phi,
FPGAs and other types of accelerators are a manifestation of this. These resources
have diverse characteristics (e.g. physical properties, supporting software, access mechanisms), so there is no uniform way to discover them on the Grid, nor to specify them
in a grid job – this is a resource integration problem.
The resource integration problem is not just caused by the diversity of the resources
themselves, but also by other factors such as the diversity of the systems (e.g. hardware,
software, operating systems and resource managers) that make up Grids. The latter
is managed by adherence to common standards that define how systems, services and
users interact with Grids. While this helps provide for long-term stability, the downside
is that Grids cannot handle rapid changes to the standards and grid middleware (grid
software). The Resource Integration Problem can be summed up as a question of how
to deal with the integration of new computational resources in a massive distributed
grid computing environment that (somewhat conversly) requires stability.
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The hypothesis of this thesis is that a conceptual approach can be used to provide
a level of abstraction that assists with the process of integrating new computational
resources that adhere to existing grid standards and require only a small number of
unobtrusive changes to the grid middleware. This has never been explored before. The
objective was to investigate and develop a flexible, dynamic approach to the integration
of new (and yet to be conceived) resources into existing grid infrastructures. This has
been achieved. The philosophy, abstractions and principles employed have yielded a
hard-won demonstrated proof of principle.

The Conceptual Approach to Resource Integration
The philosophy constrained solutions to minimal changes to the existing infrastructure,
middleware or standards as a precondition for rapid integration of new resources.
The abstractions proposed a classification for resources that offer accelerated computing capabilities and are managed through an LRMS (the CDER). CDERs are a
subset of LRMS consumable resources, defined so as to encapsulate the fundamental
computational role that the resource plays in the execution of an application and to
highlight the tight bond between the CPU allocation process and access to accelerator
resources.
The principles (Grid Resource Integration Principles) establish a set of high-level
requirements that facilitate the integration of CDERs so that they are seen as a constituent part of the grid ecosystem, so the CDER can be discovered and accessed by
the grid user in a manner that is similar to discovering and accessing other grid resources such as CPUs. There are five principles: (i) Discovery; (ii) Independence;
(iii) Exclusivity; (iv) Accounting; and (v) Monitoring. Only Discovery, Independence
and Exclusivity have any role in the execution of a grid application and were therefore
the focus of the thesis.
Discovery required at most minor changes to the grid middleware. Similarly, Independence needed only minor changes, as it could be implemented externally via a
two-phase resource discovery and selection process layered on top of the existing grid
middleware. Exclusivity was managed by introducing a new service that operated at
the LRMS level, did not require modification to the grid middleware, and ensured there
were no resource over-commitments.
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Extensions for CDER Virtualisation
Virtual resources have the advantage of not being physically bound to a machine, and
may be used to improve resource utilisation or to build systems that are difficult to
construct using just physical resources. The CDER definition was extended to eliminate
the physical bond between the worker node and what became the virtual-CDER. No
changes to the Grid Resource Integration Principles were considered necessary.
A new abstract multi-layer frontend/backend model for virtual-GPGPU LRMS
integration allowed different combinations of virtualisation methods to be used in conjunction with one another, giving it the flexibility to isolate individual resources (backends), and subsequently recombine them within a worker node (frontend) environment.
New VM Factory and Registry services were developed to facilitate the creation and
management of these new resources. A third service provided an LRMS specific interface to manage resource allocation requests. Extension to the Grid followed the same
pattern as GPGPU integration.

Contributions
The key contribution of this thesis is the development of the Conceptual Approach
and its Grid Resource Integration Principles. The Conceptual Approach provides a
dynamic and flexible mechanism to assist with the integration of new types of resources,
physical and virtual CDERs, into the Grid. This enables their discovery, selection
and job submission on the Grid, which had been difficult to implement in stable grid
environments. It was shown that by using the Conceptual Approach only a few minor
changes to the grid middleware were required, and the tools and services that helped
provide this extra functionality exist outside the grid-layer. Other key contributions of
the thesis are summarised as follows:
(i) The development of the conceptual strategies and the subsequent investigation
of published CDER information resulted in a detailed analysis of the advantages
and disadvantages of each strategy. The conclusion of this analysis was that the
strategies that used GLUE 1.X were not capable of dealing with the complexity
of new accelerator resources nor their associated dynamic data. Only strategies
using GLUE 2.0 or above could be recommended. The Attribute-Extension strategy had the advantage that it was easier to pack data in a few GLUE entities,
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resulting in a smaller data footprint. Furthermore, collating, parsing and processing that data was also much easier than reassembling them from many different
Class-Extension entities (the alternative).

(ii) The development of a lightweight GPGPU resource management service that
provides capabilities not currently supported in some LRMSs (e.g. the widely
used TORQUE/MAUI resource manager). The subsequent application of the
Grid Resource Integration Principles resulted in the full integration of GPGPU
resources into the Grid with GPGPU discovery, selection and job submission
facilities. This was supported by using a new two-phase job submission system.
A number of additional services and applications were developed as part of this
integration effort.

(iii) The design and development of an abstract frontend/backend model that was the
basis for the integration of virtual-GPGPUs into both cluster and grid environments.

(iv) The implementation of a prototype Grid supporting virtual-GPGPU resources
that adheres to the Grid Resource Integration Principles. This prototype introduces a new multi-component system that supports multiple API-Interception
implementations on several LRMSs. The system consists of: (a) a Factory component that produces lightweight Linux Containers, where each Container supports
one or more API-Interception implementations and controls a single GPGPU;
(b) a Registry service that manages the Container resources; and, (c) a set of
plug-in scripts that bridge between the LRMS and the Registry. The key investigation into the performance of this system showed that, in spite of slower network
connections, it was possible to efficiently allocate virtual-GPGPUs such that the
throughput of jobs on virtual-GPGPUs almost matched similar jobs on physical GPGPUs. There was scope to improve performance with higher bandwidth
networking. Furthermore, it was possible to provision access to more virtualGPGPUs from a single worker node, than is currently possible with the normal
physical GPGPU model.
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Software Reuse
There are potential contributions that extend to domains outside the field of grid
computing, namely:
(i) The development of the two resource management services, the worker node
GPGPU allocation service for TORQUE/MAUI and the Registry Service for managing virtual-GPGPUs, have potential re-application outside of the target grid
environment, for example in the wider Cluster Computing environment. More
generally, it is envisaged that the two registry systems can be developed further
to assist with the integration of other resources, especially those which are are
not currently accommodated for in some LRMSs. For example, this could include
managing the allocation of multiple FPGAs on a single worker node.
(ii) The VM Factory, together with the Registry, has application outside of the LRMS
environment. For example, the VM Factory can be expanded to search for other
types of physical hardware devices and to construct unique virtual machines that
provide isolated environments for those devices. The VM registration protocol
and Registry can be adapted to help maintain a VM/device inventory.

5.2

Limitations and Alternatives

Although the thesis and research publications describe several experiments, it is important to identify where further research opportunities were available and had been
considered, but the opportunity to pursue them did not present itself. In addition, the
limitations of the GPGPU and virtual GPGPU prototypes merit discussion, as well as
what further development and refinement may have been possible.

Publication and Handling CDER data
In Chapter 3 two promising strategies for handling CDERs were identified. The first,
Attribute-Extension, packs all the associated CDER data into a single GLUE entity
instance, while the second strategy, the Class-Extension, creates a set of new GLUE
Extensions instances that link back to an associated entity by way of a Foreign Key
(p. 87).
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The two-phased job submission solution was implemented using the AttributeExtension method because: (i) the solution’s published data footprint was significantly
smaller than the Class-Extension strategy (Table 3.3); and (ii) Attribute-Extension
had the advantage of facilitating simpler publication of the GLUE data and to develop
parsers that convert the published CDER data into ClassAd Resource Offers (which
helped identify suitable resource providers). Furthermore, as the solution is simple, it
is consistent with the objectives of the thesis – integration of CDERs must not require
radical changes to the grid middleware. However, there are alternative solutions, that
were not explored in the thesis:

Class-Extension This would require developing one or more grid information providers
to create new GLUE instances for each individual attribute (and thereby greatly
increasing the total amount of data that needs to be processed by the Grid Information System). Furthermore, each instance must be linked back to a standard
GLUE entity (e.g. an ExecutionEnvironment or ApplicationEnvironment) by
way of a Foreign Key. To create an equivalent ClassAd offer under this strategy
requires finding all Extension instances matching the CDER attributes, partitioning the Extension data using the Foreign Keys, and then generating the ClassAd
Machine offers.

Hybrid This approach, using both Attribute- and Class-Extension strategies to describe the CDER attributes and states, would be a more complex, but potentially
more efficient, solution. For example, the hybrid approach could use AttributeExtension for describing static properties, whereas Class-Extensions could be
used for dynamically changing data. Similar to the Class-Extension approach,
the complexity lies in gathering the CDER data and converting it into a ClassAd
Resource Offer. This hybrid solution would be a compromise on space (publication) versus time (lookup and conversion to ClassAd) – in particular, if there
are relatively few dynamic attributes the space overhead may be small, whereas
time efficiencies could be gained by searching for particular (dynamic) Key/Value
pairs as there is less complexity in parsing this data and converting it to ClassAd
expressions. The hybrid approach needs to be explored in future work.
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CDER Namespaces
The naming conventions used to advertise the CDER resource attributes in the thesis
are arbitrary, but consistently named (e.g. GPGPUClockSpeed or VirtualGPGPUPerNode). One of the lessons learned from the MPI/Grid integration effort was that
the users and resource providers needed to agree on a common naming scheme that
described the MPI service, and have a common semantics for describing and publishing
the resource provider specific software or hardware setup. This allowed the users to
discover the resources and to exploit them in a consistent manner across the Grid.
One potential technical solution that could be used to alleviate the issue of CDERs
being named the same, but used differently (i.e. namespace collision) is to develop a
Central Registry of CDERs. This Registry would allow new CDERs to be recorded.
The registration process would require that the CDER is well defined with a description (schema) of its use and attributes (Keys, Values and their semantics). A unique
identifier (e.g a UUID) could be generated for each new CDER schema definition to
ensure there is no collision in how the CDER is advertised.
The Central Registry could be a searchable web-service that allows both users and
resource providers to search for existing CDER definitions (perhaps using keywords
such as “GPU”). The Registry could be used as a repository for software that provides
all the necessary integration hooks into the grid middleware (e.g. grid information
providers, LRMS scripts). Resource providers could advertise the unique identifier.
The two-phase job submission could use this unique identifier as a resource selection
filter and to ensure that the CDER resource requirements are specified according to
the registered schema.
The addition of a new CDER resource type and its attribute definition should be
managed in consultation with the Grid stakeholders, i.e. the user communities and
the resource providers, who would decide on what properties should be defined in the
CDER schema, and whether it is mandatory or non-mandatory to publish particular
attribute Key/Value pairs.

Enhancing LRMS CDER Management
The implementation of the worker node GPGPU resource management micro-service in
Chapter 3 was focussed on overcoming a major resource management deficiency – the
handling of Nvidia GPGPU resources under the Torque/MAUI LRMS. This particular
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combination of accelerator and LRMS is expected to be the most common one used
on the Grid. The core of the solution was developed to help the integration of the
CDER into the TORQUE LRMS (non-grid) – further layers that added grid discovery
and grid job support help implement a Grid solution. While the development of this
micro-service enhances the functionality of TORQUE/MAUI, there is great scope to
further develop the micro-service for other uses in the following ways:
(i) expand the range of CDER resources (e.g ATI GPGPUs, FPGAs) that can be
handled;
(ii) adopt the micro-service for use with other LRMSs.
In the former case, it is envisioned that the management system would need to modify
the service with the inclusion of new database tables (perhaps one table per CDER
type). Furthermore, the CDER request/release protocol would need to be expanded
to handle each new CDER type.

Enhancing LRMS CDER protection
There are opportunities to further develop the security offered to individual CDER
resources on multi-user systems and (non-shared) virtual machines, especially in the
area of enforcing CDER access and control at the operating system level. One particular route would be through the development of Linux Control Groups policies
(Cgroups) [159] [160]. The use of Cgroups with NVIDIA GPGPU CDERs was investigated during the production of this thesis (by defining and applying a Cgroup
policy definition to a GPGPU-enabled container), but issues with interaction of the
NVIDIA devices and Cgroups caused system instabilities. The Nvidia system and the
SLURM LRMS developers were aware of this issue [161] and had noted that this would
be addressed in a future release of the Nvidia device drivers. The update was released
in March 2015 [162].

Masking Two-Phase Job Submission
The Two-Phase process developed in Chapter 3 and used in both Chapter 3 and Chapter 4 uses one JDL to specify the CDER requirements, which acts as a filtering process
to match CDERs to suitable resource providers, and a second JDL which describes the
user’s application and non-CDER job requirements. Ideally the CDER requirements
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would be merged into a single job description file, where an updated job submission
command would mask the CDER resource provider selection step. It should be noted
that a single job submission command was developed for the prototypes, but this still
required both the CDER job description and the grid job description files.

5.3

Further Evaluation

The early withdrawal of Ireland’s National Grid Initiative, Grid-Ireland, from participation in pan-European collaborative grid infrastructures and projects in January
2013 made it impossible to extend the testing of the prototype beyond a local testbed.
Development and testing was only made possible by building a local grid infrastructure with a private certificate authority, virtual organisation management systems,
and other services that were essential to grid infrastructures. Ideally, the GPGPU and
vGPGPU prototypes should have been tested on a production infrastructure, such as
EGI, where scalability issues can be studied, and where the greater variety in resource
provider configurations, for example LRMS, accelerators and network interconnects,
would have been available.

vGPGPU Performance Evaluations
One notable bottleneck that emerged when studying the vGPGPU-enabled grid infrastructure was the testbed 1Gbps Cat5e Ethernet network, whose bandwidth and
latency had a performance impact on applications that involved CPU-to-GPGPU data
transfers. However, despite the limitations of a relatively slow network, the throughput
of the mixed workloads of single vGPGPU and dual vGPGPU applications executed on
the vGPGPU-enabled cluster/Compute Element was similar to their physical GPGPU
equivalents.
There is some potential in pursuing further vGPGPU performance studies. For
example, there may be ways to achieve greater job throughput, or there may be ways
to develop vGPGPU allocation strategies that avoid bad performance. The following
experiments are proposed as the basis of further research:
(i) A study of job throughput when using lower latency network interconnects such as
Infiniband to examine if job throughput rates for one and two vGPGPUs exceed
similar physical GPGPU job throughput rates;
153

5. CONCLUSIONS AND FUTURE PROSPECTS
(ii) There is some scope to release vGPGPUs back into the resource pool using the
TORQUE/MAUI LRMS at a much earlier stage than currently done. Releasing
resources earlier allows waiting vGPGPU jobs to scheduled quicker, and therefore
improves vGPGPU job throughput. The current TORQUE/MAUI implementation uses a looping Monitor process that provides a vGPGPU garbage collection
service. During each cycle of the Monitor process all the vGPGPU resources of
completed jobs are released back into the resource pool. Once this is done, a
subsequent sub-process will attempt to assign vGPGPUs to waiting jobs. This
process is lock free, and avoids jobs requesting and releasing vGPGPUs at the
same time. An architecture that allows jobs to asynchronously release vGPGPU
resources back into the pool would require greater care to avoid any resource
locking problems due to asynchronous allocation requests from the Monitor.
(iii) A similar problem to the previous resource release problem occurs when the LRMS
uses a semaphore to manage floating generic consumable resources (as exemplified
in the SLURM LRMS case-study). As consumable resource semaphores are not
updated until the job has fully completed, no new vGPGPU will run until the
semaphore has a positive value. There may be some potential job throughput
improvements if the use of the LRMS semaphore can be avoided, and the resource
management is handled asynchronously through the Registry.
(iv) An examination of the performance and throughput of jobs when there is greater
variety in the workload mix is required. This variety includes mixing in nonGPGPU jobs with either GPGPU or vGPGPU jobs, executing multi-core/multiGPGPU eScience applications, as well as executing a greater range of applications
with different CPU-to-GPGPU communication patterns. This examination is
expected to determine whether, under normal workload conditions, non-GPGPU
jobs inadvertently block the execution of GPGPU jobs because they compete
for the same set of CPU resources on worker nodes. Efficiency gains should be
expected with vGPGPU workloads as the vGPGPU jobs can execute on any
worker node. This hypothesis would need to be tested.
It should be noted that, while it would have been preferable to pursue these proposed experiments within the thesis, the time available to perform these studies was
limited, and the scope and depth of the work is very substantial (and potentially the
subject of several new publications).
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5.4

Enhanced Functionality

Ranking of Resources Providers
The two-phase method developed in Chapter 3 does not apply any ranking (priority)
to the matched Compute Elements. The net effect is that all Compute Elements are
treated equally. However, there are scenarios where ranking the Compute Elements
according to some need would be desirable. For example, if the vGPGPU resource
integration case is considered, then a simple measure for establishing a Compute Element preference could be based on the ratio of unallocated vGPGPUs to the total
number installed, and this is expressed by the equation:
GP GP U Rank =

F reeV GP GP UV irtualGP GP U M ethod
; where GP GP U _Rank ∈ [0, 1]
T otalV GP GP UV irtualGP GP U M ethod

The closer this expression evaluates to 1, the more likelihood that the job will not
have to wait for vGPGPU resources before being scheduled to run. The problem with
the equation is that the GPGPURank could potentially evaluate to the same value
regardless of the size of the resource pool at each grid resource provider. For example,
if we assume three Compute Elements A, B and C have 1,10 and 50 free virtualGPGPUs from respective pools of size 2, 20, 100, and these each have the highest
GPGPU rank of 0.5 out of all of the Compute Elements, then a second expression that
also considers the size of each Compute Element’s vGPGPU resource pool could also
be used to further rank these three sites in order. This scenario could be expressed by
the supplemental equation:
GP GP U RankM axF ree = GP GP U Rank ×

F reeV GP GP UV irtualGP GP U M ethod
M ax(T otalV GP GP UV irtualGP GP U M ethod )

However, the consequence for the two-phase submission process is that this expression
requires first determining the largest resource vGPGPU pool available for the user’s
job.

Extending the Registry for Other Resources
The Registry is currently designed to handle a single type of resource – the virtualGPGPU. In order to extend the Registry so that other types of floating resources (e.g.
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FPGAs over RPC) may be used would require some changes to the Registry service.
At present the vGPGPU Registry service is managed by a single database table and
protocol. It is likely that each new resource type will be best served by its own database
schema and table, rather than a single homogeneous table and access protocol. If the
multiple table approach is taken, then the protocol for handling resource querying,
registering and allocation would need to be adapted. The question of whether that
adaptation should take the generic form
Query(ResourceT ypea , . . .)
or, whether it should be specific to the resource
QueryResourceT ypea (. . .)
would be one of the technical matters that needs careful consideration.

Per Virtual Organisation Views
Fair-shares are LRMS policies that help manage the allocation of CPU resources on
a per user or groups of users basis. The grid middleware and GLUE Schema support
the use of fair-shares through “VO views”. The aim is to allow users and workload
management systems decide on the placement of jobs based on the how many CPUs
(or, for storage, disk space) are available to the VO when any resource sharing polices
of a Compute Element (or indeed an LRMS) are defined. It helps avoid, for example,
the placement of jobs at resource centres where the VO has exhausted their share of
resources.
At present, there is no support for implementing CDER or virtual-CDER fair-shares
on an LRMS or, by extension, on a Grid. Solving this problem is non-trivial. Firstly,
fair-share policies are applied to collections of worker nodes (e.g. Queues) over a finite
period of time. They do not apply to the individual nodes themselves, and certainly
not to individual CPUs or CDERs. Secondly, there is very little support for monitoring
the usage of individual CDERs. For example, some high-end NVIDIA GPGPU models
have support for measuring usage, but this does not apply to all NVIDIA GPGPUs,
and certainly not for all CDERs.
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Handling Offline Resources
None of the prototypes handle cases when a specific worker node or nodes providing
vGPGPU CDERs (the physical node or the container) need to be marked offline for
maintenance reasons. The non-availability of a resource effects the quality and veracity
of published information, which can influence where a grid job executes. In the case
of CDERs (e.g GPGPUs) the grid information provider needs to examine if a worker
node providing the CDER is offline and make adjustments to calculation of the free
unallocated CDERs. In the case of virtual-CDERs, the Registry must be able to handle
marking each of its containers offline individually or marking the container’s VM host
offline. Resources should only be allocated from the online pool of CDERs. Provisions
for such cases need to be available for production systems.

5.5

Potential Research and Development Directions

Recommender Systems for Resource Brokering
The HTCondor ClassAd has been central to resource brokering on Grids, matching
grid jobs to suitable resource providers and their resources. The broker works by
converting a snapshot of the information from the grid information system (e.g. a Toplevel BDII) into ClassAd Machine Resource Offers. These offers are then compared to
the requirements in the grid job description.
Each job submitted through a workload management system will evaluate the suitability of potential resources. This evaluation is based on the latest available copy of
the grid information. At no stage is information about the historical performance of
the resource providers or individual resources recorded and maintained, so there is a
risk that jobs could be targeted at resources that intermittently fail.
Recommender Systems (also known as “Recommendation Systems”) are services
that analyse user requirements and preferences to determine potential resources that
a user (or customer) may be interested in using in the future. The Recommender
System processes information about each resource and ranks them in order according
to the user’s specific requirements. For example, the classic Recommender System
is the Google web-search service. The service processes a user specified search term,
and returns a list of matching results. The ordering of the matched items will often
157

5. CONCLUSIONS AND FUTURE PROSPECTS
be determined by a number of external factors, such as the popularity of particular
resources (e.g have previous users selected this item before?). Similarly, the video
streaming content provider Netflix will make recommendations based on the customer’s
previous viewing history, the historical choices of other customers with similar interests,
items that are of global interest, and other customers ratings.
The addition of a Recommender System to existing Grids could be beneficial for
the following reasons:
(i) The user can use the Recommender System as a pre-filter to discovery resources
using simple, fuzzy search terms (e.g. +GPGPU +CUDA).
(ii) The data returned by this pre-filter could be ranked based on historical rating of
the resource.
The use of customer ratings as a measure of product or service satisfaction has
the potential to be re-applied as a measure of the quality of service delivered by each
resource. Resources that consistently fail (using resource monitoring tools) could be
assigned a low rank, making them less likely for selection (or potentially blacklisted),
while resources that do not fail and exhibit good performance can improve their rating.
As it currently stands, Grid resource brokers do not use any quality of service metric
to determine the fitness of a resource centre to execute a job.

5.6

Conclusions

This thesis investigated whether a conceptual approach to the integration of accelerated
computing resources into large multi-disciplinary computational grid infrastructures
could be used to address the problem of integrating a wide range of new resources. Such
Grids are constrained in how they can adapt to changes, as they require operational
and (user) environmental stability. The need to integrate new resources versus the
need to ensure operational and environmental stability was referred to as the Resource
Integration Problem.
An approach was proposed that set out a basic set of requirements that the integration of any resource into the grid ought to follow. By following these requirements,
it was shown how to develop concrete solutions that integrated both GPGPU and
virtual-GPGPUs – resource types that are managed and handled very differently. Furthermore, the manner in which the new resources were integrated required only a few
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unobtrusive minor changes to the grid middleware, and required no changes to the grid
standards. This was made possible by the development of new tools and services that
hooked into existing grid services or interacted with them.
It is the author’s belief that the proposed Conceptual Approach is both successful
and an appropriate methodology for tackling the Resource Integration Problem.
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Appendix A
Resource Deployment Data
To extract state data from the BDII and determine information about the number
of resource providers, ComputeElements and ComputerElement queues, the following
ldapsearch commands were used:
Listing A.1: ldapsearch commands of a BDII to determine key resource information
# Calculate the number of resource providers
ldapsearch -x - LLL -h lcg - bdii . cern . ch -o ldif - wrap = no -p 2170 -b " o =
,→ grid " GlueCEUniqueID GlueSiteName | grep GlueSiteName : | sort |
,→ uniq | wc -l
# Calculate the number of ComputeElements
ldapsearch -x - LLL -h lcg - bdii . cern . ch -o ldif - wrap = no -p 2170 -b " o =
,→ grid " G lu e C lu s t er U n iq u e ID =* GlueSiteUniqueID | grep dn : | sort
,→ | uniq | wc -l
# Calculate the number of Queues
ldapsearch -x - LLL -h lcg - bdii . cern . ch -o ldif - wrap = no -p 2170 -b " o =
,→ grid " '( GlueCEUniqueID =*) ' GlueCEUniqueID | grep GlueCEUniqueID
,→ | sort | uniq | wc -l
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Appendix B
Accounting for Resource Usage
Accounting information for individual hardware devices is not always available, and
therefore it may not be possible to report usage information back to the LRMS. However, some Operating Systems do provide tools that allow the system to audit individual
operations on any file (including hardware devices), such as operations to open and
close the device. An example of auditing policy that records any file open system call
on an NVIDIA GPGPU /dev/nvidia0 under Linux using auditd is listed below.
Listing B.1: Recording an file open operation on an NVIDIA GPGPU
/ etc / init . d ./ auditd start
auditctl -w
/ dev / nvidia0

-S open -k nvidia0

/ usr / local / cuda -7.5/ samples /1 _Utilities / deviceQuery
ausearch -k nvidia0
---time - > Wed Nov 4 16:37:55 2015
type = CONFIG_CHANGE msg = audit (1 44 66 55 075 .2 26 :5 ) : auid =0 ses =470 subj =
,→ unconfined_u : unconfined_r : unconfined_t : s0 - s0 : c0 . c1023 op =" add
,→ rule " key =" nvidia0 " list =4 res =1
---time - > Wed Nov 4 16:38:03 2015
type = PATH msg = audit (1 44 665 50 83 .8 54 :6 ) : item =0 name ="/ dev / nvidia0 "
,→ inode =553014 dev =00:05 mode =020666 ouid =0 ogid =0 rdev = c3 :00 obj =
,→ unconfined_u : object_r : device_t : s0 nametype = NORMAL
type = CWD msg = audit (1 44 66550 83 .8 54 :6 ) : cwd ="/ usr / local / cuda -7.5/
,→ samples /1 _Utilities / deviceQuery "
type = SYSCALL msg = audit (1 44 66 550 83 .8 54 :6 ) : arch = c000003e syscall =2
,→ success = yes exit =4 a0 =7 ffdb3fec0c0 a1 =2 a2 =7 ffdb3fec0cc a3 =0
,→ items =1 ppid =9914 pid =10326 auid =0 uid =0 gid =0 euid =0 suid =0
,→ fsuid =0 egid =0 sgid =0 fsgid =0 tty = pts1 ses =472 comm =" deviceQuery
,→ " exe ="/ usr / local / cuda -7.5/ samples /1 _Utilities / deviceQuery /
,→ deviceQuery " subj = unconfined_u : unconfined_r : unconfined_t : s0 - s0 :
,→ c0 . c1023 key =" nvidia0 "

Accounting for resource usage in this manner will require the development of au165
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diting policies, as well as additional tools to publish and collate each of the events into
a central repository. After publishing, new tools would be required to analyse those
events and establish correlations between those events and jobs in the LRMS.
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Appendix C
LRMS GPGPU Utilisation
Function
The utilisation is measured as the ratio of the total time GPGPUs are allocated to
jobs during the complete processing of an entire workload mix and the total number
of seconds that the workload mix executed on all of the GPGPUs.
An example of the calculation is as follows: during the execution of “Mix 25 75”
on a pGPGPU deployment 25 jobs each used 1 GPGPU and executed for an average
of 47.18 second, while 75 jobs used 2 GPGPUs and executed for 48.58 seconds. The
total time that the jobs were allocated GPGPUs for is:
25 × 1 × 47.18 + 75 × 2 × 48.58 = 8466.5 GP GP U seconds
However, the workload mix used 10 GPGPUs1 for 1216.8 seconds, i.e. it consumed a
total of
10 × 1216.8 = 12168 GP GP U seconds
The utilisation is calulated as
U tilisationM ix

25 75

=

8466.5
= 0.6958004602
12168

The generalised formula is defined as:
UM ix_X_Y =
1

X × AvgT imeX + 2 × Y × AvgT imeY
T otalT imeM ix_X_Y × GP GP U P oolSize

the number of GPGPUs in the testbed
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