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Abstract—This paper considers the use of a recently
developed Bayesian statistical approximation technique
that leads to very fast determination of highly accurate
estimates for latent radio signal power. Following suitable
data analysis, a first order non-stationary auto-regressive
process is considered for latent radio signal and the fast
approximation technique is then used to provide accurate
estimates of the hidden model parameters. These estimates
are based on having received several noisy, but spatially
correlated, observations of the true latent signal. The
implication of this technique for real time decision analysis
and the problem of finding, and making use of, so-called
radio spectrum holes is also discussed.

Index Terms—Dynamic spectrum access, latent radio
signal, Bayesian estimation, integrated nested Laplace
approximation.

I. I NTRODUCTION

Advances in radio access technologies, and the ongoing
transition from the use of systems that employ analogue com-
munication to those that make use of digital communication,
has motivated the development of so-calledcognitive radio
devices. Such devices have the ability to access the radio
spectrum in a dynamic manner,i.e., they have the ability
to access a wide array of frequency bands, using a variety
of radio waveforms, in order to respond to changes in the
radio environment. An important objective of cognitive radio
is to develop a spectrum accessing system whereby, once the
cognitive radio detects the lack of transmission power at a
given frequency (a spectrum hole), it will be permitted to
transmit at that frequency and make use of the lack of primary
user activity [1].

However, in order for cognitive radio devices to conform to
any specified frequency usage etiquette, and to ensure they do
not interfere at frequencies that are indeed being transmitted
upon by other primary users, knowledge of the prevailing
radio environment must be constantly available. As such, and
because any radio environment of interest is likely to be
subject to rapid fluctuation due to changes in the power being
transmitted along any given frequency, the recordings made
by the radio device must be efficiently analysed in real or
virtually-real time, and must result in a highly accurate approx-
imation of current frequency usage. This task is only made the

more difficult due to the requirement that it be accomplished
in light of residual uncertainty concerning background noise
and interference from additional frequency users.

The Bayesian paradigm is a compelling, transparent, and
philosophically appealing methodology for providing answers
to such questions of statistical inference (see, for example,
[2] for a discussion on the philosophical basis of Bayesian
analysis and [3] for a review on its application). Unfortunately,
however, implementation has often been impractical for many
problems of interest because of lengthy computation time, with
this challenge becoming ever more prevalent as modelling
assumptions are increased in their complexity. Instead, and
unless restriction is made to certain classes of distributions for
describing uncertainty, or certain functional forms for describ-
ing system evolution, many of which are clearly unreasonable
for real-life situations, only approximate solutions are ever
available. Furthermore, the approximation techniques that have
been traditionally made use of (e.g., Monte Carlo simulation)
suffer from a very slow convergence rate, meaning that hours,
or possibly even days, of computational time is required before
a suitably accurate approximation is made available.

Nevertheless, recent developments into the application of
Bayesian statistical methodology are now offering real op-
portunity for high level approximations and accurate predic-
tions to be determined in a matter of seconds, even for ex-
tremely complex and high dimensional systems such as radio
environment. The Integrated Nested Laplace Approximation
(INLA) recently introduced by Rueet al. [4] is one such
fast methodology that can be applied for analysing systems
when it is assumed that latent variables follow a Gaussian
Markov Random Field (GMRF). Furthermore, GMRFs are
themselves a very flexible and common modelling approach
for complex spatial-temporal systems, suggesting that they
are well-suited to modelling the radio spectrum environment.
As such, this paper considers the INLA technique within the
problem context of cognitive radio by modelling a latent radio
signal as a GMRF.

The remainder of this work will be as follows: in Section
II we briefly discuss related work. In Section III we present
the assumed model for latent radio signal and its noisy, but
spatially correlated, observations. Section IV discussesa few
summary results before Section V returns to the implication
of the model for cognitive radio and its use within a decision
analysis. Finally Section VI concludes.



II. RELATED WORK

There is an ever increasing literature concerning statistical
modelling for various complex spatio-temporal systems. Inthe
non-Bayesian case, Glasbey and Allcroft [5] consider a similar
model to that discussed here, and analyse solar radiation
data that is relevant to making inference over the variability
in energy output from a network of photovoltaic cells. An
example of a Bayesian spatial-temporal model is given by
Wilke et al. [6], who use Monte Carlo simulation to make
inference concerning monthly averaged maximum temperature
within the US midwest. Further examples of statistical space-
time models can be found in [7], [8] and also the references
therein.

Whilst we have restricted attention here to the problems
that dynamic spectrum access poses for a single user within
a stationary network, a natural (and eventually necessary)
extension would be to consider the use of dynamic spectrum
and cognitive radio in a non-stationary setting. The problem
of tracking the location of a mobile user within a wireless
network was considered by Mihaylovaet al. [9] (see also
the references therein). Mihaylovaet al. also employ ap-
proximation techniques for Bayesian estimation, but instead
consider a hybrid technique known as Rao-Blackwellised Par-
ticle Filtering. This hybrid approximation technique consists of
both Particle Filtering (a sequential Monte Carlo method) and
Kalman Filtering, with the latter being used for those aspects
of the mobility model that can be reasonably approximated via
linear systems. Mihaylovaet al. find that, whilst the accuracy
of the hybrid model is similar to that of a full Particle Filter,
the inclusion of Kalman Filtering for those aspects of the
mobility model in which it is reasonable dramatically reduces
computational burden.

Due to its only very recent development, published exam-
ples on the use of the fast INLA approximation that is con-
sidered here are restricted to [4]. Nevertheless, the technique
can be applied under a wide range of modelling assumptions,
and in [4] was considered as an approximation technique
for longitudinal data (inference concerning drug efficacy for
epileptic patients), stochastic volatility models (financial time
series), and geographical data (disease mapping of cancer
incidence)etc. The necessary calculation for inference in these
and similar problems took from as little as a fraction of a
second, and was several orders of magnitude less then the
time required to perform conventional Monte Carlo Markov
Chain runs that led to a similar degree of accuracy.

Alternative approximation techniques for GMRFs that are
also extremely fast (but possibly of reduced accuracy) have
been presented in [10] and [11]. The former of these provides
a much greater explanation behind the theory and flexibilityin
application of GMRFs, and presents algorithms that increase
the convergence speed of Monte Carlo simulation consider-
ably. In contrast, [11] discusses the possibility of making
additional Gaussian assumptions on latent variables and the
model’s parameters in order to make further use of the well-
known distributional properties that are attributed to GMRFs.

Finally, the concept of dynamic spectrum access control
through determining some form of measure for interference
temperature was briefly considered by the FCC [12], before
the proposition was terminated [13]. Nevertheless, and despite
a lack of clearly identified and agreed protocols for managing
a network which permits dynamic user access, the behaviour
of radio spectrum, and the uncertainty in its fluctuations in
power over space and time, is still considered of interest.

III. A PPLICATION TO LATENT RADIO SIGNAL

PREDICTION

The problem under consideration can be described by the
following: a single radio antenna is transmitting at a fixed
frequency and the signal is being received simultaneously at
several spatially distinct nodes. The power loss in the signal
during its transmission from transmitter to receiver is assumed
to be the same for all receivers (this may be a reasonable
assumption for certain network environments,e.g., a pico-
cell network, but is not essential and can be removed if a
reasonably accurate path loss model is available). As such,
differing measurements at the various receivers are all assumed
to be noisy observations of the same latent process. A simple
pictorial illustration of the situation is provided in Fig.1.

Fig. 1. Simple illustration of the latent signal problem under
consideration.

To determine a suitable model for the fluctuations in trans-
mitted power at a given frequency, recordings were analysed
from a signal transmitted by the Three Rock Antenna south
of Dublin (Lat: 53.14.19, Long: 6.14.11, Site Height: 448m,
Aerial Height: 60m, Max Power 44 ERB dBw). This trans-
mission was recorded from 11:33 on 12/09/08 until 18:00 on
15/09/08, leading to 24,469 observations (roughly one record-
ing every 10 seconds), and was centered at a frequency of
538.25MHz (receiver location Lat: 53.20.32, Long: 6.14.11).
Fig. 2 provides a plot of the raw recorded data.

The raw data of Fig. 2 exhibits time dependency in both
its mean value and variation. A common technique to account
for such problems is to consider a model for the differenced
data and in the case of the Three Rock signal recordings a
first order differencing leads to the desired stationarity.Fig. 3
plots the differences between the first 500 recordings for the
raw Three Rock transmission signal.
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Fig. 2. Recording of the Three Rock transmission signal.
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Fig. 3. Differences between the first 500 recordings for the Three
Rock transmission signal.

An initial exploratory analysis of residual values from var-
ious Auto-Regressive Integrated Moving Average (ARIMA)
models for this differenced data suggests that, although not
appearing to be the best model, a first order auto-regressive
(AR) process does provide a fairly reasonable fit1 (see, for
example, [14] for the definition and properties of ARIMA type
models). Fig. 4 provides a plot of the auto-correlation function
and partial auto-correlation function for the raw transmission
recording (above) and for the differenced data (below).

1An improvement is gained by including a moving average com-
ponent, but this additional model complexity will be avoided in order
to focus attention on the fast INLA technique of interest. The AIC
value for the null model is 109,420, whilst the AIC takes values
70,586 and 68,032 for the ARIMA(1,1,0) and ARIMA(0,1,1) models,
respectively (though this difference of 2,554 should be considered in
the context of a data series that consists of 24,479 observations).
The RMSE values are 1.02 and 0.97 for the ARIMA(1,1,0) and
ARIMA(0,1,1) models, respectively (compared to 2.26 for the null
model).
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Fig. 4. Top gives ACF (left) and PACF (right) plots for the raw
recorded signal, whilst below gives ACF (left) and PACF (right) plots
for the differenced data.

A. Latent Signal Model
A tentative suggestion from the data analysis of the Three

Rock signal is that recorded power may be considered to be
a noisy observation of a latent signal that follows a first order
auto-regressive model with one level of differencing. Denoting
the transmitted power at timet asXt, this modelling assump-
tion leads to the following relationship between elements of
the full latent transmission streamX:

Xt = (1 + θ)Xt−1 − θXt−2 + ǫt (1)

The θ term in Equation (1) is a hidden auto-regressive
parameter that will be assumed to lie in the range(0, 1) (if
θ /∈ (0, 1) the behaviour of the system changes substantially),
whilst ǫt is an independent random innovation such that
Cov[Xi, ǫj ] = 0 for i < j, and is assumed to follow a
Normal distribution with mean 0 and unknown varianceσ2

ǫ ,
i.e., ǫt ∼ N (0, σ2

ǫ ). Under these modelling assumptions, the
latent vectorX can be shown to be a GMRF as per the
definition given in [10, p.21].

At time t the latent signal is assumed to be subject to
multiple noisy, but spatially correlated, observationsY t, and
this is incorporated within the model by claiming that the
observation vectorY t follows a multivariate Normal distri-
bution with mean vectorXt1 and covariance matrixΣ, i.e.,
Y t ∼ MVN (Xt1,Σ).

The covariance matrixΣ details the spatial correlation in
the observations. The diagonal entries indicate the amount
of measurement error at each receiver node, whilst the off-
diagonal entries affect the correlation, or measure of agree-
ment, between recordings at spatially different nodes.

A very general and flexible form for the spatial covariance
structure is to assume that the entries withinΣ are such
that Σii = σ2

i and thatΣij = Σji = σiσje
−rd(i,j), where

r > 0 and d(i, j) is a measure of distance between node



i and nodej (see, for example, [15] for an early reference
of such spatial models). This structure for the covariance
matrix allows for varying levels of measurement error at
different nodes (which may be reasonable if various nodes
use slightly different recording equipmentetc.) and decreases
the correlation between nodes as they become spatially dis-
tant. The expressione−rd(i,j) details the correlation between
nodesi and j, whilst the multiplication of this term byσiσj

transforms it into the appropriate covariance value. The precise
nature of the distance or dissimilarity measured has been left
purposely vague so as to allow flexibility in the model, whilst
exponentiating the negative of this distance value ensuresthat
a positive correlation exists between the recordings at two
different nodes. Finally, the constantr is included to ensure
that e−rd(i,j) ≤ 1 so that it can indeed be considered a
correlation value.

To simplify the presentation of the fast INLA technique we
assume thatσi = σ for all i and thatr = 2/3 (though it should
be noted that such assumptions are not a requirement of the
INLA approach). The elements of the statistical model then
consist of the matrix of signal recordingsY (the data), the
latent transmission streamX, and the set of model parameter
valuesΘ = {θ, σǫ, σ}. A Bayesian network displaying the
relationships between elements in the model is presented in
Fig. 5.

Fig. 5. A Bayesian network of the assumed model for latent radio
signal.

Given a prior distribution over the model parameters,P (Θ),
the INLA technique provides a fast and accurate methodology
for making posterior inference overΘ given observation of
the recordingsY , i.e., for determining distributionP (Θ|Y ).
From the definition of conditional probability,P (Θ|Y ) can
be shown to satisfy the following proportionality relation:

P (Θ|Y ) ∝ P (Y ,X,Θ)

P (X|Y ,Θ)
(2)

The full joint distribution P (Y ,X,Θ) can be further
simplified by referring to the Bayesian network of Fig. 3. In
this situation the following simplification is achieved:

P (Y ,X,Θ) = P (Y |X,Θ)P (X|Θ)P (Θ) (3)

The terms on the right hand side of Equation (3) can
all be determined from the modelling assumptions and prior
distributions. Hence, and as can be seen from Equation (2), the
issues in determining the parameter posteriorP (Θ|Y ) consist
of finding the constant of proportionality and evaluating the
denominatorP (X|Y ,Θ).

B. Bayesian Inference through INLA

The INLA technique that is advocated here seeks to produce
a functional approximation to the target distribution,i.e., the
parameter posterior distributionP (Θ|Y ). This is in contrast
to traditional approximation techniques such as Monte Carlo
Markov Chain approximation which rely on drawing samples
from a Markov Chain that has as its stationary distribution
the target distribution. Such Monte Carlo sampling techniques
require a far greater number of computations due to ‘burn in’
(time to convergence) and the need to generate a sufficient
sample size (which can often be hindered due to a low
sample acceptance rate) so as to achieve a similar level of
performance.

Fully described in [4], the INLA approach for resolving
these issues can be briefly summarized by the following
algorithm:

1) Form a Gaussian approximationPG(X|Y ,Θ) of the
posterior distributionP (X|Y ,Θ).

2) Provide an un-normalised approximation to the target
distributionP (Θ|Y ) by considering:

P̃U (Θ|Y ) =
P (Y ,X∗

Θ,Θ)

PG(X∗

Θ|Y ,Θ)

Here X
∗

Θ is a function of Θ and is the mode of
PG(X|Y ,Θ).

3) Locate the mode and associated negative Hessian matrix
for P̃U (Θ|Y ) and perform an eigen-decomposition on
the inverse of the Hessian. The resulting eigenvec-
tors give orthogonal directions of steepest descent in
P̃U (Θ|Y ).

4) EvaluateP̃U (Θ|Y ) at points on a grid along the axes
given by the vectors found in step 3 and centered at
the mode. Keep exploring̃PU (Θ|Y ) along any given
axis until the difference between the new evaluation and
the evaluation at the mode falls below a pre-specified
threshold. Sum all evaluations to form a constantc.

5) The normalized Laplace Approximation (LA) for the
target distributionP (Θ|Y ) is then available at the
points on the grid evaluated in step 4) and is given by
c−1P̃U (Θ|Y ).

In step 1) above a Gaussian approximation is obtained by
fitting a multivariate Normal distribution with mean vector
equal to the mode of the target distribution, and covariance
matrix equal to the inverse of the negative Hessian matrix
at the modal value. Furthermore, the mode and Hessian can



be approximated by making use of the following result for
conditional distributions:

P (X|Y ,Θ) ∝ P (Y |X,Θ)P (X|Θ) (4)

Both the expressions on the right hand side of Equation
(4) can be determined from the modelling assumptions, and
hence the mode ofP (X|Y ,Θ) can be determined through the
use of a Newton-type optimization technique for finding the
argument that maximisesP (Y |X,Θ)P (X|Θ) as a function
of X. The Hessian at the modal value will also be available
as it is the coefficient of the quadratic term in a local Taylor
expansion (interested readers are directed to the discussion in
[4]).

Because of the multivariate Normal observation model con-
sidered here the resulting Gaussian approximation is actually
the distribution of interest, but even in the situation where
a non-Gaussian observation model is assumed the Gaussian
approximation can still be considered appropriate as the latent
vector X is a GMRF and hence has a multivariate Normal
prior distribution.

The Gaussian approximation resulting from step 1) will
depend on the value ofΘ given in the conditioning argument.
To account for this the un-normalized Laplace Approximation
of P (Θ|Y ) that is given in step 2) considers, as a function
of Θ, only the most likely value ofX, denotedX∗

Θ, using
both this value and the appropriate Gaussian approximation
for when determiningP̃U (Θ|Y ).

Step 3) seeks the value ofΘ that maximises the un-
normalized Laplace ApproximatioñPU (Θ|Y ), and this can
again be achieved through the use of a Newton-type opti-
mization technique. Once the modal value has been found
the negative Hessian matrix can be determined using a finite
difference method.

Step 4) explains an appropriate strategy for exploring
P̃U (Θ|Y ) as a function ofΘ, and in [4] it is suggested
that this continues along any canonical direction until the
difference betweenlog(P̃U (Θ|Y )) at the modal value and
the next considered point rises above 2.5 (though there is no
reason why this value, or indeed the step length value, can
not be altered depending on whether increased accuracy or in-
creased computational speed is desired). Once the exploration
is complete a summation of all the evaluations ofP̃U (Θ|Y )
that were performed in the search of step 4) provides an
approximation to the required normalizing constant.

Finally, in order to form an approximation to the predic-
tive distributionP (X|Y ), either the Gaussian approximation
PG(X|Y ,Θ) and the approximationc−1P̃U (Θ|Y ) can be
appropriately made use of, or another direct LA can be
computed using a similar procedure to that outlined above.

IV. SUMMARY RESULTS

A latent signal that follows Equation (1) was simulated
using parameter valuesθ = 0.35 andσǫ = 0.0042. Tri-variate
observations of this signal were then similarly generated using

the parameter valueσ = 0.2 and a covariance matrixΣ
corresponding to distance valuesd(1, 2) = 1, d(1, 3) = 3,
d(2, 3) =

√
10. To four decimal places this resulted in:

Σ =





0.0400 0.0205 0.0054
0.0205 0.0400 0.0049
0.0054 0.0049 0.0400



 (5)

This covariance structure corresponds to a situation in
which the first two-nodes are highly correlated (spatially
close) with one another, but where they are both less strongly
correlated (more distant) with a third node. Fig. 6. provides
a plot of the recordings at one of the nodes with the latent
signal overlaid.
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Fig. 6. Simulated recording at one location with latent signal overlay.

To proceed in the analysis prior distributions are specified
over the parametersΘ. For the auto-regressive parameter a
Uniform prior was used over the interval[0, 1]. For both the
variance parametersσǫ and σ, an independent Gamma prior
was chosen so that the modal value was indeed representative
of the true parameter value.

The INLA technique was used to determine the poste-
rior distribution for Θ given the series of tri-variate ob-
servationsY t. The posterior modal values were found to
be arg max P (θ|Y ) ≈ 0.3, arg max P (σǫ|Y ) ≈ 0.004,
arg max P (σ|Y ) ≈ 0.2, and the three possible bivariate con-
tour plots representing the posterior distributions are provided
in Fig. 7.

Even with inefficient code these approximations were de-
termined in minutes, rather then the hours that traditional
simulation would require2. This computation time could then
be further reduced to a fraction of a second by using effi-
cient coding within a suitable programming language and a
dedicated processing unit.

2The analysis here was performed with the aid of theR statistical
programming language [16].
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Fig. 7. Contour plots of approximate posterior for model parameters.
The top-left plot is forσ = 0.2, the top-right plot is forσǫ = 0.0042,
and the bottom right plot is forθ = 0.35.

Because the observations are assumed to follow a multi-
variate Normal distribution, the Gaussian approximation to the
posterior of the latent signalP (X|Y ,Θ) will be exact (though
we repeat that the Gaussian approximation can still give very
good estimates if a different observation model is assumed).
Fig. 8. plots the simulated latent signal and overlays this with
both the mode of the posterior distribution conditional on the
true parameter values, and the approximation to this that is
based on using the the modal values for the LA ofP (Θ|Y ). It
is hard to distinguish between the two posterior modes in Fig.
8., indicating that the approximation is extremely accurate.

V. I MPLICATIONS FORDECISION ANALYSIS

For the concept of cognitive radio to achieve its full poten-
tial, a radio device must be able to quickly make inference con-
cerning the prevalent frequency spectrum environment. Once
this is achievable, there then remains the decision problem
of determining whether or not a device should transmit at a
given frequency, which is a decision that must be made in
light of residual uncertainty over current transmission power.
Such a situation is a form of statistical decision problem, and
the natural combination of Bayesian statistical modellingand
expected utility theory provides a philosophically appealing,
but all too often ignored, solution to this problem [17].

Given a set of possible decisionsD (where each element
is equivalent to a probability distribution over the the setof
possible decision outcomesR), and a preference relation�
over the elements withinD (where, for any two possible
decisionsdi, dj ∈ D, di � dj represents the situation in which
decisiondi is deemed at least as preferable as decisiondj), a
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Fig. 8. Actual simulated latent signal with approximated posterior
mode and true posterior mode overlay.

utility function u is a mapping from the setD to the set of
real numbersR such that:

1. u(di) > u(dj) ⇔ di � dj

2. For anyα ∈ (0, 1):

u(αdi + (1 − α)dj) = αu(di) + (1 − α)u(dj)

In property 2 above, the compound decision denoted by
αdi + (1 − α)dj can be interpreted as decisiondi with
probabilityα and decisiondj otherwise. Property 1 then states
that the utility function is in agreement with the preference
relation over the setD, whilst property 2 explains how the
utility of decisions that have uncertain outcomes can be formed
from the utility of degenerate decisions that have a known or
certain outcome.

This latter property also gives rise to the expected utility
representation,i.e., it explains how a utility function over
decisions can be uniquely generated from the expectation ofa
utility function that has domain the setR of possible decision
outcomes. Hence, whilst a non-linear map may be applied to
determine the utility value of the outcomes withinR, property
2 states that linearity is used to determine the utility value
of compound or non-degenerate decisions by evaluating a
weighted linear sum of the utility for its possible outcomes.
In application it is therefore usual to simply assign a, possibly
non-linear, utility function over the decision outcome setR

(perhaps so as to ensure it is in agreement with some assumed
level of risk aversionetc.) and to then use this utility function
along with the known distribution overR that corresponds to
the given compound decision of interest so as to determine
that compound decision’s actual utility value.

Concerning the problem of cognitive radio, the setR of
decision outcomes can be considered to be the set of possible
signal powers at a given frequency, whilst the setD could
consist ofd1 - a decision to transmit at the given frequency,
andd2 - a decision not to transmit at the given frequency.



Given a model of uncertainty in the fluctuation of radio
power, and the implied inference concerning current and future
signal power that results from a fast and highly accurate
Bayesian analysis (e.g., by using the INLA technique), an ap-
propriate utility function for signal power can be transformed
into the expected utility for both the decision to transmit and
the decision to not transmit. The action taken will then be
determined by which of the two is the larger. Furthermore,
because of the ability to quickly determine accurate predictions
concerning the evolution of the latent signal, the decision
analysis could be performed in virtually real time so as to
instantly end transmission at the frequency if it appears the
primary user has returned, or to commence transmission as
soon as it appears the frequency has been vacated.

Of course such an approach requires an appropriate utility
function for radio signal power, and one possibility that may
be feasible is to use a step function that returns an extremely
large negative value for signal powers above some pre-defined
threshold, whilst a small positive value is returned otherwise.
Such a preference rule could then be implemented to provide a
robust frequency access etiquette that seeks to protect primary
users from unwanted interference, but which also allows the
possibility of non-primary access if the frequency is being
under-used.

VI. CONCLUSION AND FUTURE WORK

This paper has demonstrated the opportunity that exists for
performing a fast Bayesian analysis, via the recently developed
INLA technique, so as to make highly accurate inference upon
latent radio signal. The INLA technique itself can be applied
in a very wide range of modelling situations, and its use here
has not depended on the assumed AR model for latent radio
signal.

Of course this work should not be considered complete,
and there are many interesting directions the research can be
taken. The main restriction to the INLA approximation is that,
for it to remain efficient and accurate, the model must be
described by a relatively small number of parameters (less than
10 in most situations). Hence improving the technique so as
to remain effective for a greater number of model parameters
is an obvious research goal.

The latent signal model that is discussed assumes some
form of noisy agreement between transmission receivers that
are spatially distinct from one another. The actual auto-
regressive latent signal process considered may or may not
be a reasonable assumption (this is likely to depend on
the radio environment of interest). However, once a suitable
model has been determined, there remain interesting questions
concerning the optimal spatial arrangement of receivers soas
to minimise uncertainty.

Finally, the implications for a virtual real time decision
analysis on frequency transmission, and the opportunity this
may create for the advancement of cognitive radio, leads to
an exciting opportunity for further research.
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