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Abstract-Image Segmentation is a process used in Computer 
Vision to automatically divide up an image. We investigate the 
suitability of FPGAs and Log Arithmetic for Image Processing. 
We implemented a Bayesian pixel-based segmentation 
algorithm in hardware, and found that certain portions of the 
algorithm running on a mid-range FPGA could significantly 
outperform an implementation running on a high-end PC.  

 

I. INTRODUCTION 

A. Image Segmentation 
Image Segmentation is the process of automatically dividing 
up an image into a number of different regions. Applications 
include Land-use Estimation, Image Compression, Content-
based Image Retrieval, and Medical Diagnosis. 
 One particularly interesting segmentation algorithm is the 
Bayesian Pixel-based algorithm [2,3], which quantifies the 
certainty of each pixel in accordance with Bayes’ law. 
However, the utility of this algorithm is severely limited by 
the computation time; a 256x256 image takes approximately 
eight minutes to segment on a 2.4GHz PC.  

The input to the algorithm consists of a NxN matrix of 8-
bit values representing the source image. The output returned 
is a NxN matrix of values between 0 and R, R being a 
compile time constant for the number of regions that the 
image is divided into. Consider the following example 
image, and its segmentation into five textures: 

 

 
Fig. 1.  Aerial photograph of an agricultural region of Holland. [1] 

 
Fig. 2.  Segmented image (FPGA implementation). 

 
In this paper, we investigate the suitability of FPGAs and the 
Logarithmic Number System for the Bayesian Pixel-based 
Image Segmentation algorithm. 
 
B. Field Programmable Gate Arrays 
Field Programmable Gate Arrays (FPGAs) are arrays of 
logic units that can be programmed by the user to operate as 
special purpose functional units. They can evaluate certain 
types of tasks at far higher speeds than those achievable on 
general-purpose processors.  

Tasks with limited data dependencies and tasks with 
significant scope for parallel execution are those on which 
the most significant performance advantage can be extracted.  
 
C. Logarithmic Arithmetic 
The Logarithmic Number System (LNS) was proposed by 
Kingsbury and Rayner in 1971 [4] as an alternative to fixed 
point arithmetic. Its key advantage is support for extremely 
efficient multiplication, division, and square root operations. 
This comes at the expense of somewhat less efficient 
addition and subtraction. 
 A number of groups have developed implementations of 
LNS arithmetic. In this project we chose to utilise the High 
Speed Logarithmic Arithmetic (HSLA) developed by the 
Czech Academy of Sciences [5]. In this implementation, 
multiplication, division, and square root operations evaluate 
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in a single cycle. These units have a negligible resource 
requirement in hardware and can be instantiated in 
effectively unlimited quantities as required.  

The same is not true for the addition and subtraction 
units. Traditional LNS implementations have suffered from 
very poor performance due to the necessity of evaluating non 
linear functions: 

 

! 

log2(x + y) = log2(1+ 2 j" i)

log2(x " y) = log2(1" 2
j" i)

 

 
In recent years this performance gap has been greatly 

ameliorated by new interpolation algorithms [6], though 
these come at the expense of a huge storage requirement. 
The HSLA library provides a single combined 
addition/subtraction unit with two separate evaluation paths. 
On each cycle the developer can choose whether the current 
operation for a path should be an addition or a subtraction. 
Each unit requires twenty-eight Block RAMs, though each 
can perform two calculations simultaneously. 1 

LNS calculations are performed with accuracy equivalent 
to that of single precision floating point. 

 
 

II. DESIGN  

A. Feasibility 
The first development task was to determine if single 
precision logarithmic arithmetic was sufficiently accurate for 
the segmentation process to succeed, as the original code 
utilised double precision floating point. 

We developed an ANSI-C implementation of the 
algorithm using the LNS libraries for all calculations. In 
addition to basic arithmetic operations, the algorithm utilises 
both the Natural Log (log) and Exponential (exp) functions 
in the ANSI C library. It was necessary to implement these 
functions using logarithmic arithmetic, as neither was 
available in the LNS library. 
 An experimental implementation of the Natural Log 
function was developed using a look up table, but the 
accuracy was insufficient, causing erroneous output. Instead, 
a Taylor Series Expansion was used for both log() and exp(). 
Both expansions contain a large number of multiplies (which 
are efficient in LNS) and adds (which are not). They are: 
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1 BlockRAMs are storage areas on the FPGA chip. There are a total of 

144 on the Virtex-II 6000, for a total storage of 324K. Each of them can be 
read from  or written to in two locations per cycle, as opposed to distributed 
RAM, which can only be accessed once per cycle. Since an 
addition/subtraction unit requires twenty-eight of these BlockRAMs it can 
be seen that an absolute maximum of five may be stored on chip at a time. 

 The segmented image produced by the LNS 
implementation was not quite identical to that produced by 
the original code. However, image subtraction between the 
two demonstrated an error rate of less than 3%. The random 
nature of the segmentation process is such that two particular 
runs of the algorithm will produce alternative results, and as 
such this error rate was determined to be acceptable. 
 

 
Fig. 3.  Differences between single-precision segmented 
image and original double-precision segmented image 

 
B.  Implementation. 
Traditional hardware development is normally performed in 
languages such as VHDL or Verilog. Our feasibility study 
had generated a LNS implementation of the algorithm using 
ANSI-C, and for this reason it made sense to adapt this using 
a C-like language targeting hardware, in this case Handel-C. 
 Handel-C is the net result of many years of research by 
Page et al beginning in the early 1990s [7]. It can features a 
C-like syntax with a number of extensions to support FPGA 
hardware, including support for fine grain parallelism, multi-
ported RAM areas, and shared expressions. 

The completed port was divided into two sections; the 
initialisation and termination code (Host Program) and the 
main loop (FPGA). This main loop was adapted to run on 
ADM-XRCII board, and the resulting code was successfully 
placed and routed to run at 24MHz.  
 It was possible to fit the entire main loop on our six 
million gate FPGA with two addition units, but only just. 
The map report2 showed approximately 35% of SLICEs to 
be containing unrelated logic, which made routing 
exceptionally complex. Aggressive area optimisation 
allowed this to be reduced to about 15% of SLICEs, but it 
was determined that it would not be possible to achieve any 
further major area gains without moving part of the code 
back to the host program. Removing one of the addition units 
was considered, but eliminated due to the routing 
                                                

2 The Xilinx Map report shows how much of the FPGA is being used by 
our design. In an ideal situation, logic sharing the same SLICEs  on an 
FPGA will share connectivity. If the program is too big for this, then the 
tools will attempt to pack unrelated code in together, which increases 
routing complexity (and therefore timing delays) significantly.  
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complexities inherent from using a single resource from just 
about everywhere on the FPGA. 
 Approximately one third of the original program code is 
that implementing a process called Adaptive Rejection 
Metropolis Sampling [8]. This function performs Monte 
Carlo sampling from a single variable probability 
distribution. It is called from three locations within the main 
loop, and in its original form was totally unsuited to FPGA 
hardware. We had a working implementation in hardware 
that had been revised to suit the medium, but performance 
was disappointing, with calculations taking as much as 
twenty times longer than the original on the host. It was 
decided that this code was ideal for reversion to the host, as 
it could be executed much more efficiently there. 

This action reduced device usage to approximately 75% 
of SLICEs overall, thereby providing enough free space on 
the board to parallelise and pipeline the sections of the 
program that would benefit the most. Of particular note was 
the ability to instantiate a third addition unit, increasing the 
scope for parallel execution.  
 
 

III. OPTIMIZATION 

A   Program Structure 
The segmentation process is broken into three stages; Setup, 
the Main Loop, and Final Labelling.  

 
 

 Fig. 4.  Program Structure 

 It was decided at an early stage to leave the Setup and 
Final Labelling processes in the host program, as both are 
called only once per execution and take less than a second to 
execute. Neither was implemented in hardware. 

The main loop consists of a loop with a number of sub 
functions as shown above. The number of iterations is set at 
compile time but can be assumed to be at least 1000. The 
majority of the execution time is taken up by two sub 
functions from the main loop; Sample Phi (~10%), and 
Labelling (~75%). Both functions operate on every pixel in 
the source image, and thus for a 256x256 image run for 216 
iterations. A third function, Sample Beta, also runs for every 
pixel, but has an insignificant execution time (~0.5%). One 
cycle removed from any of these functions, over the duration 
of the execution, results in a gain of 1000*216 cycles, or a 
fraction under a second at 66MHz. 
 
B   Parallelization and Pipelining 
Optimal performance in the algorithm could only be 
achieved by maximising the utilisation of the LNS arithmetic 
units. As previously mentioned, it is possible to issue new 
values to each LNS core on every cycle. 

Consider the Sample Phi function in our segmentation 
software. This performs a series of calculations on every 
pixel of the source image, resulting in a total of 12 
subtractions, which are then used as input to a sequence of 
28 multiplies and 42 adds. An implementation with no 
pipelining or parallelisation will complete in 624 cycles. Our 
fully optimized version completes in a total of 42 cycles per 
iteration, or nearly fifteen times faster. 
 In a similar fashion, the initial port of the Labelling 
function was extremely inefficient, with the labelling 
function taking a full 1.35 billion cycles to evaluate in full. 
Performance was so slow that it was initially thought that the 
FPGA implementation was stuck in a permanent loop, and it 
was only while staring at the screen in frustration that 
execution proceeded to the second iteration. 

The key offender turned out to be the log and exponential 
functions. Both had been implemented in a loop with no 
fixed number of terms. Instead, each had been designed to 
drop out when the new term was less than 1x10-5. The net 
effect of this decision was that log required an average of 
5700 cycles to return, and exp was almost as bad.  

A number of experiments were performed to determine 
how many terms were necessary for sufficient accuracy. In 
the case of exponential the solution was simple, as 34! was 
the largest factorial that could be represented in the LNS 
domain. It was less obvious for the log function, but in the 
end it was determined that fifty terms would be sufficient. 
Rather than implement as a loop, both functions were 
unrolled completely and then parallelised. This resulted in 
log executing in 125 cycles and exp in just 95. 

With all the subsidiary functions implemented in optimal 
form the labelling function itself was pipelined, resulting in a 
final execution time approximately 15 million cycles, a 
ninety fold improvement over the original.  

Setup 

Sample Beta 

ARMS 

Monte Carlo 
Sampling 

ARMS 

Labelling 

Final Labelling 

FPGA 

Host 

Sample Phi 
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C  Performance 
Testing has been performed on individual functions running 
on the FPGA at 66MHz when compared against an Intel 
Pentium IV running at 2.4GHz.  
 The results for the functions outlined in the previous 
section have been extremely encouraging and show that 
FPGAs work very well indeed where calculations can be 
parallelised. Both have performed significantly better than 
the original PC versions: 

 
Function Original FPGA 66MHz Improvement 

Sample Phi 0.050904 0.041710 22.04% 
Labelling 0.357000 0.227500 56.92% 

 
 It should be noted that our performance in these functions 
was limited by the total device area on the FPGA. Both were 
implemented using three addition units, the maximum we 
had space for on the device. With more available units 
performance could reasonably have been doubled again. A 
faster device would have been beneficial also. Both functions 
were experimentally placed and routed for a speed grade six 
Virtex-II at 100MHz, and although we did not have a device 
for testing there is no reason why the faster design would not 
function as expected. 

Performance of Log and Exponential has also been 
extremely encouraging. Though our software only uses five 
exponential functions, it is possible to fit a total of ten on the 
chip at one time, which at 66MHz provides a sustained 
throughput of 6,947,368 exponentials per second. This figure 
could have been tripled using pipelining if this had been of 
benefit to the software utilising the calculations. Out test PC 
can manage 762,195 exponentials per second.  

 
D. Completed Design 
Despite impressive performance results in the key functions, 
the completed design required approximately 40% more 
execution time than the original PC version when placed and 
routed for a six million gate XC2V6000FF1152-4. There 
were two principal factors that caused this performance loss. 

First, the decision to offload the Adaptive Rejection 
Metropolis Sampling procedure to the host turned out to be 
far more of a bottleneck than predicted. Over a full 
segmentation process the FPGA was left idle for as much as 
30% of execution time while it awaited results from the host. 
Ideally it should have been possible to compute on the host 
and FPGA simultaneously, but interdependencies within the 
segmentation algorithm rendered this impossible. 

Second, routing complexities in the final design resulted 
in a maximum overall clock rate of 57MHz, as the mapping 
software was forced to pack unrelated logic into 5% of the 
device. 

Both of these difficulties could be effectively solved with 
the use of a larger FPGA, such as the eight million gate 
XC2V8000FF1152-4. The additional device logic would 
allow the complete algorithm to fit on-chip without the 
necessity of communication with the host. 

IV. CONCLUSIONS AND FUTURE WORK 

Although significant portions of the FPGA implementation 
outperformed the original PC, the complete design operated 
more slowly due to lack of area on our development FPGA.  

In recent months the rate of clock rate increase on PC 
hardware has been slowing significantly, and at the same 
time FPGA technology is improving. The latest FPGAs 
could reasonably be expected to outperform even the fastest 
contemporary PC hardware by a substantial margin. 

We can draw two general conclusions from this. The first 
is already well known, namely that algorithms with major 
dependencies are probably not suitable for FPGA 
implementation. The second is that FPGA technology is still 
relatively immature. There is no doubt that we were pushing 
the limits by attempting to run Bayesian Image Segmentation 
in hardware. Future authors would do well to seriously 
consider the complexity of their proposed algorithm before 
considering a FPGA implementation. 

With the benefit of hindsight it seems that Logarithmic 
Arithmetic may not have been the best choice for this project 
The huge resource requirement for the addition and 
subtraction unit caused serious difficulties, and the efficiency 
of multiplication, division, and square root operations was 
not enough to compensate. A future implementation using an 
IEEE floating point core such as [9] would be very 
worthwhile as a comparison. 
 Finallly, significant improvements have been made in 
software compiler optimization technology over the last two 
decades. The same is beginning to occur for hardware 
compilation. Handel-C has seen major improvements in the 
last two years, making it well worth considering for future 
projects of this nature.  
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