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Fully Bayesian Source Separation of Astrophysical
Images Modelled by Mixture of Gaussians
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Abstract—We address the problem of source separation in the
presence of prior information. We develop a fully Bayesian source
separation technique that assumes a very flexible model for the
sources, namely the Gaussian mixture model with an unknown
number of factors, and utilize Markov chain Monte Carlo tech-
niques for model parameter estimation. The development of this
methodology is motivated by the need to bring an efficient solu-
tion to the separation of components in the microwave radiation
maps to be obtained by the satellite mission Planck which has the
objective of uncovering cosmic microwave background radiation.
The proposed algorithm successfully incorporates a rich variety of
prior information available to us in this problem in contrast to most
of the previous work which assumes completely blind separation of
the sources. We report results on realistic simulations of expected
Planck maps and on WMAP 5th year results. The technique sug-
gested is easily applicable to other source separation applications
by modifying some of the priors.

Index Terms—Bayesian source separation, cosmic microwave
background (CMB) radiation, Gibbs sampling, Markov chain
Monte Carlo, Planck satellite mission.

I. INTRODUCTION

O NE OF THE most important discoveries of the past
century was undoubtedly the observation by Penzias and

Wilson of the cosmic microwave background (CMB) radiation
in 1964 [1]. It carries immensely important information about
the universe and therefore it is of tremendous importance to
make a full sky measurement of CMB. To date, two satel-
lites—COBE [2] and WMAP [3]—have made measurements
of extraterrestrial microwaves at several frequencies across
the whole sky, with a third—Planck—to be launched in 2008
[3]. An important problem is that the signals measured by
these satellites do not contain only CMB radiation but also
contributions from a number of other sources.

In this paper, a fully Bayesian source separation method is de-
veloped to identify the CMB from observations of extraterres-
trial microwaves made at several frequencies. This allows prior
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knowledge on these sources to be incorporated in the separa-
tion process. A novel feature of our approach is the modeling
of the sources by Gaussian mixture models (GMM) with an un-
known number of factors, thus allowing for very rich prior mod-
eling of sources. Prior distributions are specified for the GMM
parameters. Other prior information that can be modelled is on
the contribution of the different sources at different frequencies.
Model assessment, by comparing observed data with a fitted
model prediction, is also done. Our model also allows, by an
easy extension, for the possibility of modelling dependencies
between sources through generalizing the prior to multivariate
Gaussian mixture models.

The posterior distribution is computed by Monte Carlo sam-
pling. Another novel feature of this work is the use of the re-
versible jump method of [4] to sample the GMM parameters.
The separated sources are estimated as averages of the samples
from the posterior distribution. Beyond this, further informa-
tion can be extracted from the samples if desired, such as es-
timates of uncertainty in the separation, like the standard devi-
ation point-wise of the source samples, or functions of interest
like the mean of the spectral density of the samples. The ability
to do this is one of the principal benefits of the Bayesian ap-
proach.

Various work over the last decade has addressed the CMB
problem in a source separation framework. In particular, [5]
modelled the problem as a noiseless linear mixture and solved
this source separation problem using a gradient descent algo-
rithm. Later, this work was extended to the full sky in [6] who
used FastICA [7], a fast fixed point-algorithm. In [8] and [9],
the emphasis is on separation in the frequency domain with the
motivation of obtaining the angular spectrum of CMB directly.
A spectral decomposition is computed for each source in the
angular spectrum domain and then fitted to the observations
using the expectation-maximization (EM) method. Later, [10]
extended this work so that it could analyze data with missing
patches through the use of wavelets.

A Bayesian approach to this problem was discussed in [11],
where an entropic prior was proposed for the sources. Such
a prior regularizes the separation such that the most plausible
(highest entropy) sources are obtained from the data among all
plausible ones. This work was generalized to the case of spa-
tially varying noise and spectral properties of foreground com-
ponents in [12]. However, the problem in this case was consid-
ered as pure source reconstruction and not model learning, since
the mixing matrix was assumed to be perfectly known. Refer-
ence [13] proposed adopting a generic model, namely GMM for
the sources and suggested independent factor analysis for the
solution. This approach has assumed fixed but unknown model
parameters which were learned using either EM algorithm or
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simulated annealing (SA). This was extended in [14] to adopt
prior distributions for model parameters hence moving to a fully
Bayesian model. The resulting model was learned with Gibbs
sampling. The work in this paper can thus be considered as an
ideal logical continuation of [13], for the data model, and [14],
for the sampling approach.

The estimation method proposed in [15] is at present the most
similar to the one described in this paper, since it shares the data
model and the sampling approach. Both data models, in par-
ticular, assume a given parametric form for each source emis-
sion spectrum. Note, however, that [15] assigns a uniform prior
distribution to both the sources and the model parameters and
bases the estimation strategy on an information criterion, as in
[16]. Very recent unpublished work by the same authors has ex-
tended the work to include nonuniform priors [17] where the
power spectrum is estimated together with the spatial signal. In
this work, the spatial signal is the focus and a faster convergence
and a lower computational complexity is expected. We assume a
Gaussian mixture prior for foreground signals while [17] sample
jointly from a multivariate Gaussian prior.

In this work, we jointly estimate by sampling all unknowns in
the model—sources, mixing matrix, and other parameters—and
propose to use Gaussian mixtures with an unknown number of
factors to model the sources. This prior distribution is a highly
flexible prior model that can model any continuous probability
distribution to arbitrary accuracy, thus, at least in principal al-
lowing any information about the marginal distribution of the
sources over the sky to be incorporated.

The rest of the paper is structured as follows. In Section II
we give a brief description of the sources and the antenna noise.
Based on this information, Section III gives the model for the
mixing problem and describes the hierarchical Bayesian model
that we use, including the priors we assume for the sources. Sec-
tion IV describes the MCMC approach we use for the inference
on the model we proposed. Section V provides simulation re-
sults on both synthetic Planck images and real WMAP images.
Finally, we provide a discussion of the results in Section VI.

II. SOURCES

The sources of radiation in the universe can be divided into
three groups. The first is the CMB, which is observable in all di-
rections from earth. The second are sources originating from in-
side the galaxy and the third are extragalactic sources that orig-
inate outside the galaxy.

A. CMB

The physics of CMB is very well studied and understood the-
oretically [18], [19]. It is widely accepted that CMB is Gaussian,
although recently there has been some debate on the deviation
of CMB from Gaussianity. In this paper, we assume, as does
most of the literature, that CMB is Gaussian. It is also widely
expected to be stationary, as validated on WMAP data in [20],
and that CMB anisotropies can be represented as the multipli-
cation of a spatial template with a nonlinear function of the fre-
quency.

For the recovery of certain cosmological parameters, it is con-
venient to work in the angular spectrum domain and the CMB
angular spectrum has a well known structure with a number of

peaks [19]. The CMB sources used in this work for the simu-
lation example in Section V are generated synthetically using
the HEALPIX software package, which assumes a spatially flat
standard inflationary cold dark matter model with a Gaussian
realization.

B. Galactic Components

a) Synchrotron: Synchrotron radiation is generated by elec-
trons spiralling (hence accelerating) through magnetic fields.
The synchrotron map that we use in the simulation example is
a commonly used one in the literature, taken from the 408 MHz
Haslam survey and extrapolated and scaled to Planck frequen-
cies [21].

b) Galactic dust: Galactic dust is made up of small particles
which range from the order of nanometers to micrometers. Their
radiation is dominant especially in very high frequency chan-
nels.

c) Free-free emission: Free-free or “Bremsstrahlung” emis-
sion is caused by the collision of free electrons with heavy ions
in the ionized medium. Electrons lose energy in these collisions
and emit photons.

C. Extragalactic Sources

d) Sunyaev–Zeldovich effect: The Sunyaev–Zeldovich (SZ)
effect is generated by the inverse Compton scattering of photons
from CMB on electrons.

e) Point sources: Point sources are caused by distant stars or
galaxies which appear as localized, impulsive bursts of radia-
tion. Unlike the sources discussed above, they are not diffuse
and their impulsive behavior cannot be modelled with a GMM
[22]. It is not possible to consider templates that scale in dif-
ferent frequencies and each channel needs to be considered sep-
arately. Due to these properties, the general approach in the lit-
erature is to detect and remove them from radiation maps before
starting the component separation task [23]. In this paper, we do
not consider point sources and the Sunyaev-Zeldovich effect.

III. MODEL

The observation model consists of microwave amplitudes at
frequencies over the sky at pixels. The data

are denoted , . The source model consists
of sources and is represented by the vectors , with
each component representing the amplitude of a distinct phys-
ical source of those microwaves. We assume that the follow
a standard statistical independent components analysis model,
so that they can be represented as a linear combination of the

(1)

where is an “mixing” matrix and is a vector of
independent Gaussian error terms with precisions (inverse vari-
ances) . For convenience, define ,

to be the values of the th source
over all pixels, and

(2)

(3)

to represent all data and sources.
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For the application to CMB separation, it is reasonable to pa-
rameterize with a vector of considerably smaller dimension;
see Section III-B. We write the mixing matrix as to em-
phasize this point. We assume that each source is independent,
defined by a prior distribution with parameters .

The goal is to estimate , the parameters
associated with the models for , and , given observation of .
The noise variances are assumed known; for the Planck mis-
sion, this is reasonable because of knowledge of the antenna.
The independent components model between the and is
also an example of a factor analysis model. In particular, we
propose to use GMMs to represent the non-Gaussian sources,
in which case it is an example of a model known as a mix-
ture of factor analyzers [24]. In contrast to [24], in this work
the mixtures are defined for the sources, rather than over both
the mixing matrix and sources, since we do not necessarily want
to place any physical interpretation on the different mixture fac-
tors, for which different mixing matrix values might be reason-
able. Rather, the purpose of the GMM is to provide flexible
modelling of non-Gaussian sources. Like in [24], we adopt a
Bayesian approach to data fitting but implemented by MCMC
rather than the variational Bayes approach used there. We also
assume that the number of factors in the GMM of each source
is unknown.

Bayesian inference will be based on the posterior distribution,
which following the above description can be factorized as

(4)

In the next few subsections, each element of this distribution
is defined in turn [see (5), (10), (11) and (12)].

A. Noise Structure

The error primarily rises from detector noise and can
be reasonably assumed to be independent and identically
distributed Gaussian distributed with zero mean. The errors
are mutually independent within and between pixels and
frequency, and are assumed to be identically distributed at each
frequency with precision . Most source separation studies,
where noise is modeled, have assumed this.

A simple form of stochastic spatial dependence for the noise
is assumed because the noise variance is dependent on the
number of observations at each point in the sky [13]. This
number may differ, according to the scanning schedule adopted
by the detector. The number of measurements at pixel is
assumed known to be where , is taken to be the
mean of the measurements at each frequency and, since the
mean of independent and identically distributed Gaussian
random variables is also Gaussian with a precision that is
times larger, this implies that the precisions of are . The
term in (4) is therefore written as

(5)

where is the th row of . We do not explicitly define
any spatial dependence between the directly, such as through
a Markov random field model.

B. Mixing Matrix Structure for Astrophysical Microwave
Sources

Each column of pertains to a source, and each row to a
microwave frequency. Some restrictions are usually placed on

in order to force a unique solution; factor analysis can only
estimate and up to a permutation. Typically, in source
separation studies for this application, this is achieved by setting
one row of to be ones, e.g., [25]. There are no possible
permutations that respect this restriction on and hence we
have a unique solution. The first row is chosen arbitrarily to be
ones.

There is a considerable amount of physical theory and obser-
vation about the sources. This has led to models for how much
each source contributes a different frequency that define a pa-
rameterized relationship between the frequency and contribu-
tion. It is the parameters of these models that make up . Each
column of is the contribution to the observation of a source
at different frequencies, and hence this is written as a function of
the frequencies and . These parameterizations are approxima-
tions that come from the current state of knowledge about how
the microwaves for each source are generated. Here, we merely
state the parameterization that we are going to use, and refer to
[15], [26] and the many references therein for a more detailed
exposition on the background to them.

It is assumed that the CMB is the first source and therefore,
it corresponds to the first column of . It is modelled as a
black body at a temperature (see [27]), and hence
its contribution is a known constant at each frequency of the
form

(6)

where

is the average CMB temperature, is the Planck
constant and is Boltzmann’s constant. The ratio
is taken merely to ensure that , in line with our policy
of constraining the first row of to be ones.

Next, we define for the synchrotron radiation column to
be

(7)

where the spectral index, is typically in the range ( 2.3,
3.0) [28].
The column of that corresponds to galactic dust is of the

following form [26]:

(8)
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where and is the unknown spectral index for
dust. We have assumed a range of (1,2) for .

The fourth column of , devoted to free-free emission is
like that for synchrotron [26]

(9)

where is thought to lie in the range ( 2.3, 3.0).

C. Sources

The distribution of , source at pixel , is modeled as a
GMM with an unknown number of factors . This provides a
very flexible but tractable class of models for the sources. De-
fine , , and

to be the mixture factor means, precisions and
weights for the th source. Hence, the parameters of the th
source are and

(10)
, where . Let

, , , and
denote the vectors of all mixture means,

precisions, weights and number of factors for all the sources,
so that .

D. Priors

The remaining terms in (4) are and .
For , we use the conjugate prior dis-

tributions [29, ch. 2] that facilitate the computation of the pos-
terior and yet are flexible enough to incorporate good prior in-
formation. The conjugate prior distributions mean that the dis-
tributions that must be sampled from in the implementation by
MCMC are of the same distribution type and so easy to generate
from. Given , the prior distributions for the means

are assumed to be independent and identical
Gaussian distributions with means and precisions , the
prior distribution of the precisions are
assumed to be independent and identical gamma distributions
with shapes and scales and the prior distribution of the
weights is assumed to be a Dirichlet distribution with equal
parameters . The number of factors is assigned
a geometric prior with mean , hence

(11)

Values must be specified for the prior distribution parameters:
, , , , , and , for . They are assigned

values to reflect what is known currently about the values of the
sources. So if past studies for dust indicated a factor centred at
0.02 and another centred at 0.04 then we could assign
and . This prior specification follows [4], who discuss
how to specify these values in more detail.

As mentioned in Section III-B, rough bounds on the values
of the spectral indices are known. We use independent normal
distributions for each

(12)

with mean and standard deviation so that 95% of the
prior probability lies within the rough bounds. For example, the
synchrotron spectral index is believed to lie in the range ( 2.3,

3.0), which leads to a normal prior with mean 2.65 and stan-
dard deviation 0.175.

IV. IMPLEMENTING THE SOURCE SEPARATION

The source separation is implemented in two stages as fol-
lows. The first stage is Monte Carlo sampling of the poste-
rior distribution of (4), specifically by a Markov chain Monte
Carlo method (MCMC) [30]. We do this rather than approxi-
mate (4) by a variational approach, as in [24], because of con-
cerns about the underestimation of posterior variance with vari-
ational methods [31]; since one of the principal advantages of
the Bayesian approach is the availability of estimates of uncer-
tainty, we opted for the more computationally intensive MCMC.
Once this is done, the second stage is to compute the average of
the samples of the sources; this average is taken to be the esti-
mated source.

An easy to implement MCMC scheme to sample from (4) is
the Gibbs sampler, with some block updating e.g. we repeatedly
sample from the full conditional distributions of blocks of the
unknown variables. In many cases the full conditional distribu-
tions are of known form, while in other cases they are sampled
by a Metropolis step within the Gibbs sampler [32], [33]. The
full conditional distributions that are sampled from in one iter-
ation of the MCMC scheme are defined below.

f) Sampling : The full conditional distribution of each
is [from (4)]

(13)

which after some manipulation is seen to be a GMM of
factors with precisions , means

and weights , for . The are conditionally
independent over pixels for each source, so we sample each

separately, for and . It is easy to
simulate a value from this GMM by choosing a factor with the
probabilities then sampling from the Gaussian distribution
of the chosen factor.

g) Joint sampling of : Experience has shown that at-
tempting to sample on its own by a Metropolis step is diffi-
cult because its value is highly correlated with its corresponding
source . A better idea is to jointly update from the
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Fig. 1. Simulated example. Original CMB, synchrotron, and galactic dust patches all in milli Kelvins.

Fig. 2. Simulated example. Observations (in milli Kelvins) on the 3 of the 9 Planck channels: 30 Ghz (lowest frequency), 143 GHz (middle frequency), and 857
GHz (highest frequency).

full conditional distribution by a Metropolis step. Given the cur-
rent value , is proposed from a Gaussian distribution with
mean ; all other components of are kept constant. The new
proposed mixing matrix is denoted to reflect the fact
that only , and hence the th column of , is changed by
the proposal. Then is sampled from the full conditional dis-
tribution of (13) using . The set is jointly
accepted or rejected. The accept probability is defined in (16) in
the Appendix.

h) Sampling : To sample these pa-
rameters we follow the reversible jump MCMC method of [4].
Each source is updated separately. Associated with each source
is a vector of mixture factor indices ,

, that assign each pixel to a partic-
ular factor of the Gaussian mixture. The sampling is then
done on , which turns out to lead to
full conditional distributions of all the variables that are
of a known type and easy to simulate. Briefly, the means

are sampled from Gaussian distribution with means
and precisions

, where is the number of pixels assigned
to factor in e.g. . To avoid
the label-switching problem associated with fitting mix-
ture models [34], the means are constrained to be ordered

. The sample is regarded as a
Metropolis proposal and is rejected if this ordering is not
maintained. The precisions are sampled from gamma
distributions with scale and
shape . The weights are updated jointly from a
Dirichlet distribution with parameters .
The allocations are sampled from the discrete distribution

for . Finally, the number of factors can change
by a Metropolis move that proposes to either split or merge a
factor, then either create a new or delete an existing empty factor
(one for which ). For these proposals, re-allocation
of some existing pixels to new factors, and proposals for new

means, variances, and weights, must take place. We refer to [4]
for the details of these, and the associated accept probabilities
for the proposals.

V. EXAMPLES

A. Simulation Study

The first example is a 512 512 patch of realistic data that
have been synthetically generated (CMB) or generated from
previously reconstructed sources of synchrotron and dust, as
discussed in Section II. These sources are shown in Fig. 1. Ob-
servations were generated at 9 channels at the frequencies to be
observed by Planck (30, 44, 70, 100, 143, 217, 353, 545, and
857 GHz), using the mixing matrix model of Section III-B with
spectral indices and . The measurement
error standard deviations used were 0.00126, 0.00120, 0.00113,
0.00028, 0.00018, 0.00018, 0.00018, 0.00018, and 0.00018 mK
at each channel, respectively, which are those that are expected
to be attained by the Planck detectors. Three of these maps are
shown in Fig. 2.

The CMB was modelled as a single factor GMM, and the
prior distributions of synchrotron and dust were modelled as
GMMs having a prior mean number of 3 mixture factors, so

. Gaussian priors were used for the spectral indices
with means 2.65 and 1.0, and standard deviations 0.3 and 0.25
for synchrotron and dust respectively. For the prior distributions
of the GMM source models, here we assumed uninformative
priors in order to assess the performance of the method based
on data alone. The Gaussian priors on the GMM means were
assigned means and precisions , the gamma
prior distributions on the GMM precisions were assigned pa-
rameters (this gives a skewed prior with a heavy
tail) and the Dirichlet prior distribution on the GMM weights
were assigned parameters (this gives a uniform prior on
the weights). The MCMC code was written in MATLAB. On an
Apple iMac with 2.8 GHz dual core processor, we could obtain
1500 iterations of the MCMC per hour. In this example, 20 000
iterations of the MCMC were computed.
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Fig. 3. Simulated example. The posterior mean reconstruction of the CMB (in milli Kelvins) based on 5000 samples from the MCMC procedure (top left) with a
scatter plot of true versus posterior mean (top right). On the bottom is the reconstruction of CMB by Fast ICA (left) and SMICA (right).

Fig. 4. Temperatures (in milli Kelvins) a 20 square patch of the sky from WMAP at 5 microwave frequencies.

Fig. 3 shows the average of the last 5000 samples of CMB,
along with a scatter plot of these means against the true value, as
shown in Fig. 1. We see from the scatter plot and from compar-
ison with Fig. 1 that the CMB is very well reconstructed here.
The same is true for the other two sources. Also in Fig. 3 is the
reconstruction of CMB due to Fast ICA [7] and SMICA (spec-
tral matching ICA) as in [35]. For Fast ICA, we used tanh as
the approximation for non-Gaussianity and found that careful
choice of a non-Gaussian model was necessary to get a good
separation. SMICA requires a square mixing matrix, and the
best result in terms of the lowest square error with the true CMB
(from using the 30 GHz, 44 GHz, and 857 GHz channels) is
shown. For SMICA, synchrotron is not separated at all, prob-

ably because we have used channels where only CMB and dust
dominate. Although results for both Fast ICA and SMICA are
not fully optimized with respect to all tuning parameters, the ap-
proach of this paper is clearly producing a more accurate recon-
struction over all sources. It is also noted that the reconstructed
sources appear to show spatial correlation, even though this is
not modelled. This is due to the spatial dependence pattern in
the data.

B. Analysis of a WMAP Year 5 Patch

The Wilkinson Microwave Anisotropy Probe (WMAP) was
launched in 2001 and at the time of writing is still operational.
It observes five frequencies from 22 to 90 GHz. Fig. 4 shows
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Fig. 5. Average of the last 10 000 samples of CMB (left) and a reconstruction from the WMAP team (right) in milli Kelvins.

Fig. 6. Posterior means of synchrotron, dust, and free-free emission in milli Kelvins.

some recently released five-year WMAP data at 20 north, 60
west, consisting of 128 128 pixels.

The algorithm of Section IV was implemented with four
sources (CMB, synchrotron, dust and free-free emission). The
noise precisions were assumed to be the published values
for WMAP’s detectors. The spectral density for free-free emis-
sion was fixed at 2.14 (following [15]). The priors for the
synchrotron and dust spectral indices were the same as those
for the simulated example, as were the priors for the number
of factors in the GMM source models. Informative priors were
placed on the GMM parameters, based on discussions on the
expected marginal properties of the sources. For example, the
prior distributions of the GMM parameters for CMB were

, , , and . This corresponds to a
Gaussian prior distribution for the CMB mean with mean 0
and variance 0.01, and a gamma prior distribution on the CMB
precision with mean 0.05 and standard deviation 0.05.

The MCMC algorithm was run for 50 000 iterations. To check
for adequate convergence and mixing, trace plots, auto-correla-
tion functions and the Gelman-Rubin diagnostic [36] were com-
puted over two runs of the MCMC from different starting values.
Trace plots showed that the algorithm appeared to have con-
verged in 20 000–30 000 iterations for the values of the sources,
although the spectral indices were taking a longer time to con-
verge. Autocorrelations were also low for the sampled values
of the sources. The Gelman Rubin diagnostic was computed
using the last 10 000 iterations of the two runs, and in general
were between 1.2 and 1.6, but with the diagnostic for over
2, indicating some lack of convergence for the parameters of
the mixing matrix. However, this does not seem to affect the
sources; they appear to converge once the values of the spec-
tral indices are close to convergence. Nevertheless, it is clear
from these statistic values that getting better convergence of the
MCMC is an important issue for future work.

Fig. 7. Posterior distribution of CMB intensity at pixel (20,20) in the patch.

Fig. 5 shows the average of the last 10 000 samples of the
CMB from one of the runs, along with an estimate of CMB from
this patch obtained by part of the WMAP team [37], while Fig. 6
shows the average of the samples of the other sources. We see
that in this patch, the algorithm has inferred that dust and free-
free are almost constants, and the only sources with interesting
behavior are CMB and synchrotron. We have obtained a result
that is in agreement with [37]. The posterior mean of and
are 3.0 and 0.8, respectively; the latter figure reflecting the fact
that there appears to be little contribution from dust in this patch.
This could also explain the slow mixing of in the MCMC.
Fig. 7 shows the posterior distribution of CMB at pixel (20,20)
in the patch. The method estimated that the number of GMM
factors for synchrotron, dust and free-free was only 1 in this
patch with high probability, e.g., about 90% of MCMC samples
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Fig. 8. Assessment of model fit. Scatter plots of the observed value of � against the standardized residual over all pixels at the five frequencies.

had only one factor. This is probably due to the small size and
homogeneous behavior of the data in the patch and is consistent
with our prior belief that a small number of factors would be
sufficient.

For model assessment, Fig. 8 is a scatter plot of the observed
values against the standardized residuals

where

is the posterior expectation of under the model, obtained by
taking the average of over the MCMC samples. A good
model fit is indicated by a lack of trend in the plot, and values
of the residual consistent with the standard normal distribution,
e.g., rarely outside the interval ( 3,3). There is one figure for
each frequency . These plots show a satisfactory
fit of the data to the model; a separation consistent with the
data has been produced, with no significantly large residuals or
systematic unexplained trend in the residuals being displayed.

VI. DISCUSSION AND FURTHER WORK

A fully Bayesian source separation algorithm for multi-
channel image data has been presented, where sources are
modelled as GMMs. The algorithm performs very well on sim-
ulated Planck data and has been applied to data from WMAP.

Current work is on obtaining full sky maps for different
sources using the WMAP 5th year data, so that angular spec-
trum of CMB will be constructed as well. The results of this
study will be presented in a follow up publication. For this
reason, inference for the CMB power spectrum [38] is not

discussed. However, once such a map is sampled by MCMC
then it is a straightforward matter to compute the posterior
distribution of the power spectrum and summary statistics of
it as follows. For each MCMC sample of the CMB, the power
spectrum is computed. Then from this set of “samples” of
power spectra, a pointwise sample mean can be taken as the
best posterior estimate of the power spectrum. Uncertainty
in the power spectrum can be quantified by computing, for
example, the (2.5,97.5) sample percentiles pointwise.

It is assumed, as in all source separation methods that work
in the angular domain, that differences in beam resolution
have been resolved by aggregating data at all frequencies
to a common (low) resolution, typically that of the lowest
frequency of the detector. Implicit in this assumption is that
there is a high signal to noise ratio, since the noise terms are
now correlated by the summation. However we note that the
MCMC algorithm can be modified quite easily, to produce a
map at any resolution, by sub-sampling observed intensities.
The values of the intensities at the finest resolution, when they
are not observed at a frequency, are considered to be another
set of unknowns that are to be sampled. The simplest case is
that the observations at each resolution are strictly nested, so
that all observations at any resolution are sums of observations
of the regions at the finest resolution. So, if an observation
at frequency covers a region that is the union of regions
at the highest resolution, then subsamples are
simulated from the full-conditional distribution—in this case
a GMM—subject to the constraint . Sampling
of , and proceeds as before, but now using as data the
sampled fine resolution values, and with also sampled at the
fine resolution. A sampling scheme for the case where regions
at different resolutions are misaligned can also be implemented;
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see [39]. The cost of producing a map at ever-finer resolution
is higher uncertainty in the reconstruction. This is because, for
any observed resolution, subsampling at finer resolutions leads
to samples with higher variance because there are more degrees
of freedom under the constraints on their sum. We note that this
idea of sub-sampling has been used with considerable success
in many applications, including image data, e.g., [40].

Several generalizations are possible. An important model as-
sumption, that is assumed in all model-based source separa-
tion approaches to date, is that a priori sources are independent
from each other. While our results show that such dependencies
clearly exist in the posterior distribution, due to the stochastic
linear constraint that , prior modelling of them should
help to produce a more realistic separation. As we stated in the
Introduction, this is a relatively straightforward extension of the
model by allowing the source priors to be mixtures of multi-
variate Gaussians; the posterior distribution of (4) remains the
same except the term is now a mixture of multivariate
Gaussian distributions for each pixel.

Another assumption is that a source is spatially uncorre-
lated. Spatial dependence is most conveniently modelled by
a Gaussian Markov random field and we have done some
preliminary work on this idea [41]. Combining with cross
source correlations, one might ultimately consider a mixture of
multivariate Gaussian Markov random fields as a prior for the
sources. Implementing the analysis with such a prior would be
a significant challenge computationally; we hypothesize that
it will be difficult to derive a well-behaved MCMC approach.
Other functional approximations, such as that of [42], offer
feasible alternative to computing the posterior distribution in
this case.

Generalizing the relationship between sources and data to be
nonlinear presents no difficulties either, at least in principle; it
merely implies a replacement of the linear term in (5) with
the desired nonlinear function . However, depending
on the nature of the nonlinearity, satisfactory convergence and
mixing of the MCMC for the parameters can become slow and
difficult to confirm. Such a generalization would be useful in
the galactic plane, where the relationship between sources and
observation is not well understood but is certainly not linear be-
cause of the interaction, such as absorption and re-emission, by
the different causes of the galactic sources.

Finally, although the technique was developed for the astro-
physical source separation problem in mind, it is general and is
applicable to other source separation problems as well.

APPENDIX

In this Appendix, we derive the accept probability for the joint
proposal of in the MCMC method described in Sec-
tion IV.

The target distribution is the joint full conditional distribu-
tion of and , which depends only on , (all the
other sources except for ), and the normal mixture param-
eters for . Given the current value , is proposed from
a normal distribution with mean ; all other components of
are kept constant. The new proposed mixing matrix is denoted

to reflect the fact that only , and hence the th
column of , is changed by the proposal. Then is sampled
from the full conditional distribution of (13) using .
The accept probability for such a move is the usual target distri-
bution ratio times proposal distribution ratio, that is to say the
minimum of 1 and

The full conditional of is, from the relevant ele-
ments of (4), given by .
For the ratio of full conditionals of to , we must be
careful since these are full conditionals that are conditional
on different values of . Since

, so

Thus, the accept probability is the minimum of 1 and

(14)

where we have also substituted the uniform prior for .
The integrand is the product of a Gaussian likelihood

term (see (5)) and Gaussian mixture terms
[see (10)].

After rearranging the exponent term to isolate the ,
can be written

(15)

which, after expanding the exponent and completing the square,
we can write as shown in the first equation at bottom of page next
page, where the constants that we have ignored do not concern
us as they do not depend on , and so will cancel out when we
take the ratio in the accept probability.

Thus, both terms in the integrand of (14) factorize into func-
tions of each , hence our integral is the product of 1-D in-
tegrals. Subsituting (15) into the integrand, we have the second
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equation at bottom of page. We now see that the integral is that
of a Gaussian mixture over a Gaussian mean (treating as the
“mean”); standard results show this to be another Gaussian with
variance as the sum of the two Gaussians in the integral (e.g. the
sum and and mean as the mean of
the mixing Gaussian (e.g. in this case, will be replaced by

). Thus we have (16), shown at the bottom of the page. Sub-
stituting (16) into (14) gives the required accept probability.
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